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Abstract

The determination of an individual’s na-
tive language has been previously studied
using written text produced by the individ-
ual. An emerging approach is to make this
classification based on speech-based data,
such as transcripts or audio characteris-
tics. We present a fusion model, taking
into account both a transcript of spoken
data and the i-vectors extracted from the
recordings. The speech transcript features
are captured with a CNN model based
on character-level bigrams and with gram-
matical rule analyses. We report a test
accuracy of near 80% in native language
identification based on this speech data
alone.

1 Introduction

Native-language identification (NLI) refers to the
identification of the native language (L1) of an
individual given their communications in another
language. The problem is usually studied in
the context of writings, with natural-language
processing techniques applied alongside machine
learning. These methods have shown considerable
success, achieving over 80% accuracy in predict-
ing the persons L1. (Abad et al., 2016) Recently
the same task has also being applied to the realm
of spoken text, either by analyzing transcripts or
feature extraction based on audio files. The task is
motivated both by applications in language teach-
ing and in second-language acquisition.

In this work we detail an end-to-end model de-
signed for the speech subtask of the NLI Shared
Task 2017 (Task, 2017). The shared task, orga-
nized by ETS, provides both transcripts and the
audio-based i-vectors extracted from test taker re-
sponses of the speaking section in the Test of En-

glish as a Foreign Language (TOEFL-iBT), and
challenges the participants to classify test takers
based on their respective L1. Our end-to-end con-
volutional neural network (CNN) model produces
predictions based on the transcripts, which are
then combined with the i-vectors to create a fu-
sion model. We report an average F1 score of over
79% for our final fusion model.

2 Related Work

To inform our approach to native-language identi-
fication (NLI), we first do a survey of the meth-
ods involved in the generation and application
of i-vectors, since this is the format that the
speech data would be provided to us in our cho-
sen datasete. We also review the related tasks of
speaker recognition and language identification,
which attempt to differentiate between speakers
and the spoken languages using an i-vector rep-
resentation. Finally we summarize how previous
researchers approach the question of NLI, without
limiting us to i-vector approaches.

2.1 I-Vectors in Speech Processing

I-Vectors, originally proposed for the purpose of
speaker verification (Dehak et al., 2011), have be-
come popular as a concise and low-dimensional
representation of the speaker or language charac-
teristics of audio files.

The generation of i-vectors is closely related
to the speech processing technique of joint fac-
tor analysis (JFA) (Kenny et al., 2007), in which
a supervector M is used to represent each piece of
speech audio recordings. We presume that the su-
pervector M should be decomposable into speaker
independent, speaker dependent, channel depen-
dent, and residual components. Then, each com-
ponent can be represented by a low-dimensional
set of factors, which operate along the principal



dimensions (i.e. eigen-dimensions) of the corre-
sponding component.

For i-vectors, we further assume that the chan-
nel factors model the speaker features in addition
to the channel effects in JFA. To take this finding
into account, a new low dimensional total variabil-
ity space T was introduced to account for both the
variabilities, where M is given by:

M = m+ Tx

where m is the UBM supervector (speaker and
channel independent supervector), x is a normally
distributed random vector in this space and T is
a low ranked rectangular matrix. The factors of
x are also called as total factors, while the new
vectors are known as identity vectors or i-vectors.

One interesting consequence of this representa-
tion is that the matrix T is determined from the
dataset and is usually representative of the sub-
space of the training data. However, in problems
such as NLI, different training matrices may be
used for the generation of i-vectors allowing us to
generate i-vectors representations conditioned on
different languages.

2.2 Spoken Language Recognition

Spoken language recognition is the task of identi-
fying a language given speech. Although this is a
different task from natural language identification,
there are many key ideas which could contribute
to the building of an NLI system.

In past studies, (Li et al., 2013), the authors give
a survey of several methods and techniques that
have been explored to spoken language identifica-
tion. The authors describe how cues used which
humans use to identify languages influence the de-
sign of systems. Prelexical cues such as acous-
tic phonetics, phonatactics and prosody as well
as lexical cues such as words and syntax play a
part in helping humans identify languages (Ramus
and Mehler, 1999). They also discussed phono-
tactic approaches including speech tokenization,
phone n-gram modeling, vector space model-
ing and phonotactic front-end components and
acoustic-phonetic approaches (Muthusamy et al.,
1994) including acoustic feature extraction, statis-
tical modeling, vector space modeling and inters-
ession variability.

Some of the techniques, particularly the one pe-
ternaing to prelexical cues, are relevant to natural
language identification. It seems likely that an in-

dividual speaking a non-native language will in-
advertenly fall back to common speech patterns in
their native language. We will explore techniques
presented here while developing our system.

2.3 Native Language Identification with the
i-vector Framework

Combining the use of i-vectors and spoken lan-
guage recognition provides a useful insight into
native language identification (NLI).

For instance in (Senoussaoui et al., 2016), the
authors attempt to solve native language identi-
fication while representing their spoken data us-
ing i-vectors. The authors perform two dif-
ferent extractions of the i-vectors by firstly ex-
tracting language independent i-vectors and sec-
ondly using the principles behind language iden-
tification to train eleven i-vector extractors and
combining these to extract language dependent
i-vectors. They then experimented with using
SVMs and neural networks for the classifications
and achieved an accuracy of 67.4% on the devel-
opment set using SVMs on language independent
i-vectors. They determined that in order for lan-
guage dependent i-vectors to perform well, there
needs to be a large amount of data present which
was not the case with their tests and also deter-
mined that neural networks may tend to overfit on
this problem.

However, the authors in (Abad et al., 2016),
exploited the use of phone log-likelihood ratios
(PLLR) as part of their classifiers. PLLRs primar-
ily rely on estimating the probabilities of phones
for a given language decoder using the posterior
probabilities of the states. This allows the authors
to leverage the fact that erroneous pronunciation
in the speaker’s L2 often arises when the speaker
substitutes a phoneme that more commonly occurs
in their L1. The authors use 4 language depen-
dent decoders and combined these with phonotac-
tic and i-vectors representation. They determined
that i-vectors are far more suited to the task and us-
ing PLLR with the 4 decoders managed to achieve
an accuracy of 82.9%. A composite model com-
bining this with MFCC i-vectors achieved an ac-
curacy of 84.6%. Both papers report difficulties
in distinguishing between languages such as Hindi
and Telugu which share common phonemes and
geographical area which suggests that other fea-
tures may need to be leveraged.



Uh I went twice and I , I read uh , I read an interesting
book before it ’s name was . Uh it is interesting for
me because uh it , it is mentioned that the pains of
people in the world and , and uh it is so beautiful , so
um , it was so emotions . Uh it was so real for me
when I uh read it and I feel so sad um because of
that people . Um , um their pains um make me um ,
make me upset their pains , their emotions .

Table 1: Example transcript of spoken test re-
sponse from a test taker with Korean L1.

2.4 Native Language Identification based on
Textual Information

Given that the dataset we select provide us with
transcriptions of spoken text, we reviewed liter-
ature that provide insights to ways of extracting
and classifying features based on the transcription.
Given that i-vectors, first proposed for speaker ver-
ification, has found use with both language identi-
fication and native language identification, we hy-
pothesize that we can draw from past studies in
authorship analyses of written text to inform our
approach to NLI based on transcription of speech.

Authorship identification methods in the past
broadly fall under two categories, statistical uni-
variate methods and machine learning approaches
(Zheng et al., 2006). Statistical methods in-
clude examples like classification from histograms
of word-length distribution or principle compo-
nent analysis (PCA) on the frequency of function
words. However in recent years, machine learn-
ing approaches have seen the greatest improve-
ment in this area, as they can account for a larger
set of features with fewer modelling requirements
or mathematical assumptions. Various features
have been experimented by works in this area, but
mostly involve popular syntactic and lexical meth-
ods (De Vel et al., 2001).

3 Data Collection

The Educational Testing Service (ETS) released a
set of anonymized responses for the speaking and
writing sections for the Test of English as a For-
eign Language (TOEFL-iBT) for the 2017 NLI
Shared Task (Task, 2017). The TOEFL is pri-
marily taken by individuals applying for studies
or visas abroad (Services, 2017), and the dataset
available has responses from native speakers of
11 different languages (Arabic, Chinese, French,
German, Hindi, Italian, Japanese, Korean, Span-
ish, Telugu, and Turkish). The release include

both transcription of their spoken responses and
the i-vectors extracted based on audio recordings.

3.1 Speech Transcripts

11,000 orthographic transcriptions of the 45-
second English spoken responses are released,
which include 1100 responses for each of the 11
languages. The transcripts include stop words
such as ”uh” and represent unintelligible words
with special characters. These transcripts are to-
kenized on both sentence and word-levels as pre-
processing. An example transcript is given in Ta-
ble 1.

3.2 I-vectors

I-vectors computed from the 45-second audio file
corresponding to each orthographic transcription
are also provided. The dimensions of the i-vectors
and number of Gaussian components are pre-
tuned by the organizers with the Kaldi toolkit.

3.3 Data Split

At the time of publication, the test set is held out
by the organizers and unavailable to the authors.
As a result, we use the released dev set (1,100 re-
sponses) as the test set, and validate our model
based on a validation set of size 1,100 we split
from the training set (which has 9,900 remaining
responses). To avoid confusion we henceforth re-
fer to the dev set as test set.

4 Approach

4.1 Convolutional Neural Network on Native
Language Identification

4.1.1 Architecture
To create an end-to-end system that captures
speech patterns most relevant to L1 classification,
we designed a ConvNet model to process the tran-
scripts of the test takers’ spoken response (Fig.
1.) The model is inspired by a common CNN ar-
chitecture used for text classification (Kim, 2014),
but tailored to fit the particular task and dataset at
hand. The details are as follows.

In the embedding layer, we break down the in-
put transcript into character-level bigrams which
are then mapped to embeddings. We hypothesize
that character bigrams have the greatest capabil-
ity to model speech characteristics, as they sug-
gest ways the character connect with each other in
a speaker’s speech pattern. For the convolutional



Figure 1: CNN model architectural overview. The filters are slide through the bigram embeddings,
max-pooled over time, then passed through a fully-connected layer to produce L1 predictions.

layer after, we slide filters of various size along
the transcript through the bigram embeddings.

cwj = f (w · xj:j+w−1 + b)

for a filter of size w at sentence location j. The
filter kernel sizes are chosen in accordance with
the length of words in the document, so each filter
would overlap with some prevalent word size. We
created a number of filters for each filter size, and
then do a max-over-time pooling for all filters of a
particular size to obtain the most import activation
values within the entire transcript.

ĉw = max [cw1, cw2, ..., cwk]

The resulting maximum activation values are then
concatenated among filters of all sizes, and fed to
a fully-connected layer to obtain softmax proba-
bilities of L1 predictions.

4.1.2 Training Setup
The character-level bigrams embedding has a di-
mension of 500 and was trained from scratch. The
filter sizes of 2, 3, 4 and 5 were selected in accor-
dance with the most prevalent word length in the

Figure 2: Character length of words in the train-
ing set. We select CNN filter kernel sizes to best
capture the common word length.

transcripts (see Fig. 2 for a histogram of charac-
ter length of words in the training set). For each
kernel size we included 500 filters, therefore after
max-over-time pooling we would have 2000 acti-
vation values. The fully-connected layer therefore
has an input feature size of 2000 and output size of
11, which corresponds to the softmax probabilities



of each of the L1 classes.
The model is trained with a learning rate of

1 × 10−4 and an Adaptive Moment Estimation
(Adam) optimizer (Kingma and Ba, 2014). The
training set is divided into mini-batches of 50 and
we train for a maximum of 50 epochs. To encour-
age regularization, a weight decay of 5 × 10−4 is
added and a dropout layer with rate 0.25 is inserted
after the embedding layer.

4.2 Grammar Rules Analysis

According to our literature review work, we de-
termine that an abundance of syntactic and lexical
features are found useful for NLI. To build an pre-
liminary model we choose to incorporate several
different types of such features.

4.2.1 Syntactic Features

The initial transcription feature extraction was
performed using the Stanford Natural Language
Toolkit’s (NLTK) Part-of-Speech (POS) Tagger.
POS tags were generate for the transcribed an-
swers that were part of our dataset. Statistics about
the probabilities of these tags for various L1s were
compiled and are displayed in some of the dia-
grams. One unique tag was utilized for all punc-
tuation and a special tag for phonemes that could
not be transcribed correctly. The POS tags and an-
swer lengths were tested in various groupings and
normalized to form features.

4.3 Grammatical Features

The initial transcription feature extraction was per-
formed using NLTK’s Neural Dependency Parser.
This generates grammar dependencies for the sen-
tences which were chunked into 50 word sub-
sentences. The resultant dependency tags were
then grouped and counted for each individual
sentence. The tag counts were then normalized
against the sentence length to generate the fea-
tures.

5 Results

We report the results from multiple data sources
processed with differently designed models. For
transcript-only results, we report precision, recall
and F1 scores from both the CNN model and the
grammar-rules based feature Linear SVM.

5.1 Convolutional Neural Network on Native
Language Identification

We first base our evaluation on CNN model only
on speech transcripts, and report the resulting F1
scores and confusion matrix (Fig. 3)

Figure 3: Confusion matrix of the CNN Model
classification

Based on the reported F1 scores for the indi-
vidual languages, we found that the CNN model
alone performs better on the European language
speakers, in particular German and Italian speak-
ers, compared to their Asian counter parts. We hy-
pothesize that since both German and Italian are
very largely influence by Latin and hence share a
common root with English, their speakers’ speech
patterns are more likely to be influenced by their
mother tongue. The fact that the Asian languages
are from the same region and have more in com-
mon among their accents than the European ones
do might also be a factor. We are interested in
exploring how theses traits can complement the
audio-based i-vectors in the overall classification
of spoken responses, an idea we further investigate
in later sections.

5.2 Saliency Maps

To visualize what our CNN model captures as use-
ful information, we adopted the saliency scores
defined in a NLP setting proposed by Li et. al.
(Li et al., 2016) as follows:

S(e) =

∣∣∣∣∂ (sc)

∂ (e)

∣∣∣∣



where S(e) is the saliency of an embedding e and
sc is the class score corresponding to the correct
class of the sample.

We present saliency maps of two test takers,
the first (#05055) with Turkish L1 and the second
(#02884) with Hindi L1 (Fig. 4.) The color at each
square represents the saliency of the bigram begin-
ning from that square (for example, the saliency
of the first two characters ”If” is presented in the
square ”I”.)

In the first saliency map based on response from
a Turkish speaker (Fig. 4a), we observe that our
system seems capable of distinguishing bigrams
based on their prevalent sounding in spoken text.
This is an interesting observation especially be-
cause we did not provide the end-to-end CNN
model with any spoken language context, but it
seems to pick up on speech patterns an intonation
on its own, suggesting that these are useful fea-
tures in the determination of L1 in transcripts.

The second saliency map based on a response
from a Hindi speaker (Fig. 4b) demonstrates sim-
ilar results. For instance, the letter ’e’ when pro-
nounced as ’EH’ tends to be consistently consid-
ered important but other pronunciations of it such
as ’UW’ or ’EY’ are distinguished.

5.3 Grammar Rules Results and Analysis

The model based on grammar dependency fea-
tures (3) demonstrates that even the count of gram-
matical dependencies alone provides some distin-
guishability among the various L1 classes as it per-
forms twice as well as a random model.

Fig. 5a shows the total answer lengths for all
the speakers of a particular L1 in our training data.
An interesting result here is that both speakers of
Japanese and Korean tend to have the shortest an-
swers which may also explain the large difficulty
in distinguishing between these two L1 classes. A
similar result holds for Hindi and Telugu; how-
ever, the variability in length seems to be quite
useful in determining the geographical region of
the L1 although it has issues with specificity.

Fig. 5b shows the percentage of the speaker’s
response that was tagged as an interjection (UH)
grouped by L1. This tag is used for pauses and
hence has high relevance for spoken text process-
ing. The results appear to show that speakers of
an L1 which has higher emotional prosody tend to
pause more often than speakers of an L1 with a
low emotional prosody.

Fig. 5c shows the percentage of the speaker’s
response that was was tagged as punctuation
grouped by L1. Punctuation demonstrates a sim-
ilar grouping to answer lengths with nearby ge-
ographical locations having similar percentages.
Punctuation often plays the role of pauses and
hence UH tags and punctuation tend to offset one
another.

rank ’nsubj’ ’det’
1 ITA JPN
2 HIN KOR
3 TEL TUR
4 TUR GER
5 GER FRE
6 FRE ARA
7 ARA CHI
8 SPA ITA
9 CHI SPA

10 JPN TEL
11 KOR HIN

Table 2: The orderings of the L1 classes in ascend-
ing order of prevalence of the ’nsubj’ and ’det’
grammar rules.

Table 2 shows the prevalence of the two most
common grammar rules (’nsubj’ and ’det’ which
are used to show that a word is the subject or de-
terminant of another word) which happen to be
roughly inversely correlated. Interestingly both
Hindi and Telugu, and Japanese and Korean are
grouped with one another in both orderings. In
particular Japanese and Korean speakers tend to
use fewer determinant and far more subjects than
speakers of any other language whereas Hindi and
Telugu speakers behave in the opposite way.

5.4 Transcript Features + i-vectors Fusion
Model

Finally, we create a fusion model combining the
transcript-based features extracted with the CNN
model and the grammar rules, and the audio-based
i-vectors. The predicted probabilities of the CNN
model is treated as a feature, which when com-
bined with the grammar rule-based features and
the i-vectors, is fed to a Linear-kernel support vec-
tor machine (SVM) to perform classification. The
SVM is trained on the training set and its hyper-
parameter (C = 0.1) tuned on the validation set,
while the performance is then evaluated on the test
set (Tab. 3.) The final test set F1 score is 79%.



(a) Test taker #5055 (L1: Turkish) (b) Test taker #2884 (L1: Hindi)

Figure 4: Saliency maps calculated from the gradients of the input character bigrams with respect to the
correct class score produced by the CNN model.

(a) Total Answer Length

(b) Percentage of UH Tags

(c) Percentage of Punctuation Tags

Figure 5: F1 Scores of each L1 based on a Linear
SVM trained on the grammar-rules feature.

The results show that i-vectors are particularly
effective for speakers with strong accents. For ex-
ample L1s such as Japanese end up among the
most accurately classified despite a modest accu-
racy in the transcript-only model. However, as
i-vectors capture accents and owing to the geo-
graphical overlap among speakers of Hindi and

Telugu, our combined model still performs poorly
in distinguishing between these two languages.

Figure 6: Confusion matrix of the CNN + Gram-
mar rules + i-vectors Fusion model

6 Conclusion

We conclude that a neural network model based
on speech transcripts alone is useful in the extrac-
tion of character-level information that aid in the
task of native languages identification. We found
that the ConvNet, even without prior knowledge
of the language model, is able to pick up speech
patterns and intonation, suggesting that an end-to-
end approach is indeed applicable to speech-based
NLI. Grammatical analyses on the transcripts also
showed that the prevalence of various structures
varies for speakers of different L1s and that these
features can perform significantly better than ran-
dom despite the exclusion of actual word informa-
tion.



Model Precision Recall F1 Score
(Baseline) Transcript word-level unigrams 0.52 0.52 0.52

Native Language CNN 0.53 0.53 0.53
Grammar rules 0.20 0.21 0.20

(Baseline) Word unigrams + i-vectors 0.76 0.76 0.76

CNN + Grammar rules + i-vectors fusion model 0.79 0.79 0.79

Table 3: Classification results of the two classifiers. i-vector features help reduced the error significantly.

Though constrained by the lack of raw audio
files, we found the inclusion of the i-vectors can
significantly increase the accuracy of our model,
suggesting that the vectors are useful in a L1
classification setting, even though they were ini-
tially proposed for the task of speaker verification.
Further work can be conducted by incorporating
phonotactic features and training the i-vectors on
different subspaces to emphasize features that may
have been lost in the dimensionality reduction.

For the next stage of the project, we plan to add
word-level information as an additional channel
of input in the CNN model, since it was deemed
useful in the simple word-unigram-based baseline
results; meanwhile, grammatical analyses on the
transcripts may be further improved by using dif-
ferent parsing rules to see if they perform better
than the CFG rules that we used.
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