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Abstract

We created a dataset of over 20 hours
of songs with lyric transcriptions. We
used REPET to strip away the background
music. Then we developed a connec-
tionist temporal classification neural net-
work model feeding MFCC features into
an LSTM. While our results are not as
good as state-of-the-art ASR (automatic
speech recognition) systems like Watson,
we discovered valuable information about
the task of lyrics transcription to further
improve our model in the future.

1 Introduction

Speech to text recognition is becoming more com-
mon with products like Siri, Alexa and automatic
YouTube transcriptions. However, speech to text
recognition of songs is a difficult task even for
humans, and using ASR to recognize song lyrics
from music is even more challenging. Success-
fully creating a speech to text system for songs
will simplify lyric generation and represent great
progress in general speech to text recognition sys-
tems. Our goal is to create a model that automati-
cally transcribes lyrics from vocal sound files into
text.

Automatic lyrics transcription is a difficult task
even for humans as there are many subtasks that
we must approach, such as proper dataset usage
and songs containing slang and other ad lib sounds
that are hard for machines to identify which will
add another level of difficulty. Additionally, sep-
arating words and instruments in the song is an
important step to lyrics transcription. We hope to
tackle this problem with these challenges in mind.

2 Related Work

Our general problem is inspired by the popular and
well-researched task of speech to text. While au-
tomatic speech recognition is a very similar prob-
lem, our task is much more difficult and specific,
as mentioned previously. First of all, we have ex-
tra steps that involve filtering the background mu-
sic to denoise the input. Additionally, the singing
voice is very different from the spoken voice.

Because of these difficulties, many people in the
past have tackled a simpler problem: transcribing
lyrics from a song by aligning the words to the au-
dio (Fujihara and Goto, 2008; Mesaros and Vir-
tanen, 2008). However, this step is not enough
for our project’s more complicated task, as it finds
vocal segments rather than recognizing the actual
content in them. We now discuss papers who ap-
proach the latter.

We base our research primarily on the approach
defined in (Mesaros and Virtanen, 2010), who ap-
plied speech recognition methods for the task of
transcribing lyrics from songs. This paper is one
of the first ones that approaches songs with poly-
phonic background music beyond just the singing
vocals, and we will be using polyphonic music
as well. They use a phonetic Hidden Markov
Model recognizer to recognize singing in both
monophonic and polyphonic music. They sepa-
rate the singing from the background music using
the algorithm described in (Virtanen et al., 2008).
This specific algorithm uses a time-varying pitch
to separate the vocals and subtracts a background
model from the audio, which then enhances these
vocals.

Another method for separating voice from mu-
sic is called REPET (REpeating Pattern Extraction
Technique), created in (Rafii, 2013). REPET de-
tects beat patterns and uses these patterns to mask
out the background and the foreground. This algo-



rithm is relevant for our many attempts at separat-
ing vocals from background music.

(Mesaros and Virtanen, 2010) uses 39 mono-
phone HMMs. A left-to-right HMM with three
states represents each phenome. The silence
model is a fully connected HMM with three states,
where the middle state is a HMM with one state
that represents the short pause. They were able to
recognize about 20% of the words in clean singing
(no background music), but were much lower for
polyphonic music. An interesting takeaway from
this paper is that they showed that the gender dif-
ferences in songs are actually very apparent, even
more so than in the spoken language. This is
something we may try to take advantage of as a
possible extension.

(McVicar et al., 2014) uses unaccompanied
samples of songs, which are files with only singing
vocals and no background music. This paper was
important because (McVicar et. al.) makes use of
one advantage that songs have over spoken word:
the use of repetition. In many songs, words are
repeated in choruses as well as in the beginning
and end. This repetition provides us with more
utterances for the same words. They spend most
of their paper discussing how to take advantage of
the multiple utterances of the choruses or repeated
parts of the song. For example, one method they
used was that they transcribed each chorus indi-
vidually and then chose the one with the highest
model likelihood as the proper transcription. We
plan to use this exploitation of repetition to better
our model for this task of song lyrics identifica-
tion.

3 Dataset

Because there was no existing dataset for the prob-
lem we want to solve, we curated our own dataset
for this project. Our dataset has two main com-
ponents: the actual sound files and the lyrics. We
have over 20 hours of sound and lyric data that we
collected. To obtain the dataset, we wrote a Python
script to scrape the data using the following meth-
ods.

Sound Files

To download the sound files, we used a package
called youtube-dl that allowed us to extract the
MP3 of any YouTube video given the video URL.
To visualize the song file, we found a spectrogram
of an mp3 that we extracted and plotted a slice of

Figure 1: Visualization of a sound file from our dataset.

it. See 2 for a visualization.

Lyrics
To obtain the lyrics of the songs, we used the
Google Video Closed Captioning API that pro-
vided us with a transcription of the song with tim-
ing markers.

For example, a line of data in a lyric file looked
like

• start=”45”,length=”4.3”,text="Hear me
ROAR".

The lyric files retrieved by the API were in XML
format, which required extra parsing to put in a
usable format.

Data Sanitization
To ensure that our data was usable and consistent,
we had to perform some sanitization to the files.
First, for the transcriptions, we stripped any sort
of odd characters, including punctuation and the
eighth-note symbol. A lot of the lyrics also had
markers indicating who was saying the line, if
the song had multiple singers; those were usually
indicated by the presence of a colon, so whenever
we saw a line with a colon, we removed the
text prior to the colon. Upon cursory inspection
of the data, it retained all of the useful spoken
word information. Finally, we lowercased the text.

Data Augmentation
Most deep learning papers have used some form
of data augmentation to improve their models. For
our project, we performed augmentation by pitch
shifting, time stretching and adding reverb. While
pitch shifting and adding reverb did not require
any edits to the lyric data, for time stretching, we
had to edit the timings listed in the lyric videos ac-
cordingly. We did this by multiplying all the times
by the factor with which we extended the songs.



After gathering and cleaning our dataset, we
used basic normalization to preprocess the songs
to minimize as much noise as possible. We split
our dataset into 80/10/10 for our training, valida-
tion, and test sets.

We then go through the following steps for our
task of lyrics transcription.

4 Approach

4.1 Vocal Separation

The first step after data collection, sanitization and
augmentation is to separate the vocals from the in-
strumental. We do this by trying many different
methods.

One method we used was independent compo-
nent analysis. However, this method performed
poorly. We also tried using phase inversion to iso-
late the vocals, which worked well in only isolat-
ing the background sound; however, it is mathe-
matically impossible to separate out only the vo-
cals using this approach.

We also tried using a low pass band filter to
remove frequencies outside of the human vocal
range. However, this also performs poorly in sep-
arating out vocals, as it was clear to the human ear
that the music was not separated out properly.

We decided to use the REPET algorithm from
(Rafii, 2013). We used the beat of the music to
identify the repeating music segments, then com-
pared them to a repeating segment model, and fi-
nally extracted the repeating patterns using a time-
frequency masking. The REPET algorithm took a
long time to run, but it seemed to work better than
the other methods we mentioned. However, the
vocal sound was still distorted.

Figure 2: Visualization of vocal separation from our
dataset.

Figure 3: Diagram of our model pipeline. The input is the
dataset of songs and the prediction comes in the form of an
array of logits.

4.2 Model Pipeline

Based on our class lecture and homework assign-
ment on CTC, we decided to use an HMM-free
model and train the model over the distribution
of characters rather than words. We used charac-
ters as our labels because a lot of songs use words
that may not be part of a standard vocabulary (i.e.
slang). We adapted from an existing implementa-
tion of getting the CTC cost function with Tensor-
flow for automatic speech recognition.

As shown in the diagram of the model pipeline
in 3, we first convert the songs from input into
MFCC features. The MFCC features are then fed
into the LSTM, and we apply a nonlinear projec-
tion on the LSTM’s output to get the prediction,
which is an array of logits.

(Graves et al., 2006) derives the objective
function for training CTC networks with gradient
descent. We use the CTC Forward-Backward
algorithm, which is an efficient way of calculating
conditional probabilities of individual labellings,
as stated in (Graves et al., 2006). Using the
modified label sequence l′ to allow for blanks in
the output paths, we create our forward variables,
α, using recursion like this:



α1(1) = y1b

α1(2) = y1l1

α1(s) = 0, ∀s > 2

αt(s) =


ᾱt(s)y

t
l′s
, if l′s = borl′s−2 = l′s,

if l′s = bor l′s−2 = l′s
(ᾱt(s) + αt−1(s− 2))ytl′s ,

otherwise,


The backward variables, β are defined similarly.

We evaluate our maximum likelihood error as de-
fined in the paper (Graves et al., 2006).

ln(p(l|x)) = ΣT
t=1ln(Ct)

5 Experiments

We successfully separated the vocals from the mu-
sic for the songs in our dataset, and we used
Google Cloud to run the model on our resulting
data.

5.1 Model Tuning
We experimented with the learning rate of our
model, and our results are shown in the subsec-
tion below. We found that the learning rate of 1e-2
works the best. To prevent overfitting, we shuffled
the data so that our model would not learn based
on the ordering of the songs. We also tried differ-
ent optimizers, including Adam and momentum.

5.2 Comparing to Pretrained Speech-to-Text
Systems

We compare the trained speech model to state-of-
the-art text systems like Watson and the Google
Speech API. Given an input song complete with
vocals and an instrumental to Watson, we get the
following result (shortened due to length of song):

”so what I believe you were trying to say is
thank you thank you you’re welcome what
number I didn’t okay I see what’s happening
here your face to face with greatness Senate
strange I don’t even know how you feel hor-
rible it’s nice to see you did have a chilling
with your eyes ... ”

The actual lyrics of the sample song that we in-
putted into the system are the following (shortened
due to length of song):

”’So what I believe you were trying to
sayis thank you.Thank you? You’re wel-
come.What? No, no, no.I-I didn’t...
I wasn’t...Why would I ever...(chuckling):
Okay, okay. I see what’s happening, yeah
You’re face to face with greatness and it’s
strange You don’t even know how you feel
It’s adorable Well, it’s nice to see that humans
never change Open your eyes ... ’”

After reading both texts of the actual lyrics and
the output lyrics, we analyze how Watson, a state-
of-the-art speech recognizer made these mistakes.
In this specific example, Watson was not able to
pick up the background voice where the artist
would seemingly ramble to himself in the song.
As he sings, the pitch also changes in a way that
is very different from normal speech, and phrases
like ”why would i ever...” could have blended in
with the background music. While it is obvious to
the human ear that these words are not part of the
music, it is not to the system. This emphasizes the
seeming importance of properly separating out the
vocals from the background music. We then tried
Watson on a song that we stripped of the back-
ground music using the REPET algorithm. The
predicted lyrics are:

let us further time to pass you by school soon
to change a change in my and he did give us
that he make it on your own we don’t have
to go if it sells budget government coda un-
derneath Eisenstein I could give a thousand
he Unna was this is so so the devil nam yeah
did win the best ending bingo I do not own
the %HESITATION sells budget government
coda underneath Eisen said I could give what
they do is the duly

The actual lyrics of the non-instrumental ver-
sion are the following:

’ waiting for the time to pass you by hope
the winds of change will change your mind
i could give a thousand reasons why and i
know you and you’ ve got to make it on your
own but, we don’ t have grow up, we can
stay forever young living on my sofa, drink-
ing rum and cola, underneath the rising sun i
could give a thousand reasons why but you’
re going and you know that all you have to do
is stay a minute just take your time the clock
is ticking so stay all you have to do is’

We see here that Watson performs really poorly



(a) Label Error Rate and Loss with Adam Optimizer and a learning rate of 1e-2

(b) Label Error Rate and Loss with Momentum Optimizer and a learning rate of 1e-2

(c) Label Error Rate and Loss with Momentum Optimizer and a learning rate of 1e-2. Song vocals separated from
instrumental by REPET

Figure 4: We plot the label error rate (identical to character error rate) and the loss with a learning rate
of 1e-2 and optimizers Adam and momentum. The last two plots are of the LER and loss of the model
trained with a learning rate of 1e-2, momentum optimizer, and trained on the REPET-separated data.



on this song, even though there is no background
music. This may be because of how difficult it is
to properly remove the instrumental. We provide
numerical evaluation on these two examples from
Watson in the next section.

5.3 Word/Label Error Rate Evaluation
As we have discovered in class, word error rate
(WER) is a common metric of performance for
speech recognition tasks. We use WER as it is a
very reliable tool for comparing different systems
and for us to evaluate within our own models.

Word error rate can be calculated as:

WER =
S +D + I

N

where

• S = number of substitutions

• D = number of deletions

• I = number of insertions

• N = number of words in the reference (S + D
+ I + # of correct words)

WER Corrects Deletions Substitutions Insertions
Watson with BGM 0.81 76 199 119 1
Watson w/o BGM 0.897 32 226 53 0

(a) Word Error Rates

Figure 5: Word error rate for Watson’s perfor-
mance on songs with or without background music
(BGM)

Figure 5 shows our results for word error rates
of Watson with both songs with and without back-
ground music. We wanted to see how the separa-
tion of vocals and music affects our results. We
calculated each of the word error rates on one or
two songs each, as we are using it to get a general
sense of how our systems are doing.

We see that Watson does not perform better
without background music. The word error rate
is actually higher without BGM, which was an un-
expected result. This may be an unusual exam-
ple, as for the specific piece we used for the non-
instrumental version, it was hard for even us as
humans to understand what the singer was saying.
For future work, we will try to find more applica-
ble data to experiment more.

Because our model was configured to calculate
LER (Label Error Rate), we wanted to calculate

LER
Watson 0.669

Our system (Adam, LR = 1e-2) 0.831
Our system (Momentum, LR = 1e-2) 0.876

(a) Label Error Rates

Figure 6: Label error rate for our model (with dif-
ferent optimizers and learning rates) compared to
Watson

the LER for predictions made by the Watson API.
LER is similar to WER, and was necessary for us
to make direct comparisons with our baseline. Our
LER’s can be found in 6. We noticed that train-
ing the model using the Adam optimizer performs
slightly better than Momentum optimizer. Unfor-
tunately, even with different optimizers, learning
rates, and separating out the vocals using REPET,
our models do not perform well. This has to do
with many reasons. First of all, there is a lot
of noise in the background with the instrumen-
tal. Additionally, the nature of singing is very
different than speaking. Singing patterns are ob-
viously very different from most people’s talking
patterns. Songs introduce slurring and slang, or in-
credibly fast speech (i.e. rapping) so the words are
very difficult to recognize. We underperform Wat-
son as they probably have much more data, more
complex data augmentation and have trained their
models for much longer.

6 Conclusion

We test our model on our dataset of songs, at-
tempting to predict their lyrics.

From our experiments, we found that our model
and even state-of-the-art algorithms like Watson
have low accuracy rates for the task of lyrics tran-
scription. Transcribing lyrics is an inherently dif-
ficult problem, as we have to deal with noise as
well as abnormal speech patterns, as people sing
differently than they talk.

For future work, we hope to further improve our
model by training on vocal data thats been sepa-
rated from instrumentals; for example, we could
train a classifier on audiobooks or musicals, as
those have many instrumental and noninstrumen-
tal versions available. We also would like to train
on a bigger dataset for more time to achieve better
error rates.
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A Supplemental Material

Our code can be found here:
https://github.com/yangmindy4/CS224S


