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Abstract

In the studies of design brainstorming meetings, re-
searchers have identified twelve common Dialogue Act
(DA) types that occur. These include things like “Ques-
tions” and “Yes-And” Statements, among others. The dis-
tribution of dialogue acts within a meeting may help deter-
mine whether the meeting was productive. In this paper,
we set out to explore these distributions, and their impact
on productivity. We further build a classifier to predict di-
alogue acts given a transcript, with the goal that this clas-
sifier will help in the intensive and expensive labelling pro-
cess of design dialogue acts. This paper explores what fea-
tures are most predictive of a certain dialogue act, and also
provides researchers with a tool to label data at scale.

1. Introduction
Designing is a social activity that does not occur merely

in the consciousness of an individual but in a group set-
ting [13]. Design researchers have recognized this social
aspect and have worked to understand and measure the de-
sign process in teams. They study gestures [16], ques-
tions [2], emotions [8], sketching [18], team composition
[6], and distributed teams [7]. The design research group
that we are collaborating with at Stanford focuses on the
moment-to-moment interpersonal dynamics in group de-
sign tasks. These moment-to-moment interpersonal dynam-
ics are labelled with Interaction Dynamics Notation (IDN),
also known as dialogue acts in NLP, and are what we use to
gain a deeper understanding of design meetings.

In this paper, we tackle four tasks: 1) Understanding the
make up of a Design Meeting, 2) Understanding the factors
that make a Design Meeting productive, 3) Understanding
how various audio features are correlated to IDNs, and 4)
Building a classifier that can take transcripts and audio fea-
tures as inputs, and predict which dialogue act the input cor-
responds to. The hope of building a classifier is to augment
the design group’s future work as the current dialogue act
labelling process is very expensive and slow, so building a
machine learning model to help will be immensely helpful.

To do this, we first gather summary statistics of the
dataset, and visualize the impact of different dialogue acts
on the ranking of a team. For our classifier, we implement
several different models, including a Recurrent Neural Net
model in Tensorflow, Naive Bayes, and Logistic Regression
models.

2. Background/Related Work

2.1. IDN: Moment-to-moment perspective on inter-
personal interactions

Conventional conversational analysis in this design field
has been limited to a descriptive explanation that is retained
as text and is not very scalable to analyze on a massive
scale. These IDN codes have been used to identify inter-
action patterns associated with transitions between concept
and knowledge space [4].

2.2. Dialogue Act Classification on Other Datasets

We found several papers in the domain of dialogue act
tagging, the first of which was “Dialogue Act Modeling
for Automatic Tagging and Recognition of Conversational
Speech”, by Stolcke et al [15]. This paper focused on com-
mon dialogue acts in conversational speech, and used lex-
ical, collocational and prosodic cues such as duration and
energy, in order to make the prediction. They were able to
achieve 65% accuracy on Switchboard, with 42 DA types.

Another paper, “Automatic dialogue Act Segmentation
and Classification in Multiparty Meeting” by Shriberg et al
[1]. approached the problem using a Maximum Entropy
(Maxent) classifier. They used both text and prosodic fea-
tures, such as the length of utterance and pitch, and were
able to reach around 82% accuracy on a meeting record-
ings dataset (MRDA) with only 5 DA types. As noted these
dialogue acts differ from the design conversation focused
dialogue acts that we are currently using.

We also examined the paper “Dialogue Act Classifica-
tion in Domain-Independent Conversations Using a Deep
Recurrent Neural Network” by Nielsen et al. [5], which
used Word2Vec embeddings and 10 LSTM layers to make
their prediction, achieving 80% accuracy on Switchboard
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and 86% on MRDA.
Lastly, we examined the paper “Diagnostics for De-

sign Thinking Teams” by Sonalkar et al.[14], to understand
the specific design-related dialogue acts that we would be
working with.

3. Approach
3.1. Data Collection

The dataset was collected by the Center for Design Re-
search (CDR) at Stanford. We learnt of this course project
through the CS224S recommended projects page. The
CDR gave small groups of students various design-related
prompts (such as designing a solar powered water pump)
and recorded their discussions. Afterward, the CDR labeled
each conversation with dialogue act types, along with the
start time and speaker of each utterance. A small number
of conversations were also professionally transcribed, in-
cluding some speech artifacts such as interruptions and filler
words. Although the original proposal offered 15 hours of
transcripts, we ended up only receiving 4 hours of conver-
sations that were transcribed and useful for analysis. In to-
tal, we had about 1600 transcribed examples to work with,
which limited our classifier’s performance as it relied on
textual features.

3.2. Data Description

As demonstrated in Figure 1, we can see that our data is
a whole set of conversations where each turn of a dialogue
is labelled with a specific dialogue act.

Figure 1: Data Example

3.2.1 Types of Dialogue Acts

We intend to describe some of the dialogue acts as seen in
Figure 14 to give a better motivation of how these dialogue
acts are useful in understanding the design meeting process.
These visual representations[12] have been shown to be ef-
fective in revealing patterns of interaction previously unfa-
miliar to design research, and we hoped to incorporate this
for our project.

Figure 2: IDN Codes and their symbols

While the definition of some acts may seem intuitively
obvious simply from their label, such as “Question”, “Si-
lence”, and “YesAnd”, there are a few labels with distinct
nuances. Of particular interest are the DAs “Move”, “Hu-
mour”, and “Deflection”. A “Move” is an expression that
seeks to move the conversation in a given direction. “Hu-
mour” indicates instances of shared laughter in a team. No-
tably, this act requires participation of multiple people, in
order for it to be considered valid. Lastly, a “Deflection” is
a move in a very specific context; it has to be in response to
a block, and has to present an alternative direction from the
previous move [14].

We note that these acts are very specific to the context of
design conversations, although we can also draw some links
to existing research. For instance, returning to the 5 classes
of Speech Acts identified by Searle, we can classify “Sup-
port” as an “Expressive”, and “Move” as an “Assertive”.
However, the novelty of the labels do limit the amount we
can borrow from existing literature [11].

3.2.2 Summary Statistics

We first gathered summary statistics about the distributions
of dialogue acts (Figure 3).

We soon found that there was a large skew in the dataset,
with “Move” accounting for about 40% of the acts. This
is unsurprising since, as can be seen from the description
above, a “Move” is quite a generic dialogue act, under
which many expressions may fall. Several acts, such as
“Ambiguous” and “Block-Support” accounted for less than
1% of the data. As such, in subsequent analysis, we decided
to focus on the top six acts, namely, “Move”, “Support”,
“Question”, “Yes-And”, “Humour”, and “Silence”.

We were also given the ranking of a team’s performance,
where performance was assessed based on two metrics:
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Figure 3: Counts of Dialogue Acts

Concept Relevance and Concept Change. We converted
these to scores, by assigning the team with the best rank
(i.e., a rank of 1) the highest score, for a more intuitive anal-
ysis of what boosted team performance.

3.3. Data Processing / Feature Engineering

We have 2 main categories of features, with audio and
language features. Through both type of features, we hope
to understand not only what was said, but also how some-
thing was said that was indicative of the dialogue act.

3.3.1 Audio Features

We used the openSMILE toolkit [3] to extract audio features
from the design meeting recordings. We based our feature
set on the INTERSPEECH 2010 Paralinguistic Challenge,
with 18 basic low-level descriptors (LLD):

• Loudness

• Mel-frequency cepstral coefficients (MFCC) 0-14

• Fundamental frequency (F0) envelope

• Voicing probability

and 4 pitch-based LLD:

• F0

• Local jitter

• Jitter DDP

• Local shimmer

Rather than keeping these as time series data, we ap-
plied functionals to each LLD and its first order derivative
to convert them to scalar features. The functionals included
the mean, standard deviation, time of the max/min values,
and slope of a linear fit. Two additional features were also
used: the number of pitch onsets and the duration of the
turn. MFCC features, which are commonly used in speech

recognition, are related to the content of the turn, whereas
the prosodic features can help identify the emotions that are
expressed. This produced 1580 audio features in total. We
ran PCA on this at later stages to reduce the number of di-
mensions to alleviate the noise.

3.3.2 Transcript Language Features

We utilized Term Frequency-Inverse Document Frequency
(TF-IDF) to penalize words that do not provide much infor-
mation gain. This reduces the number of highly frequent
but redundant words in the dialogue acts. We first calculate
the IDF of a word through this equation:

IDF(w) = log
|D|

|d ∈ D : w ∈ d|
(1)

where D is the design conversation dataset and |d ∈ D :
w ∈ d| is the number of dialogue acts that the word w ap-
pears in. We then calculate TF-IDF of a turn as follows:

TF-IDF(T ) =
∑
i

Ti ∗ IDF(Ti) (2)

The intuition behind TFIDF allows us the model to iden-
tify uncommon key words that could be highly associative
with certain types of dialogue acts.

GloVe [10] training is performed on a corpus’s statis-
tics on aggregated global word-word co-occurrence, and the
representations that the model produces present insightful
linear substructures of the word vector space. For exam-
ple, using GloVe reveals that the closest words to “frog” are
“toad”, “litoria,” “leptodactylidae,” and “rana,” which are
all uncommonly-used words for different species of frogs.
We hope that using these word representations as features
provides more information gain when building our model.

For a given sentence, we can find the GloVe representa-
tion of each word given an optimizing θ with the formula:

J(θ) =
1

2

W∑
i,j=1

f(Pij)(u
T
i vj − logPij)

2 (3)

where P is the probability of the co-occurence, u is the “cen-
ter” vectors of o, and v is the “outer” vectors of c.

We also processed our transcripts into Word 2 Vector
representations [9] as features to feed into our dialogue act
classifier.

3.4. Data Analysis

We further investigated the relationships between the dif-
ferent dialogue acts, first observing the transition probabili-
ties. In Figure 4, each row represents the current state, while
each column represents the next state.

As expected, we saw that most acts would transition to a
“Move” with high probability. The second most likely act
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Figure 4: Transition Matrix

that all other acts would transition to was “Support”. In-
terestingly, we also saw that “Humour” would often lead to
more “Humour”. This may be an artifact of how “Humour”
is defined, where it is necessarily shared by multiple peo-
ple. However, it may also suggest that people would build
off each others’ quips. “Blocks” were also often followed
by “Overcoming”, where a person would overcome an at-
tempt to close off an idea. Interestingly, we also saw that
“Overcoming” acts were also often followed by “Blocks”,
suggesting the presence of quite a number of disputes within
design meetings, where one person would have to overcome
multiple blocks.

We further examined the correlation between different
acts within a meeting, as well as the score of a team (Fig-
ure 5). Some of the highly correlated pairs of acts in-
cluded “Block” and “Block-Support”, “Block” and “Over-
coming”, as well as “Overcoming” and “Deflection”. We
further saw that “Block-Support”, “Overcoming”, “Deflec-
tion”, and “Silence” tended to be more correlated with a
higher score.

3.5. Predictors of Productivity

In order to better understand predictors of productivity,
we examined the relationship between the makeup of a de-
sign meeting and its score. To do so, we first computed the
percentage of a meeting that each of the six most prevalent
categories (as identified above) constituted. We then made
a plot of the percentages against the team score, to see if a
higher percentage of certain acts was predictive of a higher
score.

In our findings (Figure 6), we found some unintuitive

Figure 5: Correlation Matrix

results, with a higher percentage of “Yes-And” acts actu-
ally leading to lower scores, while more “Silence” led to
higher scores. A large number of “Yes-And” acts might in-
dicate that participants tended to passively agree with one
another, rather than proposing new ideas or challenging
weak suggestions. The presence of “Silence” could also
mean that participants spent more time formulating more
complex thoughts, resulting in more productive meanings.
We note however that we were only provided data for 15
teams, and looking at the actual scatter plots, it is unclear
that there is a significant link between these factors.

We also examined the link between speaker dominance
and productivity. We define speaker dominance in two
ways. Firstly we define it in terms of the percentage differ-
ence in the total time (in seconds) spent by the most active
speaker versus the least active speaker. We also define it
in terms of the percentage difference in the number of dia-
logue acts produced by the most active speaker versus the
least active speaker. In both these cases, we see that having
a more dominant speaker actually helps the productivity of
the meeting (Figure 7).

We further examine the R2 values of these linear regres-
sion plots, to determine significance (Table 1). We see from
these values that most of the models do not actually cap-
ture the relationship between the variable and the success of
the team. Among all the factors we analyzed, only speaker
dominance, measured in the number of DA one speaker
takes up, as well as the percentage of “Support”, have R-
squared values above 20%. This tells us that we will need
more data in order to make any real assessment of the im-
pact of these variables on the productivity of the team.
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(a) % Humour (b) % Support

(c) % Move (d) % Question

(e) % Yes-And (f) % Silence

Figure 6: Meeting Composition as Predictor of Productivity

(a) Seconds (b) # Acts

Figure 7: Speaker Dominance as Predictor of Productivity

Table 1: R2 values for predictors of productivity

Variable R2
% Humour 0.00821
% Support 0.208
% Move 0.037
% Question 0.0011
% Yes-And 0.032
% Silence 0.009
Speaker Dominance (seconds) 0.0786
Speaker Dominance (# acts) 0.342

4. Experiments
4.1. Classification using RNNs

4.1.1 Architecture

In order to classify each example, we first used GloVe word
embeddings to transform each sentence into a T × 100
dimensional representation, where T was the maximum
length of a sentence. We further applied padding so as to
account for variations in lengths. We then passed this repre-
sentation through a RNN with Gated Recurrent Unit (GRU)
cells, and used the final hidden state as our representation
for the sentence. We then used a fully connected layer in
order to produce predictions over the different classes, us-
ing softmax to transform the logits into a probability distri-
bution, and taking the argmax to get our predicted class. To
train the model, we used cross entropy loss and the Adam
Optimizer. Figure 8 provides a graph of the network.

Figure 8: Tensorflow Graph Architecture

4.1.2 Results and Analysis

For our metric for success, we used test accuracy, the per-
centage of labels we predicted correctly on the test set. We
utilized a split of 70% training data, 20% validation data,
and 10% test data. Our model was able to perform reason-
ably well, achieving a test accuracy of 64.2%.

We are able to observe that the accuracy steadily in-
creases with the number of examples, and the loss steadily
decreases. This suggests that the model can be further im-
proved by supplying more data to it. Notably, our train-
ing accuracy across 50 epochs was about 83.7%, suggesting
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Figure 9: Accuracy Figure 10: Loss

that the model was over-fitting to the data. Regularization
and more data may be needed in order to improve the vali-
dation score.

4.2. Classification using Machine Learning Models

4.2.1 Feature Engineering

Our RNN obtained decent test accuracy through modelling
every word in a dialogue act with a different time step. Go-
ing back to the objective of this paper, we wanted to know
how something was said relates to a dialogue act. We de-
cided to incorporate the audio data for dialogue acts.

Due to limitations of the audio data intervals, we could
not obtain the exact time intervals for each single word in
the dataset, and hence we could not use OpenSmile to gen-
erate the features to put it into the RNN. This is when we
decided to represent the whole dialogue sentence as a single
vector. We took the data points at every timestep and then
drew a curve that best approximated all the data points and
extracted time series properties of that curve as our summa-
rized feature. Hence, using a RNN to classify our labels did
not make any sense anymore and we turned to traditional
supervised learning techniques such as logistic regression,
naive bayes and support vector machines to find models to
best capture the results.

We then ran our machine learning models on the audio
and transcript features to build a classifier. We represented
each DA by concatenating the corresponding GloVe, Word-
2-Vec, TF-IDF features, MFCC and other audio features.

4.2.2 Results and Analysis

The results are summarized in Table 2. We found that
adding audio features actually decreased our accuracy.
Upon close inspection of the data, we hypothesize that the
reason for this is poor audio quality, with much of the audio
being very noisy. The speakers did not have microphones to
pick up their voices and often spoke quietly. Furthermore,
the labeled timestamps in the dataset were sometimes mis-
aligned with the audio, so parts of one dialogue act would be
cut off and included the audio of another dialogue act. This
is unfortunate because the beginning and end of a dialogue
act can often be the most informative.

Since the feature dimensionality was much larger than
the number of training examples, the models were overfit-
ting to this noise. We ran PCA to find the 50 most effective
features, but this did not significantly improve the results.

Table 2: Comparison of various machine learning models

Features Accuracy
GloVe, W2V, TFIDF

Logistic Regression 0.60
Bernoulli NB 0.55
Gaussian NB 0.40
SVC 0.61

GloVe, W2V, TFIDF, MFCC + Other Audio Features
Logistic Regression 0.60
Bernoulli NB 0.44
Gaussian NB 0.42
SVM 0.53

MFCC
Logistic Regression 0.45
Bernoulli NB 0.41
Gaussian NB 0.24

Figure 11: Learning Curves

As we can see in Figure 11, the models improve in per-
formance as the number of training examples increases.
This is promising as our current dataset is quite small, and
we can expect better results as the CDR continues to collect
more data.

4.3. Comparison of Methods

The Recurrent Neural Net model was able to outperform
all the Logistic Regression Models, using the GloVe word
vectors. This may be because it was able to capture the
temporal dependencies between words in each sentence. It
also suggests that what was said is probably more important
than how something was said, when making the predictions
for any particular label.

4.4. Feature Analysis

We also examine the distribution of features for each of
the labels, to better understand what contributes to the pre-
diction of a certain label. Two features in particular are in-
teresting to look at, the F0 Turn Duration, as well as the
Standard Deviation of Shimmer.

F0 Turn Duration marks the average duration of each
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Figure 12: Distribution of F0 Turn Duration by IDN code

turn. As can be seen in Fig. 12, “Deflection” has the high-
est turn duration, while “Overcoming” has the third highest
turn duration. Looking back at the data, an intuitive ex-
planation for this is that when deflecting or overcoming, a
person has to undergo a complex thought process in order
to present a compelling path forward, after a prior idea has
been rejected. We can see this in certain instances of the
data, where a person undergoes multiple changes of thought
in the same sentence, trying to clearly articulate a defense.
This struggle is evident especially when looking at the av-
erage dialogue word count in Fig. 13. We see that “Over-
coming” and “Deflection” do not actually have the highest
word count, which tells us that even though the responses
are of average length, they take more than average time to
complete, suggestive of the mental complexity underlying
these Dialogue Acts.

Figure 13: Average Dialogue Word Count by IDN code

The second feature of interest is the local shimmer, de-

fined by OpenSMILE as the local (frame to frame) shimmer
(amplitude deviations between pitch periods). [3] We see
that silence has the highest standard deviation. This is sug-
gestive of flaws in the data, arising from imprecision in the
measurement of the start and end time of “Silence” DAs.
If the start of a “Silence” DA contains the speech from the
previous act, we will get a large variation in the amplitude.
This noticeable change could have helped the model iden-
tify periods of silence, even though the audio had a lot of
background noise. This can also be compared to how we
can easily identify the [b] phoneme in “baby” by observing
the sudden increase in all formants after a period of silence.

Figure 14: Shimmer Standard Dev by IDN code

5. Conclusion and Future Work
From our analysis, we see that the content of what is

said can be predictive of which DA a speech segment might
fall under. Using a RNN, we are able to capture temporal
relations within a speech segment, producing segment level
representations that we can then use for prediction. Logistic
regression models were not able to perform as well, but as
we can see from the learning curve in both cases, more data
may mitigate this issue.

Audio Features were not shown to help the predictive
power of our models, and at times, only served to add noise.
We hypothesize that this could be due to the quality of the
audio, and that better feature selection may be necessary. As
seen in our analysis, certain features such as Turn Duration
do exhibit variance depending on the Dialogue Act.

Lastly, while certain engineered features such as Speaker
Dominance have a correlation with productivity, we will re-
quire more data in order to substantively establish what the
relationship is.

5.1. Data Collection Methods

We suggest that the team also collect information for the
end time of each dialogue act, so that we can determine
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when there are overlapping voices. This would be useful for
better processing the audio features, and would also provide
signals about how the team is communicating.

1. Obtain the end timestamp for each turn

2. Obtain speaker overlapping intervals

3. Obtain more data

4. Finer granularity of productivity of meeting (labels of
progress at every timestep)

5.2. Future Work

Although the most important step to improve perfro-
mance is collecting more data, we can also add a few more
features to enhance the expressivitiy of our models. For in-
stance, we can incorporate LIWC features to provide more
sentiment-level information [17].

We can also add contextual information such as the di-
alogue act types of the previous turn(s), or use windowing
in order to include textual information from prior and fol-
lowing turns. This is helpful because the conversation is a
logical progression where each statement usually depends
on what has already been said. As we have seen in our tran-
sition matrix, some dialogue acts are more likely to follow
others, so this information can be helpful in predicting the
next dialogue act.
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