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Abstract

300 words Our project attempts to tackle
the problem of detecting the level of con-
fidence when a person is speaking. We be-
gan by facing dataset hurdles because we
had a large dataset that was not classified
with levels of confidence. Another group
and us decided to label some of the data
ourselves in order to continue with this
project. With our limited labeled data, we
performed several experiments with fea-
ture extraction. We chose several short-
term features, including volume and tonal
quality, then analyzed which of those fea-
tures had the greatest positive impact of
confidence classification. We trained a
simple neural network with our labeled
data and filtered the confidence scores of
each sentence from zero to one hundred
into five buckets of size twenty to deter-
mine confidence. Our results center in
per-person bias in perceived confidence as
well as an investigation into which speech
features are most related to confidence.

1 Introduction

This project focuses on two aspects of identifying
confidence in speech. First we aimed to explore
the ability of human raters to produce consistent
data regarding confidence levels in speech. By
having multiple raters subjectively rate the same
audio file and comparing the data they produced,
we aimed to gain insight into this ability.

The other focus of this project revolved around
determining which features of human speech are
important for a model that is classifying confi-
dence. We experimented with different features
and attempted to find a set of features that could
be a good starting point for a more comprehensive

confidence detection system in the future.

2 Background/Related Work

Specifically detecting confidence in human speech
is a topic without much prior research. In attempt-
ing to prepare for this project, we read several pa-
pers about related topics but were not able to find
anything that would give us a direct comparison
for our work.

The method described in Detecting User En-
gagement in Everyday Conversations details a
Support Vector Machine classifier to be used on
spontaneous phone conversations along with a
Hidden Markov Model to estimate engagement
level based on arousal and valence. This is not
addressing the same problem as confidence level
in phone calls, but does touch on similar issues in
both projects. In this work, the PRAAT software
is being used to extract audio profiles of the sound
files in order to perform feature detection. From
here, the features that were selected were: fun-
damental frequency, derivative of pitch, duration
of pitch, energy, derivative of energy, duration of
energy in non-silent regions, and formants. Since
their data consisted of phone calls solely between
two participants, they were able to build their
HMM around the probabilities of each speaker be-
ing engaged based on the other speakers state. The
formula for this probability is highlighted in sec-
tion 3 of the paper. Within spontaneous speech
(the paper also analyzed acted speech which we
are not interested in), the levels of arousal detec-
tion were at 58% for 5 arousal levels and 67% for
3 arousal levels. This is better than for valence
detection which was at 54%.

We also read the paper by Professor Dan
Jurafsky Extracting Social Meaning: Identifying



Interactional Style in Spoken Conversation and
noted the method used there as well. While it
would be much more helpful if we could have
extensively collected the necessary data for our
project as was done in this paper, there were
several notes in this paper that could be applicable
to detecting confidence in speech. First, we can
see the prosodic and lexical features that were
extracted. Also, dialog acts that were helping to
classify speech as awkward, friendly or flirty can
instead be used to detect a level of confidence.
These include backchannels, appreciation, repair
questions and collaborative completion. In ad-
dition to this, laughs and turns in a conversation
may also be indicative to the level of confidence
of the speakers in the conversation.

3 Approach

To begin, we needed to label the data that was
given to us by Gridspace. We were given many
hours of audio files that were unlabeled in terms
of confidence. The data that was given to us had
come with a player file that allowed us to listen
to each audio file and adjust a slider based on the
perceived confidence of the speaker at that time.
This slider would record a value from zero to one
hundred for each millisecond of the audio file as a
confidence score with one hundred being the most
confident and zero being the least confident. We
along with another group in the class who was
using this dataset came together to label nearly
five hours worth of data for our projects. We
and the other group also decided on guidelines to
attempt to follow when scoring the confidence of
the sound files. The guidelines are as follows.

Rating Description
0 incredibly unconfident

(rarer)
25 noticeably low confidence

(hesitation/stuttering/big pauses)
50 neutral confidence

(normal discussion/lecturing voice)
75 noticeably high confidence

(boldness/emphatic tones)
100 incredibly confident

(rarer)

Once we had labeled data to work with, we gen-
erated target files in our project of the starting and
ending time of each sentence in milliseconds fol-
lowed by the average confidence rating for that
sentence. This confidence rating was created in
one of two ways. If only one rater had scored that
audio file on confidence, the confidence for each
sentence in the target file was simply an average
of the confidence scores for each millisecond of
that sentence. If two raters had rated the same au-
dio file, the confidence score that was generated
was an average of both raters confidence score of
that sentence in an effort to eliminate the bias of
having only one rater (See Appendix A). Once we
had generated target files with confidence scores
for each sentence, we were able to begin training.

We began to experiment with different features
in our model by iterating over the lines of the train-
ing target files and creating an excerpt of the sound
file by the marked start and end times of each sen-
tence in the target file. We then extracted features
on that sentence sound excerpt (details on features
follows this section). For the dependent compo-
nent of our features, instead of training with the
raw zero to one hundred scores, we categorized
the raw scores into five buckets since we had five
buckets in our scoring guidelines. These buckets
filtered the zero to one hundred scores into buck-
ets of 0-19, 20-39, 40-59, 60-79 and 80-100. Once
we had generated our training data, we trained
scikit-learn’s out of the box neural network model,
a multi-layer perceptron regressor, with our gen-
erated data and features. After our model was
trained, we used it to predict confidence scores on
our rated test files. We marked for accuracy by
seeing if our predicted confidence score for each
sentence were in the same bucket as our human
rated confidence score.

3.1 Features

Our features are collected by sentence and as such
are ”short-term.” When the model is tested with
any one of the features in isolation, it performs
significantly better than random chance. We
propose that the features which performed best
in isolation are the most related to confidence
in speech. Energy and Spectral Centroid both
achieve around 35 percent accuracy in isolation.
This makes intuitive sense considering these
features correspond to volume and tonal quality,
respectively; the volume and pleasantness of



one’s voice are certainly factors in perceived
confidence. Pitch, while still performing better
than random chance, achieved the lowest accuracy
in isolation. The pitch of ones voice is simply its
highness or lowness; it is a mostly genetic trait.
As such, it remains relatively constant person by
person regardless of the confidence with which
they are speaking and therefore is not the most
useful feature for our purposes.

Feature Explanation
Zero-Crossing How often

Rate the sign changes
Energy and Volume and how

Energy Entropy often it changes
Spectral Centroid ”Center of mass”

and Spread of the frame, perceived
quality of the sound

Harmonic Ratio Relative highness
and Pitch and lowness of tones
Spectral Peakiness of
Entropy the distribution

4 Experiments

4.1 Description of Experiments
Our final experiments consist of two parts: an
investigation into our success with our chosen
features and an analysis of bias and difference
among the respective confidence raters. We
originally planned to account for bias within each
rater but given our small dataset this presented
some concerns. If one rater happened to rate
two files which coincidentally contained very
confident speakers that rater would be wrongly
assigned a bias towards overconfidence. Were we
to continue the project with a larger dataset we
would account for bias. The bias displayed by
each rater is evident in the below graphs.

4.2 Dataset
We received a dataset from Gridspace consisting
of around 160 hours of audio from conference
calls. The dataset was accompanied by a word
level transcript that included the time stamps
of each word and was delimited by sentence.
Working with one other group, we were able to
label 4.5 hours of the audio files with confidence

ratings. Approximately 1 hour of that data was
labeled twice by two different raters in order to
find data on human bias in perceived confidence.

4.3 Accuracy Evaluation

Each millisecond of our data is given a confidence
score from 0 to 100, with 100 being extremely
confident. We average out these scores for each
millisecond of each sentence to get the confidence
score for that sentence. This confidence score is
assigned to 1 of 5 buckets, where bucket 1 corre-
sponds to confidence score 0-20, bucket 2 corre-
sponds to 21-40, etc. Our predictor assigns each
sentence to one of these five buckets; if it predicts
the correct bucket then we mark that guess as cor-
rect. We are using sklearn’s MLPRegressor, train-
ing on approximately 80 percent of our data and
testing on the rest.

When we run with 3 buckets instead of five
our accuracy improves to 67 percent. We prefer
the results with 5 buckets for several reasons. As
evidenced by the biases apparent in the raters,
confidence in speech is far more complex than
”confident”/”not confident”. By training our
model with only three buckets we hamstring it;
the model’s predictions about confidence will
be less precise and less valuable. We achieve
higher accuracy due to the fact the model can
guess correctly more often but the model’s actual
usefulness decreases. For this reason we decided
to base our model and results around having 5
buckets.

4.4 Feature Weight

Accuracy Percentage
Feature in Isolation

Zero-Crossing Rate 30
Energy 34

Energy Entropy 35
Spectral Centroid 35

Spread 28
Harmonic Ratio 28

Pitch 27
Spectral Entropy 33

All features 57



4.5 Analysis of Subjective Confidence
Ratings

Through the data that we collected from the
members of the class who rated audio files with
confidence data, we found that the range of scores
used, distribution of scores used, and scoring over
time of different raters varied widely.

Figure 1: The range of different raters score
distributions

As seen in Figure 1, the range (max−min) of
scores used from rater to rater varied from around
30 to the full 100. This suggests that there is high
variability in how people rate confidence, even
when following the rubric that we had laid out.

Figure 2: A comparison between the score
distributions for two raters

Figure 2 shows that even when scores are put
into the buckets in order to consolidate simi-
lar scores, the distribution of scores for different
raters remains very different (See Appendix A IV
and V for unbucketed distributions). This impacts
the quality of the data heavily because it means
that each set of human generated targets is highly
subjective and may not contain meaningful train-
ing data.

Figure 3: Examples of files rated by two
different raters

The comparisons in figure 3 show that while
raters did have different ranges and distributions,
they oftentimes did follow the same trends when
rating the audio files. In the first chart, the final
spike is a clear example of the two raters agreeing



on a rating. Similarly, for much of the second
image, it is clear that the two raters were following
the same spikes and falls, but not nearly to the
same degree. This highlights why it is important
for future work to have confidence labeled by
multiple people to insure viable and consistent
data.

5 Conclusion

Over the course of this project we gained valuable
insights into human bias in perceived confidence.
To create a relatively unbiased dataset would re-
quire several hundred hours of data scored by only
a small group of people. We have also made first
steps in determining which short-term speech fea-
tures have the greatest success in determining con-
fidence. Reliable confidence determination would
be a valuable tool; it could be used by Venture
Capital firms to measure the assuredness of their
clients or by everyday people to gauge a travel-
ing salesman’s belief in his pitch. The next steps
in building one would include creating a large and
relatively consistent dataset as well as investigat-
ing the worth of extracting features based on a
longer frame than just a sentence.
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A Appendix

I. A comparison of two raters on a single file

II. The distance between the two raters on the
same file

III. The average of the two raters on the same
file by sentence.

IV. The distribution of Rater 2 with no buckets



V. The distribution of Rater 4 with no buckets


