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Abstract

Assertiveness is important for success in
society. A person’s perceived assertive-
ness in their speech affects how they per-
form in interviews and how they contribute
to group dynamics. We are particularly in-
terested in applying both machine learn-
ing and deep learning to model and pre-
dict how assertive someone in the con-
text of conversation. We used the Stan-
ford Speed-date Corpus, which provided
us with 2,020 4-minute conversations la-
beled with assertiveness ratings from both
oneself and one’s conversational partner,
on a scale from 1-10. We used text fea-
tures from the transcripts of the conversa-
tions as well as Mel Frequency Cepstral
Coefficients (MFCCs) features to capture
energy elements of speech. To create our
baseline, we trained Logistic Regression,
Linear SVC, and Random Forest machine
learning models. Then, we trained a two-
layer and three-layer feed-forward neural
network, an RNN-LSTM, and a CNN. The
RNN-LSTM performed the best, produc-
ing an accuracy of 66.5%. In future work,
we would like to explore other speech fea-
tures and generalize our model to work
with other datasets.

1 Introduction

Knowing how and when to be assertive is an im-
portant life skill that is necessary in academic, in-
dustry, and personal settings. This is particularly
relevant in human-human interactions, such as job
interviews and negotiations. We are interested
in helping people recognize when they are being
assertive and when they could be more assertive
by training a deep learning model to recognize a

speech segment of a conversation as assertive or
non-assertive. We imagine that this could eventu-
ally be used to teach users to tweak their speech to
find their ideal level of assertiveness, or even prac-
tice for a job interview. We were especially in-
terested in using the Stanford Speed-date Corpus
because it provides a unique set of labels: self-
labeled assertiveness in a certain conversation and
a rating of assertiveness from the conversational
partner.

2 Related Work

The paper that inspired this project was Detect-
ing friendly, flirtatious, awkward, and assertive
speech in speed-dates by Rajesh Ranganath, Dan
Jurafsky, and Daniel A. McFarland, from the same
creators of the Stanford Speed-date Corpus. The
paper aims to detect whether a speaker is flir-
tatious, friendly, awkward, or assertive, trying
both an SVM classifier and logistic regression ap-
proach. They used linear C-SVM and L1 regu-
larized SVM. In particular, they chose a weighted
SVM to decrease the bias created from the major-
ity classes. They performed with accuracy around
46-58% using a binary SVM and 60-70% using
Logistic Regression. We were particularly inter-
ested in the text features correlated with assertive-
ness found in this paper, such as less usage of
”uh”. This led us to keep both textual and speech
features [1].

We also examined Recognizing Uncertainty
in Speech by Heather Pon-Barry and Stuart M.
Shieber. We hypothesized that assertiveness is
related to certainty of speech, and therefore de-
tecting uncertainty would help us detect un-
assertiveness. This paper looks into not only iden-
tifying perceived level of certainty, but also the
level of certainty the speaker feels. They im-
proved their initial prosody model that only took



into account prosodic features through context-
based feature selection, because they were able
to isolate a single word or phrase responsible for
variations in a speakers level of certainty. Then,
they evaluated this model by dividing the data into
20 folds and performing a leave-one-speaker-out
cross-validation. This combined model yielded
accuracies as high as around 74-75% [2].

Finally, A Multimodal Corpus for the Assess-
ment of Public Speaking Ability and Anxiety
by Mathieu Chollet, Torsten Wortwein, Louis-
Philippe Morency, and Stefan Scherer showed that
this work is highly applicable to the public speak-
ing space. This paper presents and shares a mul-
timodel corpus of public speaking presentations.
This corpus includes both annotations of partici-
pant’s behaviors and expert ratings of behavioral
aspects. The researchers use a visual virtual train-
ing system for public speaking training, trying out
different visual cues during training to see which
cues helped improve speakers the most. Their cor-
pus was collected in the context of a study on the
use of virtual audiences for public speaking train-
ing. In total, 45 participant’s contributions were
used, resulting in 180 separate public speaking
presentations. Each speaker gave 4 presentations,
with two being presentations with a form of train-
ing from the virtual audience, and the other two
being post-training presentations. One of the train-
ing presentations focused on pause fillers, and the
second on improving eye contact [3].

3 Approach

3.1 Data Processing

We utilized the Stanford Speed-date Corpus. This
consisted of over a thousand four-minute con-
versations between men and women. Each of
these conversations were transcribed and recorded
with microphones worn by each participant. We
used 1,770 examples and averaged the ”self” and
”other” score in assertiveness to obtain the labels
(see below for survey used to generate labels).

Each person gave herself an assertiveness rating
from 1-10, and the person’s speed date partner also
gave a score on the same scale. Averaging these
scores gave us a closer ”true” assertiveness score
than choosing only one.

We parsed the TextGrid files to scrape dialogue
and remove stop words. We made sure not to re-
move common stop words that we believe could
have influenced the assertiveness rating. Stop
words we decided to keep in our text included
pronouns such as ”he”, ”she”, and references to
self, such as ”I” and ”me”. In addition to remov-
ing stop words, we also performed string cleaning,
stripping out some unnecessary punctuation. For
each person in each speeddate, we aggregated all
of their lines into a single training example. GloVe
features are Global Vectors for Word Representa-
tion, which are based off the idea that words can
be represented by how frequently they appear with
other words [4]. We then obtained the GloVe rep-
resentation of each word, and averaged across all
known words to create a 100-dimensional feature
vector. Thus, for each person in an entire blind
date conversation, we would have one GloVe fea-
ture vector for them, obtained by averaging the
GloVe features obtained by every word they spoke
that had an associated GloVe feature.

From our reading of Ranganath et. al’s pa-
per, we knew that information about the energy
of the speech was correlated with assertiveness.
To obtain energy features from the speech data,
we parsed each audio file and extracted MFCC
features. For each audio file, we extracted a 26-
dimensional vector created by averaging across
the Mel spectrogram and appended these speech
features to the GloVe features. The MFCC’s are
the mel frequency cepstral coefficients, which is
one way to represent the spectrogram digitally. It
extracts information about energy.

We combined the two vectors to create our final
input vector, depicted below. The total number of
entries in each feature vector is 126: 100 entries
from the GloVe representation of the user’s contri-
bution to the conversation, and 26 entries for the
MFCC features:



3.2 Machine Learning Baselines
We implemented several machine learning models
for our baseline. For each of these models, we
used TF-IDF vectors and did not include speech
features.

We performed Logistic Regression over ten
runs with different randomized folds, using a train-
test split of 70%-30%. We also used Linear SVC,
similar to Ranganath et. al’s model. Finally, we
used Random Forest which is created from deci-
sion trees, as described in Pon-Barry et. al.

3.3 2-layer and 3-layer Feed-Forward NN
We chose a two-layer feed-forward neural network
with the tanh non-linearity to act as the baseline
for the deep learning models. We ran this model
once with just GloVe features, and again with
MFCC + GloVe vectors. Thus, one of our mod-
els was based solely on text, and the second model
added speech features on top of our text features.
In order to capture additional non-linearities in the
data, we also evaluated a three layer neural net-
work.

In both neural networks, we used SoftMax and
reduce mean to calculate the loss with Gradi-
ent Descent. By tuning our hyperparameters, we
found that a learning rate of 1e-3 worked the
best with 100 training epochs. Tanh was the
non-linearity of choice because sigmoid has been
shown to perform comparatively poorly, while relu
would often saturate or zero out the activation.

3.4 Recurrent Neural Network with Long
Short Term Memory Network

We implemented a recurrent neural network with
LSTM cells using Tensorflow. The LSTM is a type
of RNN that uses gates to specify the extent to re-
member old information or acquire new informa-
tion. The general model for LSTM is outlined be-
low:

The input vectors were created by partitioning
the raw text of a each training example into 5 seg-

ments, effectively creating five timesteps that are
consecutively fed into the RNN. The LSTM is able
to ”remember” more information from the various
areas of conversation than other models. We uti-
lized the Adam Optimizer to minimize loss, which
uses the moving averages of the parameters to op-
timize [5]. We added local attention of length 4
to increase selective focus on critical parts of the
input, as well as a dropout rate of 0.5 to avoid over-
fitting.

3.5 Convolutional Neural Network

A CNN is a type of feed-forward artificial neural
network. It passes a sliding filter over the input
data matrix through convolution operations [6].
The code for the CNN was adapted from Denny
Britz’s implementation of a TextCNN. We per-
formed hyperparameter tuning on our text-CNN
and found that a filter size of {3,4,5}, 128 filters,
and 0.5 dropout probability was the optimal com-
bination.

4 Experiments

Overall, we found that our SVM machine learning
baseline had the best accuracy out of the machine
learning models. The best accuracy was 62.3%,
surpassing Random Forest’s 54% and Logistic Re-
gression’s 56.8%. We found that across the board,
the neural networks improved by at least 3.5% ac-
curacy when we added the MFCC speech features
to the textual GloVe vectors. The RNN-LSTM
proved the best out of the neural networks, with
an accuracy of 66.5% when both GloVe vectors
and MFCC features were used. The two layer
and three layer feed-forward neural networks pro-
duced almost identical results, 64.0% and 64.7%
respectively, with both MFCC and GloVe features.
However, the three layer Forward Neural Network
performed better at 61.3% versus 57.3% with just
the GloVe features.

CNN did not work as well as the RNN-LSTM
models. We found that the CNN either overfit our
training data (as the loss essentially became zero
following the first 500 or so epochs) or did not
learn enough from the training data. This led to
inaccurate testing accuracies. This particular CNN
implementation would potentially have been a bet-
ter model if the dataset was much larger, as the ten-
dency to overfit would not have been as prominent
with more training data.



4.1 Machine Learning Baseline Results

We found that our accuracies for our SVM model
were in the same range as Ranganath et. al. Logis-
tic regression and Random Forest produced simi-
lar results:

Figure 1: Best results from each machine learn-
ing model

Figure 2: Accuracy, precision, and recall of
each machine learning model. As we can see from
this graph, the LinearSVC SVM performed the
best based on all three heurestics.

4.2 Neural Network Results

Figure 3: Best results from each neural network
model. We can see that the RNN-LSTM had the
highest accuracy both when evaluated with just
GloVe features and with both GLoVe and MFCC
features. We can also see that adding speech fea-
tures to our text features by including MFCC fea-
tures improved the accuracy for all three neural
network models.

Figure 4: 2-Layer Forward NN: Accuracy vs.
epoch. This run is without MFCC features. We
can see that there is an increase in accuracy from
around epoch 20 to around epoch 60. After that,
the accuracy levels out.

Figure 5: 2-Layer Forward NN: Loss vs. epoch.
This run is without MFCC features. We can see
that the loss drops up until around epoch 30, after
which it levels out.

Figure 6: RNN-LSTM model with GloVe fea-
tures: Accuracy vs. epoch. We can see that the



accuracy for the first 20 epochs is unpredictable,
but after that, the accuracy levels out.

Figure 7: RNN-LSTM model with GloVe fea-
tures: Loss vs. epoch. Once again, we have
a smooth loss function, continually decreasing
throughout the epochs.

Figure 8: RNN-LSTM model with GloVe and
MFCC features: Accuracy vs. epoch. Here we see
less of a leveling out with the accuracy, with the
accuracy actually peaking around epoch 80, then
decreasing slightly at the end. However, the over-
all trend is still one of growth.

Figure 9: RNN-LSTM model with GloVe and
MFCC features: Loss vs. epoch. Here the loss
graph almost looks linear, continually decreasing
over the 100 epochs.

Figure 10: CNN: Loss vs. epoch. As mentioned
previously, the CNN tends to overfit the training
data, leading to extremely small losses.

Textual examples from the RNN-LSTM with
GloVe and MFCC features

We selected test samples from our best model
that were ”easy” predictions, meaning that the
predicted probability value for one class was far
higher than the other. The samples picked are dis-
played in the confusion matrix above. The sample
that our model classified correctly as non-assertive
is characterized by many ”likes” and pauses (com-
mas, as well as pauses in the audio), which is are
true traits of un-assertiveness. On the other hand,
the sample that our model classified correctly as
assertive lacks these traits, and instead consists
of concise, to-the-point sentences. However, the
model also made mistakes. For example, the non-
assertive sample that was classified incorrectly is
devoid of the typical ”ums” and ”likes” and pauses
in the audio recording We suspect that our model
can be greatly improved with a crucial piece of
in-person communication - the visual component,



such as gestures and postures.

5 Conclusion

While machine learning worked reasonably well
for this task, we found that our deep learning mod-
els generally performed better. LSTM is the op-
timal model for this task, out of the attempted
models. We hypothesize that this is because the
LSTM has more controlled ”memory” than the
naive RNN, so the LSTM was better able to cap-
ture relevant information from earlier parts of the
conversation. This translates well with the way
we set up our feature vectors, as our feature vec-
tors took into account the entire conversation, and
thus were over a long period of time. We also
found audio features to be critical. We can see this
from the differences in accuracy when we included
MFCC feature vectors in our 2-layer and 3-layer
neural network, and in our RNN-LSTM. In our
highest-performing RNN, adding the MFCC fea-
tures resulted in an increase of 4.2% in test accu-
racy, which is consistent with Jurafskys findings.

5.1 Future Work
In the future, we are interested in incorporating
more of the text features specialized in determin-
ing non-assertiveness that Jurafsky included, such
as ”sort of,” ”kind of,” and ”I guess.” We want to
look into other speech features, such as length of
silence. Furthermore, we would like to try training
a separate RNN on the MFCC speech features and
use its hidden layers in the classification RNN-
LSTM to see if these help improve performance
by more accurately representing the speech data.
We are also interested in generalizing our model to
other datasets. In particular, we are curious about
how our model would perform with data from pub-
lic speaking, which is inherently different than our
speed dating data.
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