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Abstract

We present the use of natural and spo-
ken language features to correctly iden-
tify the native language of an author, given
a transcript of spoken responses to an
English-language examination. Our clas-
sification method explored the use of n-
gram features, GloVe vectors, POS tag-
ging, and PCFG rule-based features fed
through a linear classifier, fully-connected
neural network, and RNN. We found op-
timal performance came from word-based
n-grams (n = 1, 2, 3) plus tf-idf transfor-
mation with a linear SVC classifier: an F1
score of 0.59, or an 0.7 gain over the base-
line unigram approach.

1 Introduction

At the 12th Workshop on Innovative Use of NLP
for Building Educational Applications, or BEA-
12, the Educational Training Service (ETS) re-
leased its 2017 Shared Task in Native Language
Identification. The task that is outlined, and the
task we explored in our research, is that of identi-
fying the native language of an individual given a
sample of English-language exam text. The ETS
dataset includes both written responses and tran-
scripts of spoken responses - this project explored
only the spoken responses.

The individuals are speakers of one of eleven
languages (Arabic, Chinese, French, German,
Hindi, Italian, Japanese, Korean, Spanish, Telugu,
or Turkish), making this task an 11-way classi-
fication problem. Also included in the dataset
were preassembled ivectors - the outline of the
task made clear that these were intended to pro-
vide an oracle of good performance, and are not
permitted in official submissions.

2 Background

In a paper (Zazo et al., 2016) published in 2016,
Zazo et al. (in collaboration with Gonzalez-
Dominguez) attempted to solve the related prob-
lem of automated language identification (LID)
using Long Short-Term Memory (LSTM) RNNs
with open source software. In this follow-up, they
demonstrate the proprietary models used in their
original paper can be outperformed using open
source software and some extensions to the origi-
nal model. Their LSTM cell is a standard LSTM
cell with input, output, and forget gates. How-
ever, they also use “peephole” connections, which
connect the three gates of the LSTM cell, allow-
ing these three gates to be more inter-dependent.
They show that this method outperforms standard
LSTM cells.

They trained and tested on utterances from the
2009 NIST LRE’09 set. They trained with 8 lan-
guages, and used 15 others to learn an ‘out-of-
set’ class. They found that including this ‘out-
of-set’ class made the model more robust to un-
seen classes but that it significantly harmed predic-
tion of the other 8 learned languages. Intuitively,
this makes sense, because the ‘out-of-set’ training
samples came from 15 distinct languages, form-
ing a rougher decision boundary with higher loss.
Thus, the gradient terms tended to be dominated
by this class, preventing close learning of weights
to other classes.

Although Gonzalez-Dominguez et al. and Zazo
et al. examined a slightly different problem
of identifying a speaker’s native language from
speech in that language as opposed to speech
in English, their methodology provides a useful
framework for our work and some general guid-
ance on the proper parameters like the number of
hidden layers and number of frames in the tempo-
ral context for inputs. Further, we are attempting
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a similar classification problem, based solely on
a speaker’s use of English instead of their native
tongue. We are interested in learning how differ-
ent these two applications are in practice.

Although much of the existing work applying
deep learning to langugage identification deals
with audio recordings, we are interested in apply-
ing similar techniques to orthographic transcrip-
tions of speech. There seems to be little work
addressing this exact problem, but the work of
Simoes et al. (Simões et al., 2014) addresses the
related issue of language identification from writ-
ten text. Simoes et al. trained a simple neural net-
work with only one hidden layer on text from TED
conference transcripts in 25 different languages
and tested on a sample of newspaper articles from
the same 25 languages. Using trigrams and al-
phabetic features, they were able to achieve 97%
precision in identifying the written language after
4000 training iterations.

The NLI shared task site references Malmasi
and Dras (Malmasi and Dras (2017)) as a state-
of-the-art implementation, their having tackled the
same problem (including evaluating on a earlier
essay-only version of this dataset) and attaining
impressively high performance. The primary ap-
proach that Malmasi and Dras incorporated was
that of the ensemble classifier, wherein the pre-
dictions of several different classifiers or experts
are run in a parallel architecture, then melded with
a fusion method. Several approaches of creat-
ing several classifiers from subsets of the overall
dataset are discussed, including bagging as well as
boosting, as well as distinct fusion methods such
as plurality voting and highest confidence. Go-
ing a level up in complexity is their use of meta-
classifiers, which sees the results of an ensemble
classifier fed into a second-level classifier.

The authors explored a number of features, in-
cluding word and character level n-grams, func-
tion words, adaptor grammar collocations, part-of-
speech tagging, CFG rules, and more. It is also
worth noting that they identified linear SVM clas-
sification as the approach that generally gets the
best results in tasks such as this. The rich, com-
prehensive approach resulted in an overall aver-
age F1 score of 0.87, which outstrips even the or-
acle of ivectors fed into a fully-connected network
(around 0.80).

Figure 1: Simple RNN architecture

3 Approach

3.1 Classification Algorithms

We compared two approaches to classification: a
Linear SVC classifier and a Recurrent Neural Net-
work.

3.1.1 Linear Support Vector Machine
Linear Support Vector Machine (SVM) classifiers
have proven to be quite successful at text clas-
sification in several contexts including language
identification (Malmasi and Dras, 2017). Since
SVMs are inherently binary classifiers, they must
be adapted for a multiclass classification problem
such as ours. We used a one-versus-rest approach
in which one classifier was fitted to identify each
of the 11 languages against all the others both for
efficiency and because this would make it easy to
examine the feature weights for each classifier in
order to determine which features were most pre-
dictive for a given language.

3.1.2 Recurrent Neural Networks
We implemented three simple RNNs that take in
transcriptions and output a vector of probabilities
corresponding to each of the 11 possible labels.
The three models are: (1) a simple RNN, (2) a sim-
ple LSTM, and (3) a hybrid LSTM model. We be-
gin by describing the simple RNN, shown in Fig-
ure 1.

To constrain the state space and reduce com-
putational complexity, our model truncates each
transcription after max length tokens. This is
a configurable hyperparameterAny input shorter
than this will be padded to max length long
with zeros, which are ignored in the cost and
gradient calculations. We found that using a
max length of 50 tokens worked well.

After this step, the input tokens are trans-
formed with GLoVe embeddings. We tried 50-
dimensional and 200-dimensional GLoVe vectors.
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Figure 2: Hybrid LSTM architecture

Then, each token is input one at a time into a
basic RNN cell, which takes as input the previ-
ous hidden state and the next input token. There
are max length RNN cells in this pipeline, each
with a configurable hidden dim dimension. As
a regularization metric, we also use a dropout
layer with a configurable dropout rate. The
final RNN cell’s output is run through one fully-
connected layer with bias, generating a vector of
11 class probabilities.

We use cross entropy loss with softmax
and TensorFlow’s builtin AdamOptimizer with
configurable init lr. We optimized these hy-
perparameters for each individual application, so
the final values will be discussed in the Experi-
ments section below.

The simple LSTM architecture was the same as
the simple RNN’s except that each RNN cell was
replaced with an LSTM cell.

Finally, the hybrid LSTM model arose from a
desire to incorporate both per-word and aggre-
gate features. As such, we can give two inputs
to the hybrid model: the per-word GLoVe vectors
and an aggregate feature like PCFG. In this hy-
brid model, the output of the final LSTM cell is
concatenated with the aggregate feature and run
through two fully-connected layers of dimension
hidden dim2 with dropout and added bias, ul-
timately generating a 11-dimensional vector of
class probabilities. This model is visualized in
Figure 2.

3.2 Feature Extraction

In order to effectively identify a speaker’s na-
tive language, we wanted to capture the seman-
tic and syntactic components that made their utter-
ance unique as well as speech-specific factors like

fillers and disfluencies. To this end, we pursued
several different approaches for feature extraction.

3.2.1 Baseline
Our baseline feature extractor used raw unigram
counts.

3.2.2 Word N-grams
Given the effectiveness of word-based n-grams in
(Malmasi and Dras, 2017), we thought that word-
based n-grams could be an effective starting point
for capturing the three factors mentioned above.
Unigrams enabled us to capture basic word and
filler usage, and bigrams and trigrams could be-
gin to provide insight into the phrasal structure of
different utterances. After extracting n-grams, we
applied a TF-IDF transformation to reweigh the
features in order to capture the relative importance
of different tokens.

3.2.3 Character N-grams
Since this dataset, unlike a standard written lan-
guage dataset, included word fragments from par-
tially spoken words, we were concerned that a
word-based n-grams approach would not success-
fully capture the similarities between different
word fragments. For example, ”imp-”, ”import-”,
and ”important” should have some inherent simi-
larly because they all represent attempts to say the
same word, but these would each map to a sepa-
rate unigram. In order to better capture these word
fragments, we attempted character-based n-grams
of various lengths. As with the word n-grams, we
also applied TF-IDF reweighing to these features.

3.2.4 Part-of-Speech Tag N-grams
Previous work has also shown n-grams consisting
of part-of-speech (POS) tags for each token in the
input to be useful for language identification (Mal-
masi and Dras, 2017). Assuming there are syn-
tactic differences in the English used by speak-
ers with different native languages, POS n-grams
could help capture these differences. To this end,
we wanted to experiment with POS tag unigrams
and bigrams as features.

3.2.5 GloVe Word Embeddings
In order to better capture word meaning, we tried
using 200-d GloVe embeddings trained over the
Wikipedia 2014 and Gigaword 5 corpora (Pen-
nington et al., 2014). Previous work has shown
GloVe vectors to be effective in text-classification
tasks using RNNs (Iyyer et al., 2015). Initially
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(a) Input Text

(b) PCFG Parse Tree Segment

(c) Selected PCFG Rule Features

Figure 3: PCFG Features for a sample input

we trained with the vector average of all embed-
dings associated with a given input sequence, but
we also tried to leverage the recurrent nature of
the RNN by training with an array of the individ-
ual GloVe vectors where each vector corresponds
to a token in the input (capped at length 50 for ef-
ficiency).

3.2.6 PCFG rules
POS tags can capture shallow syntax features but
not the higher-order rules used to generate differ-
ent sentences. To capture deep syntactic difference
between inputs, we used PCFG rule-based fea-
tures. To create these, we generated parse trees for
each input using the Stanford Parser and then used
nltk to capture the production rules used to gener-
ate each sentence. We could then use as features
the counts of each production rule in all the sen-
tences of a given input (see Figure 3). Since pre-
vious work found that including the grandparent
node in the rules improved classification accuracy
(Feng et al., 2012), we also included the grandpar-
ent node for each rule. For example, from the first
word of the example sentence in Figure 3 we gen-
erate the rule ”NPˆDT → A”. Since the parser was
in many cases able to successfully identify fillers
like ”uh” as types of interjections, these parse rules
should also help us capture syntactic rules specific
to speech.

3.2.7 i-vectors
Needless to say, accent is probably one of the most
discriminative factors in determining native lan-
guage, so we expected i-vectors to perform quite
well. However, since our task was scoped to lan-
guage extraction from transcriptions, we used i-
vector based features only as a comparison in or-
der to determine an upper-bound for the kind of
performance we could expect from text-based fea-

Class Precision Recall F1-score

ARA 0.57 0.43 0.49
CHI 0.60 0.63 0.61
FRE 0.52 0.50 0.51
GER 0.66 0.80 0.72
HIN 0.53 0.62 0.57
ITA 0.55 0.69 0.61
JPN 0.70 0.55 0.61
KOR 0.70 0.48 0.57
SPA 0.53 0.54 0.53
TEL 0.56 0.62 0.59
TUR 0.64 0.61 0.62

Average 0.59 0.59 0.59

Table 1: Full Linear SVM results using word-
based n-grams

tures.

4 Experiments

4.1 Linear SVM
The Linear SVM classifier performed best with
word-based n-grams (unigrams, bigrams, and tri-
grams) alone. PCFG Rule Features alone per-
formed the worst, likely because they over-
emphasized deep syntax features and failed to ac-
count for important low-hanging fruit that even
unigrams could capture such as the geographic
place names associated with different countries.
Conversely, averaged GloVe features performed
the worst, which makes sense because in the pro-
cess of condensing utterances down to one vector,
we lost many of the subtle syntactic features that
help distinguish speakers of different native lan-
guages.

Surprisingly, PCFG rule features actually di-
minished the performance of n-grams. This is puz-
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zling to us because PCFG features have proven
useful in other native language identification con-
texts (Malmasi and Dras, 2017). Perhaps the key
difference is that other studies used PCFG rule fea-
tures with written language rather than spoken lan-
guage transcriptions, so in this case the parse trees
are likely more subject to error due to the dis-
fluencies, grammatical errors, and fillers that oc-
cur in speech. Errors and ambiguities in parsing
the transcripts could have produced noisier, less-
discriminative PCFG rule features. Similar am-
biguities in parsing disfluencies and fillers could
help explain why part-of-speech features also di-
minished performance relative to n-grams alone.

Although word n-grams outperformed our other
features, our model’s performance still leaves
room for improvement. The confusion matrix in
Figure 4 indicates that a good deal of misclas-
sifications were actually near-misses. Most er-
rors occurred with languages that are part of the
same family. For example, many errors occurred
with Spanish, which was most often misclassified
as another Romance language such as Italian (14
times) or French (11 times), and Korean, which
was most often misclassified as Chinese (13 times)
or Japanese (11 times). In other words, the classi-
fier can do a reasonably good job of predicting a
language in the right family even if it struggles to
predict the correct language within that family.

Interestingly, even languages that do not belong
to the same family but are spoken in close geo-
graphic proximity, such as Telugu (Dravidian fam-
ily) and Hindi (Indo-European family), which are
both spoken on the Indian subcontinent, saw mis-
classifications. Telugu was identified as Hindi 27
times, and Hindi as Telugu 17. Despite intrin-
sic structural differences on account of being from
different language families, Hindi’s status as an of-
ficial language of India likely leads to a more sim-
ilar use of the English language when learned.

4.2 FC-Net

The fully-connected network was an intentionally
simple baseline neural network that we generated.
It took in input, ran it through a single fully-
connected layer with hidden dimension 300
with bias and a dropout layer (dropout prob of
0.10). The final output was a vector of class prob-
abilities. It was trained with an Adam Optimizer
using simple cross-entropy loss with softmax.

Though it performed substantially worse than

Figure 4: Confusion Matrix for Linear SVM with
word n-grams

the linear SVM for word-based n-grams + tf-idf
features, it was able to outperform the SVM when
using GLoVe and PCFG features, indicating that
there was merit to using deep learning approaches.
Though this network did very well with i-vectors,
this was solely a sanity check; however, because
i-vectors are already known to perform well, the
i-vectors were explicitly disallowed as features by
the authors of the challenge, so we did not pursue
their use.

4.3 Feature Analysis

When we examine feature weights learned by our
SVM, several interesting trends emerge. Table 3
shows the features with the highest weights for
the five best-classified languages. Unsurprisingly,
the single most discriminative feature for each lan-
guage was a place name. However, there are some
interesting differences in filler usage as well. For
example, fillers in general tend to be most highly
predictive of native German speakers, especially
”um” and ”yeah.” ”In fact” is more predictive of
Italian, while ”which” is one of the most predic-
tive n-grams for both Hindi and Telugu (not shown
in table). This indicates that speech-specific lan-
guage artifacts like fillers are indeed discrimina-

SVM FC-Net

Unigrams (baseline) 0.52 -
Word N-grams (1-3) + Tf-idf 0.59 0.37
Char N-grams (2-5) + Tf-idf 0.56 -
POS bigrams + Word bigrams 0.50 -
Averaged GloVe (dim. 200) 0.37 0.56
PCFG Rule Features 0.34 -
PCFG Rules + N-grams (1-3) 0.50 0.54
i-vectors - 0.59

Table 2: Non-RNN Results (F1-scores)
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GER TUR CHI ITA JPN

germany istanbul china italy japan
yeah turkey beijing that uh so
and um uh because and uh and so two reason
um education so think in fact and if
um yeah university taipei venice there are two

Table 3: Highly weighted n-gram features. The feature at the top is the one with the highest weight for
the given language, and the remaining four are chosen out of the top ten to reduce overlap

tive in determining a speaker’s native language.
Do the PCFG rule feature weights reveal any

deeper syntactic differences between speech from
different native languages? Given the low accu-
racy of PCFG features, it is difficult to say con-
clusively, but the PCFG features seem to cap-
ture some differences. For example, ”ROOTˆS →
INTJ VP” was one of the highest-weighted PCFG
rule features for recognizing Chinese, indicating
that native Chinese English speakers tend to start
sentences with fillers. In addition, ”INTJˆUH →
Yes” was one of the highest-weighted features for
German, supporting the results from n-grams that
native German English speakers tend to use ”yes”
or ”yeah” as a filler. However, given that the PCFG
classifier could only identify 41% and 46% pre-
cision, respectively, further research is needed to
validate these syntactic differences.

4.4 RNN
After trying averaged GLoVe features, we tried
running per-word GLoVe vectors through our neu-
ral networks.

Using low-dimension GLoVe vectors (50-
dimensional, max length of 20 words), the
simple RNN network outpeformed the LSTM,
yielding an F1 score of 0.29. Each RNN cell
had a hidden dimension of 300, and we used a
dropout rate of 0.10. Our init lr was
0.001 and we trained for 25 epochs.

For the higher-dimensional GLoVe vectors
(200-dimensional, max length of 50 words),
the simple LSTM network did better, yielding an

F1 Score

GloVe (50-d, 20 words), RNN 0.29
GloVe (200-d, 50 words), LSTM 0.37
GloVe + PCFG Features, Hybrid LSTM 0.55

Table 4: RNN-based Results (F1-scores)

F1 score of 0.37. We used a hidden dimension
of 500 here to accommodate the larger input di-
mension, again with a dropout rate of 0.10.
Our init lr was 0.0005 and we trained for 15
epochs.

Because both of these models performed poorly,
we wanted to see if also including aggregate fea-
tures like PCFG rules would help the model. Be-
cause PCFG features in particular captured high-
level grammatical and syntactical structure in ad-
dition to the word-level structure given by the
GLoVe vectors, we hypothesized that this would
help. So, we adapted the hybrid LSTM model dis-
cussed above. Here, we used a hidden size
(LSTM cell hidden dimension) of 300, a a
hidden size2 (hidden dimension of both fully-
connected layers) of 600, and a dropout rate
of 0.10. Our init lr was 0.0005 and we trained
for 6 epochs.

Overall, these methods still do not perform at
the level of the SVM, but the hybrid model is able
to come reasonably close.

5 Conclusions

We found our results to line up with several
aspects of existing literature, though some ap-
proaches had less of an impact than we would have
anticipated coming from an NLP and deep learn-
ing background. As Malmasi and Dras identified,
we found our best performance to come from the
use of a linear SVM classifier. Going into this
project, we had anticipated neural nets, particu-
larly RNNs, to outperform the more straightfor-
ward linear classifier; however, this was not the
case. Further, more complex syntactic structure
features such as PCFG did not outperform word-
based n-grams with tf-idf, our high-water mark.
The results of various attempts seems to show that
there is a relatively low ceiling on the results one
can obtain with standard language features. That
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said, our work forms a great base, given the depth
in which we explored various language features.
Subsequent work would be best served following
in Malmasi and Dras’ footsteps - exploring ensem-
ble classifiers and meta-classifiers.
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