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Abstract

In this study we model intonational con-
tours in Text-to-Speech (TTS) synthe-
sis using a bidirectional Long Short-term
Memory Recurrent Neural Network (bi
LSTM-RNN). We argue that deep learn-
ing approaches have moved away from
domain-specific knowledge towards ever
larger datasets and more sophisticated
modeling architectures. In contrast to this
trend, we trained a bi LSTM-RNN to pre-
dict F0 values at three points within the
syllable, given a set of linguistic and pho-
netic features extracted from raw text. We
used the 2012 Blizzard Challenge dataset
to extract raw text, which formed the input
to our network, and the corresponding hu-
man speech sound recordings from which
we extracted three F0 values per syllable.
For our feature set, we adapted a subset
of features from the Festival TTS Synthe-
sis system derived for a synthesized male
voice. Crucially, using a bi LSTM-RNN
allowed us to dispense with many original
features in Festival encoding positional in-
formation. Our feature set included over
a third of the original Festival features.
Our network performed with moderate ac-
curacy, correctly predicting 58.8% of F0

values on the test set within 25% of one
standard deviation from the human speech
mean. In the absence of standardized met-
rics for evaluating prosody, we propose a
pair of of evaluation metrics combining
phonetic training and perceptual evalua-
tion: Accent Error Rate and Boundary Er-
ror Rate. These metrics allow us to under-
stand how well networks perform on spe-
cific aspects of intonation, given its world-

knowledge and learning algorithm.

1 Introduction

Intonation encompasses patterns of variation in
fundamental frequency (F0) that are used for a
range of communicative purposes such as signal-
ing whether an utterance expresses a statement or a
question or indicating key information in an utter-
ance. As such intonation constitutes a key compo-
nent of human speech, so much that text-to-speech
(TTS) synthesis systems that do not model into-
nation can severely compromise the intelligibility
of synthesized speech. The goal of the present
study is to model intonational contours in synthe-
sized American English speech using state-of-the-
art deep learning techniques. Our approach dif-
fers from the standard deep learning approach to
intonational modeling in two important respects.
As we show in our review of the literature, deep
learning research on TTS synthesis has been pro-
gressively downweighting domain-specific knowl-
edge in favor of supplying ever larger datasets and
comparing sophisticated learning architectures. In
contrast, the present study focuses on how well
a single, task-appropriate type of network cap-
tures theoretically-relevant aspects of intonation
and how the network’s performance on these as-
pects relates to the features supplied to the network
in training as well as the type of network chosen.
The second, not unrelated, issue, is that there are
currently no standard evaluation metrics specific
to prosody that could tell us how well deep learn-
ing systems tap into theoretically-relevant aspects
of prosody independently of the pursued network
comparisons. In response, we propose a series
of novel evaluation metrics that combine domain-
specific expertise and perceptual evaluation in or-
der to more deeply characterize the performance
of our network.

The present paper is structured as follows.



We review the literature on intonational fea-
tures, intonation-modeling techniques and into-
nation evaluation metrics in section 2, highlight-
ing the recent shift in focus from domain-specific
knowledge, both modeling and evaluation. In sec-
tion 3, we motivate and describe our task and
methodology involving continuous F0 prediction
using an bidirectional long short-term memory re-
current neural network (LSTM-RNN). In section
4, we describe our dataset and report our ex-
periments. In section 5 we evaluate the perfor-
mance of our network using objective measures
and then propose a novel set of simple domain-
specific evaluation metrics tapping into specific di-
mensions of prosody. Section 6 concludes the pa-
per.

2 Background

2.1 Intonational features in text

A major challenge for modeling intonation in TTS
synthesis resides in the fact that the orthographic
representation that constitutes the input to TTS
synthesis systems contains almost entirely lexical-
level information and is severely underspecified
with respect to prosodic information spanning do-
mains larger than the word. A limited but impor-
tant source of prosodic information in raw text is
provided by punctuation marks, which typically
signal boundaries of large prosodic domains such
as the intermediate phrase (ip) and the intona-
tional phrase (IP). In fact, punctuation underlies
one the most basic and common prosody modeling
approaches used in TTS synthesis systems; Tay-
lor and Black (1998) show that punctuation rules
alone can identify up to half of prosodic bound-
aries in speech. The vast majority of prosodic
information, however is not recoverable directly
from raw text. This information can be indirectly
inferred from grammatically and phonetically an-
notated corpora. Part-of-Speech (POS) tags have
been used to identify content and function words
in text; given that the former but not the latter class
of words typically bears pitch accents, POS labels
are a common source for assigning F0 values in
many TTS synthesis systems (Hirschberg, 1993;
Black et al., 2014). In order to identify the location
of nuclear stress, the most prosodically prominent
word within an intonational phrase, researchers
have used semantic focus prediction with N-gram
language models and TF-IDF (Hirschberg and
Pan, 2000). Alongside punctuation-based rules,

prosodic boundaries have also been inferred from
syntactic structure. Syntactic structure can be de-
rived via constituency information in the form
of syntactic trees in POS-tagged corpora such as
the Penn Tree Bank (Marcus et al., 1993) and
via empirically-trained duration models (Read and
Cox, 2007). Finally, natural speech corpora an-
notated with pitch accent labels from the ToBI
system of Silverman et al. (1992) have been used
to more closely model pitch contours (Hirschberg
and Prieto, 1996; Black et al., 2014).

2.2 Intonation modeling techniques

With varying success, a range of modeling tools
has been used to generate intonational contours
of English speech, or elements thereof, in syn-
thesized speech. Hirschberg (1993) reports that
an ensemble of handcrafted rules achieved an
overall accuracy in the range of 80% to 85% in
predicting the presence or absence of pitch ac-
cents in the Boston University Radio News cor-
pus (Ostendorf et al., 1995), the ATIS corpus
(Hemphill et al., 1990), and the Audix speech
corpus (Hirschman, 1992). An automated tech-
nique involving an ensemble of classification and
regression trees (CART) in Hirschberg and Pri-
eto (1996) performed with 95.4% accuracy on the
same task. Read and Cox (2007) devised a prob-
abilistic prosodic grammar to predict utterance
breaks, which signal the domains of intonational
contours, achieving 81.6% accuracy on the MAR-
SEC corpus (Roach et al., 1994).

The last few years have seen a clear shift to-
wards hybrid and end-to-end deep learning ap-
proaches to modeling intonational contours in
TTS systems. The body of work emerging from
this period typically focuses on comparing the per-
formance of alternative neural network architec-
tures, paying relatively little attention to linguistic
and phonetic features that play a role in prosody
prediction. This shift reflects a general trend
away from domain-specific focus of TTS research
conducted pre-2010, exemplified by Hirschberg
(1993), towards domain-general research empha-
sizing large amounts of training data and sophisti-
cated modeling architectures, exemplified by Arik
et al. (2017) (cf. Reddy and Rao (2013)). In a
recent study, Zen and Sak (2015) trained a unidi-
rectional LSTM-RNN to synthesize American En-
glish speech. They compared the performance of
their network with a Deep Neural Network (DNN)



augmented by dynamic feature-based smoothing.
Using a perceptual test on a five-point scale, they
found that listeners rated the DNN at 3.4 and
the unidirectional LSTM-RNN at 3.7; no upper
threshold for evaluation was reported. Finally,
Fernandez et al. (2014) experimented with a bidi-
rectional LSTM-RNN to model intonational con-
tours and compared the performance of their net-
work with a DNN. To establish their upper thresh-
old measure, they transplanted natural prosody to
the synthesized voices and then compared the per-
formance of the DNN, the LSTM-RNN, and the
transplanted voices using perceptual tests of a 5-
point scale system. Averaging across voices, the
DNN was rated at 3.62, the LSTM-RNN was rated
at 3.70, whereas the translplanted voice was rated
at 3.81.

2.3 Intonation evaluation metrics

As opposed to segment-level TTS synthesis eval-
uation, where Word Error Rate (WER) reigns
supreme, there is no standard metric for evaluat-
ing the performance of models dedicated specifi-
cally to enhancing the prosodic naturalness of syn-
thesized speech. Since intonational contours span
domains larger than the word, an alternative met-
ric to WER is needed. In addition to reporting ob-
jective measures, the vast majority deep learning
studies use perceptual evaluations from naive lis-
teners. However, the assessments are usually rel-
ative to the specific networks under comparison.
In fact, in many cases, perceptual evaluations do
not involve comparisons to (minimally modified)
human speech that serves as an upper threshold
for comparison. It is hence often impossible to
gage the performance of a network that is inde-
pendent of the specific comparison pursued in the
paper. Moreover, overarching perceptual assess-
ments of this sort leave open the question of how
well the network performs on specific aspects of
prosody and how the system’s performance under
these aspects relates to the features on which the
network is trained. In devising autonomous learn-
ing TTS synthesis systems, the goal is not only to
identify the best performing learning mechanism,
but also to most accurately capture the world-
knowledge that is available to the learning system.
The present study aims to address this shortcom-
ing by proposing a set of novel metrics for evalu-
ating prosodic performance that combines percep-
tual evaluation with domain-specific expertise.

Figure 1: A diagram showing the training and test
pipelines for the task.

3 Approach

3.1 Task
The network is trained using a supervised learning
task involving linear regression. For each syllable
n, the task consists in predicting F0 values at three
points within the syllable, given raw text (xn) an-
alyzed into a set of text-derived linguistic and du-
ration features (parameter vector θ) relative to a
synthesized voice (Figure 1). The location of the
three points within the syllable is determined by
dividing each syllable into three equal segments
and measuring the F0 at the midpoint of each seg-
ment (i.e. at points corresponding to 1/6th, 3/6th,
5/6th of the syllable’s duration respectively, as il-
lustrated in Figure 2). The synthesized F0 predic-
tions are then paired with naturalistic speech F0

targets, creating input-output (xn, yn) pairs for the
ith F0 (out of N = 3 segment midpoint F0 values
within the syllable), on the basis of which the loss
function is computed. Note that since for voiceless
sounds, the F0 value is undefined, we used a mask
wni, which assigns the weight of 1 defined F0 val-
ues and the weight of 0 to undefined F0 values.
The loss function is computed per syllable, sum-
ming over the three F0 values, as shown in (1):

(1)

` =
N∑
i=1

∑
ni

(yni−f(xni : θ)Twni(yni−f(xni : θ))

where f(x : θ) is a parametric regression function
with parameter vector θ.

3.2 Model choice & assumptions
Although intonational targets are anchored to
stressed syllables, they span multiple syllable,
word and phrasal domains. This implies that the
linguistic and phonetic features that affect F0 re-
alization depend on both past and future inputs.



Figure 2: An example illustrating the location of
three points within the syllable at which F0 val-
ues were extracted, represented by dashed lines.
Note that the extracted points need not coincide
with segment boundaries.

To implement our task, we thus chose a network
with a temporally non-localized window of past
and future inputs. Bidirectional RNNs have hid-
den layers with unit activations depending on the
current input as well as two internal states mod-
eled as a function of past and future inputs. How-
ever, RNNs are notoriously difficult to train be-
cause of vanishing gradients when computing the
loss function. Since LSTM-RNNs are not sus-
ceptible to this problem, they represent an ap-
propriate architecture for implementing our task.
As we have shown in section 2.2, LSTM-RNNs
moreover compare favorably with DNNs and ba-
sic RNNs in terms of their performance on intona-
tional modeling tasks. Bidirectional LSTM-RNNs
have bidirectional recurrent connections between
LSTM cells. LSTM cells are characterized by
three gates: input, forget, and output. The input
gate determines which inputs should be remem-
bered; the forget gate determines how long inputs
should be rememered; the output gate determines
when to produce the output.

In formal terms, in a forward RNN-LSTM cell
at time t we have: (i) input xt for syllable t, (ii)
previous cell state Ct−1 of size cell size, and (iii)
previous output ht. In a backward RNN-LSTM
cell at time t we have (i) input xt for syllable t,
(ii) next cell state Ct+1 of size cell size, and (iii)
next output ht. The equations below are specified
with respect to forward RNN-LSTM cells; the cor-
responding equations for backward RNN-LSTM
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Figure 3: The architecture of the LSTM-RNN im-
plemented in the present paper. fw = forward
LSTM cell; bw = backward LSTM, s0 = initial
state of forward layer; s′0, fwo = intermediate out-
put of forward layer, bwo = intermediate output of
backward layer; o = output.

cells are not provided here. The forget gate de-
cides how much to forget from the cell state, re-
turning a value between 0 and 1 for each number
of the cell state (eq. 2). The input gate, on the
other hand, is responsible for updating values of
the cell state numbers (eq. 3). New candidate val-
ues that could be added to the cell state are defined
in (eq. 4). Finally, a cell state update consists in
forgetting the information selected by the forget
gate and in adding the new candidate values (eq.
5). The next step is to decide what parts of the cell
state are to form the output, based on the current
input and previous output (eq. 6). Finally the cell
produces an output, using tanh to define the value
of the state between −1 and 1 (eq. 7).

ft = σ(Wf · [ht−1, xt] + bf )(2)

it = σ(Wi · [ht−1, xt] + bi)(3)

C̃t = tanh(WC · [ht−1, xt] + bC)(4)

Ct = ft ∗ Ct−1 + it ∗ C̃t(5)

ot = σ(Wo · [ht−1, xt] + bo)(6)

ht = ot ∗ tanh(Ct).(7)



3.3 Model architecture

The architecture of the network is illustrated in
Figure 3. Starting from the bottommost row, the
processing stream is as follows. The raw text input
is first segmented into syllables and each syllable
is analyzed into features (row 2). Prior to feed-
ing the utterance vectors to the network, all vectors
are either truncated or padded by zeros to ensure
that all inputs are equal in size (max syllables).
The inputs are processed in batch size units at
a time. The extracted features are then fed into
the forward (row 3) and backward (row 4) layers
of a bidirectional RNN. At these two layers, the
units are LSTM cells (fw and bw respectively)
of size cell size and initial state (s0 for forward
layer and s′0 in the backward layer). The for-
ward and backward outputs, fwo bwo, each of
size batch size × max length × cell size, are
then returned (row 5). The intermediate output
units, bwo and fwo, represent a concatenation of
the backward and forward LSTM cells respec-
tively. The two intermediate output units are then
concatenated (row 6) into the final output unit,
o, of size batch size × max syllables × (2 ∗
cell size). Because o is three-dimensional, it is
first reshaped into two dimensions (batch size ∗
max syllables) × (2 ∗ cell size)) before being
passed into the linear regression function (row 7),
and is finally reshaped back into a prediction (row
8) of size batch size×max syllables× 3.

3.4 Feature set

Our feature set consisted of 32 features (19 nu-
meric, 13 non-numeric) encoding segmental, syl-
labic, lexical, grammatical, sonority, durational, as
well as abstract intonational information derived
for a synthesized male American English voice
(kal) from the Festival Text-to-Speech synthesis
software (Black et al., 2014). Our prosodic fea-
tures included punctuation, lexical stress, TOBI
labels for accent and boundary types, pause
breaks, and pause duration. We excluded redun-
dant features to avoid harmful multi-collinearity
in the regression setting. We simplified some of
the non-numeric features in order to reduce the
number of distinctions to the essential ones in or-
der to avoid unnecessary model complexity. The
non-numeric features were vectorized using one-
hot encoding. The total number of dimensions
required by all numeric and non-numeric features
was 189.

Table 1: Data counts for 2012 Blizzard Challenge
dataset consisting of four Mark Twain audiobooks
(TA = “A Tramp Abroad”, LM = “Life on the Mis-
sissippi”, ATS = “Adventures of Tom Sawyer”,
MCH = “The Man who Corrupted Hadleyburg”)

Book Utterances Syllables Syllables/
Utterance

TA 7,498 220,571 29.4
LM 7,001 203,370 29.0
ATS 5,212 94,707 18.2
MCH 7,609 175,113 23.0
Total 27,320 694,121 25.4

Crucially, using a bidirectional LSTM-RNN
with inbuilt lookahead and lookbehind mecha-
nisms allowed us to dispense with all Festival fea-
tures that encoded positional information at the
syllable level. Our final feature set included over
a third (34.4%) of the original feature set used in
Festival, substantially decreasing model complex-
ity and the risk of overfitting.

4 Experiments

4.1 Dataset
The speech data used in training, development,
and testing came from the 2012 Blizzard Chal-
lenge dataset, consisting of four audiobooks by
Mark Twain read by a male speaker of American
English, with the corresponding text. The sound
files were segmented at the phone, syllable, word
and utterance level. Table 1 shows per-audiobook
as well as total utterance and syllable counts. The
true F0 labels were extracted from this dataset.
Note that because the predicted and true F0 val-
ues were produced by different male speakers of
American English; a more correct approach would
have been to transplant the intonational contours
from the Blizzard utterances into the correspond-
ing synthesized utterances produced by the male
American English voice from Festival that we
used in training and prediction. Nevertheless, we
think it is likely that during training the network
at least to some extent neutralized the individual
differences between the two voices.

4.2 Training regime
In this section, we report the optimal parameters
chosen to train our network. The maximum length
of an utterance vector was 60. We chose a cell
size of 256; given that each element in the utter-



Figure 4: A graph of training and development
costs as a function of the number of training
epochs.

ance vector encoded multiple types of information
(as represented by the various feature families),
we wanted to ensure that the network was large
enough to capture all these distinct types of infor-
mation.

Batch size was set at 50, because using smaller
batches than resulted in a less accurate estimate
of the gradient, while using batches larger than 50
(e.g. 100) reduced the number of learning steps
and slowed down the training process. In total,
we had 551 batches, where we ran training on a
fixed set of 471 batches, and ran the final testing on
the remaining 74 (13%) batches. During training,
we randomly split the 471 batches into 383 (80%)
training batches for model training, then evaluated
on the remaining 94 (20%) development batches
for hyperparameter tuning.

The network was trained for 40 epochs. Figure
4 shows that the network was making substantial
improvements before reaching 20 epochs of train-
ing. Since the network showed less rapid but nev-
ertheless steady improvement both on the training
and dev set at 20 epochs, our stating value, we in-
creased the number of epochs to 40.

The learning rate was initialized at 1, because
training at learning rates lower than 1 made the
network converge very slowly, while training at
1 did not destabilize learning and led to a more
speedy convergence. The learning rate decayed at
0.85 per epoch. This value was chosen as experi-
mentation on smaller datasets showed that at this
value learning was not destabilized (i.e. no signif-
icant under- or overshooting).

Figure 5: A histogram showing the number of syl-
lables per utterance. This visualization formed the
basis for choosing the optimal maximum utterance
length.

Training the network requires inputs of a fixed
size, it was necessary to choose a maximum length
value that did not compromise model fit. Setting
the maximum length of an utterance too high leads
to vector sparsity, which in turn increases the di-
mensionality of the model and causes overfitting
as well as slower learning. In contrast, choos-
ing too small of a maximum length truncates data.
Figure 5 shows the distribution of maximum ut-
terance length in the dataset. Since 98% of the
training data consisted of utterances less than 60
syllables long, it offered a cutoff point preserved
utterance information while sacrificing a negligi-
ble portion of the data.

Finally, in order to reduce massive regression
coefficients leading to overfitting, we introduced
Lasso regularization penalty into the loss function.
The regularization parameter chosen was 0.0001,
since it amounted to 1% of the overall loss. Fig-
ure 6 shows that after approximately five epochs of
training, the model decreases the parameter norm
with ensuing reduction in model complexity.

After training, the network performed with an
average L2 loss per utterance of 39835.453 on the
training set and 36556.193 on the development
set. The regularization parameter norm was at
1374103.360 before being scaled by the regular-
ization parameter. Of note is that the training cost
was averaged over the training during the epoch,
while the development cost was computed after
training the epoch.



Figure 6: A graph of the regularization parame-
ter norm as a function of the number of training
epochs.

5 Evaluation

Table 2: Model performance in predicting three F0

values within syllables in test data. The percent-
ages in the second column (5%, 10%, and 25%)
represent fractions of 1 standard deviation of test
F0. Predictions falling within each of these three
respective margins were classified as correct.

Position
within

syllable

% correct
predictions

within 1 S.D.

Objective
measures

5% 10% 25% µ (Hz) σ (Hz)
1/6th 13.4 26.7 61.3 111.8 32.8
3/6th 11.3 23.1 57.5 116.8 34.7
5/6th 12.0 23.9 57.7 115.0 35.4

We evaluate the performance of the baseline
system and our system by comparing how Festi-
val and our system implement intonational con-
tours computer-generated speech and how the cor-
responding raw text is pronounced by a human.
The human utterances used for evaluation are sam-
pled from the most exhaustively annotated parts of
Boston University Radio News Corpus, a prosod-
ically labeled corpus of conversational American
English speech.

Evaluating the the performance in synthesized
speech is problematic in that in natural speech
the assignment of intonational contours is in-
herently variable: there is no one-to-one cor-
respondence between textual/annotation features
and their acoustic realizations. To circumvent this

issue, we introduce the simplifying restrictive as-
sumption that human-produced utterances in the
evaluation set represent the only possible way to
realize the prosodic structure corresponding to the
annotated transcriptions of these utterances.

We use a combination of perceptual evaluation
and original albeit simple quantitative metrics to
assess the performance of Festival and our sys-
tem. In assessing the correctness of computer-
generated prosody, we rely on binary listener judg-
ments of a trained phonetician (one of the authors).
We then use the judgment data to compute three
simple error metrics reflecting two aspects of into-
nation: (Pitch) Accent Error Rate (AER), Bound-
ary Error Rate (BER). The domain over which
AER and BER are computed is a speech sample
(S) of an arbitrary size. Specifically, the mea-
sures require a pair of samples of the same size:
the human speech sample (Sh) and the synthe-
sized speech sample (Ss). The metrics are com-
puted based on one-to-one mappings between the
relevant features in the synthesized sample and the
human sample.

Accent Error Rate assigns a score of 1 to ev-
ery content word with the correct pitch accent and
divides the sum of scores by the total number of
words in the speech sample.1 This relation is il-
lustrated in (8). We treat as words all continuous
strings separated by spaces or punctuation in the
raw orthographic representation. Placing pitch ac-
cents in the numerator and words in the denomina-
tor relies on the assumption that for every content
word there is no more and no less than one pitch
accent, whether simple or complex.2

AER(Sh, Ss) =

1

N

( N∑
i=1

#Ssi pitch accents in Shi

# words in Shi,si

)
where |Sh| = |Ss|

(8)

Boundary Error Rate assigns a score of 1 to ev-
ery correctly implemented prosodic boundary and
a score of -1 to every erroneously inserted bound-
ary. It then normalizes the sum of these two scores
by the total number of target boundaries in the

1We are excluding function words from our count, be-
cause function words are typically unaccented.

2In cases where a complex pitch accent type (e.g. L-
L+H*) is divided into two components, we accordingly di-
vide the score into two components of equal weight that add
up to 1.



human-produced utterance, as shown in (9).

BER(Sh, Ss) =

1

N

( N∑
i=1

#Ssi boundaries in Shi −#Ssi boundaries not in Shi

# boundaries in Shi

)
where |Sh| = |Ss|

(9)

Note that, as opposed to BER, AER does not
consider insertions. While there can be only one
pitch accent per word, a sample contains an arbi-
trary number of breaks that can be (mis)interpreted
as intonational phrase boundaries.

Table 3: AER & BER results for Festival and our
bidirectional LSTM-RNN.

System AER BER
Festival 0.37 0.43
LSTM-RNN TBD TBD

6 Conclusion

In this study we model intonational contours in
Text-to-Speech (TTS) synthesis using a bidirec-
tional Long Short-term Memory Recurrent Neu-
ral Network (bi LSTM-RNN). We argue that
deep learning approaches have moved away from
domain-specific knowledge towards ever larger
datasets and more sophisticated modeling archi-
tectures. In contrast to this trend, we trained a bi
LSTM-RNN to predict F0 values at three points
within the syllable, given a set of linguistic and
phonetic features extracted from raw text. We used
the 2012 Blizzard Challenge dataset to extract raw
text, which formed the input to our network, and
the corresponding human speech sound recordings
from which we extracted three F0 values per sylla-
ble. For our feature set, we adapted a subset of fea-
tures from the Festival TTS Synthesis system de-
rived for a synthesized male voice. Crucially, us-
ing a bi LSTM-RNN allowed us to dispense with
many original features in Festival encoding posi-
tional information. Our feature set included over a
third of the original Festival features. Our network
performed with moderate accuracy, correctly pre-
dicting 58.8% of F0 values on the test set within
25% of one standard deviation from the human
speech mean. In the absence of standardized met-
rics for evaluating prosody, we propose a pair of
of evaluation metrics combining phonetic training
and perceptual evaluation: Accent Error Rate and
Boundary Error Rate. These metrics allow us to

understand how well networks perform on specific
aspects of intonation, given its world-knowledge
and learning algorithm.
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