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Abstract

Audio books serve as a gold standard for
text to speech synthesis. Since they last
for hours, small idiosyncrasies in their
prosody quickly become overwhelming to
a listener. Storytime originated from the
inspiration that we can use neural net-
works to reach a new level of fluidity for
spoken text. More specifically, we ex-
plored an implementation of Tacotron, a
recent academic publication from Google.
It relies on an encoder, decoder, and at-
tention to simulate near-human spectro-
gram. As of the beginning of this project,
there were no public attempts at duplicat-
ing their results. We made great strides
in exploring their paper implementation
specifics and report these modeling deci-
sions in detail, in the hopes that these can
push the state of the art forward for getting
similar models used in practice. At the end
of the day, we trained a successful proof of
concept of our model.

1 Introduction

The goal of speech synthesis is to generate human
speech from text input. All current, high quality
production systems rely on concatenative models.
These splice a narrators voice clips into smaller
units and merge them together to create new text.
Parametric models, like the ones explored in this
project, instead rely on numerical approximations
to speech that attempt to recreate how humans pro-
duce air signals.

The first portion of our work focuses on generat-
ing clipped audio for our domain, namely extract-
ing sentences from their greater audio books. We
hope that by training our generation model on on
files from audiobooks, it will capture some of the

intangible prosody that is so difficult to maintain
in concatenative models.

The second portion of our work focuses on im-
plementing the Tacotron model and exploring the
nuances of the implementation that Wang et al.
(2017) sketched out in their paper. We plan to fol-
low the overall architecture of this paper precisely,
while experimenting with multiple designs if there
are ambiguous aspects of their publication.

2 Related Work

Wavenet (van den Oord et al., 2016) is a deep neu-
ral network for generating raw audio wave forms.
While it achieves impressive results for TTS it’s
slow due to its fully regressive nature as it con-
ditions on all previous audio samples. It also re-
quires input of features from a TTS model, so it
is not end-to-end but rather only acts as a high fi-
delity audio generator. It does, however, have the
ability to capture different speaker characteristics
on a single model and can switch between each by
conditioning on the speaker identity.

Deep Voice (Arik et al., 2017b) is another deep
neural network model, that unlike Wavenet is end-
to-end. However, it compartmentalizes each com-
ponent into separate models and thus requires each
to be individually trained. While this presents an
end-to-end approach it requires more precise fine-
tuning and significantly more effort to fully train it
to be a working end-to-end model.

Tacotron (Wang et al., 2017) is a full end-to-
end TTS system that abstracts away the domain
specificity needed to fine tune parts of the model,
as needed in DeepVoice. It allows one to cover
the entirety of the text-to-speech problem with a
single model. Its ability to generate speech with-
out domain expertise for areas like phonemes and
lexicons along with its simplicity to go from au-
dio book text to speech in a single model rather



than splitting it up into components like Wavenet
or Deep Voice would have done, is the reason for
why we pursued it as our baseline implementation.

Deep Voice 2 (Arik et al., 2017a) is a very re-
cent improvement upon the original Deep Voice
accomplished by updating their original compo-
nents to produce higher performance and improv-
ing its ability to train on more data. It also adds the
ability to condition on multiple speaker voices in a
fashion similar to WaveNet. Released on May 24,
it represents the state of the art in generation ca-
pabilities. That said, it was accomplished through
a fusion of WaveNet and Tacotron. This suffers
from similar performance and training bottlenecks
as a pure WaveNet implementation.

Deep Voice 2 resonates with a task very related
to audio book narratives; differentiating speakers
and conditioning on their identities in order to pro-
duce different spectrograms. It also confirms our
belief that Tacotron, despite not having phoneme
level speaker features, should be able to create dif-
ferent speakers per model. We note that this design
proves the viability of the Tacotron architecture for
narrative-level synthesis, and makes similar efforts
to duplicate the results publicly even more impor-
tant.

3 Approach

3.1 Preprocessing

Figure 1: Pre-processing Architecture

We first approached the task at hand by sourc-
ing our audio files. We decided to train on Harry
Potter (voiced by Stephen Fry), since he’s quite
emotive when he reads this series. Additionally
his character voices tend to be similar to his usual
narrative voice. This is beneficial because it re-
duces the need to exclude dialogue within our cor-
pus; the more consistent he remains, the more that
the model can converge on his ”normal” voice.

As a result of our choice of audiobooks, we re-
ceived a CD with one large mp3 file for each book.
As such, we approached the problem of converting
files to sentences through the pre-processing archi-
tecture in Figure 1.

Splitting book text to sentence text was fairly
trivial. Since there is a consistent format, a simple
regular expression split the input into our desired
output.

Audio posed more of a challenging problem.
We recognized that we’d eventually need a rough
speech-to-text alignment in order to correlate au-
dio timesteps with sentence contents. To make
this converter process more reasonable, we opted
to split the original audio into individual chap-
ters. We used a semi-supervised approach, by first
splitting on known silences longer than three sec-
onds. This length isn’t consistent across chapters;
some chapters have sub-second splits between the
chapter breaks. As a result, our algorithm some-
times outputted merged files where multiple chap-
ters would be kept together. It was untenable to
automatically split these files, since they could be
confused with most other intra-sentence silences.

To address this issue, we manually went
through these merged files using Audible (see Fig-
ure 2). Using the chapter text, we fairly quickly
identified the chapter breaks and manually split
them.

Figure 2: Manual splitting of chapters

Audio chapters in hand, we fed them into the
Gentle open source fixed aligner. Since we had
the ground truth transcript (the chapter text), we
could plug this into the aligner. This leads to
significantly higher accuracy than relying on pure
speech-to-text, since its role is only to identify the
location of the given text within the audio instead
of transcribing it from scratch.

This process successfully produced <word,
timestamp> pairs, but many of the words were in-
correctly split (ex. J.K. Rowling into J, K, Rowl-



ing). To address this issue and actually split per
sentence, we had to somehow rectify the align-
ment with our chapter text. To do so, we imple-
mented an algorithm which uses a sliding window
to find the most likely alignment word to the actual
word. This technique is robust in that even when
one ticker gets off-alignment because we are un-
able to correlate its true location in the text, our
rolling window lets us proceed ahead.

With this pipeline in place, we were able to suc-
cessfully split our book input with minimal loss.

3.2 Speech Synthesis Architecture
(Encoder/Decoder)

Figure 3: Model architecture as originally pre-
sented in the Tacotron paper Wang et al. (2017).
The input (pre processed text and audio) is fed
into an encoder which generates attention features
which are then used in every step of the decoder
before generating spectrograms

The Tacotron architecture post-preprocessing
can be split into the two encoder and decoder com-
ponents and attention. Further subdivisions within
these will be explained in detail in the following
subsections.

3.2.1 Encoder Pre-net and CBHG
Encoder - see Figure 3 and Figure 4

Faithful to the original Tacotron implementa-
tion, we first convert character input to one hot
vectors. We then pass these embeddings from
the input into two Dense-ReLU layers with 50%
dropout. The layers serve as bottlenecks, reducing
the dimensionality of the eventual input into fur-
ther steps of the model which helps convergence
times. This bottleneck - along with the dropout -
helps with generalization of the model. Even with
the same input it will activate different layers of

Figure 4: Input, text converted into one-hot vec-
tors, is passed through two Dense ReLus collec-
tively referenced as Pre-net and then through the
CBHG yielding our attention features

the network over different epochs which helps pre-
vent overfitting.

The output of the prenet is then fed into the
CBHG which stands for Convolutional Bank +
Highway network + GRU. We used 16 layers of
convolutions, as outlined in the paper, which in-
creases location invariance to help with general-
ization. Since we have our character embeddings
represented as one-hot vectors we can imagine
these as ”images” with features over individual
characters per word and with features as given
in the one-hot vectors. Thus the convolutional
bank can extract information from them in a simi-
lar fashion as used in image-processing, modeling
local and contextual information. Each layer of
the convolution can be thought of as extracting n-
grams up to K where K is 16. The advantage is in
the contextual background and speed of process-
ing.

These are then max-pooled and passed to a
highway network to extract high level features. At
the end, all data is fed through the Bidirectional
GRU in order to extract sequential features in the
text. This is accomplished by maintaining a resid-
ual connection to the pre-netted inputs, using the
k-grams from the convolutions as context. The re-
sult of this is a feature embedding for the entirety
of the input which is used as the context for our
attention model.

3.2.2 Attention and Decoder RNN
Attention and Decoder RNN - see Figure 3 and
Figure 5

The output of our decoder RNN is r-frames per
input frame, where we use r = 5, which speeds up
execution times by predicting spectrogram frames
en-masse. However, this calls for differences in
implementation between training and inference.



During training, after predicting r frames of the
Mel spectrogram, the model is fed the ground truth
frame for the r-th time step. This gives the model
the correct base to generate the next sequence
with. In inference, for every t > 0 decoder step,
the model will simply use the last of the r frames
predicted on the last step. For decoder step 0, the
model will use a zero-filled frame. From now on
we will refer to a decoder time step as a multiple
of the reduction factor from 0 to T

reduction factor ,
inclusive.

As shown in Figure 5, all layers of the de-
coder RNN, including the attention layer, are sim-
ply GRU cells. The attention layer is a GRU cell
layer wrapped with Bahdanau attention, as seen in
Bahdanau et al. (2014), which is applied at every
decoder time step. This outputs a weight matrix
used in the next step and the state which is used to
initialize the attention at future decoder time steps.

The decoder RNN consists of two stateful,
residual GRU layers. The residual connections
speed up convergence and the statefulness is help-
ful for the jump in time steps due to the reduction
factor. The interesting part of the decoder is to-
wards the end where it outputs r frames at a time.
This is useful for convergence without loss of data
since temporally close frames generally contain
similar output. Forcing the model to generate each
of these one by one can lead to convergence jumps
and, for the most part, unnecessary calculations.
This output is then fed into the decoder CBHG.

In the end this attention and decoder RNN are
run for T

reductionfactor
iterations, where T is the to-

tal time steps in the input (not decoder time steps)
and reduction factor is r.

3.2.3 Decoder CBHG
This module has a very similar structure to the en-
coder CBHG. The only notable exception is that
the convolution bank only goes up to K=8 rather
than 16, which can be attributed to working with
reduced data dimensionality at this point. Also on
the Conv 1D projections we project the output into
dimension 80, which is the same size as our num-
ber of Mel features used. This will go through the
highway network and bidirectional GRU for the
same reasons as the encoder and output the raw
spectrogram which can then be fed to a short-time
Fourier transform like Griffin Lim.

While the original Tacotron adds Griffin Lim as
another layer of the model we use Librosa’s Grif-
fin Lim. While the Tacotron authors say Griffin

Figure 5: We convert the audio targets into max-
length Mel-spectrograms and feed them through
multiple layers of attention at different timesteps.
The wrapped arrows represent the layers looping
until the entirety of the audio targets is fed and
processed with attention. The first GRU is the At-
tention RNN and the remaining GRUs are the de-
coder.

Lim as part of the model is a choice for simplic-
ity, we found that using Griffin Lim without some
form of a network that leads to convergence yields
less than desirable results. As the original authors
mentioned: waveform inverter research is ongo-
ing work and it would be interesting to test either
simpler methods that do not affect performance
like ours did or to look for better alternatives al-
together.

4 Experiments

4.1 Methodology

In our correspondence with Wang et al. (2017),
the authors note that Tacotron, on an internal data
set comprising roughly 24.6 hours of speech data
spoken by a professional female speaker, required
10 NVIDIA Tesla K40 GPUs and a training
period of one to two days before producing
reasonable results. Approximately one week was
required to reach full convergence. Please see
https://google.github.io/tacotron/
for the authors’ qualitative results and generated
audio samples.

We did not have the time or financial resources
to replicate these conditions, nor did we have ac-
cess to the original data set. We planned to train
our model on an internally created data set using
the full audio of the Harry Potter audio book se-
ries as read by Stephen Fry. As such, we made
use of Gentle, a text/audio alignment software by
Hawkins and Ochshorn (2017), to perform the cu-



rated alignments for our own <text, audio> pair-
ings. However, training our model to convergence
on this data set quickly proved unfeasible given the
above-mentioned constraints as well as the initial
uncertainties we harbored towards the correctness
of our own implementation.

Instead, as a proof of concept, we chose to over-
fit our model on a single, seven-second <text,
audio> pair using one NVIDIA Tesla K80 GPU,
to test the capacity of our model to converge.

4.2 First Results

Our initial implementation of the decoder compo-
nent of the model saw the encoded input make a
single pass through a series of GRU RNNs with at-
tention enabled before being output as a fully fea-
tured Mel spectrogram. This proved too general
an approach and prevented our variable weights
from converging (see Figure 6). Although this im-
plementation deviated from the that of the origi-
nal paper, we began with this approach due to the
much simpler implementation logic.

Figure 6: Difficulty for our initial naive single pass
feed-forward implementation to converge; train-
ing loss as a function of epochs completed

During troubleshooting, we migrated towards a
decoder implementation that reflected a more lit-
eral interpretation of the published Tacotron archi-
tecture. To restate the importance of the decoder
architecture, we present once more the nature of
our implementation here. In training, every r-th
frame of the encoded, ground truth input is passed
through a stateful sequence of GRU RNNs with at-
tention enabled. Each pass produces r frames, and
these r length chunks are ultimately concatenated
together to produce the final, full length Mel spec-
trogram. In inference, it is the last frame produced
by the most recent pass that is used as input to the
next pass. We speculate that only passing through
the last r frame actually may improve convergence

more than initially suspected. Under these condi-
tions, our model reached a reasonable level of per-
formance after approximately 6 hours of training.

4.3 Final Results
To evaluate the performance of our model, we rely
primarily on our own subjective analysis of this
one output audio sample, informed by an inter-
pretation of the training loss of our model as a
function of time. Given that our model outputs a
prediction for the Mel-frequency spectrogram and
linear magnitude spectrogram of the original au-
dio, our loss function consists in an equal weight-
ing of the mean absolute error of both. In that
respect, our model follows the precedent set by
Wang et al. (2017), although the authors do indi-
cate this was a somewhat arbitrary choice.

Figure 7: Overfitting one Harry Potter audio clip;
training loss as a function of epochs completed

Given that our network is entirely end-to-
end, even when trained using only one sample
<text, audio> pairing, we are still able to rec-
ognize a few trends in the model’s behavior as
it reaches convergence. Specifically, we would
like to highlight the audio generated from the
output spectrograms at the following epochs (see
http://stanford.edu/ piercef/storytime/):

• Epoch 40: White noise is produced as ex-
pected.

• Epoch 280: We begin to hear sentence
prosody and can clearly distinguish the
pauses between phrases. Word boundaries
begin to appear.

• Epoch 1000: Word boundaries sharpen,
and individual words are more cleanly pro-
nounced.

• Epoch 2000: We begin to see diminishing re-
turns as predicted by our graph of the training



loss. Further improvement to audio quality is
very gradual.

This model seems to be very adept at learning
how to recognize and handle the natural sentence
breaks/pauses reflected in the transcription. Sim-
ilarly, the network is able to model word barriers
reasonably well. This behavior likely owes to the
strong indicative nature of spaces and stop charac-
ters. Further testing is required to say anything
substantive about how the model handles other
aspects of English prosody such as word transi-
tions, question pitch, etc., but we would expect the
model to make predictions which more accurately
capture those audio features that depend heavily
on closely preceding subsequences. That is, the
model will be quicker to learn to predict the fea-
tures at time step t which are very dependent on
the state of the sequence at time step t− 1.

Also worth highlighting is the metallic quality
of our audio files, even around epoch 2000. We
speculate this has a great deal to do with the Grif-
fin Lim decoder we’re using; even with an orig-
inal audio file, passing it through the conversion
process introduces noticeable artifacts.

We are currently in the process of training a
larger model with our entire corpus of audio,
which we hope will generalize our results. We
estimate it will take another few days to reach
human-sounding audio, but the graphs so far in-
dicate that it is heading towards successful con-
vergence.

5 Conclusion

During the course of this project, we got a chance
to explore state of the art text-to-speech synthe-
sis. Based on the trajectory of current research,
this very likely seems like one path to true-human
sounding dialogue. As such, it’s more important
than ever to duplicate these results on a wider
scale.

We want to emphasize the importance in getting
the attention layer and reduction factors correct in
the seq2seq model. There are multiple implemen-
tation strategies to making this work correctly, and
based on our results this module significantly af-
fects convergence ability.

We also got a chance to learn about the under-
lying principles that supported the Tacotron paper
in particular. We dove into the math behind high-
way networks, Bahdanau attention, GRU/LSTM

cells, and convolutional networks to truly under-
stand the fundamentals. The fruits of this labor
were reflected in the model development as well
as our personal understanding of course concepts.

To speak to neural networks model-
ing/involving speech data in a general sense,
we learned to appreciate the importance of
conditioning each portion of the sequence on the
portions which closely precede it. We were able
to greatly improve the accuracy of our model by
capitalizing on this relationship.

In the future, we hope researchers investigate
other permutations of this model. Firstly, using the
decoder CBHG to extract voice parameters. Espe-
cially for narrative text, it’s necessary to have mul-
tiple voices to each signify a separate character.
By treating the problem as a noisy channel model
(from the narrator’s original voice to the character
voice), it should be possible to incorporate these
within the network as well. Secondly, to explore
having multiple attention cell states. Right now
we only use a sole cell state to transfer informa-
tion, but we could make use of multiple attention
layers or encoders to increase the model’s abil-
ity to look back at input. Thirdly, implementing
an alternative to Griffin Lim as part of the net-
work. An audio file that passes through Griffin
Lim adds considerable metallic undertones, which
we hypothesize is simply a result of the spectro-
gram to waveform conversion process. Improv-
ing this technique could significantly increase this
model’s audio quality.
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