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Abstract

We propose a neural-network approach to
the NLI 2017 task of determining an au-
thors native language given text-based in-
puts produced by the author in a sec-
ondary language. Our approach introduces
a Siamese network that separately trains
n-gram and token embeddings on essay
and speech transcription inputs, with an
additional layer incorporating speaker i-
vectors. Our experimental results show
that this model surpasses the baseline
SVM classifier performance on essay text,
with a F1 score of 0.805.

1 Introduction

When people learn a new language, they typi-
cally understand new concepts in terms of ideas
with which they are already familiar. A Spanish-
speaking student who is learning English will
probably have an easier time understanding plu-
ralization than a Chinese-speaking student. The
reason for this is that in Spanish, nouns have sepa-
rate singular and plural forms, whereas in Chinese,
the same word can be singular or plural depending
on the context. Thus, identifying a students na-
tive language can be a powerful pedagogical tool
for use in language education software, such as
Rosetta Stone or Duolingo.

The native language identification (NLI) task
[1] involves determining an authors native lan-
guage (L1) given samples of speech and writing
produced in a secondary language (L2) in which
the author is not fluent. The intuition behind this
task is that language-learners tend to fall back
on linguistic rules and patterns (e.g. morphology
and grammar) inherent to their native language,
even when speaking or writing in a new language.
Thus, samples of speech and writing in a sec-
ondary language may contain peculiar linguistic
patterns that hint to the authors native tongue.

This paper describes a neural-network based ap-
proach to the NLI 2017 closed task, in which En-
glish samples of speech transcriptions, essays, and
speaker i-vectors are used to classify the authors
non-English native language. Section 2 summa-
rizes the methods and results of previous NLI ap-
proaches. Section 3 explains how we plan to im-
prove upon and adapt these findings to the task at
hand using deep neural networks. Section 4 in-
cludes descriptions of the TOEFL11 dataset, our
evaluation metrics, and the hyperparameters used
in training. Section 5 presents quantitative and
qualitative results obtained from our experiments.
Finally, in Section 6, we discuss our results and
suggest potential improvements to the model, as
well as areas of investigation that may provide use-
ful insight for future work.

2 Background/Related Work

In what follows, we summarize previous strategies
to the NLI task. Since NLI 2017 was recently re-
leased at the time of this study, there exists no pub-
lished work on the precise task on which our re-
port focuses. Nevertheless, previous iterations of
the NLI task are similar enough that we were able
to extend the techniques and concepts put forth
by them. Traditionally, NLI only provided essay
samples as feature inputs. The biggest change in
NLI 2017 is the inclusion of speech-based data,
in the form of speech transcriptions and speaker
i-vectors.

2.1 Determining an author’s native language
by mining a text for errors

One of the earliest native language classifiers was
developed in 2005 by Koppel, Schler, and Zigdon
[2]. They used the relatively limited ICLE cor-
pus, featuring texts written by authors from five
different native language groups. They identified
and extracted features that are likely to be invari-
ant within the same language group, but different



across different language groups.
Of all possible feature types considered, Kop-

pel et al. narrowed down their scope to func-
tion words, letter n-grams, and syntactic id-
iosyncrasies. These idiosyncrasies involve ortho-
graphic, syntactic, neologistic, and part-of-speech
bigram errors. In summary, each document in the
corpus is represented by a vector of length 1035,
each element measuring a particular error or fea-
ture type of the document. These features and the
corresponding labels (i.e. the authors native lan-
guage) are used to train an SVM classifier with
ten-fold cross validation. Koppel et al. demon-
strates that this simple classifier performs with
80.2% accuracy.

The authors conclude that SVM classification
is generally adequate to determine, given a doc-
uments stylistic features, the native language of its
author. They attribute this relative success to the
linguistic patterns inherent to certain languages
that manifest themselves in eccentric stylistic
choices or orthographic errors.

2.2 A language-independent approach to
native language identification

In 2014, Ionescu, Popescu, and Cahill revealed the
power of character n-grams in classifying the na-
tive language of an author through written data [3].
They employed multiple kernel learning methods
to convert pairs of documents into intersection and
presence kernels, which respectively denote the
minimum frequency and presence of co-occurring
n-grams of length p across two texts. In addi-
tion to these kernels, Ionescu et al. experimented
with different similarity functions, including Lo-
cal Rank Distance (LRD), which is an edit dis-
tance measure between all n-grams across two
texts. Furthermore, kernels for different p-length
n-grams can be combined to yield the similarity
metrics for a range of p values. The authors found
that the optimal range for the given datasets was
between 5 and 8 characters.

The result is a set of p-dimensional vectors rep-
resenting the character-wise similarity between a
test example and all N training examples. The
authors achieved state-of-the-art performance of
85.3% accuracy using KDA and multiple kernels
(namely, presence and intersection kernels) on the
TOEFL11 test set. Because it did not implicitly
rely on topic-related features, it was able to gen-
eralize better across different datasets, resulting

in a cross-corpus state-of-the-art improvement of
32.3%.

The primary advantage of the character-based
approach to the classification problem used by
Ionescu et al. is that it does not rely on language-
specific units like words, part-of-speech, or lem-
mas. This makes the inputs easy to process and
generalize, as it is completely language-agnostic.
By relying only on character n-grams, the authors
implicitly capture common prefixes and suffixes of
varying lengths across many languages. Their re-
sults suggest that these common character n-grams
yield significant information for the task at hand.
The authors suggest that future work analyze the
startling power of character n-grams in identifying
the native language of an author.

3 Approach

3.1 Data collection

Our data comes from the Test of English as a For-
eign Language (TOEFL) examination, adminis-
tered by the Educational Testing Service (ETS).
The training set comprises 11,000 authors, and the
development set comprises 1,100 authors. Each
author provided an English essay sample that
ranged from 300-400 words, and a speech tran-
scription of up to 100 words. In addition, speaker
i-vectors for each author were provided, supple-
menting the text-based speech transcriptions with
an acoustic feature. Each author identified with
one of eleven native languages: Arabic, Chinese,
French, German, Hindi, Italian, Japanese, Korean,
Spanish, Telugu, and Turkish. The dataset con-
tains a roughly uniform distribution of native lan-
guages across all samples.

3.2 Data preprocessing

From the tokenized dataset provided by ETS, we
extracted tokens and inferred information about
the word types, such as their document frequency
and part-of-speech. In addition, we used the origi-
nal (unprocessed) text samples to gather character-
level information, most importantly character n-
grams. We included whitespace in the character
n-grams and excluded whitespace from word-level
features.

Due to memory and time constraints, we lim-
ited our vocabulary to 10K word types, selecting
the most common n-grams and word types evi-
denced by the essay training data. We also main-
tained a separate vocabulary set, also limited to



10K common word types (but not n-grams) seen
in the speech transcription training data.

3.3 Baseline model

We first reproduced the baseline results on es-
say inputs, using Support Vector Machine (SVM)
classification a the |V |-dimensional vector repre-
senting the frequency of each word type in the es-
say sample.

3.4 Neural network model

The neural network model can be understood as
a sequence of hidden linear projection layers,
each connected by a nonlinear activation function.
This added complexity allows the neural network
model to capture more nuanced relationships in
the data than could be possible with a single layer
SVM.

Our neural network model is a Siamese net-
work, composed of two separate two-layer neural
networks trained respectively on essay and speech
transcription inputs. The network hyperparam-
eters consist of a hidden size h and vocabulary
embedding size e. We use a sum-of-word rep-
resentation for both essay and speech transcrip-
tion feature inputs. Note that essay feature in-
puts involve both tokens and character n-grams,
whereas speech transcription feature inputs only
involve tokens. We exclude character n-grams
from the speech transcriptions, since they are per-
fectly transcribed (no misspellings or morpholog-
ical idiosyncrasies).

Finally, we project an 800-dimensional speaker
i-vector down to h dimensions, concatenating the
result with the outputs of our two neural networks.
This final vector, of dimension 3h, is fed through
a one-layer neural network with softmax activa-
tion and a hidden size equivalent to the size of our
classification space, i.e. the number of native lan-
guages in the dataset. Our parameters are learned
using the Adam Optimizer algorithm to minimize
cross-entropy loss.

3.5 Word embeddings

In our neural network model, we replaced the one-
hot representation of word types used by the base-
line model with multidimensional word embed-
dings. High-dimensional word representations al-
low the model to capture semantic information
about the word types in our vocabulary, allow-
ing our classifier to draw associations between the

meaning of the text and the authors native lan-
guage, if any such relation exists. These embed-
dings are trained alongside the model, and in do-
ing so, the model learns to represent text in a man-
ner optimal for native language classification. We
use Xavier initialization to randomly initialize all
the word embeddings. Although using pre-trained
vectors (such as GloVe or word2vec) tends to ben-
efit most NLP tasks, there was an overwhelming
amount of non-standard words in the dataset, so
we opted to train our own embeddings.

3.6 Character n-grams

Drawing inspiration from Ionescu et al, we ex-
tracted character-level bigrams, trigrams, and 4-
grams from the essays as input features. This
range of n-gram length roughly covers the typical
range of prefixes and suffixes used by beginners
to the English language. We chose not to include
larger n-gram lengths (n > 4), since we also in-
clude tokens in the feature set.

Figure 1: Final neural net model. Essay and
speech transcription input features are fed into
separate neural nets, their output vectors con-
catenated with projected i-vectors and fed into a
densely connected layer with softmax activation.

4 Results

In Table 1, we describe the results of our exper-
iments. It is important to note that these results
are all based on the neural network model as de-
scribed above. Some of the results are only based
on a subset of the data available; this was to un-
derstand how much impact the different data sets
had on the overall accuracy. The remainder of the



results are focused on hyperparameter tuning for
the neural network.

Figure 2: Confusion matrix for the highest per-
forming model

For the highest performing model, which
achieved an accuracy of 0.8036, we performed ad-
ditional analysis. Precision ranged from a low of
0.623 for SPA to a high of 0.921 for CHI, with an
overall average precision of 0.816. Recall ranged
from a low of 0.64 for TEL to a high of 0.87 for
GER, with an overall average recall of 0.804. F1
ranged from a low of 0.704 for SPA to a high of
0.892 for GER, with an overall average F1 score
of 0.805. The full listing of results is described in
Table 2.

5 Conclusion

In support of the NLI literature, we found out that
essays transcripts worked well on a character n-
gram level. We believe that there is sufficient
evidence to support the idea that misspellings of
words can be indicative of L1, and that character
n-grams are able to capture these features.

We were pleasantly surprised that i-vectors
ended up performing very well on their own. We
believe that this is due to the fact that they cap-
ture information about accents or other distinct
speech features that would be characteristic of a
particular native language that do not necessar-
ily have a semantic mapping (see Figure 3 for
a visualization of the i-vector embeddings). It
is quite startling that a single layer neural net-
work was able to classify L1 with such high ac-
curacy. This demonstrates the amazing power of
neural networks to approximate functions in high-
dimensional spaces.

One thing that surprised us was that speech tran-
scripts were not particularly useful. We expected
that we would be able to use similar feature ex-
traction techniques as we did with the essay sam-
ples on the speech transcripts and end up with

Figure 3: 800-dimensional i-vectors, visualized
using the t-distributed stochastic neighbor embed-
ding (t-SNE) dimensionality reduction algorithm.

increased accuracy. One hypothesis is that be-
cause the speech transcripts were well-transcribed
(did not have any spelling errors), information that
could have hinted to the author’s L1 was lost. An-
other hypothesis is that because we capped our
vocabulary size at 10K, this could have removed
unique words that were less common to the whole
corpus, but very common relative to an L1. A
technique to potentially address this could be to
apply tf-idf to the document vectors so words are
ranked not only on frequency but also on salience.
Finally, due to a handful of bugs that we found to-
wards the end of our timeline for implementation,
we are not ruling out the possibility that a bug may
have affected our results where the speech tran-
scriptions were concerned.

Despite our results suggesting otherwise, we
still believe that POS could be a helpful feature.
The rationale for this is because POS when used
as features in a sequence-based RNN should help
capture grammatical patterns that carry over from
an L1 language to an L2 speech sample [4] [5].
It is possible that grammar mistakes were lost in
long sequences and gradients did not backpropa-
gate well, or that the model suffered from vanish-
ing gradients. We also believe that this technique
would have benefited from more training data and
more time; even on a Tesla K80, the time needed
to complete an epoch was on the order of hours.

We also believe that we encountered some limi-



data hidden size embedding size L2 epochs accuracy peak epoch

essay(baseline) N/A N/A 1.0× 10−4 30 0.7127 10
ivector 300 50 1.0× 10−4 30 0.7882 1
essay 300 50 1.0× 10−4 100 0.6636 89
spoken 300 50 1.0× 10−4 30 0.09 N/A
all 200 25 1.0× 10−4 30 0.7694 6
all 300 25 1.0× 10−4 30 0.7954 22
all 200 25 1.0× 10−5 30 0.7936 22
all 300 25 1.0× 10−5 30 0.7991 12
all 200 50 1.0× 10−4 30 0.7945 14
all 300 50 1.0× 10−4 30 0.8036 1
all 200 25 1.0× 10−3 30 0.7936 21
all 300 25 1.0× 10−3 30 0.7945 1
all 200 50 1.0× 10−5 30 0.7927 2
all 300 50 1.0× 10−5 30 0.7909 4
all 200 50 1.0× 10−3 30 0.7927 3
all 300 50 1.0× 10−3 30 0.7964 1

Table 1: Experimental results. Note: The neural network with essay-only inputs, unlike all other models,
required more iterations until approximate convergence, so we ran it for additional epochs.

tations due to the nature of our dataset. In particu-
lar, TOEFL11 is still topic-based, so many speak-
ers used common keywords presented in the essay
and speech prompts. This hurt our ability to distin-
guish between L1s based on the tokens that speak-
ers used. Using tf-idf relative to the documents
responding to the same topic would have helped
out here. Alternatively, we could have removed
topic-related words from the essays.

We tried representing known word types using
GloVe vectors while training unknown ones, but
the performance was quite poor. This reveals that
semantics are invariant across L1, further support-
ing our hypothesis that character-level morpholog-
ical features are likely the best indicator of L1.

5.1 Future directions
Based on our experiences for this project, we are
able to propose a number of potential future direc-
tions on this topic.

We strongly believe that if we were able to
train our neural nets on actual audio input for the
speech samples instead of speech transcripts, not
only would this problem be more interesting, but
we could also achieve higher accuracy on the NLI
task. We believe that L1 classification is diffi-
cult for even a human to perform with only text-
based inputs, whereas a human would not have
trouble picking apart different accents that would
be present when an L1 native speaker provides an

L2 speech sample as an audio file.

We also believe that we could experiment more
with different embedding initializations and re-
current neural networks. In particular, we be-
lieve that training LSTM-RNNs on short POS se-
quences could perform well on the NLI task, but
require time and compute resources that are out-
side of the scope of this project. We experimented
with standard RNNs and LSTMs using trained
part-of-speech embeddings at each time step. Al-
though we believed that this approach could cap-
ture grammatical errors, such as reversed order of
adjective-noun phrases (which could be found in
native Spanish or French speakers) or noun-verb
disagreements, the models did not improve. It is
likely that the sequences are too long, and since
these grammatical errors are infrequent, we would
need to train the models longer or use a larger
dataset.

Removal of grammatically correct information
from the data, in order to focus on errors entirely,
could be a fruitful preprocessing step in future
runs. This is in line with the hypothesis put forth
by Koppel et al [2], that an error-analysis approach
is the best framework with which to tackle NLI.

There is room to experiment with the sub-
string features that are captured from our text in-
puts. In particular, we could capture the pre-
fixes/suffixes/errors that are crucial to NLI by



category precision recall F1 support

ARA 0.7676767677 0.76 0.7638190955 100
CHI 0.9213483146 0.82 0.8677248677 100
FRE 0.8604651163 0.74 0.7956989247 100
GER 0.9157894737 0.87 0.8923076923 100
HIN 0.6967213115 0.85 0.7657657658 100
ITA 0.8469387755 0.83 0.8383838384 100
JPN 0.8269230769 0.86 0.8431372549 100
KOR 0.7454545455 0.82 0.780952381 100
SPA 0.6230769231 0.81 0.7043478261 100
TEL 0.8533333333 0.64 0.7314285714 100
TUR 0.9130434783 0.84 0.875 100

Table 2: Metrics computed for categories in highest performing model

training a model to determine the most relevant
parts of words, then using those to extract features
from the textual samples.

Further research about each of the source L1
languages represented in this problem could also
provide valuable insight into features that could be
added to the model. Specifically, we are interested
in learning why native speakers sometimes leave
out articles, prepositions, connectives, etc. from
L2 writing and speech samples.

We also believe that the NLI task should be be
explored in the context of a non-English L2. It
would be interesting, for example, to analyze sam-
ples of handwritten Chinese calligraphy for indi-
cations of L1. There remains a great deal of re-
search to be done in the area of language acquisi-
tion.
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