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Abstract

In this project, we explore whether recur-
rent neural networks (RNNs) can be used
to classify a speech segment as truthful or
deceptive using the Columbia University-
SRI-Colorado State University (CSC) De-
ceptive Speech Dataset[10]. As a compar-
ative baseline, we use traditional machine
learning models like Logistic Regression
and SVMs that are representative of pre-
vious research on this topic and compare
their performance to a variety of different
neural network architectures.

1 Introduction and Dataset

The CSC Deceptive Speech corpus is a collection
of close-mic’d audio recordings of a conversation
between an interviewer and the subject, where the
subject is incentivized to mix lies with truths con-
vincingly. Our training examples consist of short
speech recordings ( 2-10 seconds) of the subject
answering questions posed by the interviewer. The
labels (i.e. truth and lie) were recorded via a hid-
den pedal that the subject could operate to anno-
tate their answers. In total we spliced approx-
imately transcribed audio for 32 speakers with
roughly 100-200 recordings each, which resulted
in 4,100 training examples total.

Figure 1: Dataset statistics

The data from the CSC corpus had to be cleaned

significantly for our purposes, since the data
was provided as a collection of unedited FLAC
files and various Praat TextGrid files. First, the
TextGrid files which contained pedal-annotation
time intervals had to be matched with the intervals
in the logically-subdivided, word-level transcrip-
tions. This could be error prone at times because
the transcript timings did not always agree with
the pedal timings.

Figure 2: An example of a waveform

After creating the alignments, we spliced the
audio files into smaller segments that contained
the relevant speech utterances for that training ex-
ample. After qualitatively reviewing the record-
ing waveforms, these snippets were processed fur-
ther to remove (1) extraneous silence or (2) back-
ground noise (e.g. interviewer speech) and thus
isolate (3) the subjects speech. These three com-
ponents could be identified clearly on a waveform
by the difference in loudness levels, and since
loudness could vary significantly between sub-
jects, we found the relevant threshold for each au-
dio segment by clustering samples with K-Means
with 3 clusters to determine the threshold that
would indicate that subject is talking. Silence and
interviewer noise coming before the first and af-
ter the last occurrences of subject speech were re-



moved.

2 Background and Related Work

The standard for lie detection since the early 20th
century has been the polygraph, which records
physiological markers like heart rate, blood pres-
sure, breathing rate and perspiration. The tester
starts by asking simple questions to assess a base-
line for the subject that indicates truthfulness, then
the examiner moves on to the actual assessment,
during which the subject might lie. This baseline
assessment of the subjects physiological reactions
is then used to make a judgment about whether
the subject is lying or not. The accuracy of the
polygraph has been debated. Frank Horvath of the
American Polygraph Association says that ”Pro-
ponents will say the test is about 90 percent ac-
curate. Critics will say its about 70 percent ac-
curate... The process in which the questions are
asked and the sequence of the questions may af-
fect how a person reacts”[1].

Speech based analysis has also been attempted
since the 1970s, but a number of studies have in-
vestigated audio recording based lie detection al-
gorithms and found their efficacy questionable. A
2013 paper by Horvath et al. investigated the ef-
fectiveness of a technique called Layered Voice
Analysis, a proprietary algorithm based on voice
frequency analysis which is marketed by an Is-
raeli company as a tool for fraud detection. The
study found LVA to be only 48% accurate on their
72 test subjects[2]. It is interesting to note that
both in the case of the polygraph and the voice
based analysis there is a evidence from studies like
O’Sullivan et al. assert that lie detection capability
increases in high-stakes situations, where the sub-
ject is under pressure[3]. The Horvath study tried
to replicate this by using recordings of actual po-
lice polygraph interviews, but in general this could
be a confounding factor for general-purpose lie de-
tection. Certainly, the CSC dataset used in this pa-
per was not collected from subjects in high stakes
situations, but a financial incentive and self-worth
goal was used to incentivize convincing lies.

More specific to our dataset, a handful of studies
have used traditional machine learning techniques
on the CSC Deceptive Speech Dataset. Hirschberg
et al. [4] use a combination of lexical (number
of pauses, presence of positive emotion words),
prosodic (pitch, energy, speaking rate) and speaker
dependent features (subject id, subject gender, and

subject-dependent ratios such as ratios of laughter-
to-dialogue, cue-phrase frequency and filled pause
frequency). They achieve an error rate of 33.6%
in identifying examples of deceptive speech us-
ing a combination of lexical and acoustic features
and a high-dimensional speaker-dependent feature
set. However, despite these improvements, their
results were extremely close to their baseline. Fur-
thermore, it was unclear from their error analysis
whether this was better than chance and what fea-
tures were most important for their model. Benus
et. al [5] explores using filled pauses (ums and
uhs) in addition to the features described above.
This reduces the error rate to 32.2% – which was
criticized as a statistically insignificant improve-
ment by Salvetti [6]. Furthermore, both papers fo-
cus on accuracy (error rate) as an evaluation met-
ric, which, due to the moderately unbalanced na-
ture of the classes, might be a misleading way of
quantifying model performance.

Finally, there are some major differences in
methodology that make our work difficult to com-
pare directly to prior work.

First, Hirschberg et al. split the dataset (tran-
scripts and audio) at a different level of granular-
ity than our work. Their work considered 9491
slash-units which are post-processed subdivisions
of contiguous sections where the subject annotated
their responses as lie or truth. While this is prob-
ably a reasonable design choice, it wasnt clear to
us how to mimic this division when starting the
project, and thus we decided to use the pedal-
annotations as our level of granularity for dividing
training examples.

Second, Hirschberg et al. notes they ”divided
the data 90%/10% into training and test sets five
times (with replacement), trained on the former
and tested on the latter, and then averaged the re-
sults for the numbers presented below”. It is un-
clear from this statement alone, whether or not the
training split described by Hirschberg would have
resulted in an explicit train-test leak, due to the re-
placement sampling strategy. Nonetheless, in ei-
ther case, the researchers did not use a validation
set to develop their models, which could still be
considered an implicit form of train-test leak.

Third, we felt that the most relevant extrinsic
task to compare our classifier to would be a poly-
graph. In a polygraph assessment, a baseline can
only reliably be established on known, truthful
statements. The speaker dependent profiles that



Hirschberg et al. used to gain their noted decrease
in error relied on developing a speaker-dependent
profile that also included all (truth and lie) ex-
amples in their dataset. We believed this design
choice to be unrealistic, and also possibly leading
to a train-test leak, due to the high-dimensionality
of the speaker profiles.

3 Features and Methods

Feature Extraction
Overall, we extracted two types of features:

acoustic and lexical.
The acoustic features in the table to the right

were extracted using a 50% overlapping, sliding-
window sampling approach with frame sizes of
50msecs and 100msecs with the PyAudioAnal-
ysis[7] software package. The neural classi-
fiers were given these features as time-sequences.
However, for the linear baselines, we summarized
each of examples corresponding time sequence
as a series of distributional statistics (mean, me-
dian, skew, max, min, etc.). A PCA visualization
of these summarized features follows below. Al-
though PCA visualizations are imprecise for visu-
alizing higher-dimensional data, there is nothing
in this plot that would suggest a straightforward,
natural clustering in the data.

Figure 3: Features extracted

In addition to these basic features, we also
developed a speaker-dependent audio feature-set
which was meant to replicate the baseline read-
ings taken by a conventional polygraph. In that
scenario, a subject is asked to speak about a
known subject truthfully (such that the examiner
can corroborate veracity) in order to understand

Figure 4: PCA visualization of sequence sum-
mary statistics and sequence length distributions
for truths and lies

the baseline biometrics that indicate truth-telling
on a polygraph machine. We tried to factor this
approach into our feature extraction process by
computing the mean of all the features mentioned
above over all utterances labelled as Truth for each
speaker. This yielded 32 (the number of subjects)
speaker profiles. Then, we augmented our origi-
nal acoustic features by appending the relative dif-
ference between each feature at each timestep and
the mean per speaker for all examples. We will re-
fer to these as speaker-dependent audio features in
future sections. Each acoustic feature frame was
34 dimensional and each speaker-dependent frame
was 68 dimensional.

Lexical features were encoded using GloVe
Wikipedia and CommonCrawl 100-dimensional
embeddings[9] based on the transcripts provided
with the dataset.

After plotting the cumulative distribution of
transcript lengths and acoustic feature vector
lengths, we decided truncate (or zero-pad) all tran-
script lengths to 27 tokens and acoustic features to
150 frames. This corresponds to capturing the en-
tirety of roughly 85-90% of all training examples.
We chose to truncate to shorter sequences avoid



biasing the model towards outliers and leftover ar-
tifacts from the data-cleaning. A plotted distribu-
tion of audio-sequence length is above.

3.1 Baseline Classifiers

We experimented with three separate baseline
classifiers. The first was an SVM classifiers with
an RBF-Kernel. Each SVM varied only in the fea-
tures that were used as input. Each was separately
cross-validated over the slack-parameter gamma,
but little difference was observed after tuning this
hyperparameter.

We also experimented with using a KNN clas-
sifier on the same sets of features as the SVM.
We only evaluated each test sample against train-
ing samples from the same speaker, meaning that
the classification for a test sample was actually the
majority vote of training samples from the same
speaker. Tuning the hyperparameter k didnt seem
to matter for k between 5 and 10, so we used k=5.

(Logistic Regression was also tried, but no per-
formance difference from an SVM was noted.)

3.2 Neural Classifiers

We used a number of different simple neural net-
works that used LSTM cells as the primary recur-
rent neural unit. ReLU nonlinearities were used
in between layers and Batch Norm and Dropout
were used as regularizers. All neural networks
were implemented in PyTorch[8], optimized with
an Adam Optimizer (lr = 1e-3) and trained using a
Binary Cross Entropy loss.

Here are the key differences between the mod-
els:

1. Simple Audio RNN: Acoustic features fed as
input to an LSTM, only the final hidden state
is flattened and fed to a linear classification
layer.

2. Complex Audio RNN: Speaker-dependent
acoustic features are used as input to
an LSTM. For each example, all hid-
den states for all timesteps are flattened
and then through two decreasing-size Fully
Connected-BatchNorm-ReLU blocks (FC-
BN-ReLU) to a final classification layer.

3. Hybrid RNN: Speaker-dependent fea-
tures and lexical features are encoded in
separate LSTMs and passed through 2
separate FC-BN-ReLU blocks. The re-
sulting activations are concatenated and
passed through a final classification layer.

A variant of the above model was explored
by combining the representations earlier
in the network as shown below, but this
model did not demonstrate any performance
differences and was excluded from further
considerations.

4. Lexical RNN: Same structure as Hybrid
RNN, but only lexical features were used as
inputs.



4 Results and Discussion

To evaluate the models without sacrificing too
much training data, the following methodology
was used: one speaker had all of their data held
out, and the remaining data was split into a train-
ing set of 3600 samples with a validation set of the
remaining data (between 200 and 400 samples).
The model was then trained on the training set, and
during training the version of the model that per-
formed the best on the validation set was saved.
This best version of the model was then evaluated
on the test data. Each of the 32 speakers was held
out in this way, and the results over all of the mod-
els were averaged across all held-out subjects.

The results obtained from our models via this
process shown are below. Our baseline models
failed to perform higher than the percentage of
the majority class, as they defaulted to predicting
”Truth” in almost all cases. The test set accuracy
of the SVM was 62% and the KNN had an accu-
racy of 60%. The table below show that RNNs re-
lying purely on acoustic features (not speaker de-
pendent) were unable to ever exceed the percent-
age of Truth in the data by more than about 2%.
With different hyperparameters RNNs we were
able to overfit on the training data, but no pure au-
dio model ever achieved better performance on the
validation and test sets than 62%. This result is
comparable to those of Hirschbergs acoustic-only
classifiers.

Hybrid RNNs and Lexical RNNs performed
very similarly on the test set, despite the lexi-
cal RNN slightly outperforming the hybrid RNN
on the validation sets and the hybrid RNN out-
performing the lexical RNN on the training data.
These models outperform the default behavior of
guessing the majority class - Truth - on every sam-
ple and demonstrate an improvement over previ-
ous research benchmarks.

Figure 5: Test and Validation Results

Figure 6: Training Results

The below graph displays the performance of
the models compared to guessing all Truth bro-
ken down by speaker. It is clear that the Au-
dioRNN does not significantly outperform guess-
ing all Truth on any of the speakers. On the other
hand, the LexRNN and HybridRNN both signif-
icantly outperform guessing all Truth on a large
majority of the speakers. Further, the LexRNN
and HybridRNN generally perform well across all
held-out test subjects. A significant difference be-
tween the pure LexRNN and the HybridRNN is
only present on five or six of the speakers.

The graph also shows it was hard for any of
the models to do better than guessing all Truth on
some of the speakers . Specifically, on five of the
speakers none of the models were able to perform
significantly above guessing all Truth. However,
this is most likely because the percentage of Truth
samples for those speakers is very high. For exam-
ple, speaker 1 had greater than 90% of their audio
samples labeled as Truth. Thus, in some cases, this
graph does not indicate that some speakers were
able to fool the models more than others, but in-
stead the unbalanced nature of some of the speak-
ers data.

The confusion matrix for all three models con-
firms why the AudioRNN never achieved an accu-
racy greater than the percentage of Truth by more
than a few percent. The audio only model essen-
tially never labeled samples as a Lie; recall on lies
was only 7.7%, while precision was 58.1%. Ex-
periments with weighting the classes to avoid this
were unhelpful, as they quickly resulted in over-



Figure 7: Confusion matrices for the different
models

fitting.
Meanwhile, the confusion matrices of the Hy-

bridRNN and the LexRNN show significantly im-
proved recall and precision on lies, along with a
corresponding improvement in precision on truths.
Interestingly, the HybridRNN classifies more sam-
ples as lies overall, getting a recall and precision
of 54.5% and 83.8%, while the LexRNN is more
likely to predict truth in general and thus gets
recall and precision of 51.8% and 87.7%. This
means that while the lexical and hybrid RNNs had
nearly exactly the same accuracy overall, the Hy-
bridRNN traded some precision on lies in order to
achieve higher recall. Whether these results would
be consistent over a larger dataset would be an in-
teresting direction for future work.

In response to these results, we tried to under-
stand whether LexRNN and HybridRNN was ac-
tually predicting based on a very simple estimator
present in the transcript data. We singled out two
main possible features: (1) disfluency frequency
and (2) transcript length. After receiving these re-
sults, we then trained an SVM on just disfluency
frequencies (”uh” and ”um”, standardized across
transcripts) and the number of tokens in each tran-
script. We found that this SVM did not produce
any interesting results, and performed at our base-
line level of predicting the majority class, in al-
most all cases. This conclusion was further con-
firmed by plotting the distribution of lies and truths
by sequence length and transcript length; as no no-
ticeable trends seems present.

Thus, it proved difficult to get good results from
training an RNN with pure audio data. The Au-
dioRNN only slightly outperformed predicting all
Truth, and barely exceeded the baseline SVM per-
formance. This result is not necessarily surprising
given the lack of success in previous audio based
approaches to lie detection and the nature of our
dataset.

That said, it was interesting to note that a RNN
based on lexical features could out-perform exist-

ing benchmarks on the corpus. Hirschberg et al.
did notice in their initial observations about the
data, that increases in pleasantness of affect, ac-
cording to Whissels s Dictionary of Affect in Lan-
guage[11] was associated with Lie examples. It
is possible that the GloVe-based embeddings are
capturing some higher-dimensional form of se-
mantic and emotional effect, which may indicate
deceptive behavior.

5 Conclusion

Overall, the results are not encouraging for lie de-
tection based solely on acoustic features. Combin-
ing acoustic features with lexical features didn’t
yield higher accuracy than lexical-feature-only
models, and the only potentially interesting result
from the hybrid networks is that it may result in a
recall-precision tradeoff.

If one compares our classifier to a polygraph,
the success of lexical features over audio features
could be viewed as counterintuitive. A polygraph
is designed to successfully measure involuntary
biological responses. Speech patterns, captured
by audio features, seem more subconscious and
comparable to the inputs of a polygraph, than lex-
ical patterns which often seemed to be assumed
to be conscious activity. However, this position is
purely a matter of opinion.

Three possible avenues for future research are
suggested by our work.

First, extend our method for creating a speaker-
dependent profile that more accurately captures a
baseline for each subject. We only used a simple
average and then appended the relative difference
at each timestep, it would be possible to calculate
more distributional statistics to provide more in-
formation to the classifier.

Second, since the CSC dataset is relatively
small, it would obviously be beneficial to col-
lect more data and extend the diversity of the
dataset. More data, in particular, would benefit
neural network models, which generally require
more training examples to converge. Although
probably impractical, it would be interesting to ex-
plore whether broadcast television interview au-
dio from the internet could annotated with Lie
and Truth via crowdsourcing. A shorter-term op-
tion, would be to reproduce the subdivision pre-
processing done by Hirschberg, which would ef-
fectively double the number of examples.

Third, it seems highly relevant to research the



benefits of using lexical embeddings like GloVe
to predict lies and truths. Using semi-supervised
word embeddings seemed to outperform existing
hand-crafted lexical features (e.g. cue phrases,
disfluencies, etc.) used in previous research.
Isolating the relevant lexical features, may also
provide future speech research more specific
avenues to direct its focus.
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