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1 Introduction

Automatic speech recognition (ASR) has been a
subject of research by linguists and computer sci-
entists for decades. In recent years, state-of-the-
art speech recognition systems have moved from
HMM-based systems to end-to-end neural sys-
tems. These systems usually run on powerful ma-
chines or clusters. However one of the biggest us-
ages of automatic speech recognition is in appli-
cations running on mobile and wearable devices,
requiring acoustic data to be sent from the device
to data centers. In many situations, it is desirable
to have a speech recognition system that performs
relatively well offline as well. Offline ASR sys-
tems have the benefits of reduced latency as well
as improved reliability, but face the challenges of
a memory, compute, and power-constrained en-
vironment. In our project, we focus on investi-
gating model compression methods for reducing
the memory and computational footprint of deep
speech recognition networks.

2 Background

2.1 End-to-end neural speech recognition
In the last few years, there have been signifi-
cant strides in improving ASR performance us-
ing end-to-end neural systems. Previous work by
Graves et al. showed that deep neural networks
with recurrent neural network (RNN) techniques
trained on a newly proposed Connectionist Tem-
poral Classification (CTC) loss function could be
used to obtain state of the art performance on the
TIMIT benchmark.

In 2014, Hannun et al. at Baidu Research pre-
sented a robust end-to-end deep neural speech
recognition system that was both simpler in ar-
chitecture than the existing Hidden Markov Model
(HMM)-based systems and able to scale to larger
datasets, while achieving new state-of-the-art re-

sults on the Switchboard corpus. They employed
an RNN with 5 hidden layers, with the fourth layer
consisting of two sets of hidden activations with
forward and backward recurrences respectively.
The fifth layer is another simple affine layer oper-
ating on the sum of the two sets of hidden activa-
tions in the fourth layer, and is followed by a soft-
max function that produces character probability
estimates. Thus, the full RNN outputs character
sequence predictions, trained on CTC loss against
the gold label transcriptions.

In 2015, Maas et al. introduced a simple end-
to-end ASR model that employed a deep RNN to
generate character-level transcriptions of the input
audio, paired with a beam search decoding pro-
cess involving character-level language models, to
achieve state of the art performance on Switch-
board without a lexicon or pronunciation dictio-
nary. We adapt this model for our own baseline
model in this report.

2.2 Model compression
Prabhavalkar et al. proposed a general technique
for compressing individual layers of a recurrent
neural network by computing low-rank approxi-
mations of the weight matrices and sharing the re-
sulting low-rank projection matrices between con-
nections in the RNN. More specifically, let’s con-
sider a single layer l in the RNN. The output ac-
tivations of the l-th and (l + 1)-th layers are ex-
pressed as:
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Using singular-value decomposition (SVD), we
compute a so-called recurrent projection matrix
Pl ∈ Rrl×N l

with rank rl < N l such that
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where Z l
h ∈ RN l×rl and Z l

x ∈ RN l+1×rl . Thus we
have low-rank approximations of both the inter-
layer and recurrent weight matrices that share a
single projection matrix, consisting of many fewer
parameters than the original model. Their ex-
periments, which applied their technique to an
RNN acoustic model trained on a large-vocabulary
speech recognition corpus, showed that reducing
the rank of the approximation could compress the
model to a third of its original size (from 9.7M to
3.1M parameters) without significantly degrading
its accuracy (from 12.4 to 12.9 WER).

Alvarez et al. describe an approach to to model
compression using parameter quantization. They
propose reducing the model parameters from 32-
bit floats to 8-bit integers. There are two main
sources of error that arise from quantization: gen-
eral loss of precision, and the introduction of bias
due the way the operations are conducted. Unlike
previous approaches, which attempt to apply the
parameter quantization after training, they devise
a new training approach that allows them to apply
the quantization during training, and they focus
particularly on eliminating the bias error. They do
this by handling each layer independently so that
values between layers can be floating point and
internal computations within the layer are quan-
tized. They also devise specific ways of perform-
ing quantized addition and multiplication opera-
tions to eliminate bias error. In their training ap-
proach, the forward pass is performed using quan-
tized parameters while the backward pass is per-
formed using floating-point precision and then re-
quantized. They show that with this training pro-
cedure, error due to quantization can be reduced
from 3% - 8% to 1% - 3%, depending on the model
architecture.

McGraw et al. present a large vocabulary
speech recognition system that uses the previous
two approaches as well as a language model with
vocabulary injection and biasing for personaliza-
tion. The memory and computational footprint of
this model is small enough to run on a Nexus 5
(2013-era Android smartphone) seven times faster
than real-time. The full server-size acoustic model
has 20.1 million parameters and takes up 80.4 MB,
whereas their most compressed acoustic model,
which uses SVD compression and quantization,
has 3 million parameters and is 3 MB. They do not
use a lexicon-free approach, instead they use Long

Short-term Memory (LSTM)-based CTC acoustic
models to predict phones that are then used in a
Finite State Machine (FSM)-based decoder. They
use a single language model with a vocabulary size
of 64K, where the vocabulary is extracted from
dictation and voice command logs. On top of this,
they also add personalization to incorporate user-
specific information, such as the user’s contacts.
Adding these additional decoding and personaliza-
tion components increases the size of their model
to 20.3 MB. The full-size model has a WER of
11.3%, whereas the most compressed model with
appropriate training and language model adapta-
tion is able to achieve a WER of 13.5%.

Han et al. combine network pruning, weight
quantization, parameter sharing, and Huffman
coding to create a model compression pipeline
(dubbed ”Deep Compression”) that can reduce
the size of state-of-the-art deep neural network
models by orders of magnitude with little im-
pact on performance. Pruning simply involves re-
moving (i.e. setting to zero) all weights below
a specified threshold after training, usually fol-
lowed by another training phase that updates only
the remaining sparse parameters. After pruning
the model, Deep Compression applies ”trained”
weight quantization and sharing by clustering the
trained weights within each layer into k clusters,
then storing only the cluster centroids and encod-
ing each original weight with the cluster index.
Huffman coding is then applied to both the weight
values and the cluster indices to take advantage of
their biased distributions and further compress the
model. All of these methods together achieved a
49× compression of the large VGG-16 network
(Simonyan and Zisserman, 2014) for visual recog-
nition, which had 138 million parameters prior
to pruning. Preliminary experiments showed av-
erage speed improvements around 3-4× as well
as energy efficiency gains around 3-7× across a
range of hardware. Recently, they have taken their
ideas further with specialized hardware for eval-
uating compressed models as they are applied to
both convolutions in visual recognition tasks (Han
et al., 2016b) and LSTMs in speech recognition
tasks (Han et al., 2016a).

3 Approach and implementation

We pursued a two-stage strategy for maximiz-
ing our own learning while pursuing our ultimate
goal of evaluating the performance trade-offs as-
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Figure 1: Our baseline model architecture.
The input layer is fed through two dense lay-
ers and then two independent recurrent layers
with recurrences flowing in opposite direc-
tions. The outputs of the two layers are con-
catenated, then then fed into another dense
layer followed by a softmax activation func-
tion, producing a sequence of phoneme prob-
abilities.

sociated with compressed versions of deep learn-
ing models. The first stage of our approach in-
volved implementing and tuning a deep bidirec-
tional RNN (DBRNN) to perform ASR with a rea-
sonable level of accuracy. After successfully de-
veloping a DBRNN of this type, we moved on to
stage two, which focused on applying some of the
compression techniques described in the previous
section to the model that we had created.

In building our uncompressed speech recog-
nizer, we generally followed the DBRNN architec-
ture outlined in recent years in papers like Graves
et al. and Maas et al. These papers evaluate ASR
performance on different datasets and use different
decoding schemes and error metrics (i.e. phone-
level vs. character-level or word-level error rate),
but their acoustic modeling components both in-
corporate several fully-connected neural network
layers, followed by a bidirectional RNN layer, fol-
lowed by one or more additional dense layers and
softmax outputs. Our model, illustrated in Fig-
ure 1, adopted this structure and also incorporated
L2 regularization to balance the tendency of deep
networks to overfit, especially on a relative small
training set. Our recurrent layers employ Long
Short-Term Memory (LSTM) cells (Sak et al.,
2014) with tanh activations.

For the compression phase of the project, we
chose to pursue two relatively well-understood
techniques: matrix approximation via singular
value decomposition (SVD), and weight quantiza-
tion like that discussed in Alvarez et al. Our objec-

tive was to compare the memory savings that could
be achieved by either strategy (or both together),
while quantifying the degree of accuracy degra-
dation resulting from lost precision in the model
parameters.

3.1 Compression implementation

As noted above, the first major step of our project
after feature extraction was to train a full end-
to-end DBRNN to perform phone-level speech
recognition on the TIMIT dataset. This model’s
performance (described in the next section) served
as a reference for comparing the sizes and er-
ror rates of the compressed models that we pro-
duced by modifying the parameters of the original
model.

3.1.1 Low-rank approximation by SVD
The first compression strategy that we explored
was low-rank approximation of weight matrices
using singular value decomposition (SVD). We
chose to apply SVD to the two hidden layer recur-
rent weight matrices W fw

h ,W bw
h ∈ Rn×n used in

the bidirectional recurrent layer of our network —
one matrix each for the forward and backward di-
rections of recurrence relationships1. We also fol-
lowed the approach outlined in section 2.2 above
to improve our compression ratio by sharing some
of the weights from the SVD matrices with the
output projection matrix that transformed the state
vector of the hidden layer into a set of class scores
corresponding to the possible phones in the output
transcription for each time step. More concretely,
we can describe the compression process in terms
of the following steps for each recurrent weight
matrix Wh:

1. Apply Python statistical libraries to perform
SVD on the weight matrix, expressing the
matrix in the form Wh = UΣV T , where
Σ ∈ Rn×n is a diagonal matrix containing
the singular values of Wh in descending or-
der by magnitude.

2. Truncate all but the r largest singular values
in Σ along with their corresponding left and
right singular vectors in U and V T , respec-
tively, to produce new matrices Ũ ∈ Rn×r,
Σ̃ ∈ Rr×r, and Ṽ T ∈ Rr×n.

1These matrices were particularly good candidates for
compression because they were the largest in our network,
at 5122 = 262, 144 parameters each.
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(a) Before SVD factorization.

(b) After SVD factorization.

Figure 2: Diagram of the computation graph
for an RNN, before and after the factorization
of the weight matrices Wh and Wy. In the
factorized graph, the paths from the hidden
state to the next hidden state and the output
both share the low-rank projection matrix P
before diverging. Adapted from the original
illustration in Prabhavalkar et al. 2016.

3. We define Zh := Ũ Σ̃ and P := Ṽ T . This al-
lows us to express our approximation of orig-
inal weight matrix Wh ≈ ZhP .

4. Now we need to find Zy such that we can ap-
proximate the output projection matrixWy ≈
ZyP . We do so by solving the following
least-squares problem using gradient descent:
Zy := arg min

Z
‖ZP −Wy ‖2fro.

After these steps are completed, we can create
a new version of our DBRNN model that uses the
computed approximations in place of the original
matrices Wh and Wy (see Figure 2). This new
model is not trained further, but is used to run for-
ward passes on new input data so that we can eval-
uate its prediction accuracy in comparison with the
original, uncompressed model.

3.1.2 Weight quantization
The second compression strategy we explored
– quantization of model parameters from 32-bit
floating-point values to 8-bit fixed-point values –
is somewhat more straightforward in both concep-
tual and implementation terms. At any given layer
of the network, it’s typical for real-valued weights

Figure 3: Quantization steps.

to be distributed smoothly over a relatively nar-
row range of values. Therefore, 8-bit quantiza-
tion first finds the minimum and maximum weight
values at each layer, and then expresses the re-
maining weights as one of 256 (= 28) ”indices”
that are uniformly distributed between those min
and max values. Though this operation naturally
gives up some precision, it also delivers an imme-
diate memory savings of 75% vs. the standard 32-
bit representation (if we ignore the minimal addi-
tional overhead of storing the min and max values
for later reference). The compressed values can
also boost computation speed, since fixed-point
arithmetic is much faster than floating-point arith-
metic for most processors, especially in embedded
systems.

Our original model architecture and training
code were written using the Python version of Ten-
sorFlow. The TensorFlow library does support a
set of quantized operations. Therefore, we chose
to use a set of provided executable C++ tools that
can apply quantization to an existing model pro-
duced by TensorFlow. This creates a modified
computation graph that can be invoked in a for-
ward pass to produce output predictions using only
the quantized versions of the parameters from the
original model.

4 Experiments

4.1 Data and preprocessing

We chose to train our models using the TIMIT cor-
pus of read speech, which contains recordings of
630 American English speakers reading ten sen-
tences each. In addition to the speech waveforms
for each sentence, TIMIT includes phonetic and
word transcriptions as well as alignment data be-
tween the audio and transcriptions. Although this
corpus does not have an especially large vocabu-
lary or range of audio conditions, it is commonly
referenced as a baseline for performance of ASR
systems (for example, in Graves et al.) and has
pre-defined splits of training and test data that
make comparisons more reliable.
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We preprocessed the TIMIT data by extracting
the Mel-frequency cepstral coefficients (MFCCs)
and other associated features. For our implemen-
tation, we used the features defined by Graves
et al.: 12 MFCCs from 26 filter-bank channels, the
log-energy, and the first derivatives of the coeffi-
cients. The coefficients are normalized to mean 0
and standard deviation 1 on the training set. We
used a sliding-window approach to extract 20ms
audio frames at 10ms intervals to provide enough
context to help the model make accurate predic-
tions.

Although our initial model over the TIMIT
data produced character-level transcriptions of the
audio by training on CTC loss, we ultimately
chose to switch over to phone-level transcriptions.
We had two key reasons for this choice. First,
character-level output is much more dependent on
a rich decoding step to achieve low error rates,
as character strings are more sensitive than phone
sequences to nuances and variations in spelling,
and (as mentioned previously) we preferred to in-
vest more effort in compression strategies than in
decoding. Second, most research papers using
TIMIT report their performance in terms of phone
error rate (PER), and we wanted to be able to com-
pare our results against established benchmarks to
better understand our model’s performance.

4.2 Experimental setup

We first focused on building a reasonable base-
line for phoneme prediction on the TIMIT cor-
pus. After many trials, we settled on 3 hidden lay-
ers as pictured in Figure 1, 512 hidden activations
in each layer, and an L2 regularization factor of
λ = 0.01.

In order to evaluate the performance tradeoffs
of our compression techniques, we perform the
SVD-based compression scheme on the baseline
model over a wide range of values for the rank
r. We then evaluate each model twice on the test
dataset, once with the full 32-bit floating point
weights, and once after quantization into 8-bit
weights.

In addition to phone error rate (PER), We also
evaluate each of our models for their size by
”freezing” the model2, serializing it to disk, and
measuring the size of the resulting file in bytes.

2https://blog.metaflow.fr/tensorflow-
how-to-freeze-a-model-and-serve-it-
with-a-python-api-d4f3596b3adc

Model Model Size PER
DBRNN (baseline) 18.2 MB 0.225

SVD (128) 12.3 MB 0.236
Quantized 4.6 MB 0.245

SVD (128) + Quantized 3.2 MB 0.235

Table 1: Phone error rates on the top models.

We ran and recorded all of our experiments on
the CodaLab Worksheets platform3.

4.3 Results
We show the results of some of the models we
evaluated in Table 1. The full baseline model
achieves 0.225 PER on the TIMIT test dataset and
occupies 18.2 MB on disk. Using rank r = 128
approximations of the recurrent and output matri-
ces in the model gives a 1.5× reduction in size
with a 5% impact on performance. Quantizing this
model gives a 4× reduction in size as expected
with a 9% impact on performance.

Interestingly, the quantized version of the r =
128 factorized model actually performs better than
the quantized version of the full baseline model.
In fact, across all of our experiments (which are
detailed below), we observe that the PERs of the
quantized models closely track the PERs of the
corresponding non-quantized models, except in
the case of the non-factorized baseline model. The
reason behind this is unclear, but we postulate
that the factorization of some of the weight ma-
trices into two parts may in a sense give slightly
more “resolution” beyond the 8-bits afforded by
the quantized weights, since each input gets mul-
tiplied by two different weights rather than one.

In our experiments, we observe that the reduc-
tions in model size are fairly smooth and pre-
dictable (Figure 4a). This is because both of the
compression methods we evaluated result in de-
terministic changes in the number of model pa-
rameters. Quantization reduces the bits required
to represent the weights by exactly 4×. Further-
more, if Wh ∈ R512×512 and Wy ∈ R512×62,
factorizing these weights with r = 128 using the
procedure described in Section 3.1.1 will replace
these matrices with new matrices P ∈ R512×128,
Zh ∈ R128×512, and Zy ∈ R128×62. This re-
duces the number of parameters in the model by
exactly (512× 512 + 512× 62)− (512× 128 +
128 × 512 + 128 × 62) = 154, 880 parameters,

3https://worksheets.codalab.org
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(a) Model size under compression.

(b) Phone error rate under compression.

Figure 4: Plots of model size and PER as we increase the rank (i.e. number of singular values
retained) in our SVD-factorized models (labeled as “Floating Point”). We also quantize each of the
factorized models and plot them on the same charts (labeled as “Quantized”). For comparison, we
mark with dotted lines the respective baseline results of evaluating the full uncompressed model.
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or roughly 53%. Note that the size of our model
is ultimately bounded by the parameters in the un-
factorized dense layers; in the future, we may wish
to investigate employing low-rank approximations
of these weights as well.

Figure 4b illustrates the performance tradeoffs
made by these compression strategies. We ob-
serve that reducing the rank of the recurrent and
output weight matrices by up to three-fourths has
marginal impact on the performance compared to
the full baseline model, but any more than that
begins to more heavily impact performance. As
mentioned earlier, any of these factorized models
has little impact on the performance, while giving
the most “bang for our buck” in terms of model
size reduction.

5 Conclusions and future work

Our experimental results highlight two key con-
clusions from our project. First, we were success-
ful in implementing an end-to-end deep learning
ASR model over the TIMIT dataset that produced
reasonable levels of performance (as measured by
phone error rate, or PER). Second, we were able
to apply two different compression techniques to
this model to deliver an overall ˜6x reduction in
model size at the cost of only a minor increase
in PER. Consistent with other recent research in
this space, these results demonstrate that model
compression is a very viable technique that can
bring substantial benefits to memory-constrained
or compute-constrained systems – or simply make
inference significantly faster even on the power-
ful server-class machines that run most neural net-
work models today.

There are multiple possible directions we could
take with further work in this area. Some interest-
ing options include:

• Continue exploring more elaborate compres-
sion strategies described in recent literature,
such as parameter pruning and Huffman cod-
ing, or try to develop novel compression ap-
proaches on our own.

• Port our approach to larger and more varied
datasets. Prime candidates for additional cor-
pora include Switchboard and Fisher, which
are substantially larger than TIMIT, but also
more challenging to classify well because
they consist of human-to-human speech (in
the form of telephone conversations) rather

than read speech. In particular, it seems
plausible that the gap between a compressed
model and a baseline model might be either
larger or smaller than the gap we observed
on the TIMIT dataset, depending on whether
training data size or training data noise are
more significant for accuracy.

• We could work on implementing some more
nuanced decoding schemes, especially if we
want to switch back to character-level out-
put instead of phone-level output. There
are also some interesting compression ques-
tions related to decoding – for example, if
the decoder relies on some form of pre-
built language model, it may be valuable to
compress that language model and observe
whether/how error rates change as the lan-
guage model changes.

• Finally, although we noted that model com-
pression holds promise for running deep
learning inference on embedded systems, we
did not actually get the chance to try running
our model on a smartphone or other device
while working on this project. Therefore, it
would be instructive to try porting our com-
pressed models over to such a device to see
how well it performs in a truly constrained
environment.
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