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Abstract

One of the most common and elusive
problems in spoken language processing,
especially in sociolinguistic research, is
forced alignments. In this project, we ex-
panded upon previous research on how to
improve forced alignments without the use
of extensive manual correction of phone
labels and boundaries. The paper we ex-
tended from attempted to achieve this task
by using an expanded phonological dictio-
nary to account for unusual word pronun-
ciations. Accuracy went down, however,
since the flexibility of the system could not
deal with the large number of new vari-
ants. In order to combat this, we aimed
to build a better acoustic model from the
ground-up, trained on the expanded dic-
tionary so that the added pronunciations
would not lead to the prior flexibility is-
sues. We tested three acoustic models: a
multivariate Gaussian trained on 50 min-
utes of data, a Gaussian mixture model
(GMM) trained on 50 minutes of data, and
a GMM trained on 10 hours of data. We
found that accuracy decreased for all three
models, and based upon a cross-referential
analysis of the models that we built and
tested, determined that the weakness in
our implementation was the silence model.
Our findings may be useful for those inter-
ested in future forced alignment research.

1 Introduction

Forced alignment is an automatic procedure that
takes in a recording and its word-level transcrip-
tion to create an alignment, or a time-aligned
sequence of phone labels. It does so with an
acoustic model, which contains a Hidden Markov

Model (HMM) for each pronunciation for each
word in the transcript. In the model, each phone is
divided into subphones (which make up the hid-
den states in the HMM). Current forced aligners
are able to perform well if every word in a sound
file is pronounced according to its canonical
pronunciation, but accuracy decreases when
canonical pronunciations are substituted for more
informal ones. For example, a forced aligner may
correctly identify the time-stamps of the phones in
“because” if the word were pronounced as “B IH0
K AH0 Z”, but not if the word were pronounced
as “K AO1 Z” (“’cause”). This proves to be a
problem, especially in sociolinguistic research,
because reduced pronunciation variants are very
common in naturally-occurring speech. In a
past CS224S project, our mentor, Simon Todd,
attempted to improve speech recognition accuracy
by enriching the CMU dictionary to include more
pronunciation variants in the lexicon. He found
that the enriched CMU dictionary resulted in a
decrease in the forced aligner’s phone identifica-
tion accuracy, because the default acoustic model
used was too flexible and could not distinguish
between the pronunciation variants (Simon Todd,
2014). The aim of our project is thus to build
upon Simon’s work to improve the accuracy of
forced aligners that use lexicons enriched with
alternative pronunciations. We aim to do so by
building a more rigid acoustic model that maps
different word realizations more specifically to
their representations in our enriched lexicon.

2 Background

Current literature on forced alignment and pronun-
ciation variants provides a strong backing for the
basis for our project. In a study on the frequency of
reduced pronunciations in conversational Ameri-



can English, (Johnson and Goldman, 2009) found
that so-called massive reductions in pronuncia-
tion, meaning words pronounced with one or more
syllables completely deleted as compared to their
canonical pronunciations, occurred 6% of the time
for all words. Moreover, for four to six syllable
words, two or more syllables were deleted 22%
of the time. The study cites the example of the
word “apparently”, which is reduced to a two-
syllable pronunciation in their data. It is difficult
to conceive of a suitably flexible acoustic model
that could accurately map such massively reduced
variants to canonical pronunciations, so this study
provides a strong case for using an enriched lexi-
con to improve recognition accuracy.

Building on this insight, in another study,
(Schuppler et al., 2011) adapted a canonical lex-
icon to include additional pronunciation variants
in the Dutch language. They did so using steps
very similar to how our enriched lexicon was built:
they started with canonical pronunciations, then
used knowledge of common reduction phenomena
in Dutch to generate pronunciation variants. They
also took additional steps to improve the accuracy
of their lexicon by using vowel deletion rules that
were created through the word’s prosodic charac-
teristics such as stress patterns and syllable struc-
tures, which helped to prevent the rules from gen-
erating implausible pronunciation variants, and by
generating highly reduced forms of a small num-
ber of words. In the end, they found that enlarging
the lexicon to include more pronunciation variants
can only improve ASR systems if the conditions
are specified under which specific reductions, such
as frequency of words and speech style, are likely
to occur. This provides valuable lessons for our
project: while generating a set of frequencies for
each pronunciation variant is rather unfeasible for
us, it is possible that making our acoustic model
more rigid may help it to map pronunciation vari-
ants to words in a more context-specific manner,
resulting in improved accuracy.

Another study on generating pronunciation
variants by Seneff and Wang (2005) indicates that
our approach is promising. Their study used a set
of context-free rules for spoken word reductions
and contractions to link an acoustic model with a
language model via a finite state transducer frame-
work. Rather than generating their rules from
knowledge of linguistics, they derived them by
analyzing a large database of observed sequences

and generating rules from those observations. This
produced improved recognition rates; moreover,
they concluded that their framework may also ben-
efit from iterative retraining of the acoustic mod-
els, which is precisely the aim of our project.

On the other hand, some studies suggest that
enriching our lexicon might be a step in the
wrong direction. Rather than generating an ex-
panded lexicon, Wheeldon and Waksler (2004)
chose to underspecify their lexicon by only in-
cluding HMM states that were crucial to identi-
fying words (Linda Wheeldon, 2004). This pro-
duced positive results, suggesting that underspec-
ification may be the path to more accurate recog-
nition. Milne (2015) provided insight into com-
paring these models in his study on the accu-
racy of forced alignment in a French corpus. He
said that either expanding or restricting the dic-
tionary provides greater recognition accuracy be-
cause they both serve the same goal: A pronun-
ciation dictionary that includes multiple pronun-
ciation candidates only where they are warranted
(Milne, 2014). In other words, making our acous-
tic model more specific to particular pronunciation
variants could help to achieve the same effect as
Wheeldon and Waksler. Nevertheless, it would be
insightful to compare our projects results against
theirs to analyze the pros and cons of each model.

In summary, the literature provides strong
motivation for our topic. Given that there do not
seem to be many studies that analyze the effect of
retraining acoustic models and combining them
with enriched lexicons, we hope that our project
will yield novel insights in this field.

3 Approach

We used software from the Hidden Markov Model
Toolkit (HTK) to build a more constrained acous-
tic model by training on the expanded lexicon.
We used a 50-minute sample from the SCOTUS
dataset, divided into ten 5-minute chunks, to train
our model. First, we extracted the monophones
from the transcripts and used a combination of
the CMU Pronouncing Dictionary and the BEEP
Dictionary of British English pronunciations
(BEEP, 1996) to generate a list of phonetic labels.
To handle unknown proper nouns found in the
training set, we augmented these dictionaries with
our own custom dictionary. We then used all three
of these with a base HMM model (initializing



all means and variances to the global means and
variances) to train an initial set of HMMs using
HTK over three iterations. We took advantage of
HTK’s ability to perform silence corrections to
build out basic silence correction on our model.
The last step was to actually perform alignment
on the HMMs, which we did by feeding in the
expanded dictionary and retraining two more
times. Our end result was an acoustic model
which we then fed into FAVE (Forced Alignment
and Vowel Extraction) Align, a software that
aligns a transcript to its sound file, to test on the
Switchboard corpus (Gre, 1996).

Figure 1: Acoustic Model Creation Process

4 Experiments

We started by training a multivariate Gaussian
acoustic model on the expanded lexicon for our
first experiment. Then, we performed two more
experiments based on the results we obtained
and our analysis of those results. The second
experiment involved building a Gaussian Mixture
Model for our acoustic model, while the third
experiment involved vastly expanding our training
SCOTUS data from 50 minutes to 10 hours. The
detailed explanations of the experiments and our
results and analysis are as follows:

4.1 Experiment 1: Multivariate Gaussian
Model

The first model we trained was a multivariate
Gaussian acoustic model. To test our model,
we ran FAVE Align on the Switchboard corpus,
which consisted of 21 minutes total (divided into
3-second chunks) of hand-transcribed recordings.

A diagram of how our acoustic model played into
FAVE Align is as follows:

Figure 2: Using Our Custom Acoustic Model with
FAVE Align

We ran FAVE Align twice: once with its own
built-in acoustic model (baseline model), and
once with our multivariate Gaussian acoustic
model. To compare the two models, we calculated
the number of insertions, deletions, and substi-
tutions, and the overall accuracy (percentage of
phones correctly identified) by comparing the
output of FAVE Align against each recordings
hand-generated reference alignment, which we
obtained from the Switchboard corpus itself. Our
results are as follows:

Baseline Model Experiment
1 Model

Accuracy 61.1% 48.4%
Insertions 437 84
Deletions 290 1072

Substitutions 1169 1249

Table 1: Accuracy of Experiment 1

Clearly, our multivariate Gaussian acoustic model
performed poorly. We speculate that we obtained
poor results because of multiple reasons. One
reason may be that we used a multivariate Gaus-
sian model instead of a Gaussian Mixture Model,
which was used by FAVE Align in the baseline
model. Multivariate Gaussian models are inher-
ently less complex, so our multivariate Gaussian
acoustic model may not have been able to cap-
ture as much variability in the data as the baseline
Gaussian Mixture model.



Another reason why our multivariate Gaussian
acoustic model performed poorly may be that our
training data set was too small only 50 minutes of
data is relatively little for training an entire acous-
tic model. As comparison, FAVE Align’s base-
line model was trained on 25 hours of data. We
initially chose to train on only 50 minutes of data
because our laptops do not have much computing
power, and we ran into a lot of problems in terms
of running out of memory space. However, as
training on a relatively small dataset proved to be
detrimental to our acoustic model’s performance,
we decided to expand our dataset in Experiment 3
and train on 10 hours of data. Details of the exper-
iment are explained under section 4.3: Experiment
3: GMM Model with More Data.

Furthermore, a third reason why our multivari-
ate Gaussian acoustic model performed poorly
may be due to the fact that we encountered many
difficulties in training our silence model, since
the silence interpretation is different across HTK,
FAVE Align, and the dictionaries we used. This
also explains why our model required so many
deletions: our model may have added many un-
necessary silences.

However, despite all these difficulties, our
model had a significantly lower insertion rate
than the baseline model. This improvement may
actually indicate that our model was doing what
we wanted it to: rather than fitting to noise and
producing many insertions, as the original acous-
tic model did, our model may have avoided fitting
to noise and was simply incorrectly identifying
phones.

4.2 Experiment 2: GMM Model

To test the hypothesis that our model performed
poorly partially because we were using a mul-
tivariate Gaussian model instead of a Gaussian
Mixture Model (GMM), for our second ex-
periment, we trained a GMM using the same
SCOTUS dataset. We then tested the model in the
same way using FAVE Align to obtain the results
shown in Table 2.

As Table 2 shows, our GMM model actually
performed worse in overall accuracy than our
HMM model from Experiment 1. We hypothesize
that this result is due to the fact that a GMM has
many more parameters than an HMM, so it needs

Baseline
Model

Exp. 1
Model

Exp. 2
Model

Accuracy 61.1% 48.4% 45.7%
Insertions 437 84 397
Deletions 290 1072 549

Substitutions 1169 1249 1659

Table 2: Accuracy of Experiment 2

much more data to refine. If we were to train
our GMM with many hours of data instead of
just 50 minutes of data, we might obtain better
results. An interesting observation is that the
number of insertions increased and the number
of deletions decreased compared to our HMM
model. This could be because the flexibility of the
GMM model makes training on a large amount
of data a requirement for good results. Because
we only trained on 50 minutes, it is possible
that the GMMs were barely tuned, resulting in
the possibility of choosing any given phone as a
classification becoming more random. From this,
silences could have been less frequently selected
compared to our HMM model, leading to a drop
in deletions, but more phones were classified
incorrectly, leading to a rise in substitutions.

4.3 Experiment 3: GMM Model with More
Data

To test the hypothesis that our model performed
poorly because we were not using enough data,
we retrained our GMM from Experiment 2 using
10 hours of data from the SCOTUS dataset rather
than just 50 minutes. We then tested the model in
the same way that we did in experiments 1 and 2,
using FAVE Align to obtain the following results:

Baseline
Model

Exp.
1

Exp.
2

Exp.
3

Accu. 61.1% 48.4% 45.7% 46.7%
Ins. 437 84 397 402
Dels. 290 1072 549 589
Subs. 1169 1249 1659 1557

Table 3: Accuracy of Experiment 3

As shown in Table 3, the overall phone iden-
tification accuracy increased in comparison to



the results from Experiment 2, but still remains
significantly lower than the baseline and below the
performance of the multivariate Gaussian model
in Experiment 1. Because adding over 9 hours
worth of data did not greatly boost performance,
we have determined that the limiting factor to our
acoustic model is likely the incompatible silence
model issue rather than an issue with model
complexity or data size. Complexity and data size
are important, of course, but the silence model is
what we suspect is holding performance back the
most.

4.4 Additional Discussion

For all three experiments, there were several draw-
backs to using the SCOTUS dataset to train the
acoustic models. First, there were some small
transcription errors, such as mistaking “their” for
“a.” Additionally, the transcriber did not do a great
job writing down all of the words that the speakers
said. For example, uncommon words and proper
nouns were often excluded from the transcript.
Also, sometimes phrases such as “by arbitration”
and “any other person” were excluded. The tran-
scripts also excluded conversational backchannel,
such as “ums” and “uhs,” which likely led to poor
alignment performance. While we did our best to
clean the transcript as thoroughly as possible, the
transcripts were somewhat inaccurate and incom-
plete.

There were also problems with the SCOTUS
sound files. First, each piece of data in the training
dataset we had was not separated by speaker.
Thus, each sound file contains the voices of many
speakers, which adds confusion. To make matters
worse, sometimes the speakers talk over each
other, resulting in muddled voices and adding
further confusion to the acoustic model. These
caused the model to be even more difficult to train.

5 Conclusion

Overall, we believe that despite our model’s poor
performance, the reasons for our difficulties give
rise to several possible verticals one might take to
successfully improve alignment. First, as we have
mentioned, we had difficulties with our silence
model. A good next step here might be to work
solely on improving the training of this silence
model, which could be just the boost required to

get our acoustic model into a more competitive
position. As shown in our experiments, using a
GMM model actually made performance worse,
likely because of its inherent flexibility. Adding
significantly more data improves the GMM model
somewhat, but the subsequent poor performance
possibly points back to the problems with our
silence model. There is a good amount of further
work that can be done in this area, and with a fixed
silence model, we anticipate improved results in
the future.
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