Note to other teachers and users of these slides: We would be delighted if you found our
material useful for giving your own lectures. Feel free to use these slides verbatim, or to modify
them to fit your own needs. If you make use of a significant portion of these slides in your own
lecture, please include this message, or a link to our web site: hitp://cs224w.Stanford.edu

Stanford CS224W:
Graph Transformers



http://cs224w.stanford.edu/

Announcements

Homework 1 due tonight at 11:59PM

Late submissions accepted until end of day
Monday 10/20

Project Proposal due Tuesday 10/21
Colab 2 due Thursday 10/23

Regrade request deadlines
Colab 1: Thursday 10/23

10/16/2025 Jure Leskovec, Stanford CS224W: Machine Learning with Graphs, http://cs224w.stanford.edu



J.You, R.Ying, J. Leskovec. , NeurlIPS 2020c¢

Recap: A General GNN Framework

TARGET NODE

l

A

/

: GNN Layer 2

INPUT GRAPH g (2) Aggregatio n é

& (1) Message

(3) Layer
con nectivity

(4) Graph augmentation
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J.You, R.Ying, J. Leskovec. , NeurlPS 2020c¢

Recap: A General GNN Framework

We know a lot about the design space of GNNs
What does the corresponding design space for Graph
Transformers look like?

/ GNN design space \ ﬂraph Transformer design spah

PPPPPPPPPPP

............................ 0 o,
: A

: GNN Layer1l /% _ @&

H %Q = @ .

(3) Layet: connectivity o0 (]
\ (4) Graph augmentation / \ /
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Stanford CS224W:
Intro to Transformers




The Backbone of Generative Al

what is a transformer?

& A Transformer is a type of deep learning model that has revolutionized the fields of natural
language processing (NLP) and beyond. It was introduced in the paper Attention is All You Need by
Vaswani et al. (2017). Here's a brief overview of its key components and concepts:

1. Self-Attention Mechanism:

* The core innovation of the Transformer is the self-attention mechanism, which allows the
model to weigh the importance of different parts of an input sequence when generating
representations. Unlike recurrent models (e.q., LSTMs), which process data sequentially,
the Transformer processes the entire input at once, using self-attention to capture
dependencies between distant parts of the sequence efficiently.

« In self-attention, each word (or token) in a sequence attends to all other words, learning
contextual representations that capture relationships regardless of position.

2. Encoder-Decoder Architecture:
« The original Transformer model has an encoder-decoder structure, though in practice,

models like BERT use just the encoder, and models like GPT use just the decoder.
= Encoder: Takes an input sequence and produces a contextualized representation.
+ Decoder: Uses this representation, along with previously generated tokens, to
predict the next token in the output sequence.

3. Positional Encoding:

* Since Transformers don't inherently understand the order of tokens in a sequence (unlike
RNNs), positional encodings are added to input embeddings to provide information about
the position of each token in the sequence. These encodings allow the model to take into
account the order of words.

4. Multi-Head Attention:

« Instead of calculating a single attention score, the Transformer uses multiple attention
"heads.” Each head focuses on different aspects of the relationships between tokens, and
the results are combined, allowing the model to capture a wider range of interactions

5. Feed-Forward Neural Networks:

« After the self-attention step, the Transformer applies feed-forward neural networks to the

output of the attention layers for further transformation.

10/16/2025

Applications:

+ Language Models: Transformers are the foundation for state-of-the-art models like BERT,
GPT, and T5.

+ Vision: Vision Transformers (ViTs) apply similar mechanisms to image processing.
+ Graphs: Transformers have also been adapted to graph representation learning, where they

model relationships between nodes.

Transformers have become one of the most impartant architectures in deep learning, particularly

for tasks that involve understanding or generating sequences of data.

Jure Leskovec, Stanford CS224\W: Machine Learning with Graphs



Goal: Bring Power of Transformers to Graphs

Code graphs Communication networks

There is lots of multi-billon node/graph scale data to learn from

10/16/2025 Jure Leskovec, Stanford CS224W: Machine Learning with Graphs 7



Plan for Today

Part 1:
Introducing Transformers

Relation to message passing GNNs
Part 2:

A new design landscape for graph
Transformers
Part 3 (time permitting):

PEARL: Learning Efficient Positional
Encodings with GNNs

10/16/2025 Jure Leskovec, Stanford CS224W: Machine Learning with Graphs 8



Stanford CS224W:
Transformers




Transformers Ingest Tokens

Transformers map 1D sequences of vectors to 1D sequences
of vectors

OUTPUT

(- )

Transformer

J

g
) (2] (xa) (3l o) b /Tokens
The cat sat on the mat and sang

INPUT
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Transformers Ingest Tokens

Transformers map 1D sequences of vectors to 1D sequences
of vectors known as tokens

Tokens describe a “piece” of data — e.g., a word

What output sequence?

Option 1: next token => GPT
Next token

cat sat on the mat and sang

OUTPUT mmEEEE C

Transformer

M _)/Tokens

X1 X2 X3 X4 X5 X6 X~ Xg
The cat sat on the mat and sang

INPUT
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Transformers Ingest Tokens

Transformers map 1D sequences of vectors to 1D sequences of vectors
known as tokens

Tokens describe a "piece” of data — e.g., a word

What output sequence?
Option 1: next token => GPT
Option 2: pool (e.g., sum-pool) to get sequence level-embedding (e.g., for

classification task) Sum p00|

OUTPUT !

1

Transformer

M _)/Tokens

X1 X2 X3 X4 X5 X6 X~ Xg
The cat sat on the mat and sang

INPUT

10/16/2025 Jure Leskovec, Stanford CS224W: Machine Learning with Graphs 12




Transformer Blueprint

QOutput
Probabilities
How are tokens processed?
Lots of components p \
| Add & Norm |
Normalization =
Forward
Feed forward networks o
o o B r | ™ Add & Norm
Positional encoding (more later) —(Add& Nom ) ‘ ——
Fead Attention
° e Forwar N x
Multi-head self-attention b
Nx ~+| Add & Norm ) Ad;:;‘:;m
Multi-Head Multi-Head
° Aftention Attention
What does self-attention | |—&—J
bIOCk dO? EE;:}'S;Z' ®_(]) (P_@ E:::S;:Zl
Er*‘ul?ﬁ{ﬂiﬂt} Ergﬁg;ﬂg
[ [
Inputs Qutputs

(shifted right)
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Self-attention

Before “multi-head” self-attention, what is
“single head” self-attention?

[ Self-Attention ]
t t
See: IllustratedTransformer tutorial, https://jalammar.github.iofillustrated- transfgrmer[

10/16/2025 Jure Leskovec, Stanford CS224W: Machine Learning with Graphs
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Self-attention

Step 1: compute “key, value, query” for each input

Step 1 Model
o parameters
Embedding 1 CTTT] '
Queries CIID:\:‘ q!D:‘]
Key EEE [T

See: lllustrated Transformer tutorial, https://jalammar.github.io/illustr -transformer
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https://jalammar.github.io/illustrated-transformer/
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Self-attention

Step 1: compute “key, value, query” for each input
Step 2 (just for x4): compute scores between pairs, turn into
probabilities (same for x5)

Step 1 Model Step 2
Input pa rameters Input
Embedding l:l:l:l:l '

Embedding 1T T] LT T[]
Queries a1 000 wa Queries q1 Dj:‘ 9z l:‘:lj

Keys Dj] Djj
Key L] [TT] Values [TT] [T

J' Score gqi* Ki= qi ® K2 =

val T Cr1j Divide by 8 { v/ )

(num heads)

Softmax

See: lllustrated Transformer tutorial, https://jalammar.github.io/illustrated-transformer
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Self-attention

Step 1: compute “key, value, query” for each input
Step 2 (just for x1): compute scores between pairs, turn into

probabilities (same for x5)
Step 3: get new embedding z; by weighted sum of v, v,

Step1 Step 2
Input Input
Embedding T 111
Embedding [T TT1] [T T 1]
Queries o I o0 we Queries o D a [T
Keys [T1] LT
Keys [1T1T] (L] Values L] LT
Score qie Ki= Qe 2=
val [TT] [T Divide by 8 ( v )
Softmax
Softmax
Step 3 I o
z1 =0.88v, +0.12v, — > . [T (T[]
See: lllustrated Transformer tutorial, h Jlialammar.github.io/illustr -transformer
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Self-attention

Same calculation in matrix form

Step1
—
wo Q
(7 )
Step 2
X
softmax( )
\. Vi y
\ ) Step 3 /
—
Model
parameters

See: lllustrated Transformer tutorial, https://jalammar.github.io/illustr -transformer
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Multi-head self-attention

Do many self-attentions in parallel, and combine
Different heads can learn different “similarities” between
inputs

Each has own set of parameters

SRR o D

W@

Qo

=
W, @

* |n all encoders other than #0, 01

we don’t need embedding. [

We start directly with the output [1 } } - ‘ { {

of the encoder right below this one ' '
W-Q

Q7

v\
See: lllustrated Transformer tutorial, https://jalammar.github.io/illustr -transformer
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Comparing Transformers and GNN

Similarity: GNNs also take in a sequence of vectors (in no
particular order) and output a sequence of embeddings
Difference: GNNs use message passing, Transformer

uses self-attention

U
\S]

230

UTPUT

Zq
r

GNN

.

X1 X

X3

Ol

Node
embeddings

Node features

gE—
.
«

INPUT
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Comparing Transformers and GNN

Difference: GNNs use message passing, Transformer
uses self-attention
Are self-attention and message passing really different?

Message Passing Vs. - . Self-attention

B - - B
% :: @

‘ ¢ b -

%c:; ;:;; -‘e®
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Stanford CS224W:
Self-attention vs.
message passing




Interpreting the Self-Attention Update

Recall Formula for attention update: Inputs stored row-wise

Att(X) = softmax(QKT)V ¥ [ ]
Xi
Q=XWeK=xwk v=xw’

OUTPUT

Zy Z3z  Zy

Zs

Z1
(

N
Transformer
\_ )
X1 X2 X3 Xy X5

Input tokens
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Interpreting the Self-Attention Update

Recall Formula for attention update: Inputs stored row-wise

Att(X) = softmax(QKT)V ¥ [ ]
Xi
Q=XWeK=xwk v=xw’

. . . OUTPUT
This formula gives the embedding for all 2 oz 73 7 s
tokens simultaneously oy (o g
What if we simplify to just token Xx;? — —J —J—J —
4 )
Transformer
. J
X1 X2 X3 X4 X5

Input tokens
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Interpreting the Self-Attention Update

Recall Formula for attention update: Inputs stored row-wise

Att(X) = softmax(QKT)V ¥ [ ]
Xi
Q=XWeK=xwk v=xw’

. . . OUTPUT
This formula gives the embedding for all 2z, 23 za oz
tokens simultaneously g o — co—
What if we simplify to just token x;? —_— et d )
( N
; Transf
Z1 = z SOftmaxj(qlTkj)vj How to interpret this? ranstormer
=1 _ )
X1 X2 X3 Xg X5

Input tokens
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Interpreting the Self-Attention Update

Inputs stored row-wise
Att(X) = softmax(QKT)V ¥ — [ ]

Q=XWeK=XWKVv=xwV

This formula gives the embedding for all
tokens simultaneously
If we simplify to just tokenX1 what does

the update look like?
5

Z1 = z Softmaxj(qlTkj)vj How to interpret this?
j=1
Steps for computing new embedding for token 1:
1. Compute message from j: (vj, k]-) — Mgg(xj) — (vaj, WKxj)
2. Compute query for 1: q. = MSG(x;) = W9, »
3. Aggregate all messages:  Agg(qy, {MSG(x)):j}) = Z softmax;(qlk;)v;
j=1
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Self-Attention as Message Passing

Takeaway: Self-attention can be written as message +
aggregation—i.e., itis a GNN!
But so far there is no graph — just tokens.
So what graph is thisa GNN on?
Clearly tokens = nodes, but what are the edges?
Key observation:

Token 1 depends on (receives “messages” from) all other tokens

=» the graph is fully connected!
Alternatively: if you only sumover j € N(i) you get “GAT
5

Z1 = z Softmaxj(qlTkj)vj

j=1

Steps for computing new embedding for token 1:
1. Compute message from j: (v, kj) = MSG(x;) = (WVx;, WXx;))
2. Compute query for 1: 1 = MSG(xy) = W2«

3. Aggregate all messages: Agg(a1,{MSG(x;):j}) = Z softmax;(qf kj)v;
\ j=1 y

10/16/2025 Jure Leskovec, Stanford CS224\W: Machine Learning with Graphs 27



Self-Attention as Message Passing

Takeaway 1: Self-attention is a special case of
message passing

Takeaway 2: It is message passing on the fully
connected graph

Takeaway 3: Given a graph G, if you constrain the
self-attention softmax to only be over j adjacent
to i nodes, you get ~“GAT!

Steps for computing new embedding for token 1:
1. Compute message from j: (v, k) = MSG(x;) = (WVx;, W¥x;)
2. Compute query for 1: 1 = MSG(xy) = W2«
3. Aggregate all messages: Agg(a1,{MSG(x;):j}) = Z softmax;(qf kj)v;

Jj=1 y

10/16/2025 Jure Leskovec, Stanford CS224\W: Machine Learning with Graphs
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Plan for Today

Part 1:
Introducing Transformers

Relation to message passing GNNs
Part 2:

A new design landscape for graph
Transformers
Part 3 (time permitting):

PEARL: Learning Efficient Positional
Encodings with GNNs
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Stanford CS224W:
A New Design Landscape
for Graph Transformers




J.You, R.Ying, J. Leskovec. , NeurlPS 2020c¢

Recap: A General GNN Framework

We know a lot about the design space of GNNs
What does the corresponding design space for Graph
Transformers look like?

/ GNN design space \ ﬂraph Transformer design spah

PPPPPPPPPPP

............................ 0 o,
: A

: GNN Layer1l /% _ @&

H %Q = @ .

(3) Layet: connectivity o0 (]
\ (4) Graph augmentation / \ /
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https://arxiv.org/pdf/2011.08843.pdf

Processing Graphs with Transformers

We start with graph(s)
How to input a graph into a Transformer?

OUTPUT
START -
4 ™
H H Transformer
E ? - y
= | S 0o00OcC
H X1 X2 X3 X4  Xs



J.You, R.Ying, J. Leskovec. , NeurlPS 2020c

Components of a Transformer

To understand how to process
graphs with Transformers we
must:

Understand the key components of OUTPUT
the Transformer. Seen already: — /A
1) tokenizing, - N
2) self-attention
Transformer
Decide how to make suitable graph (2) Attention module
versions of each : — _)
mox ox om %

X1 X3 X3 X4

(1) Input tokens
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A final key piece: token ordering

There is one other key missing piece we have not yet
discussed...



A final key piece: token ordering

There is one other key missing piece we have not yet
discussed ...

5
First recall update formula 2, =" softmax;(a]k))y,

j=1
Key Observation: order of tokens does not matter!!!
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A final key piece: token ordering

There is one other key missing piece we have not yet
discussed ...

5
First recall update formula 2, =" softmax;(a]k))y,

=1

Key Observation: order of tokens does not matter!!!

Outputs swap, but do not otherwise change

7] () () (o) () () B () 1 () (2 () (o) (o) (2 () (B
r )

N
Transformer Transformer

\. y, \. y,

The cat sat on the mat and sang cat The sat on the mat and sang

Swap tokens 1and 2

10/16/2025 Jure Leskovec, Stanford CS224\W: Machine Learning with Graphs, http://cs224w.stanford.edu 36



A final key piece: Token ordering

This is a problem
Same predictions no matter what order the words are in!

(A “bag of words” prediction model)...
How to fix?

Identical outputs

Sum pool —_— Sum pool
/f.‘\ /f.‘\

7] () () (o) () () B () 1 () (2 () (o) (o) (2 () (B
r )

\
Transformer Transformer
\. y, \. y,
The cat sat on the mat and sang cat The sat on the mat and sang

Swap tokens 1and 2
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Positional Encodings

Transformer doesn’t
know order of inputs

ENCODER #1

a

ENCODER #0

./ \ /

Extra positional features C
needed so it knows that _
Je =word 1,
suis = word 2 C
etc. K
For NLP, positional
encoding vectors are “WITH TIvE

SIGNAL

POSITIONAL
ENCODING

EMBEDDINGS [T 1T ]

learnable parameters

INPUT

10/16/2025 Jure Leskovec, Stanford CS224W: Machine Learning with Graphs
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J.You, R.Ying, J. Leskovec. , NeurlPS 2020

Components of a Transformer

Key components of Transformer

(1) tokenizing How to chose these
(2) positional encoding
(3) self-attention fOI’ graph data?

Key question: What should these bﬂorigraph input?

( h

Transformer
(3) self-attention

\_ J .
— - JJJ I I encoding
+ + + + + + + +
DD E 00O (1) Tokens
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J.You, R.Ying, J. Leskovec. , NeurlPS 2020

Processing Graphs with Transformers

A graph Transformer must take the

foIIowing inputs: Key components of Transformer
1) tokenizi

(1) Node features? (1) tokenizing
(2) Adjacency information?

(3) Edge features?

(2) positional encoding
(3) self-attention

5
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J.You, R.Ying, J. Leskovec. , NeurlPS 2020

Processing Graphs with Transformers

A graph Transformer must take the
following inputs: Key components of Transformer

(1) Node features? (1) tokenizing
(2) Adjacency information?
(3) Edge features?

(2) positional encoding
(3) self-attention

=
There are many ways to do this
Different approaches correspond to different i
“matchings” between graph inputs (1), (2),
(3) transformer components (1), (2), (3)
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J.You, R.Ying, J. Leskovec. , NeurlPS 2020

Processing Graphs with Transformers

A graph Transformer must take the
following inputs: Key components of Transformer

(1) Node features?+ ~ g; tOk?:'zm? 4
posItional encoding
(2) Adjacency information? —

— = (3) self-attention

Today H

(3) Edge features? «

There are many ways to do this
Different approaches correspond to different i
“matchings” between graph inputs (1), (2),

(3) transformer components (1), (2), (3)

10/16/2025 Jure Leskovec, Stanford CS224\W: Machine Learning with Graphs, http://cs224w.stanford.edu 42
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Nodes as Tokens

Q1: what should our tokens be?

Sensible Idea: node features = input tokens

This matches the setting for the “attention is message passing
on the fully connected graph” observation

OUTPUT
START Z1 Zp Z3 Zy4 Zs
m ——
H Transformer
P

Y — T

(1) Input tokens = Node features
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J.You, R.Ying, J. Leskovec. , NeurlIPS 2020c¢

Processing Graphs with Transformers

Problem? We completely lose adjacency info!
How to also inject adjacency information?

OUTPUT
START Z1 Zp Z3 Z

Zs

H 4 A
H Transformer
P

Y — T

(1) Input tokens = Node features
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How to Add Back Adjacency Info?

Idea: Encode adjacency info in the positional encoding for
each node

Positional encoding describes where a node is in the graph

z 2z 7 QUTPUT

Zy

Zq
r

~\

Transformer

H i H i i (2) Positional encoding
= EEN I

(1) Input tokens = Node features
= INPUT P
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How to Add Back Adjacency Info?

Idea: Encode adjacency info in the positional encoding for
each node
Positional encoding describes where a node is in the graph

Q2: How to design |
a good positional
encoding?

z 2z 7 QUTPUT

2

Z1
( h

Transformer

= H rr i (=) Positinal encoing
= ‘BN Y-

(1) Input tokens = Node features

H INPUT

10/16/2025 Jure Leskovec, Stanford CS224W: Machin




Option 1: relative distances

Last lecture: positional encoding
based on relative distances

Similar methods based on So
random walks
This is a good idea! It works well Anchor

in many cases
Anchor-set
Especially strong for tasks that

require counting cycles Relative Distances

S1 | S2 | 53
Positional
encoding forH = V4 1
node v4
(2 0

Anchor s{, s, cannot differentiate
node v4, v3, but anchor-set s3 can
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Option 1: Relative distances

Last lecture: Relative
distances useful for
position-aware task

Anchor-set

But not suited to

Relative Distances
structure-aware ta SkS

S1 | S2 | 53
Positional
encoding forH = V4 1
node v4
(2 0

Anchor s{, s, cannot differentiate
node v4, v3, but anchor-set s3 can
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Option 2: Laplacian Eigenvector Positional

Encodings

What other ways to make positional
encoding?
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Laplacian Eigenvector Positional Encodings

What other ways to make positional encoding?

Draw on knowledge of Graph Theory (many useful and
powerful tools)

Key object: Laplacian Matrix L = Degrees - Adjacency
Each graph has its own Laplacian matrix
Laplacian encodes the graph structure

1 (0] (0] (0] (0] 1 (0] (0]

@ @ 0] 2 0] (0] 1 (0] 1 (0]
L_ -

- o} o] 2 o] 0 1 0 1

(0] (0] (0] 1 (0] (0] 1 (0]

@) s Degree of each node Adjacency
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Laplacian Eigenvector Positional Encodings

Laplacian matrix captures graph structure

Its eigenvectors inherit this structure

This is important because eigenvectors are vectors (!) and so
can be fed into a Transformer

Eigenvectors with small eigenvalue = global structure, large
eigenvalue = local symmetries
Visualize one eigenvector

Refresher %), = 0.0371”. “L 2,=0.1 "Q, Eigenvector ¢
"., an o® | _ - PN e colormap
‘Eigenvector: Vsuchthat LV = Av oPeb 07 SR Yo X "N
>t ®eo0
L:n X 1 matrix $%0h =10 ¢ 1 PRl b 0
. . "/‘Q ek 1 3 i l/ o it ‘
V: N dimensional vector Qg8 08 R X ol i
®
R 2

- Scalar eigenvalue
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Laplacian Eigenvector Positional Encodings

Positional encoding steps:

1. compute k eigenvectors v, V,, U3

. . : (k = 3)
2. Stack into matrix:
3. ith row is positional . ™
nodes Row i
encoding for node i \
4 N
Transformer
. J.. :
—/ /M M  —Positional encoding
— et et ) ) I et —Jfeatures
+ + + + + + + +
) (&) G O O G O (O Nodefeatures
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Summary: Laplacian Eigenvector Positional Encodings

Laplacian Matrix L = Degrees — )
Adjacency Transformer
‘Eigenvector: v suchthat Ly = }\U ‘ g J

Positional encoding steps: frfcﬁi:;onal i H i i
1. compute k eigenvectors ) V1, V2, V3 (k = 3) i +H +H i é
2. Stack into matrix:

3. ith row is positional INPUT

: . n Row i
encoding for node i nodes

'
Laplacian Eigenvector positional encodings can also be used

with message-passing GNNs

This helps for same reasons as structural and relative-distance based positional
encodings in previous lecture
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Laplacian Eigenvectors in Practice

Task: given a graph, predict YES if it has a cycle, NO
otherwise

“PE” indicates using Laplacian Eigenvector Pos. Enc.

Train samples — 200 500 1000 5000
Model | L | #Param Test Accts.d.
GIN | 4 100774 T0.585+0.636 74.9951+1.226 T8.083x1.083 86.130+1.140
GIN-PE | 4 102864 86.720=3.376 | 95.960=0.393 | 97.998+0.300 | 99.570=0.089
GatedGCN | 4 103933 20.000=0.000 20.000=0.000 20.000=0.000 20.000=0.000
GatedGCN-PE | 4 105263 95.082+0.346 | 96.700=0.381 | 98.2301+0.473 | 99.725+0.027

10/16/2025

Jure Leskovec, Stanford CS224\W: Machine Learning with Graphs
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Processing Graphs with Transformers

A graph Transformer must take the
following inputs: Key components of Transformer

(1) Node features?+ ~ g; tOk?:'zm? 4
posItional encoding
(2) Adjacency information? —

(3) self-attention

3) Edge features?
(3) Edg So far H

There are many ways to do this
Different approaches correspond to different i
“matchings” between graph inputs (1), (2),

(3) transformer components (1), (2), (3)
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Processing Graphs with Transformers

A graph Transformer must take the

followi ng inputs: Key components of Transformer
— = (1) tokenizing

(1) Node features?«

] ] M (2) positional encoding
(2) Adjacency infor 3) sl attention
(B’)nge features? Lefttodo

.
=
There are many ways to do this
Different approaches correspond to different i
“matchings” between graph inputs (1), (2),
(3) transformer components (1), (2), (3)
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Edge Features in Self-Attention

Not clear how to add edge features in the tokens or positional encoding
How about in the attention? Att(X) = softmax(QKT)V

laij] = @K™ is an n x n matrix. Entry a;; describes “how much” token j contributes
to the update of token i

Do Transformers Really Perform Bad for Graph Representation?Ying et al. NeurIPS 2021
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Edge Features in Self-Attention

Not clear how to add edge features in the tokens or positional encoding
How about in the attention? Att(X) = softmax(QKT)V

laij] = @K™ is an n x n matrix. Entry a;; describes “how much” token j contributes
to the update of token i

Idea: adjust a;; based on edge features. Replace with a;; + ¢;; where c;;
depends on the edge features

Do Transformers Really Perform Bad for Graph Representation?Ying et al. NeurIPS 2021
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Edge Features in Self-Attention

Not clear how to add edge features in the tokens or positional encoding
How about in the attention? Att(X) = softmax(QKT)V

laij] = @K™ is an n x n matrix. Entry a;; describes “how much” token j contributes
to the update of token i

Idea: adjust a;; based on edge features. Replace with a;; + ¢;; where c;;
depends on the edge features

Implementation: Learned parameters w4

If there is an edge between ; and jwith features e;;, define c;; = wie

ij> ij ij
If there is no edge, find shortest edge path between i and j
(e, €?, ...e") and define c;; = ., whe™

Learned parameters wy, ..., wy

Do Transformers Really Perform Bad for Graph Representation?Ying et al. NeurIPS 2021
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Summary: Graph Transformer Design Space

(1) Tokenization

Usually node features
Other options, such as subgraphs, and node +

edge features (not discussed today) OUTPUT
(2) Positional Encoding — — M —
Relative distances, or Laplacian eigenvectors f_ R _\
Gives Transformer adjacency structure of graph Transformer
(3) Modified Attention (3) Modified
Attention

Reweight attention using edge features

H (2) Positional H i H i i

:  EBBEE
i i (1) Input tokens

eskovec, Stanford CS224W: Machine Learning with Graphs 60
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Summary: Graph Transformer Design Space

/ GNN design space \ ﬂraph Transformer de5|gn sp A

| JO0O0O.d
,/ 4 N
T S : Transformer
: 2) Aggre a'tion (3) Modified
: GNN Layer 1 (2) Aggreg Attention
S ﬁ.@.f...(l) Message
‘ ..... " (2) POSltlonaI E i H i i
GNN Layer 2 / - @. encoding

) Layerconnectlwty ......... ;J:. .............................. ; i E E i H
k (4) Graph augmentaticy (1) Input tokens /
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Plan for Today

Part 1:
Introducing Transformers

Relation to message passing GNNs
Part 2:

A new design landscape for graph
Transformers
Part 3 (time permitting):

PEARL: Learning Efficient Positional
Encodings with GNNs
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Stanford CS224W: Powerful
Positional Encodings for
Graph Transformers




Recall: Laplacian Eigenvector Positional Encodings

Laplacian Matrix L = Degrees -
Adjacency

Transformer

‘Eigenvector: v suchthat Ly = }\U ‘ §
(2) Positional
encoding

n Row i
nodes

10/16/2025 Jure Leskovec, Stanford CS224\W: Machine Learning with Graphs
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Laplacian Eigenvector Positional Encodings

Laplacian Eigenvector positional encodings work!

But is this the best we can do?
Hint: no

Q: What is the problem with the current approach?
Al: Eigenvectors are not arbitrary vectors

A2: They have special structure that we have been
ignoring!
To use eigenvectors properly we must account
for their structure in our models
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Eigenvector Sign Ambiguity

Suppose v is a Laplacian eigenvector 4
So Lv = Av
But this means: < >
Also L(—v) = A(—) /
—Vi.
So —v is also a Laplacian eigenvector '

The choice of sign is arbitrary!
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Sign Ambiguity is a Problem

Both v and —v are eigenvectors

But when we use them as positional encodings
we pick one arbitrarily

Why does this matter for positional encodings?

N — V1, Vp, U3

(________
Transformer

\————————

T+ o+ o+ o+ o+

) (2 G OO O C
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Sign Ambiguity is a Problem

Both v and —v are eigenvectors

But when we use them as positional encodings
we pick one arbitrarily

Why does this matter for positional encodings?

pr—  p— omm— omm— omm— omm— g— g— V1, Uy, V3
What if we - — — = — — —
picked the
other sign? Transformer

\.

I

EA B OO0 C
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Sign Ambiguity is a Problem

What if we picked the other sign choice?
Then the input PE changes
=> The models predictions will change!

For k eigenvectors there are 2% sign choices

%1

2k different . S
predictions — — — — — — — —
for the
same input
graph!

Transformer

U-U
U-U

EIN

U-U
U-U

,
&l U
g
&)+
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How to fix sign ambiguity

Simple Idea: randomly flip the signs of
eigenvectors during training

l.e., data augmentation
Model will learn to not use the sign information

Issue: exponentially many sign choices is very
difficult to learn
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Lim, Robinson et al. Sign and Basis Invariant Networks for Spectral Graph Representation Learning, ICLR 2025

How to fix sign ambiguity

Better Idea: build a neural network that is
invariant to sign choices!

Since it is invariant, the predictions will no longer
depend on the sign choice

%1
)
-
Transformer
\_
o+ o+ o+ o+ o+ 11
EA ) (IO GJ O
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Laplacian Eigenvector Positional Encodings

Q: What is the problem with this approach?
Al: Computing eigenvectors has cubic complexity

A2: Storing them needs quadratic space!
Can we do something better?
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C.Kanatsoulis, E. Choi et al. Learning Efficient Positional Encodings with Graph Neural Networks, ICLR 2025

Stanford CS224W:
PEARL: Learning Efficient PEs
with GNNs




GNNs are nonlinear functions of eigenvectors

Recall the GIN update:

D) — MLp ((1 +e) e+ > c,ff))

uweN (v)

We can consider a single-layer MLP
Write the color update in a matrix form:
1 1
) = 4 (Z Akcwwg)) . (Z VA;E”)
k=0 k=0
clV erV*d Wiy =cl

Where A4€{0,1}¥*V is the adjacency matrix of the graph, and:
A=VAV?!
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GNNs are nonlinear functions of eigenvectors

Recall the GIN update:

D) — MLp ((1 +e) e+ > c,ff))

uweN (v)

We can consider a single-layer MLP

(D f —U(anf )[]

Where:
d
wn, f] = ZZ)\kaz i, [ (vn, CD [:,4])
1=1 k=0

ch erRV*4, CW [y, =cl

v
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Limitation of the WL kernel

Y O

The WL kernel colors inherit the graph symmetries.

Symmetric colors are associated with limitations involving
the spectral decomposition of the graph.
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Random samples as node ID's

Can we break these symmetries?
Standard approach:
Assign unique IDs to nodes

These IDs can be converted into one-hot vectors

2
One-hot vector for node with ID=5
1 A 3 ID=5
|
4 / 6 [OI Ol Or 0) 1) 0]
5 L Y )

INPUT GRAPH Total number Of IDs =6
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Naive Solution is not Desirable

A naive solution: One-hot encoding

Encode each node with a different ID, then we can
always differentiate different nodes/edges/graphs

1000 0100
1000
1%
Input graphs
PELOTEP 0001
0100
0100 0001 Computational
, graphs are clearly
computational different if each
graphs

node has a
different ID
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Naive Solution is not Desirable

A naive solution: One-hot encoding

Encode each node with a different ID, then we can

always differentiate different nodes/edges/graphs
1000 1000 0100

v

Input graphs
PULITEp 0001

0100 0010 0001

Issues:

Not scalable: Need O (N) feature dimensions (N is the
number of nodes)

Not inductive: Cannot generalize to new nodes/graphs
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C. Kanatsoulis, E. Choi et al. Learning Efficient Positional Encodings with Graph Neural Networks, ICLR 2025

PEARL Positional Encodings

Can we learn powerful PEs with GNNs only?
Assign unique IDs to nodes
These IDs are represented by random samples

Each node will be represented by a different set
of random variables

2 Random samples for node 3
| Y [
INPUT GRAPH Total number of random samples =4
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Independent Processing of samples

Node A [3.3, -1.7, -1.2, -0.1]

Node B [-0.1, -5.4, 3.0, -9.8]

; Node C[0.2,1.5,-2.3,-10.1]
/ Node D [0.5, 1.9, -12.7, 11.1]
Node E [5.1, -0.7, -2.9, -13.5]

Node F[-1.2, 7.5, -0.3, -7.9]

INPUT GRAPH
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Independent Processing of samples

Node A [3.3 ]

Node B [-0.1 ]

a Node C[0.2 ]
/ Node D [0.5 ]
Node E [5.1 ]

Node F[-1.2 ]

INPUT GRAPH

-0.1

3.3
’ 2 = GNN —> gy
osé :

-1

5.1

INPUT GRAPH
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Independent Processing of samples
Node A | -1.7 ]
Node B [ -5.4 ]
2 Node C | 1.5 ]
/ Node D | 1.9 ]
Node E [ -0.7 ]

Node F [ 7.5 ]
5.4
1.7 s
./ B GNN — gy
o 7.5
0.7
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Independent Processing of samples

133 0.1]

2[-0.1 9.8]

3[0.2, 0.1]

_0 1 4[05, 1.1]
" 5[5.1, 3.5]
6[-1. 7.9]

-1
5.1

3.3 "
’ 2= GNN — yW
sé :

-9.8

-0.1

/A -10.1 => GNN => y(4)
-7.9

-13.5

11.1

INPUT GRAPH
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An approximate analogy

Sample one person per state

[
‘\_‘ ® Wasington ¢ ponta)
|

L\N/— W
} o&{g&‘\“‘“”
® Wybrm
pvaiblah o )

e

Set of questions I:> y(l)

INPUT GRAPH

Sample one person per state
‘4 oWal

l\ BNOgton o pontal
- A
) QG{QJM”

* Vypm
# Nevabiah 4 c
Ayl
\—’\_H

\ b
X

Set of questions I:> y(4)

INPUT GRAPH

https://blogs.mathworks.com/images/loren/2017/polygonmaps2_01.png
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An approximate analogy

(o) 40
i®)
=
®©
- 35 -
30 4
25 ' | ' | ' |
-130 -120 -110 -100
Longitude

https://www.originlab.com/doc/Origin-Help/Bar-Map
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Independent Processing of samples

133 0.1]

2[-0.1 9.8]

3[0.2, 0.1]

_0 1 4[05, 1.1]
" 5[5.1, 3.5]
6[-1. 7.9]

-1
5.1

3.3 "
’ 2= GNN — yW
sé :

-9.8

-0.1

/A -10.1 => GNN => y(4)
-7.9

-13.5

11.1

INPUT GRAPH
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C. Kanatsoulis, etal. Learning Efficient Positional Encodings with Graph Neural Networks, ICLR 2025

Counting Cycles with GNNs

To maintain inductive capability the final output:

Which in practice is computed as:

1 M
y=--) v
m=1

Theorem: PEARL is strictly more
expressive than the WL-test.

PEARL can count cycles 7-node cycles with near
linear complexity.
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PEARL in practice

How to use PEARL: in practice?
Step 1: Sample node ids from a probability distribution.
Step 2: Process each set of node samples independently via a GNN.
Step 3: Summarize the outputs via empirical expectation.
Step 4: concatenate PEARL embeddings with node features X.
Step 5: pass through main GNN/Transformer as usual.
Step 6: Backpropagate gradients to train PEARL + Prediction model jointly.

A
$ \ & -
R N GNN
1 or —Y
L Transformer
/ . .:'M GNN p[ : ] — PF—
\\ Graph Representation Learning Framework
e S

Remove node attributes
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Small molecule property prediction with SignNet

Task: given a small molecule, predict its solubility

f( ~~2=,) = solubulity

IIIIIII

60% reduction in test error

Mean Absolute Error

No PE
Laplacian PE

Sign-Invariant Laplacian PE

PEARL (ours) M

0.00 0.05 0.10 0.15 0.20
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Plan for Today

Part 1:

Transformers to message passing on fully
connected graph
Part 2:

New design landscape for graph Transformers
Tokenization

Positional encoding

Modified self-attention
Part 3:

PEARL: positional encodings for graph
Transformers
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Summary: Graph Transformer Design Space

New design space for graph Transformers

/ GNN design space \ ﬂraph Transformer design spah

| JO0O0O.d
./ 4 N
T S : Transformer
- (2) Aggre a'tion (3) Modified
: GNN Layer1l /° (2) Aggreg Attention
S ﬁ.@.f...(l) Message
‘ ..... " (2) POSltlonaI E i H i i
GNN Layer 2 / - @. encoding

) Layerconnectlwty ......... ;J:. .............................. ; i E E i H
k (4) Graph augmentaticy (1) Input tokens /
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