
Homework 1
CS229T/STATS231 (Fall 2018–2019)

Please structure your writeups hierarchically: convey the overall plan before diving into details. You should
justify with words why something’s true (by algebra, convexity, etc.). There’s no need to step through a long
sequence of trivial algebraic operations. Be careful not to mix assumptions with things which are derived.
Up to two additional points will awarded for especially well-organized and elegant solutions.

Due date: Wed, Oct 10, 11pm

1. Value of labeled data (11 points)
In many applications, labeled data is expensive and therefore limited, while unlabeled data is cheap and

therefore abundant. For example, there are tons of images on the web, but getting labeled images is much
harder. What is the statistical value of having labeled data versus unlabeled data? This problem will explore
this formally using asymptotics.

Specifically, suppose we have an exponential family model over a discrete latent variable h and a discrete
observed variable x:

pθ(h, x) = exp{θ · φ(h, x)−A(θ)},

where A(θ) = log
∑
h,x exp{θ · φ(h, x)} is the usual log-partition function.

Suppose that n examples (h(1), x(1)), . . . , (h(n), x(n)) are drawn i.i.d. from some true distribution pθ∗ .
Define the following two estimators:

θ̂sup = arg max
θ∈Rd

1

n

n∑
i=1

log pθ(h
(i), x(i)) (1)

θ̂unsup = arg max
θ∈Rd

1

n

n∑
i=1

log
∑
h

pθ(h, x
(i)). (2)

The supervised estimator θ̂sup uses the variable h(i) and maximizes the joint likelihood, while the unsuper-

vised estimator θ̂unsup marginalizes out the latent variable h.
One important caveat: our results will hold when we assume that data is actually generated from our

model family and that unsupervised learning is possible. Otherwise, labeled data is worth a lot more.

a. (2 points) (supervised asymptotic variance) Compute the asymptotic variance of θ̂sup: that is,

given that
√
n(θ̂sup− θ∗)

d−→ N (0, Vsup), write an expression for Vsup that depends on expectations/variances
involving φ.

b. (2 points) (unsupervised asymptotic variance) Compute the asymptotic variance of θ̂unsup: that

is, given that
√
n(θ̂unsup − θ∗)

d−→ N (0, Vunsup), write an expression for Vunsup that depends on expectation-
s/variances involving φ.

c. (3 points) (comparing estimators) Prove that θ̂sup has lower (or equal) asymptotic variance

compared to θ̂unsup.
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d. (4 points)
Consider the exponential family

pθ(h, x) =
1

Z
exp(θhx),

where h, x ∈ {0, 1} and Z =
∑
h,x∈{0,1}2 exp(θhx).1 Essentially, (h, x) is a pair of correlated biased coin

flips, where pθ(1, 1) = exp(θ)/Z and pθ(0, 0) = pθ(0, 1) = pθ(1, 0) = 1/Z.
Suppose that you were offered the choice of having n supervised examples or αn unsupervised examples—

i.e.,

θ̂αunsup = arg max
θ∈Rd

1

αn

αn∑
i=1

log
∑
h

pθ(h, x
(i)).

Compute the asymptotic variance of θ̂sup and θ̂αunsup, denoted by Vsup and V αunsup respectively. (The

variance is always scaled up by a factor of
√
n in both cases for comparison.) Find ∆ ∈ R such that θ̂unsup

has lower asymptotic variance than θ̂sup iff α ≥ ∆.

2. Covering number of `2 and `1 ball (8 points) In this problem, we are going to derive upper bounds
on the covering number of the unit `2 ball and the unit `1 ball

Bd2 =
{
x ∈ Rd : ‖x‖2 ≤ 1

}
and Bd1 =

{
x ∈ Rd : ‖x‖1 ≤ 1

}
.

Recall that a ε-cover of a set Ω ⊂ X with respect to a metric ρ is a subset S ⊂ Ω such that for all x ∈ Ω,
there exists some x′ ∈ S such that ρ(x, x′) ≤ ε. The ε-covering number of Ω, denoted by N(Ω, ε), is defined
as the minimum cardinality of an ε-cover of Ω.

a. (3 points) (relation between covering and packing number) Covering is closely related to the
concept of packing. A ε-packing of Ω with respect to metric ρ is a subset P ⊂ Ω such that for all x 6= y ∈ P ,
ρ(x, y) ≥ ε. A ε-packing of Ω is called maximal if there does not exist another ε-packing that strictly contains
it.

Show that for any Ω, a maximal ε-packing of Ω is also a ε-covering of Ω.

b. (4 points) (packing number upper bound) It turns out that it’s generally easier to bound the
packing number from above. For ε < 1, let Bε be an arbitrary ε-packing of Bd2 with respect to Euclidean
metric (`2). Show that

|Bε| ≤
(

1 +
2

ε

)d
. (3)

c. (1 point) (covering number upper bound) Argue that for ε < 1, we have N(Bd2, ε) ≤ (1 + 2/ε)d.

1Z is often referred to as the partition function.
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d. (5 bonus points) (Covering `1 ball) For any d ≥ 1 and 1 > ε > 0, show that the ε-covering number

of Bd1 w.r.t to `2 distance is at most min{(10d)5/ε
2

, (10/ε)2d}. This suggests that the `1 ball has smaller
covering number than the `2 ball when ε & 1/

√
d (which is often the most relevant regime.)

(We can get all the points if you prove a bound of the form min{O(d)O(1/ε2), O(1/ε)O(d)} where O(·)
hides only universal constant).

3. Bias-variance tradeoff of regression problem (10 points)
In this problem, we will extend the error decomposition lemma covered in the first lecture (Lemma 3

in the scribe notes.) We will be asked to decompose the expectation of the expected loss of a linear model
over the randomness of the training loss. The decomposition will reveal the bias and variance tradeoff in
regression problems. Recall the basic setup:

Let pxy be the distribution of the examples. Let T = {(x1, y1), . . . , (xn, yn)} be a set of training data
where (xi, yi) are i.i.d from with distribution pxy. The mean-squared loss function L of linear regression is
defined as

L(w) = E(x,y)∼pxy
(w>x− y)2

Let w? be an optimal linear model defined as

w? ∈ arg minL(w) (4)

a. (3 points) Let wT be a model learned from the training data T with a deterministic algorithm
(thus wT is a deterministic function of T .) Show that the expectation of the expected loss of wT over the
randomness of T can be decomposed into

ET [L(wT )] = Ex[var(y | x)]︸ ︷︷ ︸
noise variance

+ Ex
[(

E[y | x]− w?>x
)2]

︸ ︷︷ ︸
approximation error of the function class

+ Ex
[
(w?>x− E [wT ]

>
x)2
]

︸ ︷︷ ︸
estimation bias

+Ex,T
[(
E[wT ]>x− w>T x

)2]︸ ︷︷ ︸
estimation variance

(5)

b. (3 points) Assume in addition to part a) that the data are whitened in the sense that Ex[xx>] = I
where I denotes the identity matrix. We also assume that y = v>x+ ξ, where ξ ∼ N(0, σ2) is independent
of x. Show that the optimal linear model w? = v.

c. (2 points) In addition to part a) and b), assume you are only given 1 data point (x1, y1) ∼ pxy.
Design a learning algorithm such that it outputs wT with zero estimation bias in equation (5).

d. (2 points) In the setting of part c) (observing 1 data point), design an learning algorithm that outputs
wT with zero estimation variance.
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4. Importance sampling (10 points)
Estimating the expectation of a function with respect to an intractable distribution is a fundamental

problem in statistics and machine learning, especially when doing Bayesian inference and graphical model
inference. Importance sampling is a classical technique for approximating expectations. Let’s analyze how
well it does asymptotically.

Let p be a distribution over X (where X is assumed to be finite), and let f : X → R be some function of
interest. Furthermore, suppose we have:

p(x) =
p̃(x)

Z
,

where we assume we can evaluate p̃(x) at any x, but we do not know the normalization constant Z (because
it is intractable to compute). Our goal is to estimate the expectation:

Ep[f(x)].

A standard approach to this problem is to use importance sampling. In importance sampling, we draw
n i.i.d. samples from an tractable proposal distribution q over X :

x1, . . . , xn ∼ q. (6)

Define the importance estimator to be:

f̂ =

∑n
i=1 w(xi)f(xi)∑n

i=1 w(xi)
, (7)

where w(x) = p̃(x)
q(x) is the importance weighting function.

One can check that f̂
P−→ f∗, where f∗ = Ep[f(x)].

a (introduction to delta method) In this bullet, we prepare you with a technique useful for the
questions below. The delta method2 refers to the following result. Suppose a sequence of random variable
Xn in Rd satisfies

√
n(Xn − µ)

d−→ N (0,Σ)

for some vector µ and covariance matrix Σ. Then, for any differentiable function g : Rd → Rk. Let ∇g be
the gradient of g. Thus ∇g(x) has is a matrix in Rd×k. Then, we have that

√
n(g(Xn)− g(µ))

d−→ N (0,∇g(µ)> · Σ · ∇g(µ))

You don’t have to write out the proof of this question, and you can feel free to use it in the following
questions.

b. (5 points) (asymptotic variance)

Compute the asymptotic variance of f̂ . Concretely, compute a scalar V such that
√
n(f̂−f?) d−→ N (0, V )

is true.

c. (5 points) (optimal proposal)
Compute the optimal proposal distribution q, the one that minimizes the asymptotic variance V . Of

course, q will not be efficiently computable; this question is just to get a sense of the best thing we could
hope for.

2https://en.wikipedia.org/wiki/Delta_method
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