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This class is about metric spaces and mappings between them. The study of metric embeddings
has started in the field of mathematics in the first half of the 20th century. From that perspective,
one of the most celebrated results was proven by Bourgain in 1985 [1].

The interest in metric embeddings by the computer science community started in a paper by
Linial, London, and Rabinovich [2]. They were interested in solving a generalized version of the
sparsest cut problem, and realized that metric embeddings (and Bourgain’s theorem) can be helpful
in solving graph problems. Since then, there was a lot of interest in metric embeddings in both the
mathematics and computer science communities.

1 Metric Spaces

In order to discuss mappings between metric spaces, we first need to provide the definition of a
metric space.

Definition 1.1. A metric space (𝑋, 𝑑𝑋) consists of a set of points 𝑋 and a distance function
𝑑𝑋 : 𝑋 ×𝑋 → 𝑅≥0 which satisfies the following properties:

1. For every 𝑥, 𝑦 ∈ 𝑋, 𝑑𝑋(𝑥, 𝑦) ≥ 0.

2. For every 𝑥 ∈ 𝑋, 𝑑𝑋(𝑥, 𝑥) = 0.

3. For every 𝑥, 𝑦 ∈ 𝑋 such that 𝑥 ̸= 𝑦, 𝑑𝑋(𝑥, 𝑦) > 0.

4. Symmetry: For every 𝑥, 𝑦 ∈ 𝑋, 𝑑𝑋(𝑥, 𝑦) = 𝑑𝑋(𝑦, 𝑥).

5. Triangle inequality: For every 𝑥, 𝑦, 𝑧 ∈ 𝑋, 𝑑𝑋(𝑥, 𝑦) + 𝑑𝑋(𝑦, 𝑧) ≥ 𝑑𝑋(𝑥, 𝑧).

This definition is sometimes relaxed in different ways. A set of points and a distance function
that satisfy the all of the above except property 3 (that is, we allow for two distinct points 𝑥, 𝑦 to
have distance 0) is called a semimetric. In some texts, semimetrics are referred to as pseudometrics.
Many times we will omit semi and refer to semimetrics as metrics. Some useful distance function
do not satisfy other properties that appear in the above definition (either property 4 or property
5). There are no standard names for these relaxed definitions of metrics, but they are sometimes
referred to as quasimetrics.

1.1 Graph Metrics

To illustrate the definition of a metric space, we present a family of metrics known as graph metrics.

Definition 1.2. Given an undirected graph 𝐺 = (𝑉,𝐸), the shortest path metric of the graph is
defined as follows. The set of points is the set of vertices 𝑉 , and for any 𝑢, 𝑣 ∈ 𝑉 , the distance
𝑑(𝑢, 𝑣) is the length of the shortest path connecting 𝑢 and 𝑣 in the graph.
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One can verify that the shortest path metric indeed satisfies properties 1-5 from Definition 1.1.

Example 1. Consider the complete graph with 𝑛 vertices 𝐾𝑛. Then, in the shortest path metric of
that graph, 𝑑(𝑥, 𝑦) = 1 for every two points 𝑥 ̸= 𝑦. This metric is called the uniform metric or the
equilateral metric.

We remark that the shortest path metric can also be defined over weighted graphs.
A subfamily of graph metrics, which we will encounter quite a bit, is the family of tree metrics.

A metric (𝑋, 𝑑𝑋) is said to be a tree metric if it can be represented as the shortest path metric of
a (weighted) tree: that is, there is a tree whose nodes are the points in 𝑋, and that the distance
between 𝑢, 𝑣 ∈ 𝑋 in the tree is 𝑑𝑋(𝑢, 𝑣).1 Similarly, we can also define planar graph metrics.

2 Metric Embeddings

The idea behind metric embeddings is to map “complicated” metric spaces into “simple” metric
spaces. Examples for complicated metric spaces can be documents, images, words, or other objects
with some messy definition of distance. Simple metric spaces are those where we have algorithms
for solving problems involving points in the space. For example, by mapping shortest path metrics
on general graphs to tree metrics, we will be able to use algorithms that work on trees (but not on
general graphs).

The mapping that we consider needs to preserve the structure of the original metric space. The
ideal mappings are of the following form.

Definition 2.1. A mapping 𝑓 : 𝑋 → 𝑌 of a metric space (𝑋, 𝑑𝑋) to a metric space (𝑌, 𝑑𝑌 ) is an
isometric embedding if for every two points 𝑥1, 𝑥2 ∈ 𝑋,

𝑑𝑌 (𝑓(𝑥1), 𝑓(𝑥2)) = 𝑑𝑋(𝑥1, 𝑥2).

Isometric embeddings preserve the distances between points exactly. For example, consider
any metric space which has 3 points. That metric space can be isometrically embedded into the
plane R2 with the standard Euclidean distance ℓ2 (by finding a triangle whose side lengths are the
distances between the three possible pairs of points in the 3-point metric space).2

However, in many cases, isometric embeddings are too good to be true. For example, can any
4-point metric space be isometrically embedded into the plane? The answer is no: the uniform
metric on 4 points does not embed isometrically into R2 with ℓ2 (convince yourself why). However,
the uniform metric on 4 points can be embedded isometrically into R3 with the Euclidean distance,
and in general, the 𝑛-point uniform metric can be embedded isometrically into R𝑛−1 with the
Euclidean distance.

Exercise 1. Prove the following lower bound: at least 𝑛− 1 dimensions are required to embed the
𝑛-point uniform metric into the Euclidean space.

1The definition of tree metrics is actually more general and allows the tree to include additional nodes: (𝑋, 𝑑𝑋) is
a tree metric if there is a weighted tree whose leaves are the points in 𝑋, and the length of the shortest path between
two leaves 𝑢, 𝑣 ∈ 𝑋 is 𝑑𝑋(𝑢, 𝑣).

2We will define the ℓ𝑝 distance between points later, but for now, given two 𝑛-dimensional points 𝑥 = (𝑥1, . . . , 𝑥𝑛)

and 𝑦 = (𝑦1, . . . , 𝑦𝑛), the Euclidean distance between 𝑥 and 𝑦 is

⎯⎸⎸⎷ 𝑛∑︁
𝑖=1

(𝑥𝑖 − 𝑦𝑖))
2.
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A natural question that follows is: can any 𝑛-point metric be embedded isometrically into the
Euclidean space (with any number of dimensions)? The answer is again no. Two examples of
4-point metric spaces that do not embed isometrically into the Euclidean space are the following
graph metrics.

Exercise 2. Prove that the above two metrics do not embed isometrically into the Euclidean space
(with any dimension).

Since isometric embeddings often do not exist, we will be interested in studying embeddings
that allow the distances to change a little bit (while still approximately preserving the structure of
the original metric space). The key notion we will need for that is the distortion of an embedding.

Definition 2.2. A mapping 𝑓 : 𝑋 → 𝑌 of a metric space (𝑋, 𝑑𝑋) to a metric space (𝑌, 𝑑𝑌 ) is an
embedding with distortion 𝛼 if there exists a constant 𝑟 > 0 such that for every 𝑥1, 𝑥2 ∈ 𝑋,

𝑟 · 𝑑𝑋(𝑥1, 𝑥2) ≤ 𝑑𝑌 (𝑓(𝑥1), 𝑓(𝑥2)) ≤ 𝛼𝑟 · 𝑑𝑋(𝑥1, 𝑥2).

More precisely, the distortion of an embedding 𝑓 is the infimum of all 𝛼 such that 𝑓 satisfies the
above the definition of an embedding with distortion 𝛼. The scaling by 𝑟 means that we care about
approximately preserving the ratio between distances. Isometric embeddings are embeddings with
distortion 1. In general, our goal will be to find embeddings with as low distortion as possible.

Before we continue, we remark that low-distortion embeddings are also referred to as bi-Lipschitz
embeddings. This term comes from the following definition.

Definition 2.3. Let 𝑓 : 𝑋 → 𝑌 be a mapping from (𝑋, 𝑑𝑋) to (𝑌, 𝑑𝑌 ). 𝑓 is 𝐶-Lipschitz if for
every 𝑥1, 𝑥2 ∈ 𝑋, 𝑑𝑌 (𝑓(𝑥1), 𝑓(𝑥2)) ≤ 𝐶 · 𝑑𝑋(𝑥1, 𝑥2). The Lipschitz constant of 𝑓 is defined as

‖𝑓‖𝐿𝑖𝑝 = sup
𝑥1,𝑥2∈𝑋

{︂
𝑑𝑌 (𝑓(𝑥1), 𝑓(𝑥2))

𝑑𝑋(𝑥1, 𝑥2)

}︂
.

Using the above definition, if 𝑓 is a bijection, the distortion of 𝑓 is ‖𝑓‖𝐿𝑖𝑝 · ‖𝑓−1‖𝐿𝑖𝑝.

2.1 Normed Spaces

We proceed to describe an important family of metrics. We start with the definition of a norm.

Definition 2.4. A norm on a real vector space 𝑍 is a mapping that assigns a real number ‖𝑥‖ ∈ R≥0

to every vector 𝑥 ∈ 𝑍, and has the following properties:

1. ‖𝑥‖ = 0 if and only if 𝑥 = 0.

2. ‖𝛼𝑥‖ = |𝛼|‖𝑥‖.

3. Triangle inequality: ‖𝑥 + 𝑦‖ ≤ ‖𝑥‖ + ‖𝑦‖.
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Given a vector space 𝑍 and a norm, the associated metric uses the distance function 𝑑(𝑥, 𝑦) =
‖𝑥− 𝑦‖.

The norms that we study are almost exclusively going to be ℓ𝑝 norms, defined as follows: The
ℓ𝑝 norm of a vector 𝑥 ∈ R𝑘 is

‖𝑥‖𝑝 =

(︃
𝑘∑︁

𝑖=1

|𝑥𝑖|𝑝
)︃1/𝑝

.

We will use ℓ𝑘𝑝 to denote the metric space of R𝑘 equipped with the ℓ𝑝 distance. One particular ℓ𝑝
norm that we mentioned earlier is the Euclidean norm ℓ2.

The norms we will consider most frequently are ℓ1, ℓ2, and ℓ∞ (which is defined as ‖𝑥‖∞ =
max

𝑖
|𝑥𝑖|). A good way to compare these norms visually is to consider the set of all unit vectors

{𝑥 | ‖𝑥‖ = 1}.

ℓ1
ℓ2 ℓ∞

For ℓ𝑝 with 1 < 𝑝 < 2, the unit sphere will be between that of ℓ1 and ℓ2. For 𝑝 > 2, the unit
sphere will be between that of ℓ2 and ℓ∞.

When using the above definition of the ℓ𝑝 norm for 𝑝 < 1, the result is not a norm (and the
associated distance function does not define a metric space). One way to see that is that the unit
ball {𝑥 | ‖𝑥‖𝑝 ≤ 1} for 𝑝 < 1 is not convex, while the unit ball in any norm must be convex.

However, the distance function 𝑑𝑝(𝑥, 𝑦) =

𝑘∑︁
𝑖=1

|𝑥𝑖 − 𝑦𝑖|𝑝 (defined over R𝑘) is a metric which can be

useful. When 𝑝 → 0, this becomes Hamming distance: the distance between 𝑥 and 𝑦 is the number
of coordinates in which they differ.

Exercise 3. Prove that for any norm, the unit ball must be convex.

Definition 2.5. A metric (𝑋, 𝑑) is an ℓ𝑝 metric if it embeds isometrically into ℓ𝑘𝑝 for some 𝑘 ∈ N.

We also use the following terms. A Euclidean metric is an ℓ2 metric. A line metric is a metric
that embeds isometrically into ℓ11. A cut metric is a line metric that uses only the two points 0 and
1, that is, a metric that embeds isometrically into {0, 1} with the ℓ1 distance. Cut metrics will be
useful in problems where we need to partition graphs: instead of partitioning a graph, we can find
a cut metric.

3 What’s Next?

At the beginning of class, we mentioned the following theorem by Bourgain [1].

Theorem 3.1 (Bourgain [1]). Any metric on 𝑛 points embeds into ℓ2 with distortion 𝑂(log 𝑛).
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It turns out that there is also a matching lower bound of Ω(log 𝑛) [2].
The original result by Bourgain was not given from an algorithmic perspective: the embedding

used an exponential number of dimensions. This was later improved was Linial, London, and
Rabinovich [2], who showed how to implement this embedding efficiently. They also showed that
this is the right tool for solving the sparsest cut problem, and provided an 𝑂(log 𝑛)-approximation.

In their algorithm, they solve a linear program and get a metric. However, they needed the
resulting metric to be an ℓ1 metric, and that’s where they used Bourgain’s theorem. In following
works, other people solved linear or semidefinite programs in order to get a metric, and used the
result to get cut metrics (that correspond to partitions). We will see examples later in this course.

Another topic we will see is embeddings into tree metrics. The motivation comes from the fact
that some problems we only know how to solve on trees, and if we could embed other metrics into
trees, we would be able to (approximately) solve the problems in the original metrics.

However, this is a bit too optimistic: embedding some metric spaces into tree metrics requires
large distortion. For example, if we consider the shortest path metric on a cycle graph with 𝑛
vertices, the distortion for any embedding into a tree metric is at least Ω(𝑛).

One way to work around this problem is the following. Consider the cycle graph with 𝑛 vertices,
pick one edge in the graph uniformly at random, and remove it. The resulting graph is a tree (in
fact, a line). In the corresponding metric, the distances could only grow larger compared to the
original metric. In particular, some distances increased by a factor of Ω(𝑛), and thus the distortion
of this (implicit) embedding is Ω(𝑛). However, if we think about picking a random edge to remove
as a distribution over lines (or tree metrics), it can be shown that in expectation, each distance is
increased by a factor of 2 (𝐸[𝑑(𝑓(𝑥), 𝑓(𝑦))] ≤ 2𝑑(𝑥, 𝑦)). That is, we get a probabilistic embedding
with expected distortion 2. In general, we will show that when we allow this form of randomization,
𝑛-point metrics can be embedded into tree metrics with expected distortion 𝑂(log 𝑛). These results
were motivated by online algorithms.

The last topic we will see in the course is vector representations for words or nodes in a graph,
and embeddings into hyperbolic spaces.
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