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Abstract— This report discusses the algorithm we 

implemented to recognize a painting from 33 classes of paintings 
given to us. In addition to outlining the algorithm steps, we 
summarize the results our algorithm achieved on the set of 
training images given to us in addition to test images we 
obtained from the Cantor Art Center. 
 
 
 

I. INTRODUCTION 

The goal of this project was to develop a technique which 
recognizes paintings on display in the Cantor Arts Center 
based on snapshots taken with a camera-phone Nokia N93. 
This sort of technique could be used as part of an electronic 
museum guide; the user would point her/his camera-phone at 
a painting of interest and would hear commentary based on 
the recognition result. This sort of applications implemented 
on hand-held mobile devices is referred to as "augmented 
reality". In this project we had to develop the image 
processing algorithm that would recognize a test painting 
from the 33 given training paintings available to us. 

The algorithm that we used to recognize the paintings is 
divided in two main parts: 
 

1. Finding the painting in the image and transforming it so 
that it fits in a 50x50 pixel square. 

2. Recognizing the painting by extracting its lower 
dimensional features using eigen-images method and 
classifying it by using Euclidean nearest neighbour 
classifier. 

 
As part of our algorithm developing stage, we also tried to 
extract image features using the fisher-images technique [2] 
which gave us worse performance than the eigen-image 
technique. We tested our algorithm on 132 newly obtained 
images from the same paintings and we correctly recognized 
99% of them, with an average recognition time of 0.5 
seconds. The paper describes the steps involved in our 
recognition algorithm. 

 
 
 
 

 
 

II.  RECOGNITION ALGORITHM 

 

1. Frame Recognition and Flat Projection 

 
The first part follows a succession of independent steps to 
find the painting in the input image, rotate and scale it in an 
appropriate manner so it fits into a 50x50 pixel square: 
 

1. Loading and resizing the image 
2. Color balancing 
3. Color space conversions and thresholding 
4. Filtering 
5. Region labelling 
6. Finding the corners 
7. Projecting on a flat square 
8. Equalizing 

 
1.1 Load and resize the image 

 
The first mandatory step is, of course to load the 

image. A time analysis of the whole algorithm (loading 
included) reveals that this step is the most time consuming 
(1.2s in average to load an image with the Matlab function 
imread() to be compared with the 0.4s taken to compute 
the remaining steps). 

However, since the images are quite big, we can resize 
them to reduce the time consumption for each of the 
following steps. The resizing factor is adaptive and chosen 
such that the resulting surface of the whole image is 
constant. This adaptive resizing factor allows input images 
of different sizes (very useful when we used the new set of 
testing images taken with a different camera). The Matlab 
function imresize() realizes the resizing operation, 
applying first a low pass filter to avoid aliasing effects. 
The low-pass filter also reduces extensively the noise of 
the input image.  

On the other hand, resizing the image decreases the 
definition and changes the histograms of the color 
components so a trade-off has to be found. The best 
analysis to find this trade-off is still the human analysis. As 
long as a human can still easily recognize the painting on 
the input image after resizing, the recognition algorithm 
should be able to do so. We this approach, we find that 
input images should have areas not less 250x250 pixels.  
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1.2 Color balancing 
 

Even if the camera may have a built-in color balancing 
algorithm, it is better to insure that the colors are well 
balanced. This was particularly useful when we used the 
set of new images taken with a different camera. To do so, 
we chose the grey-world algorithm seen in class for which 
the time consumption is negligible. 
 

1.3 Color space conversions and thresholding 
 

The next step is the most critical. To find the painting 
parts in the input image, we chose to look for the ‘only 
black’ or ‘colored’ pixels. Indeed, since all the paintings 
are always in a museum, the background is always the 
same color and most probably white.  

On the input image, the white background appears in 
different grey levels. The grey pixels with intensity in 
[40,255] are most often background whereas the grey 
pixels with intensity below 40 are close to black and often 
belong to paintings. This is our first criteria. We keep the 
pixel with intensity bellow 40. 

To find the ‘colored’ pixels, we change the color space 
to be independent from the lighting. We use the YCbCr 
space and take the average between the red and blue 
chroma components as a first measure of ‘colorness’. We 
also use the saturation in the HSV (Hue, Saturation, and 
Value) color space as a measure of the intensity of the 
color.  

Histograms of these two measures have overall the 
same shape. We can model them as the mix of two 
populations with Gaussian distributions. The paintings 
have a Gaussian distribution which is added to the 
Gaussian distribution of the background. However, in our 
case, the paintings always represents a much smaller part 
of the image than the background and the Gaussian 
distribution of the paintings can be neglected as a first 
approximation when computing the mean or variance of 
our distributions. The adaptive threshold is chosen such 
that we only keep what is outside the main part of the 
background distribution. Since we assume a Gaussian 
distribution for the background and neglect the effect of 
the foreground on the distribution this threshold is 
approximately the mean plus the half the full width at half 
maximum: 
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For each color measure (average of Cb and Cr and 

saturation), we compute the previous adaptive threshold 
and only keep the pixel above. We end up with one mask 
for the ‘only black’ pixels and two masks for the ‘colored’ 
pixels that we combined with a OR operations. The two 
masks for the ‘colored’ pixels are not both necessarily and 
may be redundant for some pixels but they improve the 
robustness of the algorithm without increasing a lot the 
time consumption. They may be redundant for some pixel 
but also complementary for others because the RGB to 
YCbCr transformation is linear whereas the RGB to HSV 
transformation is not linear. 
 

1.4 Filtering 
 

The resulting mask accounting for paintings region in 
the original image is quite good but has sometimes 
unwanted isolated 1 pixel or wanted missing 1 pixel. The 
first ones are the result of noise in the original image 
whereas the second ones are pixels just under the adaptive 
threshold which have not been selected but belong to 
paintings. Luckily, these two types of pixels can be easily 

Background 

Painting 

 
Figure 2: Cb and Cr chroma histogram 

Background 

Painting 

 
Figure 1: Saturation histogram of background and painting 
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recognized by their neighbourhood configuration. The 
noisy pixels are quite lonely and can are removed with a 
majority filter using a 3x3 structuring element. The 
missing pixels are surrounded by filled pixels and can be 
recovered by a dilation followed by erosion. The 
structuring element is a square since the frames are often 
oriented horizontally or vertically and the size depends on 
the first resizing step. For our 200x200 pixels input 
images, the structuring element has a size of 5x5 pixels. 

 

 

 

1.5 Region labelling 
 

The previous steps give us a clean mask representing 
the regions of paintings in the original image. We now 
have to select between the given regions which one is the 
main painting. To do so, we first find the connected 
regions with the bwlabel() Matlab function. We then 
choose the one which has the largest filled area (computed 
as the area of the bounding box of the region) and which is 
closest to the centre. Selecting the painting only comparing 
the areas is not robust enough when they are several 
paintings in the input image. That is why we also use the 
distance of each region from the centre of the input image. 
Finally, we choose the region which has the highest ratio: 

agee input imnter of throm the cedistance f

area
ratio =  

 
1.6 Finding the corners 

 
The region we get from the previous step represents the 

painting we are trying to recognize. From the 
regionprops() Matlab function we can easily get the 
bounding box of this region. However, since the painting 
may be rotated or distorted by an unknown projection the 
corners of the bounding box are not, in general, the 
corners of the painting. 
To find the corners of the painting, we start from the 
corners of the bounding box. Depending on which corner 
we start from, we progress in diagonal and for each new 
point in the diagonal we check if there is a 1 in the mask in 
the other diagonal. Like this, we find the four corners of 
the painting without having to go through the whole 
bounding box. This corner detector has negligible time 
consumption. 
 

 
 

Figure 5: Mask after dilation and erosion 

Figure 4: Mask after majority filter 

Figure 3: Black mask +saturation + CbCr mask 

Start from the corner of the bounding box, for each 
step in the diagonal, check if there is 1 pixel in the 
diagonal. 

Corner found here! 
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1.7 Projecting on a flat square 
 
In general, the pictures are not taken from a perpendicular 

angle to the target. Hence, the resulting paintings are not 
rectangular but distorted by an unknown projection. The 
general perspective projection transformation is [1]: 
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And the inhomogeneous coordinates after normalization are: 
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The scaling factor is not relevant and reduces the degrees of 
freedom to 8. 

To find a sort of inverse projection putting back the 
painting in a perpendicular plane we have to have 8 
equations. If we choose the new position of the corners of the 
painting after the projection we have 2 equations for each 
point (one equation per coordinate) so we have exactly 8 
equations. We choose that the new painting must be square 
with size 50x50 pixels. This new size is chosen so that a 
human can still easily recognize the paintings after the 
projection. 

Our 8 equations for the four corners: down left (dl), upper 
left (ur), down right (dr), and upper right (ur), look like: 
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Where the same equation is considered for the other three 
corners: (x’ul, y’ul), (x’ur, y’ur), and (x’ lr, y’ lr). 
 
This is equivalent to: 
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We are looking for H such that AH = 0 and therefore, every 
vector in the null space of A is a solution. 

After finding a solution to the previous system, we project 
the region corresponding to the painting in the bounding box 
to a 50x50pixels square. This little square contains the whole 
painting and can be easily and quickly compared to any 
reference template. 
 

1.8 Equalizing 
 
To achieve our pre-processing, we equalize the histogram 

of our aligned square in order to reduce the influence of 
lighting. We see that we can easily recognize if two squares 
are from different class but hardly distinguish two different 
squares from the same class. This means that the pre-
processing step has effectively segmented, resized, aligned 
and equalized the original images. We are ready for 
classification with the eigen-images. 

 

                   
 

                   
 

2.  Painting Recognition  

The painting recognition part contained two steps: 
1. Feature extraction using eigen-images method 
2. Classification using nearest neighbor 

Eigen-image Algorithm: 
1. Training set 

Our training set, F = (f1, f2, …, f99), are the processed 
image vectors of size 2500. Each image belongs to one of 
the 33 painting classes {P1, P2, …, P33}.  
2. Obtain the average image 

Compute mean Image µ by averaging over the 99 
training images. 
3. Compute the Eigen-images 

• create the training set matrix S by subtracting the 
mean image from all the training images: 

S = (f1- µ, f2- µ, …, f99- µ), 
• Use the Sirovich and Kirby method and compute 

the 99 x 99 matrix L: 
L = STS 

• Compute the 99 eigenvectors vi of matrix L and 
sort the eigenvectors according to decreasing 
order of their respective eigen-values. 

• Compute the eigen-images ei  
ei = Svi 

•  In this step we also eliminated the eigen-images 
that corresponded to very small eigen-values and 
normalized the eigen-images as suggested by [3]. 

4. Compute new feature vectors 
Our new feature vectors yi are obtained by projecting 

the images in the 40 dimensional eigen-image space: 
yi = ei (fi – µ) 
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2.1 Feature extraction using eigen-images method 

 
After applying step 1 to all 99 training data images given 

to us, we now have a set of 99 images each 50x50 pixels. 
Converting the images to column vectors, the dimension of 
each image data will be 2500 which is a high number when 
computation time is of importance.  

To reduce the dimensionality of these images, we 
calculated the first 40 PCA or KLT [1] coefficients of all 
processed training images. We used the PCA because of its 
energy concentration property: no other linear transform 
projection can concentrate more energy on its first N 
principle projection than the PCA. In other words, PCA 
captures the highest amount of variation in a data set than 
any other linear transform for a fixed number of principal 
components. The algorithm that we used to compute the 
lower dimensional feature set is outlined below.  

We choose to use the first 40 eigen-images for projecting 
our data since it concentrated about 90% of the energy of the 
training data. We did not gain much speed by reducing the 
number of eigen-images and therefore, we projected the 
training images to the 40-dimensional eigen-space. 
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2.2 Feature extraction using fisher-images 
In an attempt to improve our feature set, we used the 

fisher-images technique [2] to project the 50x50 images to 
a lower dimensional feature space that enhance the 
recognition task. In this scheme we are not only 
maximizing the variation among all the training images (as 
in KLT) but also minimizing the variation within each 
training class. We implemented this method as described 
in [1, 2] by first applying KLT to reduce the dimension of 
the feature space and then applying the fisher linear 
discriminant by finding the general eigenvectors of their 
within and between scatter matrices and projecting them 
on the subspace of eigenvectors.  

Extensive analysis using challenging test images showed 
that contrary to our initial belief, the eigen-images method 
consistently outperforms the fisher-image method by about 
2% (misclassification rate) for our recognition task in less 

time. The fisher method created more separable (in 
Euclidean sense) feature sets but was very sensitive to our 
alignment algorithm. This was because the fisher linear 
discriminant tries to minimize variation within classes and 
hence small alignment variation in our 50x50 images 
changes the set of fisher-image vectors. Due to the better 
classification performance, higher robustness to our 
alignment algorithm and faster run time we decided to go 
with the eigen-image method for this project.  

 
2.3 Classification using nearest neighbor method 
 
We used the nearest neighbor classifier to classify the 

paintings. When a new test image arrives, we first obtain its 
40-dimensional projection as described above and then find 
its Euclidean distance to all 99 training features. We then 
find the training feature closest to the test feature and assign 
the title of the training feature to our test image. We could 
have used a more sophisticated classifier but since we were 
getting almost perfect classification on our challenging test 
data (further explained in the results section) using the fast 
nearest neighbor classifier, we did not consider more 
sophisticated and consequently more time-consuming 
classifiers. 

III.  RESULTS 

1 Training Set 
 

Our training set is the set of 99 images given to us. We 
first apply frame recognition and flat projection to all the 
data set to obtain 2500 dimensional image vector for each 
training data. We then compute a 40-dimensional feature for 
each image using the eigen-images method. Our final training 
matrix has size 40x99. Initially, we wanted to expand our 
training set by including more images of the painting which 
we obtained by taking more digital images of the paintings 
(Olympus camera was used); however, further analysis of our 
new images showed that the lighting and color characteristic 
of these images considerably varied with the training data 
provided to us and hence we decided to just use the new 
images for testing the performance of our classifier. 
 
2 Test Set 
 

In order to build our test dataset, we obtained 4 new 
images for each painting class (total of 132 images) using the 
FE-150 Olympus digital camera. When taking the pictures, 
we considered the sort of images that the camera phone 
would be able to capture in a typical day at a Museum with 
people walking around. We realized that it would be hard to 
avoid capturing random people in the image frame and hence 
some of our test images included one of us standing next to 
the painting. Two examples of such test images are shown 
below. 
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3 Performance Evaluations 
 
We evaluated the performance of our classifier after training 
it on 99 images given to us and testing its performance on 
both training and test data set. 
 The two cases that we considered were reducing the image 
sizes from the original size to 50x50 (case 1) and 45x45 
(case 2) and then extracting their 40-dimensional features. 
The results of our recognition algorithm for both cases are 
summarized in Table 1. Even though Table 1 shows that 
downsizing the images to 45x45 gives us slightly better 
results in terms of recognition, a closer look at the results of 
the alignment algorithm, we realized that the alignment 
algorithm’s performance has degraded and perhaps a harder 
test image would be easily misaligned due to size of the 
structuring element.      

The algorithm only misrecognized the following two 
images for case 1 (case 2 misrecognized only the one on the 
left): 
 

        
 

It is very obvious that these two test images are under very 
challenging light conditions and if we look at their pre-
feature-extracted images (50x50), we can clearly see the 
challenge that the feature-extractor and classifier are facing: 
 

                   
 

 Hence we conclude that given reasonable test images, our 
image recognizer perfectly recognizes the paintings in about 
0.5 seconds.  
 
 

 
 

IV.  CONCLUSION 

 
With this project, we have implemented and tested a lot of 

the image processing algorithms seen in class. The efficiency 
of the simple algorithms really depends of the context of the 
application. The complex algorithms are more robust but also 
more time consuming. For our specific application where 
time consumption is a critical point but where robustness is 
also mandatory we had to find a trade off in the existing 
algorithms and to develop some specific algorithms. 
Creativity has been in the center of our approach for this 
problem. The really specific algorithms we came up with 
such as the corner finder or the projection finder are really 
robust and impressively fast. They play a huge role is the 
final time consumption (below 0.4s per image without 
loading time). Nevertheless they are specific to our 
application and might not work as well for any other image 
recognition problem. 

Our results clearly show that a cell-phone could be used to 
recognize a painting in a reasonable time and play or display 
relevant comments about it. Our test images, taken with 
another camera, in much more challenging situations have 
proven the robustness of our approach. 
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 percentage 
misclassified 
training images 

percentage 
misclassified test 
images 

average running 
time for 
recognizing 
training images  

Average running 
time for 
recognizing   test 
images 

Case 1 (50x50) 0/99 = %0 2/132= 1.5% 0.5098 0.5992 
Case 2 
(45x45) 

0/99 = %0 1/132=0.76% 0.4289 0.5367 
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VI.  APPENDIX 

 
Log of the project:  
Some final code touch ups and analysis were done 
collaboratively. Most of the extra test images were obtained 
together at the Cantor Art Center. Sharareh had to go back to 
collect more images for the paintings that had few missing 
test images. 
 

Vincent Gire • Developing 1st part of the 
algorithm: 

• Frame Recognition and Flat 
Projection: Color balancing and 
space conversion, thresholding, 
Filtering, Region labelling, Finding 
the corners, Projecting on a flat 
square, Equalizing. 

• Testing part 1 
• Collaborative testing and analysis 

of final results 
• Report on part 1, and conclusion  
 

Sharareh 
Noorbaloochi 

• Developing 2nd part of the 
algorithm: 
Feature extraction using eigen-
image method and fisher-image 
method, classifying NN 
classification, connecting part 1 
and 2: identify_painting.m. 

• Testing classifier and comparing 
eigen and fisher methods. 

• Collaborative testing and analysis 
of final results 

• Report on part 2, introduction, and 
results section, adding equations to 
part 1 of report, and formatting and 
editing. 

 
 


