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Abstract— This report presents an algorithm which matches
photographs of paintings to a small database. The algorithmuses
a modified SIFT approach to match keypoints between paintings.
The algorithm is somewhat invariant to size and rotation, highly
invariant to perspective change and noise, and can tolerate
multiple images in the field of view. Significant optimization was
performed, leading to a typical identification time of 900 mson
an Intel Core Duo 1.67 GHz computer.

I. I NTRODUCTION

There are many applications that are starting to leverage
the growing market penetration of cellphones with cameras.
One possible system would use image processing to interpret
a photograph taken by a cellphone camera, providing context-
sensitive information to the user.

A specific example of this is the identification of paintings
at an art gallery. After identifying a painting automatically, a
cellphone could function as a virtual tour guide—for example
by providing a short audio guide to the painting.

This report details an algorithm which successfully identi-
fies paintings based on photographs taken with a cellphone.
The algorithm borrows elements from theScale Invariant
Feature Transform (SIFT) described in [1]–[3]. A number of
simplifications and modifications made implementation easier
and faster, and decreased algorithm run time.

II. A LGORITHM SELECTION

A. Problem analysis

The images in the training set have, in general, a number
of promising qualities:

• High resolution
• Relatively low noise
• Consistent rotational alignment
• Consistent lighting
• All parts of the painting, including the frame, present

However, there are a number of challenges. The images in the
set sometimes have:

• Significantly changed perspective
• Variation in painting size (up to a factor of two)
• Other paintings present, especially at the sides of the

images
• Other objects present
• Unusually shaped frames

The first, naı̈ve, approach that the author attempted was
to try and leverage the presence of the frame to align the
initial image. If good alignment and deskewing were pos-
sible, approaches such as correlation or eigenimages could

potentially work well. Various strategies were trialled, in-
corporating elements of morphological image processing and
edge detection, but it was rapidly decided that this scheme
would be difficult to make robust. Even if the images could
be successfully aligned, it would still be relatively difficult and
computationally intensive to determine the best match.

A second approach that was briefly considered was match-
ing global image characteristics. For example, histogramsof
color values could be compared. Brief experimentation made
this approach unattractive, however, as all spatial information
is ignored, good masking of the region of interest is still
required, and it would be highly sensitive to even small
changes in illumination.

B. The chosen approach

The final algorithm is based on identifying stable keypoints
for a particular painting, extracting descriptive information
around the points, and comparing them to a database of
previously identified keypoints. This approach offers good
robustness to changes in alignment, perspective and lighting.
It also has the attractive feature of simple and automatic
training. Example code, such as in [3], [4], was tested and
gave spectacularly good results.

III. A LGORITHM DESCRIPTION

This section describes the complete algorithm used to
identify paintings. The steps used to identify a painting are:

1) Load descriptor database.
2) Preprocess image (scaling, grayscale conversion, nor-

malization).
3) Create Difference of Gaussian (DoG) stack.
4) Find keypoints.
5) Create descriptors by inspecting gradients around key-

points.
6) Compare descriptors to database.

Typical processing time is 900 ms. The approximate portion
of time taken by each of the steps is represented by the length
of the bars in Figure 1.

Each of the steps is now described in more detail.

A. Image preprocessing

The images in the training set are all large,2048 × 1536
color images. This gives considerably more information than
is required to identify the paintings. To reduce the information
and speed up processing, the algorithm first subsamples input
images to400× 400. (The consequent change in aspect ratio
is arbitrary and harmless, as it is consistently applied to all
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Fig. 1. Major processing steps, with bars indicating processing time.

images.) Images are also converted to grayscale for simplicity
and speed, with pixel values normalized to the range[0, 256].

The test set shows relatively consistently illuminated paint-
ings, and thus, although various equalization strategies were
tested, they were found to be unnecessary.

B. Robust keypoints

The most important part of the algorithm is the identification
of robust points of interest, orkeypoints, that can be found
in multiple views of the same object. The chosen strategy
is to find scale-space extrema, in a scale space created by
progressively Gaussian blurring the input image, as described
in [2]. In particular, suppose the input image isI(x, y). Define
a filter kernel

U(x, y, σ) = ke
−

x
2+y

2

2σ2 ,

wherek ∈ R is a normalizing constant andσ is the degree of
blurring. Then, Gaussian blurred imagesL(x, y, σ) are created
by convolving the input image with the filter kernel,i.e.,

L(x, y, σ) = U(x, y, σ) ∗ I(x, y).

Next, a DoG stack{D(x, y, i)} is formed by finding the
difference between successive blurred images,i.e.,

D(x, y, i) = L(x, y, σi+1) − L(x, y, σi).

This is efficient to compute, as the two-dimensional convo-
lution can be decomposed into two one-dimensional convo-
lutions, each with a short kernel of length seven. This scale
space construction has been found in the literature to give good
performance [5].

Next, the algorithm finds local extrema in the DoG stack.
A local maximum (minimum) in a layer of the DoG stack is a
point that is greater than (less than) all adjacent points within
the layer, and greater than (less than) all nine nearest points
in the layer above, and nine nearest points in the layer below.
This is the last time the DoG stack is used: all subsequent
processing uses the blurred images{L(x, y, σi)}.

Once a local extremum is identified, a number of checks
are made to see if it is a good choice for a keypoint. First,
(discrete approximations to) the gradients near the extremum,
Dx and Dy, are calculated. Points are rejected if eitherDx

or Dy are small. This will reject non-corner points along the
nearly horizontal, or nearly vertical, edges of the pictureframe,
which are likely to be poorly localized.
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Fig. 2. Number of keypoints found in test set images.

Next, and again as described in [2], the2 × 2 HessianH

is calculated at each extremum for further elimination of edge
responses. Here the Hessian is approximated by

H =

[

Dxx Dxy

Dxy Dyy

]

.

The eigendecomposition ofH describes the local geometry
at the extremum. In particular, the ratio of the eigenvaluesof
H gives a measure of the ‘cornerness’ of the point: if the
eigenvalues are similar in magnitude, the point representsa
sharp corner that is easy to localize. Extrema with excessive
eigenvalue ratios are discarded, as they are likely to be placed
on not corners but edges, and edges are not as robust as corners
and are unlikely to be reliable.

Rather than calculate the eigenvalues directly, a fast scheme
for finding a measure of the eigenvalue ratio, proposed in [6]
and used in [2], is used here, too. Specifically, ifr is the ratio
threshold of the larger to smaller eigenvalue, calculate

tr(H) = Dxx + Dyy

and
det(H) = DxxDyy − (Dxy)2.

Discard the point if

tr(H)2

det(H)
>

(r + 1)2

r
.

The final choice ofr was12.
The number of keypoints found varies, but the algorithm

typically finds more than 50 keypoints in a400× 400 image.
In some applications more keypoints may be useful, but here
50 is plenty. Figure 2 shows the number of keypoints found
in a set of 66 images, while Figure 3 shows a sample image
and its keypoints.

C. Descriptors

Once robust keypoints have been identified, a descriptor
is created to describe conditions around the keypoint. The



Fig. 3. Sample image showing keypoints.

descriptor is later used to establish correspondence with key-
points from other images.

Many different descriptors have been used in the literature
[5], [7]. While it is possible for the descriptor to simply
describe the actual pixel values near the keypoint, a more
effective approach uses a descriptor that describes the gradient
around the keypoint. This replaces dependence on the exact
pixel values with dependence on pixel value relationships,
which are less sensitive to common perturbations such as
changes in brightness.

The descriptor chosen for this application divides the region
around a keypoint into six circular sectors. Within each sector,
the discretized gradient at each pixel is calculated, and added
to a histogram. Gradients are placed into20 bins according
to their angle, and weighted according to their magnitude.
Figure 4 shows a diagram of this scheme. While various
weightings (such as Gaussian weighting propotional to the
distance from the keypoint) were tried, in the end a simple,
uniformly weighted circular region of 18 pixels around each
keypoint was found to be effective.

However, the above scheme, left as-is, would be highly sen-
sitive to exact pixel placement and small changes in rotation.
To reduce this dependence, gradient values are ‘blurred’ across
adjacent sectors and into nearby bins. A single gradient value
influences six bins, in each of up to two sectors. The influence
of a gradient value is proportional to its distance from the
center of a bin or sector.

Once all the neighboring pixels are accumulated into the
histograms, they are vectorized and normalized. The common
approach of Euclidean normalization (so that a descriptor∆
has ‖∆‖2 = 1) was used at first, but it was found that
normalizing with respect to the1-norm (by setting‖∆‖1 = 1)
was more effective. It is interesting to note that most SIFT
implementations normalize descriptors with Euclidean normal-
ization, saturate any large elements and then re-normalize. This
will have a similar effect to using the1-norm.

While SIFT schemes often have rotational invariance, it is

Fig. 4. Feature descriptor layout. Each arrow is a histogrambin.

not needed in this problem setting, as images are relatively
consistently aligned. In fact, a crude implementation of rota-
tional invariance reduced accuracy.

D. Matching descriptors

Matching descriptors between two separate images can be
used as a proxy for matching the content of the images.
To identify a painting, descriptors in the input image are
compared to those from a database.

Suppose an input descriptor∆ is to be matched to a
database. The closest match in the database is defined as the
descriptor∆̂ which minimizes

ε1 = ‖∆ − ∆̂‖1 =
1

N

N
∑

i=1

|∆i − ∆̂i|.

The second-best match, with distanceε2, is identified simi-
larly.

A possible scheme for determining if∆ and ∆̂ match
would be to look at the magnitude ofε1 and decide there
is correspondence if it is below a certain threshold. However,
this treats all keypoints as if they have equal discriminating
power. If there are two similar descriptors in the database,
belonging to different images, a small value ofε1 may belie
the accuracy of the correspondence. Likewise, even ifε1 is
relatively large,∆̂ may match∆ considerably better than all
other descriptors, indicating a likely correspondence.

Thus, it is better to instead inspect the ratioη = ε2

ε1
.

Assuming that there is a match in the database, a large value
of η means that the best match is much better than the next-
nearest match, and thus there is a good chance that∆ and∆̂
indeed come from the same keypoint. If the database is large,
the probability of a descriptor, without a legitimate matchin
the database, producing a largeη, is small.

E. Matching a painting

To identify correspondence to a painting, a valueηthresh

is chosen. If a descriptor from the test image results in an



Fig. 5. A pair of images showing four matches.
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Fig. 6. Image processing times.

η > ηthresh, a vote is cast for the painting which produced
∆̂. Once all descriptors have been analyzed, the match is the
painting with the most votes.

The threshold valueηthresh was hand tuned to the database
for the desired ratio of false positives to false negatives.A
value ofηthresh = 1.7 was eventually chosen. Figure 5 shows
two images of the same painting, with four example matches
connected with lines.

IV. PERFORMANCE

The algorithm was developed in Matlab. Once a basic
implementation of the algorithm was successfully working,
some parts were rewritten in C to increase performance. In
the end, two parts of the algorithm (viz. finding local extrema
and calculatingη1) were written in C. Extensive profiling
was employed to find which parts of the algorithm needed
improvement. Algorithmic improvements were carried out
simultaneously with performance improvements.

While the algorithm intially took more than30 seconds per
image, the final version requires an average of0.9 seconds.
Figure 6 shows the distribution of processing times from a66
image test set. Nearly half the images are processed in about
half a second.

Two especially significant speed improvements are detailed
below.

A. Resampling

The first step in the algorithm, as previously described, is
resizing the image. Ideally, the image would be filtered before
subsampling to prevent aliasing. However, filtering is relatively
computationally intensive, and does not significantly improve
performance. Thus, it is omitted. Similarly, nearest neighbor
interpolation is chosen, as it is significantly faster than bilinear
interpolation yet introduces only a small accuracy penalty.

B. Early termination

The only goal of the algorithm is correct painting iden-
tification. Rather than calculate all possible descriptorsand
matches, then, it is sufficient to calculate only as many de-
scriptors as are necessary to confidently pronounce the result.
Thus, voting is attempted immediately after each descriptor
is calculated. As soon as the leading painting has at least
five votes, and all other paintings combined have fewer than
one sixth of the total votes, the algorithm is terminated. This
eliminates much computation, yielding a4× speedup.

One potential problem with this approach is if multiple
paintings appear in the image. This is dealt with in two ways.
Firstly, the80 pixels closest to the left and right edge of each
image are ignored, because most stray paintings appear at
the extreme left or right of the images. Secondly, keypoints
are processed from left to right in rows. If keypoints were
processed in columns, it would be possible to get sufficient
matches from a painting at the edge of the image to declare the
result convincing, before conflicting evidence was introduced.
With processing by row this is unlikely.

The algorithm’s fallback position, if it does not find con-
vincing evidence early, is to simply process all markers in
the image, picking the most likely painting at the end. This
provides better accuracy in difficult cases, at the (justifiable)
expense of extra time. This explains the relatively high vari-
ance visible in Figure 6.

V. BUILDING THE MATCHING DATABASE

One notable departure from most SIFT implementations
is that the DoG stack is not part of a pyramid. This was
a careful decision. The paintings sometimes vary in size,
but they usually take up the majority of the frame. Thus,
rather than generate a scaled pyramid for every painting, and
find even more unnecessary keypoints, three databases are
generated from the training images.

The first database uses the training images as normal. If
no convincing matches are found in this database, the second
database, generated from75%-scaled versions of the training
images is tried. Finally, a third database with the training
images scaled to50% is used if there were still insuffici-nt
matches. This is effectively building a pyramid, then, but with
just the training images. This moves most of the penalty of
dealing with different scales offline, to the database creation
stage. Figure 7 shows how a single training image is scaled
for use in three databases. The edges of the smaller images are
padded with the edges of the larger images, so no keypoints
will be found in these regions.



Fig. 7. Training image at original and scaled sizes.

VI. T ESTING AND RESULTS

One major concern in recognition tasks like this is overtrain-
ing, where parameters are tuned for good performance on a
small training set, at the expense of robustness and generality.
To avoid this, the given collection of99 images was split into
a training set, with one image of each painting, and a test set,
with two images of each painting. This kept the database to
a manageable size, and, more importantly, gave a large test
set. The partitioning decisions were made roughly, choosing
the images with the largest view of each painting. This also
meant an almost hands-off training period. The only exception
to this rule wasVesuvius, which was manually cropped to
create a better training image.

Initial testing and algorithm development was carried out
with individual images. Once performance was acceptable
(and runtimes sufficiently short), the entire test set was used.

Finally, near the end of the algorithm’s development, a set
of brand new images were introduced to the algorithm. These
were more difficult images, with extra rotation and distortion,
higher noise, and more blurring. These were mostly easily
identified, but they also led to a few minor algorithm tweaks.

While the real algorithm is terminated early, in testing the
algorithm was run to completion. This showed all votes, ver-
ifying that reasonable safety margins were in place. Figure8
shows the number of correct and incorrect votes for the test
data set. Most images had15 or more correct votes, although
three outliers had fewer than10. While it would be better if
these were not there, performance is still satisfactory.

VII. C ONCLUSION

The algorithm described in this report provides fast, reliable
matching. Basing the algorithm on SIFT was a good choice
as it enabled relatively straight-forward development.
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Fig. 8. Number of votes for correct image (squares) and incorrect image
(circles). All images were matched sucessfully.

This algorithm would be a good starting point for deploy-
ment in a real application. If the ultimate goal was imple-
mentation on a resource-constrained device like a cellphone,
further enhancement would be required to reduce database
size (currently 16 MB for 33 images) and computational
requirements. With some tuning, it is likely that smaller images
could be matched—200× 200 pixel images, or perhaps even
smaller. This would allow for excellent performance, even on
a slow device.
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