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Memory is a fundamental component of all mental processes—without it we cannot exist. 
I became interested in human memory about three years ago while I was thinking about 
pattern recognition and marveling at the remarkable human capability for pattern 
recognition. This led me to formulate a unique approach to understanding memory that is 
not based on neuroanatomy or brain anatomy, but on memory behavior and performance. 
I now believe that memory and pattern recognition are intertwined. My ideas come from 
experience as a person who has lived for many years with a memory (for better or for 
worse), who has been researching with artificial neural networks since 1957, and who has 
had experience in designing computer memories, during the years 1951 – 1953, as a 
graduate student at MIT.  

In a computer memory, data is stored in numbered registers or addressed 
locations. Subsequently, the CPU retrieves this data by instructing the memory to deliver 
the contents of specific registers. It is very unlikely that the human brain has either 
addressed memory locations or numbered registers. Human memory is probably “content 
addressable” where data is stored permanently as patterns (visual, auditory, tactile, etc.) 
wherever there is an empty storage location. Data is retrieved in response to “prompt” 
patterns that may be inputs (external stimuli) from sensors such as eyes, ears, etc., or 
patterns that may be generated internally, e.g., via thought processes. 

I have two main objectives in pursuing research on cognitive memory:  
• To develop a “human-like” memory for computers that would be adjunct to 

existing forms of computer memory, to facilitate solutions to problems in AI, 
pattern recognition, speech recognition, control systems, etc. 

• To advance cognitive science with new insights into the workings of human 
memory. 

 
To achieve these objectives, I have been playing the role of memory designer. I 

began with the following set of hypotheses about human memory (real design 
specifications are difficult to obtain): 

1. Human memory must have a means for storage of data, and a means for data 
retrieval. These are two separate functions, and a memory design must include 
both. 

2. During a lifetime, images, sounds, tactile inputs, etc. are stored permanently, if 
they were of interest at the time the sensory inputs were experienced. Human 
memory has enough storage capacity for a long lifetime. Old recordings are not 
deleted for lack of storage space. 

3. Sensory inputs concerning a single object are stored together as patterns or 
vectors in a single “file folder” or “memory folder”. When the contents of the 
folder are retrieved, sights, sounds, tactile feel, smell, etc. are obtained 
simultaneously. The various sensory signals are simply recorded in the same 
folder, and then later, retrieved together. 



4. Thoughts, conclusions and problem solutions are also stored as patterns in 
memory, just like sensory signals. 

5. The same information may be stored redundantly in several folders. 
6. There may be several folders holding information about the same thing, recorded 

over different time periods. For example, you may have a folder containing many 
different images of Bernard Widrow’s face acquired during a one hour visit, with 
various lighting conditions, scale, perspective, rotation, translation, zoomed-in 
images of his eyes, nose and other facial details. The folder also contains the 
sounds of the conversation. After many visits, there will be many folders 
containing various images of Widrow’s face. If during one of the conversations 
the name of his wife was mentioned, the contents of that particular folder would 
need to be retrieved in order to recall the name of his wife. 

7. Retrieval of stored information results from reading the contents of a folder when 
prompted by a set of sensory inputs or by a thought process. Recollection of the 
name of Widrow’s wife would require prompts, such as seeing Widrow, and 
wishing to recall his wife’s name. 

8. When a search is prompted by sensory inputs and a folder containing related 
information is found, the entire folder contents could provide prompt patterns to 
find additional related folders that were not found in the initial search, thus 
starting a chain reaction that will continue until the desired information, if it 
exists, is found. 

9. A problem-solving process could create new patterns from sensory inputs. These 
new patterns could be stored in memory and could prompt new searches. 

10. Sensory inputs would have little meaning if they did not trigger the reading of the 
contents of folders containing related information. They prompt the delivery of 
the contents of folders containing experiences or data related to the current input 
environment. For example, listening to and understanding the speech of another 
person requires access to memory folders storing the sounds and associated 
meaning of each word and each combination of words or phrases. Without 
memory, one would hear speech but not comprehend it, as if an unknown foreign 
language were being spoken. 

11. Associations are made by pattern matching or vector matching. 
12. Features of patterns are portions of the patterns themselves, often zoomed-in 

portions, which can be used to prompt searches and cause pattern matches. 
13. Association of the prompt signal with the folder contents retrieves the folder or 

folders with the sought after contents. One would need to scan through all the 
folders to make the association and find the right folder or folders. This needs to 
be done rapidly, using a method that allows the size of memory to increase 
without increasing the retrieval time. 

14. The memory is organized in segments. Each segment contains a finite number of 
folders. Each segment contains its own retrieval system for searching its folders. 
When a search is prompted, separate but parallel searches take place in all 
memory segments simultaneously. Thus, search time does not increase with the 
number of segments or with the total size of the memory. 

15. Human memory comprises a long-term memory and short-term memory. The 
above hypotheses pertain to long-term permanent memory, which has vast 



storage capacity and an elaborate retrieval mechanism. In contrast, short-term 
memory has very small capacity and is basically a buffer that holds input data for 
about 2 – 3 seconds. Input patterns first go to short-term memory, where they are 
held long enough to decide if they are “interesting” enough to be transferred to 
long-term memory for permanent storage. If not, they disappear, i.e., “in one ear 
and out the other”. 

Many more hypotheses about human memory can be formulated, but the ones above 
serve as a good starting point. 

A highly simplified block diagram of a long-term memory design is shown in 
Figure 1. This diagram has sensory inputs that are visual, auditory, etc., which are 
preprocessed in associated cortices, forming a composite vector that can be stored in 
long-term memory or used as a prompting pattern for data retrieval. An autoassociative 
neural network (ANN) is used in the data retrieval system.  

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 1.  Block diagram of a highly simplified cognitive memory system 
 
Two memory segments are shown in Figure 1. The memory input line delivers 

sensory input vectors to these segments for permanent storage. The vectors are stored in 
empty folders that may be available in the memory segments. The size of the memory 
folders depends on the amount of storage space needed for a given memory input. During 
sleep, a multiplexer (MUX) scans the contents of each folder offline, delivering each 
stored pattern as an input to the ANN, training it to reproduce the same pattern at its 



output. Since the desired response is the input itself, neither “supervised” nor 
“unsupervised” adequately describe this type of learning. The actual training could be 
implemented by Werbos’ backpropagation algorithm or “backprop”. 

Thousands of patterns can be trained into the ANN to replicate themselves at the 
network output. When more input pattern vectors are stored in the folders of the given 
memory segment, they are appended to the set of training patterns. The ANN has a finite 
capacity to store training pattern responses depending on the number of neural layers, the 
number of neurons per layer, and the number of adaptive weights per neuron. The 
capacity of this neural network determines the number of folders, the contents of which 
can be trained-in, thus determining the size of the memory segment. Training can be done 
with a MUX that performs cyclical scanning, or better yet, random scanning. 

A simple configuration for an ANN could be architected in the following fashion. 
Let the first layer have 16,000 neurons, the second 8,000 neurons, the third 4,000 
neurons, the fourth 8,000 neurons, and the fifth 16,000 neurons. The configuration is like 
an hourglass, as sketched in Figure 1. The choke point is the third layer, without which, it 
could be possible for the network to be trained to replicate its input at the network output 
for all input patterns. With the choke point, the information contained the first layer input 
pattern becomes compressed at the choke point. Only a finite number of input patterns 
can be trained-in to replicate themselves at the network output. This number is statistical, 
depending on the nature of the input patterns. The average of this number is the capacity 
of the network. This is currently being determined by computer simulation for many 
different configurations of the network. The number of patterns that can be trained-in can 
be huge.  

Once the ANN is trained, the trained-in patterns replicate themselves at the 
network output. Other patterns not trained-in, will not replicate themselves. Thus, the 
trained ANN enables the classification of all input patterns as “seen before” or “not seen 
before”. The ANN is not being asked to identify its input patterns. It is simply being 
asked, déjà vu? ANNs have been simulated, and have been observed to possess the 
aforementioned useful properties.  

When a prompt vector is applied as an input to the trained ANN, the output 
pattern response can be immediately compared with the input pattern. If the patterns 
match, there is a HIT. Referring to Figure 1, a HIT will cause the prompt pattern to be 
stored in a buffer, the “prompt memory”. A pattern matching the prompt pattern must 
therefore have been stored in one of the folders and trained into the ANN. MUX scanning 
starts, and the contents of each folder in sequence are tested for a match. Once a match is 
found,  MUX scanning stops. The entire contents of the folder are read, not just the 
portion of the contents that matches the prompt vector, and delivered as the memory 
output.  

If the prompt vector that is inputted to the ANN has not been seen before, there 
will be no HIT. The “visual cortex” of Figure 1 will “electronically” perturb the image by 
zooming in and out, translating up and down relative to the pattern in the field of vision, 
trying different lighting, etc., in an attempt to create a pattern that may cause a HIT. 
Because the trained ANN responds so quickly, varying the current sensory input vector 
by “visual cortex” action can be done continuously and rapidly to see if HIT can be 
obtained. If it is, the image is first recognized as being familiar. Then the MUX begins a 
scan, the appropriate memory folder is found, and thus, after a short while the image is 



identified as the contents of the relevant folder are read. On the other hand, if there is no 
HIT, the image is not recognized. 

We have all had the experience of walking down the street and coming upon a 
familiar face. Recognition of familiarity takes place very rapidly. But what is the person’s 
name? That may take a few minutes to recall, while a search is carried out for the 
memory folder containing the desired information. If Widrow is encountered, the image 
of his face prompts a search. Rapid variations of the sensory input are made to try to 
make a HIT. In a Widrow folder, there are many images of his face, with different sizes, 
rotations, translations, perspectives, lighting, and zoomed-in images of his nose, eyes, 
ears, facial details, etc. If any variation of the input image by the “visual cortex” causes a 
match at the ANN output, Widrow is recognized. Then a search through the folders of the 
segments is made, and information spills forth from the Widrow folders, such as the 
sound of his name when he was first introduced, the sound of previous conversations, 
along with the name of his wife, if all this was deemed “interesting” and permanently 
stored in the folder. 

The proposed cognitive memory system performs pattern recognition, but differs 
significantly from the usual pattern recognition systems. Most adaptive pattern 
recognition systems learn to classify patterns by adapting to a set of training patterns. 
Once trained, the training patterns are discarded. When new input patterns are applied to 
the trained classifier, these patterns are classified in accord with the training experience. 
The cognitive memory, on the other hand, stores the training patterns (visual, auditory, 
etc.) in folders and recalls the entire contents of the folder when prompted by a new input 
pattern that may match only one pattern in the folder. If the patterns in the folder are 
identified there by their meanings or classes, then the new input pattern gains meaning or 
class by induction or association. The memory stores much more information than just 
the weights of the classifier. 

This discussion of cognitive memory is highly simplified, but expresses the basic 
ideas. In part 2, I will go deeper and describe a more elaborate block diagram than that of 
Figure 1. I will show how cognitive memory incorporates short-term memory, long-term 
memory, and genetically inherited inborn memory. I will speculate about memory 
activity while seeing, hearing, walking, speaking, etc., and about memory activity during 
dream or REM sleep and non-REM sleep. I will speculate about feature detection in 
vision. I will speculate about what happens to memory through normal aging, and with 
Alzheimer’s disease. I will make wild guesses about where and how long-term storage 
takes place in the brain. Here is a clue: It’s not in the synapses or in the dendritic tree. 


