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Please put your homework in the file bins on third floor of Gates building. You may
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by a professor.

1. Clos Network.

a. In class we studied and described a Clos Network.

(i) Draw a 3-stage Clos network for which N = 4, n = 2, k = 2, m = 2.

(ii) Even though k < 2n−1, is the network in (i) strictly non-blocking? If so, prove

it. If not, provide a counter-example.

(iii) Consider again the Clos network in (i) which is used to carry cells. At each

cell time, a scheduler picks a matching between the four inputs and outputs.

A “placer” then assigns each connection in the match to a path in the Clos

network. Imagine that the “placer” uses the following on-line algorithm:

• The placer considers each input in turn.

• When placing a connection from input i to its matched output, the placer

cannot remove connections made for inputs < i.

• When placing a connection from input i to its matched output, the placer

does not consider how connections will be placed for inputs > i.

When this algorithm is used, is the Clos network in (i) strictly non-blocking? If

so, prove it. If not, provide a counter-example.

b. Consider the following on-line algorithm for placing connections in any 3-stage

Clos network for which n = k:

• The placer considers each input in turn.



• When placing a connection from input i to its matched output, the placer cannot

remove connections made for inputs < i.

• Consider the following ordered set of input links to the k switches in the 2nd

stage:

A = {(1, 1), ..., (1,m)(2, 1), ..., (2, m), ..., (k,m)}, where the tuple (a, b) repre-

sents the bth input link to the ath center stage switch.

• When placing a connection from input i to its matched output, the placer picks

the first available link from set A that can be used to connect input i to its

matched output.

If this on-line algorithm is used, is the Clos network strictly non-blocking for all values

of N and m, when n = k? If so, prove it. If not, provide a counter-example.

2. Tries

Consider the following binary trie data structure that is used to hold up to 2n different

addresses. The trie is used for exact matches only (not longest prefix matches).
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Leaf nodes contain either a pointer to the next-hop information associated with the

leaf or a null-pointer.

Non-leaf nodes contain two pointers, one to each child node. If a child node (and its

subtree) are not present in the table, then the pointer is null.

1. If each pointer (including null pointers) occupies B bytes of storage, what is the

maximum size of the trie data structure with n levels?

2. Consider a trie of depth n = 2. The trie contains M ≤ 2n addresses that are

uniformly distributed over the leaves.

(a) For M = 1, 3, 4 calculate the storage required in bytes.

(b) For M = 2 calculate the expected storage requires in bytes.

(c) If all values of M are equally likely, what is the expected amount of storage

required?



3. If M = 4 and n = 3, what is the expected amount of storage required? (Hint:

you might try to use your solution to 2c above).

4. If M ≤ 2n addresses are uniformly distributed over 2n leaves, what is the

probability of the event:

{ a pointer at level k ≤ N is null or not present in the table }?

5. Now assume that we use the trie to hold prefixes, and that we use the trie to find

the longest matching prefix. We will modify each node to hold two pointers (as

before) and a marker to indicate whether the node holds a prefix. Note that if

a node holds a prefix but has no children, then its marker is set but its pointers

are both null.

We will pick M distinct prefixes at random, uniformly across the nodes and

leaves of an n-level trie. The prefixes are added to the trie.

If 4 prefixes are added in this way to a 3-level trie (i.e. the trie has 8 leaves),

show that the probability of the event:

{ a pointer at level 1 is either null or not present in the table }

is equal to 44/91.

3. Handling ranges in TCAMs

In class we studied how TCAMs can be used to perform prefix lookups and multi-field

classification.

Multi-field classification rules often have some fields specified as ranges. For example:

Source Address: 128.12/16, Destination Address: 201.02/12, Destination port num-

ber: range 20-31, Action: Deny. In the above example, both 20 and 31 are included

in the range.

(a) Consider the rule described above. This rule is to be placed in a TCAM. How

many entries need to be placed into the TCAM to hold this rule? Assume that the

destination port number is a 16-bit field.

(b) In the worst case, what is the maximum number of entries in the TCAM that

need to be created for a rule if only one field of width W bits may be specified as a

range.

(c) Now consider the following rule. Source Address: 128.12/16, Destination Address

Range: 201.2.3.17 - 201.2.3.33, Source port number: range 1024-1047, Destination

port number: range 20-31, Action: deny.

In the worst case, what is the maximum number of entries in the TCAM that need

to be created for the above rule?



4. Lookup

Packets arrive at a certain router destined for one of four places: A, B, C or D,

with corresponding addresses 00, 01, 10, 11. For simplicity, assume that the packet

arrival processes are all independent Poisson processes with arrival rates, in millions

of packets/sec, λA = λB = 1, λC = 2 and λD = 4. Each packet is queued in a

FIFO buffer of infinite size until the lookup engine accesses a memory database to

determine its next hop.

(a) Suppose that the database is maintained as a binary tree shown in the figure

below. The routing engine needs to access the memory once to traverse each arc of

the tree. Suppose each access takes 50 nanoseconds (1 nanosecond = 10−9 second).
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Question: What is the average time for the router to determine the next hop of

each packet? And, therefore, what is the maximum number of packets that can be

processed on average by the lookup engine in one second?

(b) For the data structure of part (a), what is the average queue-size in the FIFO

buffer excluding the packet in service? (Hint: Pollaczek-Khinchine.) What is the

average total delay (time in queue + time in service) of a packet?

(c) Suppose that a clever engineer, Humpty Dumpty, looks at the data structure of

part (a) and claims “I can double the processing speed of the lookup engine by using

parallelism”. Can you guess what Humpty Dumpty has in mind? How much can he

increase the speed by?

(d) Another clever engineer, Red Ridinghood, looks at the data structure of part (a)

and says “I can draw a different binary tree taking into account the probabilities with

which the addresses for destinations A, B, C and D are accessed and therefore reduce

the average lookup time.” What binary tree does she come up with? What is the

average time taken to lookup a packet? And how many packets can be processed on

average by the lookup engine in one second?

(e) Can Humpty Dumpty use his parallelism trick on Red Ridinghood’s binary tree

to increase the processing speed? How much can he increase the processing speed by?


