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1 Motivation

In class, we studied the distributed shared memory switch architecture. A result showing that
3N − 1 memories are sufficient and 2N memories are necessary for a DSM switch to emulate an
output-queued switch was presented [4]. There are many interesting dimensions in this area that
have not been explored. From a theoretical standpoint, we do not know how tight these bounds are.
From a practical standpoint, no algorithms for selecting the memory to which an arriving cell is
written were discussed. Furthermore, the analysis in class treated the memories as infinite buffers,
and so we do not know the limits of the DSM architecture with finite buffers. In this project, we
propose to explore these issues.

2 Proposed work

We propose to study the following issues. Depending on our initial results, we may focus on only
a subset of these problems.

1. We want to investigate how tight the bounds on the number of memories needed for emulation
of an OQ switch are. This would involve constructing counter-examples to improve the lower
bound, and designing algorithms that use fewer than 3N −1 memories. A worst-case analysis
of an algorithm would consider the greatest number of memories used by the algorithm as
it emulates an OQ switch, regardless of the arrival traffic. Alternatively, we may work on a
probabilistic analysis, in which we study the probability that the algorithm has an available
memory and will not drop an arriving packet under a particular arrival distribution, such as
Bernoulli IID traffic.

2. We would like to analyze DSM switches in which the memories are of finite sizes. The
work in this area will focus on competitive analysis of memory management algorithms with
respect to an OQ switch with finite memory [3, 1, 2]. In particular, we intend to study the
resources necessary for a DSM switch to emulate an OQ switch that runs a particular memory
management algorithm, and the performance of algorithms for a DSM switch in comparison
to an optimal algorithm in the OQ switch.

3. We would like to investigate practical memory management algorithms that could be imple-
mented efficiently in hardware, possibly at a cost of using more memory blocks. The emphasis
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here will be on algorithms that are distributed or can be easily parallelized. We will inves-
tigate from two different angles, one focusing on theoretical analysis, the other focusing on
simulations to show practical performance in terms of the actual number of memories needed
for a certain class of arrival traffic patterns.

3 Schedule

We plan to have both team members work on the same problems at the same time. We will revise
our plan based on the progress we make in the first few weeks. The rough planned schedule is as
follows:

• Week 1: Literature survey

• Week 2-3: Initial investigation to better formulate and understand the problems.

• Week 4-6: Theoretical study of problems based on our initial investigations.

• Week 7: Simulations.

• Week 8: Wrap up and writing report.
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