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1.  Background and Motivation: 
 
In order to achieve 100% throughput in an Input-queued switch, the switch needs to 
transfer a large number of cells in every slot. Intuitively, in order to do so, in any one 
slot:  

• The switch scheduler should find a large-sized match for the current request 
graph. 

• The request graph should be dense i.e. the presence of queued cells at as many 
inputs and for as many outputs as possible, to enable matching multiple input-
output pairs (to transfer many cells simultaneously).  

 
We are aware of 3 very important results for switch scheduling algorithms:  

1. With speedup 2, a CIOQ switch can emulate a Output-queued switch. [1]  
2. Maximum-weight Matching can achieve 100% throughput for IQ switches, [2] 

(where weights are queue occupancies).  
3. With speedup 2, any maximal matching can achieve 100% throughput for CIOQ 

switches. [3]  
 
Results 1 and 3 motivate us to look for speedup s < 2, such that 100% throughput 
(stability) can be achieved for CIOQ switches. Since one of the main goals in designing a 
switch scheduling algorithm is to pick a simple algorithm, results 2 and 3 motivate us to 
look for maximal matching algorithms, which are k-approximation to the maximum-
weight matching (e.g. iLQF gives a 2-approximation maximal matching). A previous 
work [4] on the same topic used adversarial traffic to come up with lower bounds on the 
speedup required for weak throughput. However, they created the adversary by 
introducing correlation amongst input arrivals. We will be looking at independent and 
admissible input arrivals.  
 
The idea of k-approximation matching algorithms, along with result 3, motivates us 
further to look at modifying practical iterative algorithms like PIM, iLQF etc. As we 
know from practice, these simple algorithms need to be stopped after c iterations, which 
result in sub-maximal matching. A closer look at result 2 reveals that even the maximal 
matching with the minimum size (or weight) amongst all maximal matchings is stable at 
speedup 2. We wonder if we can guarantee stability (100% throughput) for sub-maximal 
matchings; if so, under what conditions (speedup s, size, weight, iterations c etc.).  
 
We also observe that accounting for weights adds a lot of hardware complexity. All 
practical iterative algorithms, like iSLIP [5] and PIM, which don’t use weights, are found 
to achieve good performance within 4 iterations. This motivates us to explore practical 
matching algorithms that converge in a smaller number of iterations (may require 
speedup). We will like to explore both uniform and non-uniform traffic patterns as the 
above mentioned algorithms are known to perform poorly under non-uniform traffic 
pattern.  
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2. Problem Statement:  
 

• To explore the possibility of achieving 100% throughput using k-approximation 
maximal matching algorithms, with speedup s < 2. This will involve exploring 
new Lyapunov functions to account for the weight of the matching.  

• To determine conditions for the stability of sub-maximal matching algorithms, 
using speedup. This will also involve exploring new Lyapunov functions.  

• To explore new fair and practical iterative algorithms, which perform better than 
known existing algorithms under both uniform and non-uniform traffic.  

 
3. Contributions: 
 

3.1. We have shown that k-approximation maximum-weight matching algorithms are 
stable with speedup s, if  k ≤ s.  

3.2. We have shown that any matching algorithm, with speedup s, is stable if the 
cumulative size of the matching is bigger than the input load.  

3.3. We have devised a new practical iterative matching algorithm, Holi-PIM, which 
performs better than existing algorithms like iSLIP, under uniform and non-
uniform traffic.  

3.4. We have devised a heuristic for approximating the OCF algorithm, MCF, which 
has higher latency than OCF but is simpler to implement, and is stable under 
different traffic patterns.  

 
4. Speedup for k-approximation to Maximum Weight Matching(MWM): 
 
Using queue lengths as fluids, we know the following fluid equations for t ≥ 0;  

1. Ζij(t) = Ζij(0) + Aij(t) - Dij(t) ≥ 0, where Ζ denotes VOQ length, A denotes 
cumulative arrivals and D denotes cumulative departures 

2. Ζij
′(t) = λij(t) - Dij

′(t) 
3. Dij

′(t) = π ij
w 1{Ζij(t)>0}, where π is the permutation chosen by the matching m 

 
We know, for any admissible load matrix λ, �λ, Ζ(t)� ≤ W*, where W* is the weight of the 
maximum-weighted matching. This can be shown using Birkhoff-von Neumann 
decomposition. (Note: <P, Q> denotes the dot-product of P and Q.) 
 
Let m be the matching chosen the scheduler and w its weight i.e  �πij

m , Ζ(t)� = w 
Taking quadratic Lyapunov function: L(t) = �Ζ(t), Ζ(t)� and its derivative, we get:  
L′(t) = 2�Ζ′(t), Ζ(t)� 
        = 2[�λ(t), Ζ(t)� - �D′(t), Ζ(t)�] 
        ≤ 2[W* - �D′(t), Ζ(t)�] 
 
Now, using speedup s, �D′(t), Ζ(t)� = �s.πij

m , Ζ(t)� 
L′(t) ≤ 2[W* - �s.π ij

m , Ζ(t)�] 
        ≤ 2[W* - s.w] (where w is the smallest weight amongst the s permutations) 



 4 

        ≤ 0 if W* ≤≤≤≤ s.w 
 
Now for a k-approximation matching algorithm, k.w ≥≥≥≥ W* 
Hence, if k ≤≤≤≤ s, we satisfy W* ≤≤≤≤ k.w ≤≤≤≤ s.w and achieve 100% throughput.  
 
Result 1: A k-approximate maximum-weight matching can be used to achieve 100% 
throughput, with speedup s ≥ k.  
Corollary 1: In order to run at speedup s, using a k-approximate maximum-weight 
matching (k ≤ s) is sufficient to achieve stability.  
 
There are many known algorithms for k=2 e.g. greedy iLQF. Since we are interested in 
speedup s < 2, we need to find other efficient approximate weighted matching algorithms. 
The only relevant result known to us is the following: If the length of the augmenting 
paths are restricted to k during the search for augmenting paths in Edmond’s maximum-
weight matching algorithm, it will result in a k-approximate maximum-weight matching. 
We haven’t studied this in detail and hence won’t be presenting it here. Note that this still 
has the same complexity as Edmond’s algorithm, which is O(N3) [10].  
 
As noted above, there are no simple approximate weighted matching algorithms. We tried 
many other Lyapunov functions to come up with a tighter bound and hoping to develop 
an efficient algorithm in the process. We however failed to improve on our result.  
 
Let us take a step back now and discuss the practicality of using weighted matching 
algorithms. They tend to introduce a lot of hardware complexity because they require 
multi-bit integer comparators at each switch output, in order to compare the weights. The 
most efficient weighted matching algorithm known to us is Longest Port First (LPF) [6] 
with reasonable hardware complexity. Moreover, LPF has been proved to achieve 
stability without any speedup. Since we are exploring the stability of k-approximate 
weighted matching algorithms, we compared the weight (VOQ sizes) of LPF and MWM. 
As shown below, under uniform traffic, LPF’s weight is within an approximation factor 
of 1 (till 70% load) to 20 (around 90% load) of MWM. We note that LPF is a maximum-
size matching algorithm with a certain notion of weight. Our study, till this point, has 
ignored the size of matching. We now look at stability conditions based on the size of the 
matching.  
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Figure 1: LPF vs MWM for 8××××8 switch 
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5. Stability (based on size) of any matching algorithm: 
 
As noted before, size of the matching is an important metric to achieve stability of the 
switch. We are however aware of the negative result that maximum-size matching 
doesn’t guarantee 100% throughput. Moreover, it is known to be a stable algorithm with 
speedup 2, like any other maximal matching [3]. We are unaware of its stability at 
speedup s < 2.  
 
We have also discussed the practical limitations of using weighted matching algorithms. 
As a result, all practical matching algorithms e.g. PIM and iSLIP are iterative in nature, 
and produce sub-maximal matching. We know that these algorithms converge to a 
maximal matching in log2N iterations on average, and hence stable at speedup 2 [3]. We 
are however unaware of the stability of the sub-maximal matching produced in a single 
iteration.   
 
Taking Linear Lyapunov function: L(t) = �Ζ(t), 1� and its derivative, we get:  
L′(t) = �Ζ′(t), 1� 
        = �λ(t), 1� - �D′(t), 1� 
 

Now, since we consider admissible traffic i.e �iλij
 ≤ 1 and �jλij

 ≤ 1 
Thus, �λ(t), 1� ≤ N 
Also, �D′(t), 1� ≥ �π ij

m , 1� since D ij
′(t) = π ij

m 1{Ζij(t)>0} 

i.e. �D′(t), 1� ≥ |M(t)|, where |m| is the size of the matching at time t. 
Hence at speedup s, �D′(t), 1� ≥ �l

s|Ml|, the cumulative size of all matchings 
 
Thus, we get:  
L′(t) ≤ �λ(t), 1� - �l

s|Ml| 
        ≤ N – �l

s|Ml| 
        ≤ 0  
if ����l

s|Ml| ≥≥≥≥ N, thus achieving 100% throughput.  
The condition is even tighter i.e ����l

s|Ml| ≥≥≥≥ ����λλλλ(t), 1����. Thus, as expected, we require the 
cumulative size of matching to be smaller at lower loads and approaching N at higher 
loads.  
 
Result 2: Any matching algorithm can provide 100% throughput, if the cumulative size 
of the matching, with or without speedup, is larger than the total input load, at every time 
step.  
 
The above result justifies why maximum-size matching is unable to achieve 100% 
throughput under certain non-uniform traffic, without speedup. Unfortunately, there are 
no known methods to quantify the size of the matching (lower bound) generated by a 
matching algorithm, and compare it with the input load at every time step. Hence, we 
cannot come up with the required speedup for maximum-size matching or other 
approximate matching algorithms.  
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Note that the above result doesn’t require a matching algorithm to generate maximal 
matching. This is a bright ray of hope for the practical iterative algorithms e.g. PIM and 
iSLIP, which generate sub-maximal matching within an iteration. We can use speedup for 
these simple algorithms to generate large cumulative matching, and hence ensure 
stability. The following graph compares the size of the matching generated to the input 
load for these algorithms, under uniform load. As expected, iSLIP barely satisfies the 
stability criteria and is known to achieve 100% throughput under uniform traffic. 
However, PIM requires speedup to edge towards satisfying the stability criteria.   
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Figure 2: PIM (with and without speedup) and iSLIP’s size of matching for 16××××16 switch 

 
Let us investigate if iSLIP is really doing the best that it can under uniform traffic. Since 
maximum size matching is known to be stable under uniform traffic, we compare the size 
of matching generated by iSLIP to the maximum-size matching under the same load. 
From the results in [5], iSLIP does a poor job at intermediate loads and picks up again at 
higher loads when the pointers start slipping in a TDM fashion. There is a lot of scope to 
improve the size of matching and reduce latency in the process. Note that improving the 
matching size can only make the switch more stable, due to result 2. 
 
6. Head-of-line based Parallel Iterative Matching algorithm:  
 
PIM (Parallel Iterative Matching) [7] is the simplest iterative algorithm known. It 
attempts to approximate a maximum size matching algorithm by iteratively matching the 
inputs to the outputs until it finds a maximal size match or it is stopped. In each iteration, 
it successively matches additional inputs and outputs until no more matches can be found. 
Each iteration of PIM consists of the following three steps: 
Step 1. Request. Every unmatched input sends a request to every output for which it has a 
queued cell. 
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Step 2. Grant. Among all received requests, an unmatched output chooses one randomly 
with equal probability. 
Step 3. Accept. Each unmatched input, then, randomly accepts one granted request with 
equal probability. 
Simulation shows PIM to achieve 100% throughput for uniform traffic in log2N iterations, 
on average [7].  
 
In order to attain a bigger matching in a single iteration in PIM, we need to increase the 
chances of grants of being accepted. Since step 2 chooses grants randomly and step 3 
accepts only one amongst all the grants, PIM performs poorly whenever multiple grants 
are made. To improve on this selection process, we propose HIM (Head-of-line parallel 
Iterative Matching), where each input request is weighed based on the fanout of the input 
in the bipartite graph. The fanout corresponds to the number of VOQs in the input which 
has a packet at the head of the line. The input with the smallest fanout is assigned the 
highest weight since it will have the best chance of accepting the grants. Thus, the input 
with the highest fanout will have the smallest weight since it has the highest chance of 
receiving multiple grants. This idea is based on the lonely output allocator algorithm 
presented in [8]. Note that the hardware complexity, to express and compare the fanouts, 
only involves log2N control bits from each input.  
 
The Grant phase of HIM can be implemented in a couple of ways:  

i. Grant the input with the highest weight. 
• Ties can be broken randomly or in a round-robin fashion, to ensure fairness.  

ii. Select an input using weighted probability, based on the fanout weights. 
 
Although the first option is simpler, it can result in unfairness on certain traffic patterns 
where some of the inputs always have HOL cells in each of their VOQs, while the rest 
have only a few VOQs occupied. The heavily occupied inputs will likely be starved with 
this approach. With the second option, inputs with smaller fanouts will be favored but the 
randomness based on the weights (fanouts) will prevent starvation of inputs.  
 
We implemented HIM with weighted probability in SIM, the fixed length packet 
simulator [9]. The following graph plots the size of matching achieved by PIM and HIM, 
in a single iteration under uniform Bernoulli traffic, by comparing to the maximum size 
matching possible. It shows a significant improvement for HIM, which reflects even 
better in the next graph, the latency curve.  
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Figure 3: Size of different Iterative algorithm (compared to max-size) for 16××××16 switch 
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Figure 4: Latency vs Offered Load for the Different Iterative Algorithms for 16××××16 switch 

( each algorithm was run for only 1 iteration) 
 
Although there is a visible performance improvement of HIM over PIM, unlike iSLIP, it 
doesn’t achieve 100% throughput in a single iteration, under uniform bernoulli i.i.d 
traffic. Moreover, unlike iSLIP, HIM is unfair by nature as it prefers inputs with smaller 
number of requests. However, the figure4 also shows that iSLIP generates much smaller 
matchings at intermediate loads (60%-90%) when compared to the maximum-size 
matchings. It does better at high loads when its pointer slipping starts taking place in a 
TDM fashion. Even though HIM saturates around 70% load, it achieves better sized 
matchings and hence the lower latency in figure 5.  
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7. HIM+ISLIP (Holi-PIM) 
 
Let us explore if the same idea of HIM can be incorporated into iSLIP to improve upon 
the size of the matchings. The weight of each request is now a combination of the fanout 
(HIM weight) and the iSLIP weights(priority pointers).  By combining these two weights, 
the object is that at high loads, when the HIM weights will be nearly identical, the iSLIP 
weights can control the outcome for each iteration, thus achieve 100% throughput, 
similar to iSLIP but obtain lower latency.  However, it is unknown how this will effect 
the synchronization between the different points within iSLIP but at high loads where the 
synchronization matters, the HIM weights should be identical since the fanout of most of 
the inputs will be N.  The performance of the algorithm is compared in the figure below.  
The first attempt of combining iSLIP-HIM did not provide good result as 100% 
throughput was not achieved.  At higher loads of greater than 0.9, the iSLIP weights did 
dominate and performed like iSLIP but in the intermediate load of between 0.7 and 0.9, 
the algorithm caused instability.  The second approach, shown as iSLIP-HIM2, is another 
attempt to have iSLIP+HIM imitate iSLIP at high loads. Although we combine the two 
weights, when the average of the HIM weight become high, we ignore the HIM weights 
and rely strictly on the iSLIP weight, which results in the performance tracing the iSLIP 
closely at high loads.  This essentially requires two algorithms and a selector to select 
between the two and is clearly not an implemental solution. Another way to implement 
the same will be to look at the average fanout and give the same fanout weight to 
everyone when the fanout is high (e.g. 90% of N), thus tracing iSLIP at high loads. This 
effectively wards off outliers. Again this doesn’t  look like a feasible solution. 
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Figure 5: HIM + iSLIP’s latency vs Offered Load under different implementations 16××××16 switch 

 
Even though iSLIP provides 100% throughput on uniform traffic pattern, it performs 
poorly on non-uniform traffic pattern.  An example of a non-uniform traffic pattern is 
shown below:  
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The performance of the different iterative algorithms are shown in the following figure.  
It is clear that none of the algorithms achieve 100% throughput.  The modification of 
adding HIM weight help with the latency and the throughput but does not provide any 
significant advantage. 
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Figure 6: Latency vs load curve for 16××××16 switch under non-uniform traffic 

 
 
8. Heuristic for Approximating OCF: MCF (Max Count First) 
 
It is known that maximum size algorithms perform poorly on non-uniform traffic since 
weights are not considered.  Algorithm such as LQF and OCF and the iterative versions 
of them have been shown to perform well in non-uniform but are very complex to 
implement.  We propose a heuristic to approximate the OCF which performs well under 
non-uniform traffic and with sufficient iterations, performs well on uniform random 
traffic as well.  The new algorithm (MCF), based on using saturating counters, works as 
follows: in each cycle, similar to PIM, requests are made, grants are given, and accept 
occurs.  For each input, at every output there are counter which are incremented if the 
request is NOT accepted.  This requires a total of N*N counters and the size of the 
counter should be log2(N) bits.  Once a request is granted and then, accepted, the counter 
is reset to zero.  When the grants are generated, instead of randomly selecting any input, 
the input with the highest counter value is selected and ties are broken randomly.  This 
algorithm approximates the time that the head-of-line packet has been waiting at the head 
of the queue and is much more simpler to implement as the only added complexity are 
the N*N counters and the comparators at each output which need to compare values that 
are log2(N) bits, much smaller than comparing actual weight(queue size) or waiting time.   
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The performance of this heuristic is compared to OCF for an uniform traffic in the figure 
below and MCF, with a single iteration, achieves 100% throughput with a slightly higher 
latency.   
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Figure 7: MCF under non-uniform random traffic 

 
As shown in figure below, under uniform traffic, with single iteration, the MCF algorithm 
does NOT give 100% throughput.  However, similar to iOCF, with sufficient iterations, 
the algorithm achieves 100% throughput. 
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Figure 8: MCF under uniform random traffic with multiple iterations 
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9. Conclusions:  
 

We have proved that any matching algorithm, whose weight is within a factor of k of 
the maximum-weight matching, provides 100% throughput under speedup s, if  k ≤ s. 
We denote VOQ lengths (backlogs) as weight in this proof. We have also proved that 
any matching algorithm, with speedup s, is stable if the cumulative size (due to 
speedup) of the matching is bigger than the total input load. Both the above results are 
strong because they provide stability criteria for any matching algorithm. The first 
result even gives a bound on the required speedup.  
We have also devised two new practical iterative matching algorithms: Holi-PIM and 
MCF. Both perform better than existing algorithms like iSLIP, under uniform and 
non-uniform traffic. While Holi-PIM requires extra hardware peripherals to provide 
stability under non-uniform traffic, MCF is simpler to implement than any maximum 
weight matching algorithm and is shown to be stable with sufficient iterations. 
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