
Optimal network flow allocation

EE384Y Project intermediate report

Almir Mutapcic and Primoz Skraba

Stanford University, Spring 2003-04

June 3, 2004

Contents

1 Introduction 1

2 Background 1

3 Problem statement 2

3.1 Network topology . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2
3.2 Capacitated multi-commodity network flow . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2

4 Solution Approaches 3

4.1 Nonlinear Centralized and Distributed Solutions . . . . . . . . . . . . . . . . . . . . . . . . . 3
4.2 Linear Centralized Solution . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4
4.3 Iterative Methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5
4.4 Linear Distributed Solution . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 6

5 Algorithm Convergence Proof 6

6 Complexity 7

7 Implementation 8

8 Results 9

9 Conclusion and Further Work 10



1 Introduction

The goal of this project is to investigate different solutions to the network flow allocation (routing) problem
and to devise practical routing schemes that would have low computational complexity, but achieve a solution
within an ε from the optimal one. We refer to this solution as an ε-approximation.

The project motivation comes from a few recent trends in networking research. The first is the devel-
opment of all-optical network systems that would route data packets using only optical technologies and
without time and power-consuming optical-to-electrical signal conversions. In this scenario, it is not possible
to buffer large amounts of data without optical-to-electrical conversions; therefore, it is a design challenge
to create a high-throughput networks that have very small buffers. This suggests that the network traffic
should be allocated to minimize the average buffer lengths (equivalently, buffer delays) using a routing al-
gorithm that can keep up with data rates of beyond 100 terabits/sec. The second motivation stems from
a research conjecture that the optimal congestion control for the Internet can be closely approximated by
performing congestion control solely on the outer edges of the network and low delay traffic engineering
(routing) in the network backbone. Here the main assumption is that Internet traffic along the backbone
of the large groupings of routers, called points of presence (PoPs), can be aggregated and treated as flows
along intra-route links. In this case, good congestion control can be obtained by low delay packet routing
through the PoPs. Again, we would need efficient and implementable routing algorithms that can optimize
network delay. For example, network flow algorithms that minimize average delay for a M/M/1 queue cost
function (see [BG91]),

Di(Ti) =
Ti

Ci − Ti

, (1)

where Ti is the total link traffic and Ci is the capacity of the network link i, would be very attractive. This
flow allocation algorithm would produce flows with the lowest possible delay through the network, provided
that nodes can be modeled as M/M/1 queues with Poisson distributed incoming traffic. Any practical and
implementable algorithm should have a quick convergence, low computational complexity, and guaranteed
performance if network traffic is feasible. Ideally, the algorithm would also be distributed, so we would not
require centralized processing and coordination.

We will present different solution methods for the general optimal network flow allocation with respect
to certain performance criterion. However, to motivate the algorithms and present simulation results we will
use the minimum delay criterion that is motivated by our application examples above. We will first present
solution to the optimization problem with the convex cost function presented in equation (1), and then an
ε-approximation algorithm based on a piecewise-linear (PWL) approximation of the original cost function
(1). The original problem is a nonlinear convex optimization problem, while its approximation reduces to
solving a larger linear programming (LP) problem. The advantage is that in certain situations it is faster to
solve larger LP rather than the smaller convex optimization problem, within certain ε-optimality criterion.
Here we will exploit the trade-off between the algorithm’s optimality and its implementability. We further
suggest an iterative method to obtain desired accuracy or resolution in the approximation to the function
while keeping the complexity small. Both centralized and distributed methods are presented and proofs of
convergence are given. Simulation results show different algorithm performances and we compare them with
respect to the solution accuracy and computational complexity. Finally, we devise a routing protocol based
on the distributed problem solution.

2 Background

A general reference for data network topics, including flow routing for different cost functions, is the book
by Bertsekas and Gallager [BG91]. They suggest that flow allocation obtained by solving average delay for a
M/M/1 queue optimization problem (1) is very similar to the flow obtained when minimizing the maximum
link utilization in the network; therefore, our particular flow solution should have a very low, if not optimal,
delay through the network even for non-Poisson incoming traffic distributions. Optimal network flow problem
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and convex optimization topics are presented in Boyd and Vandeberghe [BV03]. Our distributed algorithm
is motivated by their treatment of Lagrangian relaxations and dual optimization problems. Other general
reference for mathematical programming is [Ber99], which is the source of dual subgradient methods used
to solve the general convex problem.

In [GK98], several network flow allocation and fractional packing problems, including maximum multi-
commodity flow, spreading metrics, maximum concurrent flow, and maximum cost-bounded concurrent
flow, are solved for linear cost primal problems. We consider their algorithm methods when solving LP
approximation of minimum delay problem. Our project investigates some open problems posed in [Gan04].

There has been extensive research into routing heuristics for load balancing. While the body of work
is too extensive to review in this report, a comparison of two popular routing protocols currently used in
backbone routing, Open Shortest Path First (OSPF) and IS-IS1, is given in [Per91]. These protocols are
both based on shortest paths and can perform limited load balancing among paths whose lengths are equal.
To improve performance, traffic engineering must be done manually by adjusting the weights of the different
links in a network. An approach to this is described in [FT00].

A more recent development is the the introduction of Multi-Protocol Label Switching (MPLS) [IET].
The idea behind this technology is that instead of performing a longest match search on the full IP address
at each router, the packet is given a label which determines its destination in the network the packet is
currently in. Since the Internet is made up of many different networks, it allows for more efficient look-ups
within networks and so smaller delays through a network. We propose an implementation based on a similar
principle in Section 7.

3 Problem statement

The problem is to find the optimal flow distribution for a network with static topology and admissible
traffic. These two constraints guarantee that an optimal feasible solution exists, since we do not allow
network changes (addition or removal of links and nodes) and we do not allow any queue buildup in the
interior of the network. The following network definitions and notation are used to formulate our problem.

3.1 Network topology

A data network consists of nodes N = {1, . . . , N} that can send, receive, and relay data flows across
the directed communication links. We label all the links with integers, and denote the set of all links
L = {1, . . . , L}. We define O(i) as the set of all links that are outgoing from node i, and I(i) as the set of all
links that are incoming to node i. We can represent the network topology by its node-link incidence matrix.
Assume that the network has N nodes and L links, then its incidence matrix is a matrix A ∈ RN×L whose
entry Aij is associated with node i and link j via

Aij =







1, if j ∈ O(i)
−1, if j ∈ I(i)

0, otherwise.

3.2 Capacitated multi-commodity network flow

In a multi-commodity network flow (MCNF) model, each node can send data to multiple destinations and
can receive data from multiple sources. We will assume that the data flows satisfy flow conservation law at
each node. This way no packets are dropped and we do not need congestion control in the interior of the
network. We define a micro-flow as all the packets in the same session that originate at some node i and
are destined to some node j. We identify each micro-flow by its flow number f ∈ F = {1, . . . , F}. For a
practical network, total number of micro-flows can be very high, e.g., F could be in the order of millions.
In this case, it makes sense to look at the aggregate level of data traffic in the network and simplify our

1Intermediate System to Intermediate System Intra-Domain Route Exchange Protocol
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problem. Therefore, we will aggregate micro-flows by their destination node, and identify new (aggregate)
flows by their destination.

We denote the set of all destination nodes by D = {1, . . . ,D}, a subset of N . For each d ∈ D, we
define a source-sink vector s(d) ∈ RN , whose the ith (i 6= d) entry denotes the (nonnegative) amount of flow
originated at node i and destined to node d. The source-sink flow conservation can be expressed as

s
(d)
d = −

∑

i∈N , i6=d

s
(d)
i .

Our traffic formulation applies to all networks, but one can consider traffic with specific characteristics. For
example, we can impose the constraint that all flows originate and end at the edges of the network. In
other words, no traffic is generated within the network, but rather flows are the result of traffic coming from
external links. This assumption is valid in the context of intra-PoP routing (and can be used to place an
upper limit on the number of flows in the routing optimization).

On each link i, we denote the amount of flow destined to node d by x
(d)
i . We call x(d) ∈ RL

+ the flow

vector for destination d. Let Ti =
∑

d∈D x
(d)
i be the amount of total traffic on link i (T ∈ RL is the traffic

vector). We will impose the capacity constraints Ti ≤ Ci, where Ci is the total amount of traffic that can
be supported by link i (and C ∈ RL is the capacity vector for all links).

Finally, the problem of finding the optimal multi-commodity network flow with a certain cost objective
function is formulated as,

minimize
∑L

i=1 φi (Ti)

subject to Ax(d) = s(d)

x(d) ≥ 0
T ≤ C,

(2)

where d = {1, . . . ,D}. This is a convex optimization problem if link cost functions φi are convex (the average
M/M/1 delay functions Di in equation (1) are convex). Therefore, an optimal solution exists and can be
computed using standard optimization techniques [BV03].

4 Solution Approaches

4.1 Nonlinear Centralized and Distributed Solutions

The problem formulated in equation (2) can be solved using convex nonlinear programming algorithms; for
example, using a barrier method or primal-dual interior-point method. These algorithms use gradient and
Hessian of the primal and dual problems in order to find an appropriate descent direction in search of the
optimal point. Barrier method consists of the outer (centering) iterations that keep it following the central
path toward the optimal solution, and inner (Newton) iterations that are computing the direction and step
length for the next outer iteration. Barrier method converges to the desired ε-suboptimal solution after
exactly

⌈

log(m/(εt(0)))

log µ

⌉

outer iterations, where m is the number of problem inequalities, µ is a tradeoff parameter between the
number of inner and outer iterations, and t(0) is the initial value of the barrier function. (For more details,
see [BV03]). This usually translates to about 50 total (Newton) iterations that can be very memory and
time intensive. In our problem, number of inequalities is m = L(D + 1), thus we can derive an upper bound
m ≤ L(N + 1). In real-world networks, this product (LN) between the number of links and nodes can be
very large, making the interior-point method impossible to implement due to memory and processing time
requirements for the Newton step computation.

Both barrier and primal-dual algorithms are complex to implement and are not straight-forward to
update if there are changes in the objective cost functions or network topology. They also require centralized
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processing with global knowledge to compute optimal descent directions. Therefore, we would prefer to have
a distributed algorithm that solves the original nonlinear problem.

We briefly describe derivation of the distributed algorithm that solves the original optimal network flow
allocation (2) using dual decomposition and subgradient methods. A more in-depth treatment can be found
in lecture notes [BXM03]. We first derive an expression for the dual problem.

Consider a dual function for the primal problem with objective minx f0(x) =
∑L

i=1 φi(Ti) subject to the
inequality constraints fi(x) ≤ 0, where i = 1, . . . , L(D + 1), and equality constraint Ax(d) = s(d), where
d = {1, . . . ,D}. We will denote (where n = L(D + 1) and x is a vector of all flows),

x∗(λ, ν) = argmin
z

(

f0(z) + λ1f1(z) + · · · + λnfn(z) + νT
1 (s(1) − Az(1)) + · · · + νT

D(s(D) − Az(D))
)

so the dual function is

d(λ, ν) = f0(x
∗(λ, ν))+λ1f1(x

∗(λ, ν))+· · ·+λnfn(x∗(λ, ν)+νT
1 (s(1)−Ax∗(λ, ν))+· · ·+νT

D(s(D)−Ax∗(λ, ν)).

If the primal objective function is strictly convex, which is the case for the cost function (1), then there is
no duality gap and we can recover primal solutions from the dual ones. The dual problem is

maximizeλ,ν d(λ, ν)
subject to λ ≥ 0

(3)

The dual optimization problem can be solved using subgradient methods, which consist of maximizing
the dual function by iteratively following the subgradients’ gλ and gν ascent directions. We use subgradients
since the dual function is non-differentiable. We also note that the dual function is a separable function,
thus we obtain the following optimization algorithm updates during each iteration j:

x[j] = x∗(λ[j], ν[j]), λ
[j+1]
l = λ

[j]
l + αjg

[j]
λl

(x[j]), ν
[j+1]
d = ν

[j]
d + βjg

[j]
νd

(x[j]),

where l = 1, . . . , L(D − 1) are network link-flow2 identifiers and d = 1, . . . ,D are flow destinations. We
observe that this method is completely distributed if we use the constant step sizes α and β. The algorithm
can be described as follows. Each node can calculate its outgoing flows given the current values of its
neighbors’ link-flow prices λ and node prices ν. This is a local computation. We then compute subgradients
which are the flow constraint slacks for the links and the flow surplus for the nodes, and update link-flow
and node prices based on the local information (links and nodes only need information relating to their
adjacent flows and price variables). There is no need to know the global topology of the network or any
other nonlocal information, such as what are the other flow cost functions. For the convergence proof and
convergence rates, please see [BXM03].

4.2 Linear Centralized Solution

In this project we are mainly interested in an ε-approximation algorithm, which has a low computational
complexity, which is easily scalable and can be modified in real-time. We obtain such an ε-suboptimal
solution by approximating the given cost function with piece-wise linear functions. First, we will show
that this approximation can be re-written as a linear program (LP). The only change from the previous
formulation (2) is the objective function, and now we have,

minimize

L
∑

i=1

max
k=1,...,K

(

mk
i Ti + bk

i

)

.

where mk
i is the slope and bk

i is the intercept of the kth approximating line segment on the ith link.

2A link-flow is a vector of all the flows that are using a particular link.
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Using epigraph formulation of this problem, we bound maximization over K linear functions for each
link by a new variable pi, where i = 1, . . . , L. We then write each of these nonlinear constraints as K linear
constraints in the form mk

i Ti + bk
i ≤ pi. Finally, we have our standard form LP formulation.

minimize
∑L

i=1 pi

subject to Ax(d) = s(d)

x(d) ≥ 0
−pi + mk

i Ti ≤ −bk
i , ∀i = 1, . . . , L, ∀k = 1, . . . ,K

T ≤ C,

(4)

where d = {1, . . . ,D}.
There are many methods and approaches to solve this standard form LP, some of which are highly

optimized for network flow application. There is a whole class of linear MCNF algorithms that have excellent
running-time performance [GK98].

A very interesting consequence of this method is that now we can easily compute optimal flows for an
arbitrary set of convex cost functions. This is now accomplished by sampling the cost function at any number
of x-values and constructing its piece-wise linear approximation. Because the cost function goes to infinity
as the link utilization approaches capacity, we limit the link utilization by

T ≤ σC

where σ is a constant that is close to 1. By limiting the link utilization, we bound the cost function allowing
us to use a highly optimized off-the-shelf algorithm and supply to it changed constraints. Thus, we compute
optimal flow allocation for any convex performance criteria, by employing a straight-forward approximation
technique and LP technology. The more segments are used for the piece-wise approximation, the closer the
approximation will be to the original function. The solution will approach the optimal value, however the
number of constraints will increase and hence increase the complexity of the algorithm.

4.3 Iterative Methods

Rather than solving one large linear programming problem, by solving smaller problems several times with
varied constraints, the same accuracy or resolution can be achieved with much smaller complexity. As a
baseline comparison, the first run is one iteration of the linear program with a large number of segments
(i.e., K ∼ 100). The iterative method, which will be referred to as Iterative 1, adds complexity to the linear
program in a linear fashion with the number of iterations.

The algorithm for Iterative 1 is described below and can be seen in figure 1.

1. The convex cost function is broken up into K segments

2. Solve the linear program

3. Find the segment upon which the solution lies

4. Break this segment into K segments

5. Begin again with step 2

It is clear that with each iteration we add K − 1 segments to the linear program. Unfortunately, the
range of possible resolution has a very wide range. The best it can do is if the solution does not move across
segments in which case, after i iterations, the segment with the solution is only σC

Ki wide. Thus for K = 2,
after 7 iterations, it is equivalent to solving the complete piece-wise linear problem with K = 128. However,
the worst case is when the solution does not settle in a segment could be σC

K
, which occurs when the solution

stays in one segment for i− 1 iterations and then is pushed into another segment. While more investigation
is needed, it should be stated that even in this case, the solution will probably lie near a discontinuity in the
piece-wise linear function, where the approximation to the function is best. Another possibility is that in
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Figure 1: Iterative method. In each figure, the cross represents the solution found in the previous iteration.
From the figures, it can be seen how the approximation to the cost function improves over several iterations
for K = 2.

each iteration a new segment is chosen in this case after i iterations, the smallest any segment can be found
as

∆ =
σC

Kn

where

n =

⌊

ln i(K − 1) + 1

lnK

⌋

and i is the number of iterations and K is the number of segments.

4.4 Linear Distributed Solution

The same decomposition approach used in section 4.1 can be applied to the piecewise-linear approximation
problem. The only difference is that now we have a PWL objective function f0, which actually allows us
to obtain faster and more efficient algorithms. Thus, a distributed algorithm based on a pricing mechanism
with link prices λ and node prices ν can be developed following the nonlinear algorithm development.

We can also obtain distributed algorithm by applying Lagrangian relaxation or path augmentation tech-
niques to the LP formulation (4). This formulation is an instance of a linear multi-commodity network flow,
and there are several excellent distributed algorithms for its solution (see [Orl04]).

5 Algorithm Convergence Proof

In this section we present a convergence proof for Iterate1 algorithm and analytically formulate its ε-
optimality gap and convergence rate. For the sake of presentation clarity, in this section only, we re-

define flow variables as x ∈ RLD, where x = (x
(1)
1 , . . . , x

(D)
1 , . . . , x

(1)
L , . . . , x

(D)
L ). The objective func-

tion f(x) =
∑L

i=1 φi(Ti) is approximated using a piecewise-linear (PWL) function which we denote as

f̂(x) =
∑L

i=1 φ̂i(Ti). If problem (2) is feasible, then there exists an optimal solution x? = (x?
1, . . . , x

?
LD)

for the nonlinear problem (section 4.1) and we let x̂ = (x̂1, . . . , x̂LD) be the optimal solution for the PWL
approximation. We have the following inequalities for the optimal values by using optimality principles and
convexity of f (middle inequality),

f(x?) ≤ f(x̂) ≤ f̂(x̂) ≤ f̂(x?). (5)

The optimal value x? will determine a traffic point T ?
i for each link i, and if a PWL approximation breakpoint

occurs at T ?
i , then f(x?) = f̂(x?). In that case, inequalities in (5) become equalities and we observe that

f(x̂) = f̂(x̂). Our approximation problem has yielded an optimal solution of the original problem and
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there is no optimality gap between the two problems. If function f is strictly convex than the only way to
obtain zero optimality gap is if for each of the links, one of its PWL breakpoints coincides with T ?. This
gives us the insight into how an optimal approximation algorithm should work; it will generate a sequence
of new breakpoints for each link in such way that this sequence converges toward the optimal traffic level
for each link. The Iterate1 implements this algorithm prescription by finding the PWL segment with the
optimal approximate flow from the previous iteration and splitting that link into K more pieces. This way
it generates a sequence of breakpoints that approach the optimal point of the original problem.

Next we will prove the convergence of Iterative1 algorithm and derive its ε-sub-optimality certificate.
We bound the PWL function with the φ function plus the maximum approximation error and obtain the
following relation for each link,

φ̂i(T̂i) ≤ φi(T
?
i ) + max

k=1,...,K
|φ̂i(t) − φi(t)| where t ∈ [0, σC]. (6)

Defining the supremum norm ‖g‖[a,b] = maxt∈[a,b] |g(t)| on the bounded continuous real-valued functions,
and using equations (5) and (6), we have

L
∑

i=1

‖φ̂i − φi‖[0,σC] ≥
L

∑

i=1

(

φ̂i(T̂i) − φi(T
?
i )

)

≥
L

∑

i=1

(

φ̂i(T̂i) − φi(T̂i)
)

= f̂(x̂) − f(x̂) ≥ 0

Therefore, a small error in the function approximation (with respect to the supremum norm) will lead to a
small optimality gap. If we can derive an upper bound for the PWL approximation error that approaches
zero for a given PWL approximation algorithm, we have then proved its convergence. The error for the
kth PWL segment on link i, (φ̂i − φi)k, will achieve its maximum at a point ti,k at which the tangent to

φi is parallel to the linear approximation φ̂i for that segment, using the mean-value theorem applied to
derivatives. We can find a point ti,k using formula,

ti,k = (φ
′

i)
−1

(

φi(ui,k) − φi(li,k)

ui,k − li,k

)

, (7)

where li,k and ui,k are the boundary points for the kth segment on the link i. Since

L
∑

i=1

(

max
k=1,...,K

(φ̂i − φi)(ti,k)

)

=
L

∑

i=1

‖φ̂i − φi‖[0,σC] ≥ f̂(x̂) − f(x̂)

we conclude that Iterative1 algorithm will converge to within an arbitrary ε > 0 from the optimal solution
and we take ε =

∑L

i=1 maxk=1,...,K(φ̂i − φi)(ti,k) as our certificate of convergence. This is also algorithm’s
stopping criteria since we can easily compute ti,k using the equation (7).

The following upper bound on the approximation error can also be derived (see [Kon00]) if every link
cost function is a twice-differentiable function defined on the interval [0, σC] and approximated by a uniform
K-segment PWL function.

L
∑

i=1

‖φ̂i − φi‖[0,σC] ≤
1

8

(

σC

K − 1

)2 L
∑

i=1

‖φ′′

i ‖[0,σC]

We observe that the approximation error (our ε optimality gap) decreases asymptotically with the inverse
square of K. Thus, if we double the number of segments, our optimality gap will be approximately reduced
by a factor of four. It should be noted that we could achieve better performance if instead of adding new
breakpoints in a uniform fashion, we added them using derivative information about function φi. We have
considered using criteria such as the minimum mean squared error and min-max linear approximations;
however finding solutions to the breakpoint placement in those cases becomes a hard optimization problem
itself.
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6 Complexity

The purpose behind the iterative method is to reduce computational complexity over solving a much larger
linear program. Both computational complexity and storage requirements are considered in this section,
and compared for different values of K and number of iterations i. The computational complexity model
for linear programs has been cited with some variation throughout the literature. The model that is used
here can be found in [Tod92]. The computational complexity can be found to be O(M3.5U) total number of
arithmetic operations3 and taking O(

√
MU) number of iterations to converge. M is the number of variables

plus the number of inequality constraints, while U is the precision of the calculations. For the piece-wise
linear approximation, U can be taken as some fixed constant while M is equal to

M = LD + LK + L

where L is the number of links, K is the number of segments and D is the number of flows. For the iterative
method, the linear program is solved i times with the number of segments increasing from K to K +(K−1)i.
Thus, the total complexity for i iterations beginning with K segments can be found to be

C =
i−1
∑

j=0

O(L3.5(D + (K + (K − 1)j) + 1))3.5U)

≤ O
(

iL3.5

(

D + K

(

i + 1

2

)

− i − 3

2

)3.5

U

)

The storage complexity is much simpler for the iterative case. Because each iteration is independently
solved from the previous the storage complexity for one iteration is given in [Web04] as

S = (LDN + N + LD)(bUc + 2)

where L is the number of links, D is the number of flows, N is the number of nodes and U is the bit-wise
precision of the solution. To include the number of segments used, it can be shown that it is equivalent
to increasing the number of links by K, the number of segments. Because each iteration is storage wise
independent of previous iterations, the storage complexity for the iterative case can be bounded by the last
iteration, since it will have the largest number of segments and hence the largest storage complexity. This
is given by

S = ((K + i)LDN + N + (K + i)LD)(bUc + 2)

≈ (K + i)LD(N + 1)(bUc + 2)

From these equations it can be seen that the computational and storage complexities for small K’s with
numerous iterations is much smaller than solving a single large linear programming problem.

7 Implementation

In this section we consider the implementation issues of using such an algorithm in a real system. Obviously
in a real system the algorithm must be distributed, so we only consider that case. The use of such an
algorithm would be most prominent in a Point-of-Presence or PoP in the backbone of the Internet. In these
giant switching centers, many large routers are interconnected and connected to long-haul lines. Because in
our formulation each router must exchange the value λ for all flows on its outgoing links and the node price
ν, with its neighboring nodes. Hence as the number of flows grows so does the amount of information that
must be exchanged.

3Arithmetic operations over all iterations.
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Figure 2: The look-up on HoL packet returns a set of probabilities, (p1, p2, . . . , pN ), which define how much
of the flow to which the HoL packet belongs to, must go to each OQ. A random variable with the appropriate
probabilities is generated, which determines to which OQ the HoL packet gets forwarded to.

If we first consider a routing through a PoP. While there may be tens of thousands or more TCP flows
going through the point of presence, we may define a flow as originating where it enters the PoP and the
destination as where it leaves the PoP. Thus the maximum number of flows that could be considered would
be

(

N
2

)

, where N is the number of routers with links to long-haul lines. While this number may be large
it is certainly not in the thousands, and so we can see that at most we, must convey a few hundred scalar
values between neighbors. In terms of the bandwidth of high speed lines, this would be marginal. If the
routing is done between PoPs, then the number of possible of flows simply becomes the number of PoPs in
the backbone. In the Sprint IP backbone network there are 18 PoPs, a size which is certainly manageable.

Although the flows are not stationary, if convergence of the algorithm is fast enough, the changing flows
would not present a problem, as there would be some small delay at the input to the PoP. A protocol design
parameter would be how much a flow must change in order for the re-optimization to happen. It is also
worth confirming that the re-optimization can be done online. As long as the PoP is not operating near
capacity, the re-optimization time will not present a problem.

Once the protocol is defined, there remains the problem of how the distribution of a flow is done in the
routers and switches. We propose that when the look-up is done, the flow is identified and forwarded to an
appropriate output queue (OQ). This would be greatly aided by an MPLS-like scheme, where once a packet
enters the network, it is assigned a label based upon its destination in the network. Since the flows are
defined in terms of the destinations, the label would exactly identify the flow. Instead of returning an OQ,
the look-up would return a set of probabilities which determine how much of the flow must go to which OQ.
Thus a random variable with the appropriate probabilities can be generated to determine the forwarding
OQ. An example of this is illustrated in figure 2.

8 Results

Simulations were run on the Sprint IP backbone topology that has 18 nodes and 34 bi-directional links (see
figure 3). We used two types of traffic for algorithm performance testing: uniform traffic and traffic with a
randomly-generated sparsity pattern. Sample load matrices for a smaller 5-node network are shown below
to convey structure of the two used traffic types.

Suniform =













−0.5000 0.1862 0.1325 0.0644 0.0235
0.0522 −0.5000 0.1705 0.1484 0.1430
0.1370 0.0045 −0.5000 0.1455 0.3295
0.1097 0.2007 0.1590 −0.5000 0.0040
0.2012 0.1086 0.0380 0.1418 −0.5000
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Figure 3: Sprint IP backbone.

Ssparse =













−0.9850 0.4027 0 0 0.0763
0 −0.5725 0.1727 0.5176 0
0 0 −0.6920 0 0.1851

0.9850 0.1107 0.5193 −0.5176 0.4207
0 0.0591 0 0 −0.6821













Similarly, we also run two link capacity scenarios: one where each link had a unit capacity and the other
where we assigned uniformly distributed random capacity ranging from 0.8 to a unit capacity. Figure 4
shows the distribution of several flows in the Sprint network. We observe that there are multiple hop routes
present for all the flows, and the total traffic distribution is fairly uniform.

Figure 5 shows the convergence of the algorithm for different number of used segments. As expected
convergence is faster when more segments are used. However, even for K = 2, we get within 1% of the
optimal solution within 5 iterations. Optimality gap and total number of cumulative iterations are also
presented in figure 5. We observe that until convergence the number of iterations remains roughly the same
for the different values of K. The rapid increase in the number of cumulative iterations occurs when each of
the curves reaches its optimal value and the LP routine cannot find a better solution.

9 Conclusion and Further Work

In this project we investigated several solution methods for general network flow allocation. Using the min-
imum delay criteria, several algorithms were presented, beginning with the nonlinear optimization problem
with the convex cost function algorithm. To lessen the complexity, the problem was transformed into a LP
using linear piecewise approximations to the convex cost function. Next an iterative method using piecewise
linear approximations was presented. The iterative method is computationally much simpler than either
solving one large LP or solving the nonlinear problem. Convergence to the optimal solution is proven for the
linear approximation case. Simulations confirm that the iterative piecewise linear approximations converges
to a near optimal solution (if a feasible solution exists) in relatively few iterations even with small values of
K. Finally, a distributed method for solving the linear approximation was presented, followed by a simple
MPLS-like scheme for implementation in network switches.

There is much further work to be done in this area, including simulating different ways of iterating the
algorithm as well as investigating the performance of non-uniform splitting algorithms. The definition of a
more precise network protocol remains to be done as well as investigation on how the distributed algorithm
would perform under real network conditions.
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Figure 4: Three individual network flow distributions and a total traffic distribution. Red nodes denote flow
sources, while green ones denote the flow destination. Node’s circle thickness represents amount of traffic
originating or sinking into that node. Blue links are active and transporting total flow proportional to their
line thickness.
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