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1. Introduction 
 
This paper seeks to investigate the applications, obstacles, and current offerings of 
cloud computing in the national security realm. First, the paper illustrates two primary 
national security applications that could benefit from cloud computing -- biometric 
identification and maritime domain awareness. From these two applications, 6 general 
qualitative requirements of cloud computing are derived. Two of the six requirements, 
related to network and data security, are investigated further through a high level survey 
of current cloud computing security technologies and protocols. Finally, it is shown that 
the recent launch of the Amazon Web Services (AWS) GovCloud, is poised to meet the 
needs of national security cloud computing.  
 
2. A Preface for Counterinsurgency  
 
In 2009, the US State Department published a guide as part of a counterinsurgency 
(COIN) initiative.  The guide’s publication came eight years into conflict in Afghanistan 
and during one of the most tumultuous periods of the coalition war.  Australian Army 
Colonel David Kilcullen was credited as a principal contributor to the guide.  Kilcullen, a 
published author whose prose on how to turn the tide of war in Afghanistan won him 
favor with senior ranking military leadership, eventually became special advisor to then 
US Secretary of State Condoleeza 
Rice.  In the guide, COIN is 
described as a “blend of 
comprehensive civilian and military 
efforts designed to simultaneously 
contain insurgency and address its 
root causes.”  In published works, 
Kilcullen advocates for a five point 
model to be employed as part of a 
larger COIN strategy in 
Afghanistan.  This model forms the 
base thesis for the guide.  The 
model argues that if an incumbent 
government can exercise its will in 
the political, economic, security, 

Figure 1: Picture of Kilcullen in 2007 with US Forces; Source 
http://www.huffingtonpost.com/2008/07/28/rice-adviser-iraq-
invasion_115398.html 
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and informational spectrums of everyday civilian life, it can establish control over local 
populace and deny access to insurgent groups.  For the purposes of this paper, we 
focus on the security and informational functions. 
(http://www.state.gov/documents/organization/119629.pdf) 

 
 
In its quest to establish security for civilian populations and collect intelligence 
(information) on its adversaries, the US has relied heavily on the use of biometric 
technology.  COIN conflicts differ from traditional wars in the sense that identities of 
combatants are typically unknown.  Enemies hide amongst local populations and 
leverage their knowledge of community, landscape, language, and local markets to 
subvert the policies of the incumbent government.  Biometric technology seeks to turn 
the unknown into the known.  It is a tool to provide substantive leads in identifying 
adversaries prior to an attack on friendly forces and civilian noncombatants.  It is also a 
tool to collect information that cannot easily hide like ridges of a fingerprint or bone 
structure of a face. 
 
3. Biometrics  
 
Before discussing how biometric technology is applied to COIN operations, it is critical 
to understand what biometrics is.  Published by the American Statistical Association, 
authors Sarat Dass and Anil Jain studied both statistics and computer science 
respectively during their tenure at Michigan State University in 2007.  Entitled 
Fingerprint-Based Recognition, their paper provides extensive overview of fingerprint 
recognition technology and presents research opportunities for making biometric 
systems perform more effectively.  Dass and Jain define biometrics as the “automatic 
authentication of a person based on his or her physiological or behavioral 
characteristics.” 
(http://www.jstor.org.ezproxy.stanford.edu/stable/pdfplus/10.2307/25471347.pdf?accept
TC=true&)  Dass and Jain contend that biometric identification of persons is more 
advantageous than use of passwords or tokens as a means to access safeguarded 
information.  Unlike passwords or tokens, a biometric trait cannot be easily forged, 
misplaced or stolen.  
  
Throughout their article, Dass and Jain identify the importance of authentication 
techniques to be fast, reliable, and secure.  They contend the main requirements of 
biometric systems are predicated on acceptable trait recognition rates, high recognition 
speed, and low cost.  All aforementioned requirements must also come in a package 
that protects users from outsider intrusion and shore up vulnerabilities that could be 
exploited by malicious code.  Biometric systems are, in their most basic form, an 
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exercise in pattern recognition and comparison.  The system must recognize a person 
by comparing an input biometric trait with traits stored as part of an established 
database.  Once a designated number of points match between an input and a known, 
the system positively identifies the member. 
(http://www.jstor.org.ezproxy.stanford.edu/stable/pdfplus/10.2307/25471347.pdf?accept
TC=true&) 
 
In April 2014, a government watchdog project known as Public Intelligence ran a story 
about biometric applications for combating insurgency in Afghanistan.  Their story 
centered on a US Army handbook.  The handbook, published and issued in the field in 
2011, serves as a guide for US forces on how to leverage biometrics to achieve what 
has come to be known as identity dominance.  The concept of identity dominance holds 
that by collecting large swaths of information (of both enemies and friendlies), coalition 
forces could undermine anonymity of nefarious networks and attach permanent 
identities to its actors. 
  

For its part, identity 
dominance and its 
reliance on 
biometrics as a tool 
to identify 
adversaries, has 
become a critical 
tenent of combat 
operations in 
Afghanistan. Even 
though the 
handbook, known as 
Commander’s Guide 
to Biometrics in 
Afghanistan, cites 

that there is “no formal doctrine; universally accepted tactics, techniques, and 
procedures; or institutionalized training programs across the Department of Defense” for 
biometric capabilities, the lack of formal doctrine has not stopped the US military from 
investing big in biometrics acquisition and long term deployment.  The US military used 
more than 7,000 devices to collect biometric data from Afghanis since the handbook’s 
dissemination.  Of all biometric identifiers that could be collected, those being collected 
by the US Army consist primarily of fingerprints, iris scans, and facial photographs.  
Presumably these identifiers are collected because of the ease by which they can be 
taken as collection procedures do not violate cultural norms and present considerable 
challenges for insurgents looking to forge samples.  There are currently three biometric 

Figure 2: An Exemplar of Biometrics Use for Identifying Insurgents;                              
Source https://publicintelligence.net/identity-dominance/  
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devices employed by the US military in Afghanistan.  The first is known as the 
Biometrics Automated Toolset (BAT). Used primarily by the Army and Marine Corps, 
BAT consists of a laptop computer and separate photographic interfaces used for 
collecting fingerprints, iris scans, and photographs.  The second device is called the 
Handheld Interagency Identity Detection Equipment (HIIDE).  Considered a mobile 
platform, HIDDE is a handheld device that allows users to collect fingerprints, scan 
irises and take photographs.  Both BAT and HIIDE can connect to approximately 150 
servers that comprise the military network throughout Afghanistan.  This connection 
allows for the uploading and downloading of real time biometric information and watch 
lists.  The last device is known as a Secure Electronic Enrollment Kit (SEEK).  Like the 
HIIDE, SEEK is also a handheld device.  It does however come with a keyboard for 
remotely entering biographical information.  SEEK is considered by many to be the 
future replacement for the HIIDE as it has enjoyed success with the special operations 
community by gaining reputation for being a reliable and user friendly device. 
(https://publicintelligence.net/identity-dominance/) 

With mobility comes data.  As military operators throughout the theater grow biometric 
databases by conducting biometric collection missions, data from these devices are 
stored in ever growing databases.  The databases are designed for search and 
comparison with other intelligence information in an effort to identify insurgents. The 
final resting place for this data is the Department of Defense’s Automated Biometric 
Identification System (ABIS) located in West Virginia.  ABIS allows for sharing with the 
Department of Homeland Security (DHS) and the FBI.  

The interconnected nature of ABIS, DHS, and FBI databases produces a product known 
by many as the “the watch list.” Known officially as the Biometric Enabled Watch List 
(BEWL), “the watch list” is one of the most comprehensive biometrics collections in the 
world.  Its data feeds analyst cells active and potential threats.  When accessed by a 
mobile platform like SEEK, it allows for real-time identification of potentially threating 
persons. 

The BEWL is developed by analysts that combine all of the data from biometric 
enrollments, forensic evidence, and human sourced intelligence.  Composition of the 
BEWL is done in cooperation with foreign intelligence agencies and organizations 
throughout the US government.  Public Intelligence reported that least twenty-nine 
dedicated analysts located throughout Afghanistan work on the BEWL.  Should 
collected biometric data not match a listing on the BEWL, the data and its 
corresponding biographical information are transmitted back to the ABIS.  This 
transmission allows for comparison against the 90 million fingerprint entries collected by 
DHS and 55 million from criminal indexes made by the FBI.  Matches made there are 
sent to the National Ground Intelligence Center (NGIC) in Charlottesville, VA.  The 
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NGIC generates biometrics intelligence analysis reports (BIARs) which are used to 
share detailed histories of threating persons.  These histories are passed onto 
operational units within Afghanistan that then make a determination on capture/kill 
viability for each received BIAR.  (https://publicintelligence.net/identity-dominance/) 

In 2010, government and information technology (IT) consulting firm Booz Allen 
Hamilton (BAH) hosted their annual Ideas Festival.  Presenting at Ideas Festival was 
Abel Sussman, an IT strategist and project manager for BAH.  Sussman and his team 
won second place at Ideas Festival for their presentation relating to biometric 
databases.  Their work was published in a paper entitled Leveraging the Cloud for Big 
Data Biometrics.  In it, Sussman and his team write, “biometrics systems have begun to 
reach the limits of their scalability due to a surge in enrollment and the increasing multi-
modality of databases.”  Given publicized figures of upwards to over 140 million 
fingerprint indexes between the FBI and DHS alone, it is easy to understand why. 
(http://www.mendeley.com/catalog/leveraging-cloud-big-data-biometrics-meeting-
performance-requirements-next-generation-biometric-syst/#page-1). 
  
The concept that our biometrics systems have started to reach their capacity is 
predicated on the presumption that for a database to be considered operationally 
beneficial it must carry with it the weight of hosting millions, if not, billions of profiles.  
With each profile comes data in the form of biographical text and captured biometric 
signatures. To give readers an idea of scale, Sussman and his team reported that as of 
2010 DHS’s database hosted 110 million identities and was enrolling over 125,000 
persons per day.  In terms of data size, he and his team assessed diverse modalities 
(identities containing more than one biometric capture) to be in the tens of petabytes.  
To take it a step further, the future expectation for biometric identification systems would 
be to not only identify persons in near real-time, but also share information across 
multiple organizations and platforms.  Sussman and his team’s predictions have 
become reality in terms of the field using biometric tools to meet mission requirements 
as the US military’s use of the SEEK and HIIDE platforms have fulfilled prophecy. 
(http://www.mendeley.com/catalog/leveraging-cloud-big-data-biometrics-meeting-
performance-requirements-next-generation-biometric-syst/#page-1) 
  
Echoing Sussman’s prospectus was Dr. Charles Li, Technical Director for Raytheon 
corporation.  In 2013, Dr. Li authored a presentation entitled Identity and Biometrics in 
the Big Data & Analytics Context.  His presentation captured the essence of what Big 
Data is supposed to do for biometric missions—“extract insight from a high volume, 
variety and velocity of data in a timely and cost-effective manner.” For Big Data to be an 
effective solution for the biometric capacity problem, it had to focus on areas that 
generate the most data.  Dr. Li surmised that these areas are system transaction, log 
and transition data. For a biometric database to perform the way it was intended, it 
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needed to figure out how to do two things: limit de-duplication and establish higher 
levels of accuracy.  His contention was that the open architecture of a cloud could work 
on both problems.  De-duplication is a problem that a biometric system can encounter 
when its architecture demands multiple checks of the data it already has.  For a system 
with a 100 million plus enrollments, that would take a system 15 years to complete a 
series of checks at a rate of 10 million matches per second!  In terms of accuracy, 
systems utilizing non-cloud or no Big Data leveraged infrastructures can make upwards 
to 5 million false matches with an enrollment population of 100 million.  Enough false 
matches will inevitably lead to loss of confidence by field operators. 
(http://www.slideshare.net/yuekuan/li-charles-biometrics-analytics-big-data-symposium-
charles-li-06182013c) 
  
It seems unimaginable that challenges facing custodians of large biometric databases 
will be solved by any technology other than Big Data and cloud infrastructures.  What 
makes the solution difficult are the privacy and security requirements that seem pitted 
against prevailing wisdom for how to construct reliable architecture.  Datanami, a 
proponent news blog dedicated to Big Data and analytics, featured a story in 2012 on 
the Big Data behind the biometric identity market.  In their report, Datanami focused on 
the work of Dr. Pramod Varma.  Varma is one of the lead engineers in a project known 
as “Aadharr.”  “Aadharr” is touted by many as the world’s largest biometric project.  
Based entirely on an Indian Government biometric program, “Aadharr” was said to 
“handle 100+ million verifications for every ten hours a day, translating to four terabytes 
of audit log data for every ten days, each byte of which must be guaranteed.”  In his 
interview with Datanami, Varma disclosed three key architecture principles when 
building “Aadharr.”  First, every component was scalable to Big Data.  Second, they did 
not get hamstrung to one particular vendor.  Third, they recognized that at some point 
everything fails and planning must take failures into account.  
(http://www.datanami.com/2012/08/02/the_big_data_behind_biometric_identity/) 
 
In following Varma’s second maxim, one notes value in having an open source solution 
to complex architectures involving movement and processing of large data sets.  With 
open source environments come concerns over security and privacy of data.  This 
paper will cover these concerns along with potential solutions for them later.  However 
in terms of accomplishing COIN missions, having dependable and scalable biometric 
databases appears to hinge on how well our IT experts can leverage Big Data and 
cloud solutions.  
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4. The Pivot-to-the-Pacific  
 
Since September 11th 2001, the United States political and military power has been 
focused on the conflicts in the middle east, most notably the War on Terror in 
Afghanistan and Iraq. This posture arose due to the terrorist attacks against Americans 
on US soil, increasing human rights violations and intelligence the presumed existence 
of weapons of mass destruction in Iraq.  As stated in the prior section, warfare in the 
middle east is asymmetric and fought in a very particular way. To conduct these 
operations certain technologies, policies, and alliances were required such as those 
prescribed by Colonel David Kilcullen.  
 
With local governments and security forces in place, the responsibility for the safety and 
security of the region has been returned partially or fully to the newly elected 
governments. As a result, US focus, investment and presence in those two countries is 
declining. New threats in the asia-pacific, however, now draw the attention of political 
and military bodies of the United States and its allies. Well-articulated by the 
Congressional Research Service (CRS), the pivot was brought on not just by the 
downturn of focus in the middle east but also by “ the growing economic importance of 
the Asia-Pacific region…[and] China’s growing military capabilities and its increasing 
assertiveness of claims to disputed maritime territory, with implications for freedom of 
navigation and the United States’ ability to project power in the region” 
(http://fas.org/sgp/crs/natsec/R42448.pdf).  
 
Further documented by the CRS, the pivot includes increased US and allied troops in 
the region as well as an increase to 11 aircraft carriers and subsequent navy support 
vessels (http://fas.org/sgp/crs/natsec/R42448.pdf). Political soft power is likewise 
planned in the form of increased international cooperation, trade policy, and attempts to 
integrate Chinese leaders more fully into Western activities in the region 
(http://fas.org/sgp/crs/natsec/R42448.pdf). With these priorities in place, the US stands 
to increase cooperation, trade and stability in the asia-pacific, a part of the globe 
dominated by ocean, island nations, and maritime assets. Unfortunately, operations in 
this region are vastly different from those in the war on terror and require new 
techniques, technologies, and increased international cooperation.  
 
5. Maritime Domain Awareness  
 
As discussed in Sections 2 and 3 of this paper, operations in the Middle East are run 
under a strategy of counterinsurgency or COIN. This mode of operation, characterized 
by non-state actors, unidentified enemies and both urban and mountainous terrain, 
does not translate well to the asia-pacific region. In the asia-pacific, military power is 
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confronted with more tangible enemies like the North Korean and Chinese Navies, 
illegal fishing vessels, and contested deep water drilling platforms. While the opponents 
are easier to identify once located, finding and tracking these adversaries is incredibly 
difficult due to the size of the ocean and waterways in that and other regions of the 
world.  
 
Where COIN stands as the cornerstone for military operations in the War on Terror, 
Maritime Domain Awareness (MDA) is the keystone to large scale oceanic operations. 
MDA, as defined by the International Maritime Organization (IMO), is  “the effective 
understanding of anything associated with the maritime domain that could impact the 
security, safety, economy, or environment...[including] all maritime-related activities, 
infrastructure, people, cargo, and vessels and other conveyances” (1). In other words, 
MDA is the actionable knowledge and intelligence of the oceans, waterways and human 
activity related to them. Additionally, the importance of the MDA mission towards 
security and stability can best be portrayed realizing that the ocean covers 361 million 
square kilometers of our planet, 80% of the world’s population lives within 200 miles of 
the ocean, and 90% of all international trade is conducted over water 
(http://www.waterencyclopedia.com/Mi-Oc/Ocean-Basins.html, 
http://fas.org/irp/offdocs/nspd/gmii-plan.pdf, and 
http://en.wikipedia.org/wiki/Freight_transport#Ship).  
 
To achieve MDA, military and civil government agencies patrol the oceans in boats, use 
ship and airplane based radar, as well as land based sensor systems. Unfortunately, all 
of these methods are limited in effectiveness given the scale of the oceans, the 
curvature of the earth, and their capital and labor intensive nature. In the context of 
information technology and this paper, there are two additional methods of note that are 
used to servile the oceans in support of MDA -- (1) the Automatic Identification System 
(AIS) and (2) Space Based Imaging.  
 
Automated Identification 
System (AIS) 
 
AIS is a system that uses 
beacons installed on ocean 
going ships to transmits 
information about the ship to 
anyone who can receive the 
beacon’s signal. The beacons 
were initially developed to be 
received by terrestrial towers 

Figure 3: Google Map Overlay of AIS Beacons as Seen from Space; Source 
http://eijournal.com/2011/satellite-technology-bolsters-global-maritime-
surveillance 
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overlooking the ocean and by other ships. In recent years companies like SpaceQuest 
Ltd, Dauria Aerospace, and Orbcomm have shown these same signals can be seen 
from space by specially designed satellites 
(http://www.spacequest.com/Articles/SpaceQuest-TEXAS-III-Presentation.pdf). The 
information transmitted by the beacon includes the identification number of the ship as 
well as its course, position, and speed. These signals, regardless of how and where 
they are received, help military, civil and commercial authorities better conduct their 
safety, security, and regulatory operations 
(http://www.imo.org/OurWork/Safety/Navigation/Pages/AIS.aspx).  
 
AIS was initially conceived as a short range identification and tracking network in the 
1990s. It was designed as a method to know who was who in your own general vicinity 
and beacons were eventually mandated by the IMO in 2002 for ships of 300 gross 
tonnage (http://www.imo.org/OurWork/Safety/Navigation/Pages/AIS.aspx ). With the 
advent of space based AIS reception and cheaper transceivers, AIS prevalence and 
applications are growing.  
 
AIS, the Cloud and Big Data  
 
Now that ships can be tracked anywhere in the ocean at recurring intervals, their 
movement can be characterized over longer time periods and across larger geographic 
areas to derive insights into what the boats are doing. Research vessels move at 
different speeds and in different locations than shipping vessels. Fishing boats have a 
certain style of movement that can be seen in AIS data and is determined by how their 
fishing equipment impacts their mobility 
(https://www.youtube.com/watch?v=lYRz3xfcpJ4). Boats that are frequently seen to turn 
off their AIS beacons near marine protection zones are likely trespassing in those areas 
for illicit reasons. All these insights come from watching the activity of more than 
100,000 ships over a period of years to build probabilistic models of their behavior 
(http://analyzecorp.com/#/environment/). However, this data is not easily accessed and 
analyzed.  
 
Below is an illustrative back-of-the-envelope calculation for the amount of data that is 
and could be generated by the entire AIS enterprise in the course of a year:  
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While the amount of data is large, the first real issue in analyzing the data is the 
collection of a complete data set. Although satellites can see the entire ocean during the 
period of a day, they may only be in view of a single ship and its beacon once every day 
or every other day so aggregation of data from many satellites is needed. Additionally, if 
there are a large number of ships in the same area, their signals will interfere with each 
other making it nearly impossible to read any of the signals. Near the coast, interference 
is mitigated using terrestrial towers that view fewer ships simultaneously, but this means 
the data is stored by many different organizations who operated these terrestrial 
receivers as opposed to two or three different satellite companies. As a result, the AIS 
data needs to be aggregated into a single location from many different countries, 
companies and collection systems before adequate data are on hand for representative 
analysis. As MarineInsight.com points out, “the major challenge to MDA is [the] proper 
synchronisation and combination of the information...so that it can be viable to 
numerous countries across the world.” (http://www.marineinsight.com/misc/maritime-
law/a-general-overview-of-maritime-domain-awareness-mda/) 
 
The cloud represents a unique solution to the size and complexity of the MDA data 
collection effort. With the clouds inherent accessibility to anyone with an internet 
connection along with its cheap and scalable computational power, it stands as the 
obvious Information Technology candidate to support the MDA mission. Unfortunately, 
even with the support of cloud computing there is an additional issue to overcome -- AIS 
beacons are not required for all ships and the integrity of their transmissions cannot be 
assured.  

Figure 4: Back-of-the Envelope Calculation of the Amount of AIS 
Data that Could Be Produced in Support of MDA; Sources 
http://www.milltechmarine.com/faq.htm#a6 and SpaceQuest Ltd, 
3554 Fairfax VA, 22030 
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AIS beacons are not mandated for all ocean going ships. In fact, beacons have only 
been installed on approximately 110,000 vessels, less than 1% of the 17 Million ships 
estimated on the oceans today. Furthermore, each ship’s captain has the ability to turn 
their AIS beacon off whenever they like. As a result most ocean going vessels can not 
be viewed and tracked through the AIS system so further data to support MDA 
operations must be generated through additional means, one of which is satellite 
imagery 
(http://www2.le.ac.uk/departments/physics/research/src/res/mmu/sbmda/downloads/sb
mda-briefing-october-2013).  

 
Satellite Imagery and Cloud Computing in Support of MDA 
 
Satellite imagery in the visual and infrared spectrums along with space based radar 
could be used to supplement AIS data in the pursuit of maritime domain awareness. 
Using these imaging technologies you could track the course of certain ships, without 
AIS, in open waters and produce visual proof of a ships activity. However, there are four 
primary hurdles to this method of MDA.  
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 
First, you need to have good enough resolution on your satellite imagers to discern 
unique ships. Second, your satellite assets must be able to see the location of specific 
ships often enough to track their movement without losing them. A generic imaging 
satellite at a 600 km altitude, orbits the earth once every 100 minutes and would be able 
to revisit a unique point of the ocean once or twice a day depending on it field of view. 
Therefore you need a lot of satellites equally spaced in a variety of orbits around the 
earth to provide the supposed coverage. Third, you would need to be able to get the 
images from all of your satellites down to earth and then to a central location so that 

Figure 5: IKONOS Satellite Image of Oil Tanker Rescue Effort; Source http://earthobservatory.nasa.gov 
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they can be processed in aggregate. Finally, you would need immense amounts of 
computing power to process the images at a rate to where the insights derived from the 
pictures are actionable.  
 
Towards to the first and second aforementioned obstacles, satellite imagery is a 
growing resource, but there are not yet enough satellites to conduct a decisive MDA 
mission. As reported by David Neyland of the Office of Naval Research and Dr. Nigel 
Bannister of Leicester University in 2013, there were 55 satellites on orbit that had the 
capacity to image large ocean going vessels and which would be available for 
international unclassified collaboration on the MDA mission. These satellites are the 
property of government and commercial entities in 19 countries 
(http://www2.le.ac.uk/departments/physics/research/src/res/mmu/sbmda/downloads/sb
mda-briefing-october-2013). Because these satellites are not in an organized 
constellation, their coverage as a complete system, is poor.  
 
In the past year or two there has been a boom in commercial earth imaging ventures. 
Two such ventures are Skybox Imaging and PlanetLabs, who are developing affordable 
additions to the current satellite assets. Skybox Imaging, recently acquired by Google, 
has plans for a 12 satellite constellation (http://www.spacenews.com/article/launch-
report/39561skybox-taps-orbital-sciences-for-2015-minotaur-launch), while PlanetLabs 
is in the process of launching roughly 100 imaging satellites over the next year on 
Russian rockets as well as the International Space Station 
(http://www.spaceflightnow.com/news/n1403/17planetlabs/#.U-1-ErxdXCw). Although 
the number of imaging satellites is growing quickly and there may be enough for a 
strong MDA capability, there is still the problem of aggregating and processing the data 
as whole.  
 
Wireless radio links are used to download the images from satellites to earth. The 
bandwidth of these links varies greatly, however their performance is more than 
adequate for the required image data rates. The more troublesome half of this issue is 
where the data is being downlinked. For a commercial US company, there are upwards 
of 30 domestic and international locations that you could downlink your images through 
facilities provided by United Space Network, KSat, Spaceflight Networks, and others. 
You would then need to upload the images over regional networks to a central location, 
ostensibly the cloud. Modern 21st century networks can easily handle this task.  
 
Once the images have been downloaded and collected on the cloud, the system would 
need to process the images quick enough to make the insights usable to militaries and 
civilian enforcement agencies. The computational intensity to analyze satellite imagery 
for MDA purposes fell outside the scope of this paper, however a back of the envelop 
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calculation on the amount of data that may be produced in the near future for MDA 
purposes is shown below.   
 

 
 
 
 
6. Network Functions Required for Technologies Supporting US National Security 

  
There are six high level qualitative requirements derived from the needs of biometric 
and MDA applications.  These requirements are: 
 

1. Large Storage and High Computational Power 
Given that both biometric and MDA applications capture and store vast amounts 
of data, networks must strive to properly store, account for, and process data to 
accomplish mission goals. 

 
2. Highly Distributed Data Collection 
Biometric and MDA applications must have the capability to deal with more than 
one data type.  Collections for these networks are done by various users with a 
variety of platforms.  Designers should expect a wide distribution in the data 
types they receive. 

  
3. Real-time Mobile Access to Insights 
Without pushing information in real-time to the field, biometric and MDA networks 
fail to offer field operators the data they need to make informed decisions.  In 
some respects, mobile access is the driver for increased development and 
investment for biometric and MDA applications. 

Figure 6: Back-of-the Envelope Calculation; Source 
SpaceQuest Ltd, 3554 Fairfax VA, 22030 
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4. International Coordination of Data 
Networks maintaining biometric and MDA information are expected to play well 
with others.  Living in a global world means ensuring access to other countries 
even if their systems present compatibility concerns. 

  
 

5. High Security Requirements 
The sensitive nature of data collected as part of the biometric and MDA mission 
sets dictate that networks place stringent protocols in place to ensure integrity 
and security of data present on its networks.  Encryptions must work with open 
structures and not against them. 

  
6. Asymmetric Permissioning 
Part of building world-class architectures is recognizing that network users are 
not equal in terms of access.  Biometric and MDA applications must be 
judiciously shared with other members of the international community. However, 
not every member may have equal access to data on the network.  
Understanding and programming sound access logic is critical in maintaining an 
open and secure system. 

  
Requirements 1-4 lend themselves nicely to solutions offered by cloud computing 
providers.  5-6 however present challenges that require further investigation presented 
as part of this paper. 
 
7. Current Cloud Security Protocols, Technologies, and Plans 

The definition of cloud computing provided by National Institute of Standards and 
Technology (NIST) says that: "Cloud computing is a model for enabling on-demand and 
convenient network access to a shared pool of configurable computing resources (e.g., 
networks, servers, storage applications and services) that can be rapidly provisioned 
and released with minimal management effort or service provider interaction (2). 

Cloud Computing is becoming increasingly present in most business and even 
Governmental and Military institutions, mainly because it provides users scalability, 
flexibility and availability of data. However, despite the many advantages, there are still 
many concerns about security threats. 

For military applications, these concerns are currently paralyzing the implementation of 
such technologies. This session outlines the differences between cloud services types 
when it comes to security levels, the main concerns in adopting a Cloud Service is 
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cases where security is crucial, as well as the current solutions available and the ones 
in development phase. 

The goal of the analysis is to conclude whether the any of the solutions available, or 
being constructed, will meet the security requirements to be used for the Military 
applications mentioned in this paper. 

The 3 main forms of Cloud Computing are Public, Hybrid and Private. Other than those, 
recently new forms are been released, from which Virtual Private Cloud is a good 
candidate for the application proposed in this paper, that  will be treated separately in 
the end of this session. Each of them has different security levels, and is subjected to 
different security threats. 

A public cloud is one in which the services and infrastructure are provided off-site over 
the Internet. These clouds offer the greatest level of efficiency in shared resources; and 
they’re the most cost effective. One of the advantages of a public cloud is that they may 
be larger than an enterprise cloud, and hence they provide the ability to scale 
seamlessly on demand. However, they are more vulnerable than Private Clouds. 

A private cloud is one in which the services and infrastructure are maintained on a 
private network. These clouds offer the greatest level of security and control, but they 
require the company to still purchase and maintain all the software and infrastructure, 
which reduces the cost savings. They’re especially relevant for businesses where 
control and security are paramount. The private clouds aim to address concerns on data 
security and offer greater control, which is typically lacking in a public cloud. There are 
two variants of private clouds: (i) on-premise private clouds and (ii) externally hosted 
private clouds. The on-premise private clouds, also known as internal clouds are hosted 
within one’s own data center. There are several providers of Private Cloud Services, 
such as Amazon Virtual Private Clouds, Cisco Private Cloud Solutions, IBM SmartCloud 
Foundations, Microsoft Private Cloud, Citrix Cloud Platforms. All those providers work 
with off-premise clouds. In order to have an on-premise cloud, the organization has to 
deal with the installation of the infrastructure, which makes it less cost effective. 

A hybrid cloud includes a variety of public and private options with multiple providers. By 
spreading things out over a hybrid cloud, you keep each aspect at your business in the 
most efficient environment possible. The downside is that you have to keep track of 
multiple different security platforms and ensure that all aspects of your business can 
communicate with each other. 
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Table 1: Summary of various features of cloud deployment models (3) 

Deployment 
Model 

Managed By Infrastructure 
Owned By 

Infrastructure 
Located At 

Accessible and 
Consumed by 

Public Third party provider Third party provider Off-premise Untrusted 

Private Organization Organization On-premise Trusted 

 Third party provider Third party provider Off-premise  

Hybrid Both organization 
and third party 
provider 

Both organization 
and third party 
provider 

Both on-premise 
and off-premise 

Trusted or 
Untrusted 

          

Case Study - OpenStack Penetration Test 

A study was conducted at Johns Hopnkins Universtity Applied Physics Laboratory (4), 
to test the security of the OpenStack Cloud. A series of penetration tests were 
performed, including network protocol and command line fuzzing, session hijacking and 
credential theft. Using those techniques, the attackers were capable of gaining access 
to restricted information contained on the OpenStack server, or gain full administrative 
privileges on the server. The main issues encountered were concerning the lack of 
encryption of data and of credentials. OpenStack provides Public, and mainly Private 
Cloud Services, what makes the public question the usage of outside providers to store 
really sensitive data. 

OpenStack is a used by companies like AT&T, NASA, PayPal, Intel and Yahoo!, among 
others. This study was conducted in December, 2012, and there’s a potential that some 
data of those companies were exposed until the corrections were made. 

The concept of Cloud Computing is relatively new, and the amount of research oh the 
topic has been increasing significantly over the past years. Many mistakes were made 
and many will probably still be made, but for most security issues, there’s already a 
solution that addresses it. 

Main Threats in Cloud Security 

As cited in (5) the main threats associated with cloud security can be separated as: 
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a. Shared Technology Vulnerabilities 

Multi-tenancy provides efficient utilization of resources, keeping cost lower. It implies 
sharing of computational resources, services storage and application with other tenants 
residing on same physical/logical platform at provider’s premises. Thus it violates the 
confidentiality of data and results in leakage of information and encryption and 
increases the possibility of attacks. 

b. Insecure Interfaces and APIs 

Cloud computing providers expose a set of software interfaces or APIs that customers 
use to manage and interact with cloud services. Provisioning, management, 
orchestration, and monitoring are all performed using these interfaces. The security and 
availability of general cloud services is dependent upon the security of these basic APIs. 
From authentication and access control to encryption and activity monitoring, these 
interfaces must be designed to protect against both accidental and malicious attempts 
to circumvent policy. While most providers strive to ensure security is well integrated 
into their service models, it is critical for consumers of those services to understand the 
security implications associated with the usage, management, orchestration and 
monitoring of cloud services. Reliance on a weak set of interfaces and APIs exposes 
organizations to a variety of security issues related to confidentiality, integrity, 
availability and accountability. 

  

c. Malicious insiders 

This is a threat that arises within the organization, where employees or third party 
vendors can try to steel, corrupt the data or grant access to unauthorized people. data 
of one organization and may corrupt or sell that data to other organization.  

d. Denial of service attacks 

Denial-of-service attacks are attacks meant to prevent users of a cloud service from 
being able to access their data or their applications. By forcing the victim cloud service 
to consume inordinate amounts of finite system resources such as processor power, 
memory, disk space or network bandwidth, the attacker causes an intolerable system 
slowdown and leaves all of the legitimate service users confused and angry as to why 
the service isn’t responding. 

DoS has been an Internet threat for years, but it becomes more problematic when it 
comes to Cloud Computing because organizations are dependent on the availability of 
their services. 
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e. Traffic hickjacking 

If an attacker gains access to credentials, they can eavesdrop on activities and 
transactions, manipulate data, return falsified information, and redirect clients to 
illegitimate sites. With stolen credentials, attackers can often access critical areas of 
deployed cloud computing services, allowing them to compromise the confidentiality, 
integrity and availability of those services. 

  

The goals of Security on Cloud Computing 

Confidentiality 

When we talk about confidentiality of information, we are talking about protecting the 
information from disclosure to unauthorized parties. 

Integrity 

As system guaranteed the integrity of data, it doesn't manipulate without permission or 
by using unauthorized method. In another word, an integrated system defines as trusted 
data and messages which are not revealed by a potential interfere. 

Availability 

Availability of information refers to ensuring that authorized parties are able to access 
the information when needed. Information only has value if the right people can access 
it at the right times. 

 

Figure 7: Goals of Security in Cloud Computing 
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Main Techniques to Secure Cloud 

As cited in (6): 

a. User Management 

In this part, it can be noted to the security items such as choosing secure 
password (choose passwords by considering related issues such as compound using of 
characters), centralized user management, strong authentication, proxy authentication 
and secure configuration basics which each of the above-mentioned can increase the 
level of security and its sub-groups. 

b. Masking and Encryption 

Encryption is a key component to protect data at rest in the cloud. Employing 
appropriate strength encryption is important: Strong encryption is preferable when data 
at rest has continuing value for an extended time period.  In Singh’s paper “Analyzing 
Cryptographic Algorithms for Secure Cloud Network,” he presents a series of different 
cryptography techniques in order to evaluate if they could be used without affecting the 
performance of data transference rate (7). The conclusion was that many well-known 
cryptography techniques, such as AES and DES Symmetric algorithms, and Benaloh 
and Paillier Homorphic Algorithms, are time-efficient and can be used in cloud networks, 
with execution time around 0.2s for a 50KB input. 

c. Access Control 

Access control is one of the important issues related to the security in different cases 
which include subjects such as privileged user controls, controlling database, when, 
where, who and how to access data and related applications to database, determining 
row and column level security, multi-level security and data classifications which can do 
changes based on cloud environment needs and optimized use of previous 
achievement. 

Available Alternatives 

In this session, the main concerns and solutions for security threats in the Cloud were 
addressed. The solutions have to be adopted by the cloud providers in order to 
guarantee the privacy of data. However, it’s not always possible to trust fully the 
provider, and then the concept of Security as a Service (SECaaS) comes to offer extra 
protection. 
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Other than that, there’s the concept of Virtual Private Cloud, that is very recent but has 
good security barriers and is being used by US Government. 

SECaaS 

SECaaS is outsourcing security management to a third party. For each cloud service 
that has been discussed, the cloud service provider provides some security measures. 
SECaaS does not refer only to securing cloud infrastructure. SECaaS also has the 
ability to secure the entire enterprise network that may be hosted physically on-premise. 
The security tools and main appliances are hosted by a SECaaS company in the cloud. 
For users who want this level of service, the SECaaS company can put a small 
appliance in the user’s or company's network so that their network can be reached by 
the SECaaS provider. Usually, an enterprise already maintains network security policies 
that only permit specific protocols and port numbers to enter the network. With this 
SECaaS appliance, a company can allow the incoming and outgoing traffic to the 
SECaaS provider confidently. 

Figure 8 shows the growth in the SEECaaS market. This market grew 5 times over the 
past 4 years, and it’s predicted that it will grow 10 times more over the next 10 years. 
About 30% of cloud security solutions are purchased by government entities at this 
point. 

 

 
Figure 8: Past and Predicted Growth of Cloud Security Market; Source (8) 
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It is nearly inevitable that most applications in the national security space will end up 
using some sort of Cloud Service. Public, hybrid or private clouds could potentially be 
used for those applications, but at this point of maturation, an on- or off-premise private 
cloud, using encryption, authentication and authorization may meet the national security 
community’s needs. If not, a SEECaaS solution could be added to provide an extra 
layer of security. 

It is practically inevitable that eventually Military applications will use Cloud Services. 
Either public, hybrid or private clouds could potentially be used for those applications, 
but at this point of research and technology development, probably a Private Cloud on-
premise or off-premise, backed up by encryption, authentication and authorization 
services, along with a SEECaaS providing an extra layer of security, could provide a 
security that meets the requirements for Military applications. 

Virtual Private Cloud 

A Virtual Private Cloud (VPC) is an on demand configurable pool of shared computing 
resources allocated within a public cloud environment, providing certain level of isolation 
between the different organizations using the resources. The isolation between one 
VPC user and all other users of the same cloud is achieved normally through allocation 
of a Private IP Subnet and a virtual communication per user. 

The main companies providing this service is Amazon, through Amazon Virtual Private 
Cloud, and Google, via Google App Engine configured with their Secure Data 
Connector. Amazon has a new Virtual Private Cloud service designed specifically for 
the government, the AWS GovCloud 

“AWS GovCloud (US) is an isolated AWS Region designed to allow US government 
agencies and customers to move sensitive workloads into the cloud by addressing their 
specific regulatory and compliance requirements. The AWS GovCloud (US) framework 
adheres to US International Traffic in Arms Regulations (ITAR) regulations as well as 
the Federal Risk and Authorization Management Program (FedRAMPSM) requirements.  
FedRAMP is a US government-wide program that provides a standardized approach to 
security assessment, authorization, and continuous monitoring for cloud products and 
services. AWS GovCloud (US) has received an Agency Authorization to Operate (ATO) 
from the US Department of Health and Human Services (HHS) utilizing a FedRAMP 
accredited Third Party Assessment Organization (3PAO) for the following services: 
EC2, S3, EBS, VPC, and IAM. Additional AWS GovCloud (US) services can be 
independently reviewed on an individual basis for additional authorizations.” 
(http://aws.amazon.com/pt/govcloud-us/) 
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The company doesn’t provide details of how they assure end-to-end security and 
privacy, but they guarantee that the service has been designed and is managed in 
alignment with regulations, standards, and best-practices including: HIPAA, SOC 1, 
SOC 2, SOC 3, ISO 27001, FedRamp, ITAR, CSA, MPAA, FIPS 140-2, among others.  

8. Conclusion: Applications of Current Cloud Security to US National Security 
Missions 
 
The goal of this paper was to investigate the applications, obstacles, and current 
offerings of cloud computing in the national security realm. Through the applications of 
biometrics and maritime domain awareness, we were able to derive six qualitative 
requirements for cloud computing for these national security operations. These six 
requirements are Large Storage and High Computational Power, Highly Distributed 
Data Collection, Real-time Mobile Access to Insights, International Coordination of Data, 
High Security Requirements and Asymmetric Permissioning. Inherently the cloud 
computing coupled with an internet connection fulfills the first four requirements. Next 
through a survey of literature on the current state of cloud computing security, this paper 
showed that the public cloud offerings are fairly secure, but do not meet the certification 
requirements required for national security use. This research also found that AWS 
recently launched their GovCloud product, which is poised to meet the needs of national 
security cloud computing. While the government in general has been slow to adopt 
cloud computing into their IT infrastructure, the AWS GovCloud along with the maturing 
security protocols of public cloud offerings will soon be ushering in a new wave of high 
demand computing in support of security, stability, and freedom worldwide.  
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