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examples:

regression:

categorization:

determine params 
(like w, b) from pair of linked

data tensors

Parameters found which minimize some 
pre-specified loss function

regression:   e.g. mean squared error

categorization:  e.g. hinge loss 

NB: since parameter-finding procedure involves some examples of data_slice_2, 
evaluation has to be done via cross-validation on held-out data
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exploratory idea =  F[params](data_slice_1) 

Unsupervised data analysis

Parameters found which minimize some pre-specified loss function??

How to validate given there are no labels??

Unsupervised models:

doesn’t involve pre-determined output
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Clustering

Clustering:  assign datapoint to natural groups based on the 
way the data is laid out. 

Some of the many methods of clustering
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k = number of clusters

C = partition of the data into clusters

C assignment chosen (‘learned’) to minimize within-cluster sum-of-squares:

K-means Clustering

assignment of each point to a cluster
e.g. vector of values in {1, …, k}, one for each datapoint 

argminC

kX

i=1

X

x2Ci

||x� µi||2

def kmeans(data, k):

choose initial means

assign points to clusters by distance

update means

repeat until stable:

return assignment

“Lloyds algorithm”

= maximize between-cluster sum-of-squares:

unsupervised
loss function
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many failure cases: 

Clustering



agglomerative clustering:

data
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agglomerative clustering:

data cluster hierarchical
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agglomerative clustering:



Clustering

agglomerative clustering:

efficient 
for large 
datasets

good for 
non-

euclidean
distances

“best default”



Clustering

agglomerative clustering:



affinity propagation:

Clustering

self-selects numbers of clusters



https://scikit-learn.org/stable/auto_examples/applications/plot_stock_market.html

https://scikit-learn.org/stable/auto_examples/applications/plot_stock_market.html


[IPYNB: Other clustering methods]

K-means Clustering



Hierarchical K-means

1. Run K-means on original data

Clustering



Hierarchical K-means

1. Run K-means on original data

2. for each resulting cluster, 
recursively run K-means on 
points in each cluster

Clustering



Hierarchical K-means

1. Run K-means on original data

2. for each resulting cluster, 
recursively run K-means on 
points in each cluster

L = number of layers
k = average branching factor

LX

i=0

ki parameters to learn with supervision

Clustering
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pigi(x)

Q:  How to estimate the means and the variances?  

A:  Beyond the scope of this course (“Expectation Maximization”) 
—>  Or you can do stochastic gradient descent, of course

https://www.tensorflow.org/api_docs/python/tf/contrib/factorization
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Mixture Models are a statistical relaxation of clustering

X

i

pi = 1

gi ⇠ N(µi,�
2
i )

xi =
kX

i=1

pigi(x)

Q:  How to estimate the means and the variances?  

A:  Beyond the scope of this course (“Expectation Maximization”) 
—>  Or you can do stochastic gradient descent, of course

https://www.tensorflow.org/api_docs/python/tf/contrib/factorization

Can say: initialize parameters via K-means

Mixture Models

https://www.tensorflow.org/api_docs/python/tf/contrib/factorization


[IPYNB: Gaussian Mixture Models]

Mixture Models
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Akaike Information Criterion (AIC)

AIC = 2 · k � 2 log(L̂)

k
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number of parameters of model

likelihood of the data (according to the model)
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Akaike Information Criterion (AIC)

AIC = 2 · k � 2 log(L̂)

k

L̂

number of parameters of model

likelihood of the data (according to the model)

penalty for too many parameters

measure of accuracy

k = 2 · nc · d

nc

d

number of components
number of data dimensions

Validating Unsupervised Models?



Bayesian Information Criterion (BIC)
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likelihood of the data (according to the model)

BIC = log(n) · k � 2 log(L̂)

number of data pointsn

bigger penalty than AIC
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Bayesian Information Criterion (BIC)

k

L̂

number of parameters of model

likelihood of the data (according to the model)

BIC = log(n) · k � 2 log(L̂)

number of data pointsn

bigger penalty than AIC

k = 2 · nc · d as before

Validating Unsupervised Models?
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Variation 0 data
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Variation 3 data
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From V4 data
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Why is this a good idea?

BIC = log(n) · k � 2 log(L̂)

f(x|✓)

⇡(✓)

Following Konishi and Kitagawa (§9.1.3)

= parametric distribution describing models as a 
function of parameters 𝞡 and data x

 = prior distribution of parameters 𝞡

Probability of observations x is:

p(x) =

Z
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