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Regularization

Ok, recall:
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Regularization

Actually there are likely to be *many* hyperplanes with the same loss level:
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Regularization

Actually there are likely to be *many* hyperplanes with the same loss level:
so which one do we want?
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Regularization

Which hyperplane do we want! The one with the largest minimum margin.

Minimum Margin = min(smallest red-to-boundary distance,
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Regularization

Which hyperplane do we want! The one with the largest minimum margin.

Minimum Margin = min(smallest red-to-boundary distance,
smallest blue-to-boundary distance)
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Key math FACT: margin is well-measured by (inverse of):
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Key math FACT: margin is well-measured by (inverse of):

Why?

® o o’ e 6
® 0q0 0, ¢ o e
. Qouo Sege o Q”Q Mcoo“o °
o%e
oo.o. o0 oo oo ooo on.oo
0 g0
° ooooo" Q“o PY @ 0“0“ o“oo ¢
o oo ® e QQOu ®
® ®

Bad because!




Key math FACT: margin is well-measured by (inverse of):

Why?
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Key math FACT: margin is well-measured by (inverse of):

Why?

Still not optimal — why?




Key math FACT: margin is well-measured by (inverse of):

Why?
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Key math FACT: margin is well-measured by (inverse of):

Why?

Ahhh! That's better!
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Why?

Ahhh! That's better!
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Key math FACT: margin is well-measured by (inverse of):

Why?
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Key math FACT: margin is well-measured by (inverse of):
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Regularization

10 Animals (blue) vs Fruits. jfferent cholces distribute the error differently elus fruts tred) var level v6
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Regularization
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Regularization

10 Animals (blue) vs Fruits. jfferent cholces distribute the error differently elus fruts tred) var level v6
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Regularization
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Regularization

10 Animals (blue) vs Fruits. jfferent cholces distribute the error differently elus fruts tred) var level v6
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[Examples motivating L2 regularization]



Regularization

Some basic examples:
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Regularization

| 2-regularization doesn’t matter if data Is nicely separable:
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Regularization

| 2-regularization does matter if data isn’t nicely separable;
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Regularization

| 2-regularization does matter if data isn’t nicely separable;
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Regularization

slope
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Regularization
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Regularization

10 Animals (blue) vs s dfjfferent cholces distribute the error differently sy frus red) varlevel v6
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Regularization

10 Animals (blue) vs s dfjfferent cholces distribute the error differently sy frus red) varlevel v6
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Regularization

loss = max (O, 1 —red; % Z w; - neurani(sj) + b
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[IPYNB: Regularization with real data]



Regularization

High C = larger weight values

Low C = smaller weight values
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Regularization

LI regularization leads to much sparser weights.

Weight historgrams -- L1 reqg.
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Regularization

LI regularization leads to much sparser weights.

C vs Sparsity
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Regularization

LI regularization leads to much sparser weights.

03 L1 vs L2 reg. weights
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... because 1t encourages weights to be O If they're not high.
A form of interpretable feature selection.



Regularization

Regularization Curve for L2-SVM
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Regularization

Regularization Curve for L1-SVM

specific to L1:
10 : .
-Optimal test performance of 0.847 (5) perfo rmance of L| criterion

t C=0.100

by itself (low C) is terrible

o
o0

(6) optimal performance is little
less good than L2 (often)

(at Variation V3 images)
©
(o]

o
'S

Performance on 8-way task

E—— (/) overfitting is Iittle less bad
— tain||  than for L2

02}

10°* 10° 10 10 10° 10° 10¢ 10° 10°
Value of C (bigger = less regularization)

(1) training and testing are less good at very high levels of regularization (low C) than at
very low levels of regularization (high C)

(2) training performance increases monotonically as regularization decreases,
converging to celling levels at very high values of C

(3) overfitting (gap between green and blue) increases as regularization decreases

(4) most important: there is an *optimal* level of regularization for test
Nnerformance



Regularization

... of course when you actually do regularization you must cross validate
your choice of €, since it is a free parameter of the model.

[IPYNB: Cross-Validating your regularization parameter]



Linear Regression

Simple linear regression Is case when there's one regressor.

y~mz+0b
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Simple linear regression Is case when there's one regressor.
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Linear Regression
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Linear Regression

Simple linear regression Is case when there's one regressor.
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Neural response

IN = number of training points

N—1
FiInd m, b that minimize sum-of-squares error: (yz — Mmx; — b)2
1=0
Cov(x o
m = (,y) — corr(x,y) - —2

Var(x) o



Linear Regression

Multivariate linear regression is very similar:
Y=W- X"+b

m = number of dimensions
/ \ \ to regress

(n, M) (m, k) (n, k)

kK = number of regressors

n = number of data points

... and accordingly, has a simple explicit formula solution:

Of course, actually computing the pseudo-inverse is computationally intensive.
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Linear Regression

Multivariate linear regression is very similar:
Y=W- X"+b

m = number of dimensions
/ \ \ to regress

(n, M) (m, k) (n, k)

kK = number of regressors

n = number of data points

... and accordingly, has a simple explicit formula solution:

XX XTY/  cod(X,Y)
| ~ 1 /Var(X)

"pseudo-inverse’’ of X

effectively generalizing
one-d case

Of course, actually computing the pseudo-inverse is computationally intensive.



Ridge Regression

Multivariate linear regression is very similar:
Y=W- X"+b

m = number of dimensions
/ \ \ to regress

(n, M) (m, k) (n, k)

kK = number of regressors

n = number of data points

The goal was to minimize:
n—1
S —alW = p)? = [y = X7 W -
1=0

... and accordingly, had the simple explicit formula solution:

W = (XI'X)"1X*y
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Ridge Regression

Multivariate linear regression is very similar:
Y=W- X"+

m = number of dimensions
/ \ \ to regress

(n,m) (mk) (nk

kK = number of regressors

n = number of data points
For reasons just like In categorization, can help prevent overfitting to minimize:

Y = X7 W = b|| + o [W][°

fitting error cross validating the
regularization strength

v
Again, has a simple explicit solution: RidgeCV Regression

(aka Tikhonov regression)

W= (X'X+aol) ' X'Y



Ridge Regression

W= (X'X+aol) 'X'Y

_— T~

effectively like adding uncorrelated noise of variance (X makes O contribution to the
numerator term

ike adding a "ridge” along the diagonal of the regressor covariance matrix — that's why it's called
“ridge”



Lasso Regression

Multivariate linear regression is very similar:
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n = number of data points

For reasons just like In categorization, can help prevent overfitting to minimize:
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fitting error regularization



Lasso Regression

Multivariate linear regression is very similar:
Y=W- X"+

m = number of dimensions
/ \ \ to regress

(n, M) (m, k) (n, k)

kK = number of regressors

n = number of data points

For reasons just like In categorization, can help prevent overfitting to minimize:

Y = X7 W = b + af[W]]

fitting error regularization

Does not have a simple solution. Lasso Regression

Lasso leads to sparse weights.



Lasso Regression

Multivariate linear regression is very similar:
Y=W- -X"+b

m = number of dimensions
/ \ \ to regress

(n,m) (mk) (nk

kK = number of regressors
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Lasso Regression

Multivariate linear regression is very similar:
Y=W- X"+

m = number of dimensions
/ \ \ to regress

(n, M) (m, k) (n, k)

kK = number of regressors

n = number of data points

For reasons just like In categorization, can help prevent overfitting to minimize:

Y = X7 W = b + af[W]]

fitting error regularization

Does not have a simple solution. Lasso Regression

LassoCV Regression

Lasso leads to sparse weights. | hich matters if you care about interpretability of

&, coefficients — not so relevant in neuroscience, but
relevant in (e.g.) psychology or economics



FlasticNet Regression

Multivariate linear regression is very similar:
Y=W- -X"+b

m = number of dimensions
/ \ \ to regress

(n, M) (m, k) (n, k)

kK = number of regressors

n = number of data points

For reasons just like In categorization, can help prevent overfitting to minimize:

Y = X7 W = || + af[W][* + 8| |W]|

fitting error two regularization terms

Potential advantage: ElasticNet regression
Can be as good at fitting as Ridge while

still allowing some sparse interpretability  ElasticNetCV regression



Kernel Ridge Regression

Multivariate linear regression is very similar:
Y=W- X"+b

m = number of dimensions
/ \ \ to regress

(n, M) (m, k) (n, k)

kK = number of regressors

n = number of data points

In Ridge Regression we had:

Y = X7 W —b|| + a|[W]]*



Kernel Ridge Regression

Multivariate linear regression is very similar:
Y=W- X"+b

m = number of dimensions
/ \ \ to regress

(n, M) (m, k) (n, k)

kK = number of regressors

n = number of data points

In Ridge Regression we had — equivalently,

d(Y, X' - W +b) + of||W]|?

where d = euclidean distance



Recall — Other Distances in the SVM Classifier (lecture 5)

Recall out hyperplane-based classifiers are based on

margins(s,;) = Z w; - neuron;(s;) + b

1

PC 2

Results only depend on matrix of pairwise similarities Sl
(inverse distances) between training points (s_J's).* Ll
* 10 10
Regular SVM uses euclidean similiarity. Can actually use any similarity measure you want.
sklearn.svm.LinearSVC — sklearn.svm.SVC

you can input any
similarrty function, even one
that's nonlinear fn of its Inputs

only works wrth regular
euclidean similarrty

Most common is the “radial basis function™ (RBF) similarity:
—_— [J— 2

* matrix of pairwise similarities is sometimes called a "kernel” or a “gram matrix”



Kernel Ridge Regression

Multivariate linear regression is very similar:
Y=W- X"+b

m = number of dimensions
/ \ \ to regress

(n, M) (m, k) (n, k)

kK = number of regressors

n = number of data points

In Kernel Ridge Regression we have

d(Y, X' - W +b) + of|[W||?

where, for example:

d(z,y) =1 — o~V Ilz—yl|?



[IPYNB: Multivariate regression]
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Pixel representation I'T neural representation Behavioral patterns
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Linking Hypotheses

Models are linking hypotheses:

V4 representation IT neural representation Behavioral patterns
ey ol X-position
1 !iyg %2 3. 1. y-position
#hs¥  encoding decoding size
: . . rotation
regression regression
mass

100ms
Visual
Presentation

pixels

L inear transform?



[IPYNB: Regressing |T from V4]
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M = number of dimensions
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X = 7PT Y =UQ"
(n, k) (n, m)

n = number of data points
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PLS Regression

Partial Least Squares (PLS) Regression k = number of regressors

M = number of dimensions
to regress

X=TPT+E Y=UQ' +F
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(n, k) (n, M)
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U (n L) matrix () (m, L) orthogonal matrix

“trying to put X andY in a common space”

goal is to choose T, U, P and Q to maximimize: corr (T, U)

....and minimize residuals E and F.
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PLS Regression

Partial Least Squares (PLS) Regression k = number of regressors

M = number of dimensions
to regress

X=TPT+E Y=UQ'+F

n = number of data points

(n, k) (n, M)
T (n, L) matrix P (kL) orthogonal matrix
U (n L) matrix () (m, L) orthogonal matrix

“trying to put X andY in a common space”

goal is to choose T, U, P and Q to maximimize: corr (T, U)

....and minimize residuals E and k. Y ~ XQT(PT)—l 4\

the effective regression weight

/~ L = how many common dimensions  matrix — really needs pseudo-
has to be cross-validated inverse of P*T



[IPYNR: PLS Regression]



