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Abstract

The Center for Integrated Turbulence Simulations was established at Stanford University in Septem-
ber, 1997, as one of five university centers in the Academic Strategic Alliances Program of the De-
partment of Energy’s Accelerated Strategic Computing Initiative. This report outlines the Center’s
technical work during the fourth year.
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Chapter 1

Introduction

1.1 Overview

The Stanford ASCI program is developing high-fidelity simulation capability for the flow and com-
bustion in aircraft gas turbine engines. The work seeks to establish a new paradigm in which
simulation replaces testing as the dominant tool for aircraft engine development.

Current aircraft engine design methodology in industry makes extensive use of Computational
Fluid Dynamics (CFD) at a level that can be performed repetitively as background work on a few
hundred distributed linked engineering workstations. The use of ASCI’s tightly-linked multipro-
cessor terascale platforms would enable a very significant increase in the reliance on simulation
in engine design. Therefore, the major engine companies are participating in the Stanford ASCI
program to help it succeed and to learn about the potential of large-scale multiphysics simulation.
These partners are providing geometry and performance data, assistance in grid development, com-
parisons with their own simulation codes, knowledge of important issues that might be resolved
with terascale simulation capabilities, and people to work with the Stanford team. This collabo-
ration affords an opportunity for the ASCI program to have a significant impact on US industry
that could help provide new terascale computing markets.

New physical insight and data for improving RANS modeling is being obtained by Direct Nu-
merical Simulations (DNS) and Large Eddy Simulations (LES) in single turbomachinery blade
passages as part of the Stanford program. The DNS on ASCI terascale platforms is providing data
impossible to obtain from physical experiments that is crucial to understanding and modeling of
turbomachinery flow and combustion physics. These scientific calculations are an important part
of the Stanford program and a necessary step towards realistic simulation.

As with the other four ASCI Alliances, the Stanford program includes a significant element
of research in computer science. Our work on new algorithms and accelerated parallel computing
strategies is done by the engineering scientists in the simulation team, who have strong track records
of such accomplishments.

The big strength in the Computer Science Department at Stanford is in computer systems and
architectures. The Stanford ASCI program includes work in the Computer Systems Laboratory
(CSL), a joint activity of the Electrical Engineering and Computer Science Departments, one of
the premier groups in its field. This research deals with advanced concepts for computer systems
software and hardware, and has as its principal customers the computer industry, where prototype
concepts will be developed and incorporated into new systems. The CSL team has used the engine
simulation codes and other ASCI codes to study new compiler and operating system software
concepts. CSL has also provided some prototype performance analysis software for use by the
simulation team. However, the primary impact of the CSL work in our ASCI program will be on
future platforms for scientific computing.
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A close collaboration between the CSL group and the simulation team has developed in the area
of advanced visualization of complex flow and combustion data. This builds significantly on parallel
rendering capabilities developed by Prof. Hanrahan under support by the ASCI Views program.
CITS supported the development of a parallel implementation of pV3 (an MIT visualization system
interfaced with our turbomachinery code, TFLO) for use on Hanrahan’s cluster, which has been
made available to the simulators. The two groups are also collaborating on the use of parallel VTK
for simulation visualizations.

Figure 1.1 shows the overall program for advancing large-scale engineering simulation. The
areas for interaction between the simulation team and the CSL team are indicated. The red box
labeled “Streaming supercomputers for scientific computations” reflects an important new focus in
the CSL ASCI plan that will begin in FY 2002.
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1.2 Engine Simulation Program

In modern commercial engines such as that shown in Fig. 1.2, most of the thrust is provided by a
large ducted fan mounted coaxially with the gas turbine engine. Air enters the compressor, (where
the flow is repeatedly accelerated by rotating blades rows and decelerated in stationary blade rows
to increase the pressure), then flows to the combustor (where liquid fuel is sprayed in and burned to
create a very hot gas), and then flows through the turbine (where energy to drive the compressor
and fan is extracted by repeatedly accelerating the flow to transonic speeds in stationary blade
passages and using this momentum to turn rotating blades rows). Good performance requires
very careful management of the flow to prevent flow separation in the compressor flow passages,
to achieve clean combustion and sufficiently uniform outlet temperature from the combustor, to
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Figure 1.2: Gas turbine engine.

prevent damage to combustor and turbine by the hot combustor exhaust, to prevent aeroelastic
failure of the highly-stressed rotating parts, and to minimize the noise emitted by the engine. This
is accomplished by a combination of very sophisticated three-dimensional blade design, secondary
air cooling flows in the combustor and turbine, active control of blade tip clearances, and other
measures whose success depends strongly on the accuracy of the simulations used in the engine
design. Hence the engine simulation provides an excellent vehicle for development of simulation
technology pertinent to DOE needs, a unique opportunity to help US engine technology remain the
world’s best, and a fertile training ground for young people interested in multi-physics large-scale
simulation science and simulation-based design of systems of technical importance.

The roadmap for the engine simulation is shown in Fig. 1.3. The effort is organized in two
teams, one focusing on the turbomachinery and the other on the combustor. The approach is
to handle the turbomachines using the unsteady compressible Reynolds-Averaged Navier-Stokes
(RANS) equations with advanced models for the wall and wake turbulence. Because the combustor
flow is very complex, and RANS models of combustion have not been adequate, the CITS approach
is to use Large Eddy Simulation (LES) for the combustor. Combustors are geometrically complex,
with passages for dilution air, recirculating flow, fuel spray insertion and evaporation, and highly
turbulent combustion. The Mach numbers in the combustor are typically low, but the density
changes due to heat release are very substantial. Hence the combustor LES code is currently based
on low Mach number approximation to the compressible flow equations. RANS calculations can
use various methods (such as upwinding, fourth-order dissipation, etc.) to achieve adequate flow
predictions. However, LES must use non-dissipative conservative methods in order to capture the
turbulence dynamics correctly. Hence research on algorithms and sub-grid modeling have been

3
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required to develop LES for the combustor.
The research plan includes work on turbulence modeling for rotating systems, spray modeling

and simulation, drop breakup and evaporation, and other flow physics that needs to be improved for
a high-fidelity engine simulation. It also involves the development of new numerical methods for flow
computation. At Stanford there is a long tradition and record of contributions to numerical analysis
from flow physics faculty, who teach the principal courses in numerical analysis, have written books
and many papers on the subject, and are journal editors in the field. Hence in the ASCI program
at Stanford this fundamental numerical analysis research is carried out by the turbomachinery and
combustor simulation teams as an integrated part of their programs. The relatively small group in
the Computer Science Department that also does numerical analysis assists in this effort.

1.2.1 Turbomachinery

The turbomachinery flow simulations are solutions of the RANS equations, which require models
for turbulent stresses. RANS simulations are now commonplace in the aircraft industry, where ex-
tremely accurate and detailed calculations of external aerodynamic flows are routinely performed
for entire aircraft. They are also used in engine turbomachinery design, but the geometric complex-
ity associated with multiple blade rows, all different in blade design and count, has limited CFD
to quasi-steady flow calculations of single passages in each blade row with simplifying assumptions
about mixing between rows. While these have enabled very successful blade design, they do not
allow the designer to look at complex system problems, such as rotating stall in the compressor
or hot streaks in the turbine. Currently these problems show up when the machines are built and
tested, at great expense. The ASCI terascale platforms provide the first opportunity to look at

4



some of these problems using advanced RANS simulations. The engine industry does not yet have
the computer power to do such simulations, hence they are very interested in seeing what might
be possible for them in the future.

The Stanford turbomachinery code TFLO is built on parent RANS flow codes for external
aerodynamics widely used in the aircraft industry, developed over many years by Prof. Antony
Jameson, leader of the TFLO team. TFLO is a multi-block parallel turbomachinery CFD code
that can accommodate a variety of RANS models. Because it started from similar parent codes
and contributions to TFLO were made by experienced CFD people from three engine companies,
TFLO developed quickly over the first two years of the ASCI program. It has now been validated
by extensive comparison to experiments and by direct comparison with proprietary codes of the
three industrial partners and a respected NASA turbomachinery code. It is ready for large-scale
use, which can now begin while it is continually improved.

TFLO uses a structured multiblock mesh and a multigrid method for both steady and unsteady
calculations. The turbulence model and main flow are solved separately in an iterative process.
Current algorithm work is concentrating on accelerating convergence of these iterations, on accel-
erating parallel input/output operations, and on exploration of some novel ideas for more rapid
calculation of periodic turbomachinery flows. The computational cost required by these large-scale
RANS calculations is still so large that they cannot be carried out in reasonable time with existing
computing resources. In order to overcome this difficulty, we continue to improve the parallel scal-
ability of TFLO so that the software is ready to be run efficiently on larger numbers of processors
when they become available.

In parallel, we have started an ambitious numerical algorithm development program that will
attempt to significantly reduce the computational times required for these calculations. Initial work
by Prof. Jameson on the Euler equations has suggested that a combination of multigrid and an LU-
SGS solver can make it possible to produce an order of magnitude reduction in the number of inner
iterations in the pseudo-time integration. Additionally, a hybrid explicit-ADI implementation of the
time-stepping procedure has also been shown to lead to significant computational time reductions
while preserving the nominal order of accuracy of the discretization. We are moving forward to
try these ideas with the RANS equations. Based on ideas from Allison’s Ken Hall, Prof. Alonso
and a student have shown that a non-linear frequency domain approach to the solution of time-
periodic flows encountered in turbomachinery could enable much faster approach to the periodic
steady-state. We are also preparing to explore these ideas in TFLO. Although success in three-
dimensional Navier-Stokes computations is not guaranteed, we hope that these ideas (separately
or in combination) might well make a two-order of magnitude reduction in the time required to
generate a converged periodic solution, enabling us to complete a large turbomachinery calculation
on the ASCI platforms in a matter of days rather than months.

TFLO can accommodate n-equation turbulence models. Current options include the Spalart
Allmaras one-equation model, a two-equation k − ω model used by industry, and the V2F model,
an advanced 3-equation model developed at Stanford by Prof. Paul Durbin. Durbin’s group is
investigating V2F modifications for rotating frames. A new structure-based two-equation model
that offers special promise for use in rotating frames is being developed by Prof. Reynolds’ group
under AFOSR support and may eventually find its way into TFLO. DNS for homogeneous shear
and straining flows in rotating frames are being conducted. These DNS data will be used by the
modeling groups to shape and tune their models to handle rotating turbomachinery flows. DNS of
various turbomachinery blade passage flows are also being conducted to gain better understanding
and to guide turbulence model improvments.
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1.2.2 Combustor

The main objective of this group is to develop unstructured mesh technology for LES of combustion
in realistic configurations using massively parallel computing platforms. The choice between LES
and RANS was motivated by the evident superiority of LES over RANS for predicting turbulent
mixing, which is critical in combustion. The choice between structured and unstructured mesh codes
was motivated by the extreme geometrical complexity of realistic combustors. This combination
pushes the envelope of engineering combustor simulation, and addresses needs very similar to those
of the DOE laboratories.

An LES solver must ensure robustness without numerical dissipation, which can destroy the
accuracy of the LES solution. Hence an LES solver requires a numerical scheme that conserves
energy (in discrete form) for arbitrary elements. For structured meshes, the Harlow-Welsh staggered
data algorithm developed at Los Alamos exhibits these properties, and so it has been a workhorse
for LES. In FY99 and FY00, Dr. Krishnan Mahesh of Prof. Moin’s group devised a very clever
adaptation of these ideas for staggering on unstructured meshes, and this new algorithm was
implemented first in the Stanford LES combustor code.

The LES algorithm must also have the ability to handle features like sharp corners, rapid changes
in grid spacing, etc. that are unavoidable in meshing real combustors. The original formulation
by Mahesh worked well for fairly uniform unstructured meshes, but encountered difficulty in the
sorts of meshes that are needed for real combustors. Therefore, during FY01 several algorithmic
modifications were implemented to insure that the energy conserving formulation remains accurate
on highly skewed elements. The new algorithm has been validated for both incompressible and
variable density turbulent flows. The code is also being tested against detailed data from a special
Pratt &Whitney cold-flow test rig having complex geometry similar to that of their real combustors.

Existing simple combustion models are not suitable for combustor LES because they do not
describe important phenomena such as extinction and reignition. A new flamelet-progress variable
combustion model, developed with partial support of this program by Pierce and Moin, does offer
promise for LES. This model, originally developed on structured meshes, has been implemented in
the unstructured combustor code. In the future, other more complex combustion models now being
developed as part of our combustion modeling program will be introduced as well. This includes
an unsteady flamelet model, which does an excellent job in predicting pollutant formation in the
Sandia test flames. Our new colleague, combustion expert Prof. Norbert Peters, is providing the
technical lead for these combustion model developments.

A new semi-implicit numerical method for time-accurate simulations of low Mach number flows
was been developed and tested. The method avoids the acoustic CFL limitation, allowing a time
step restricted by the convective velocity, resulting in significant efficiency gains.

Combustion with liquid fuels requires modeling of droplet formation, breakup, evaporation
and interactions, and turbulent mixing with the ambient gas, where the combustion occurs. The
Lagrangian Particle Tracking (LPT) framework, developed in our ASCI program in a structured
environment, was implemented in the unstructured code. This required adaptation of LPT method-
ologies suitable for unstructured meshes. These are being validated against published experimental
data, numerical results of structured grids, and ongoing Stanford spray experiments.

We continue to move towards the LES of a real engine combustor. Pratt &Whitney has provided
the geometry of their P&W6000 engine, which is our principal simulation objective. We find that
a good mesh is critical for a good LES, and that a good RANS mesh usually does not make a
good LES mesh. We do not have a mesh-generator development effort as part of our program, but
we now have considerable experience in using commercial mesh generators (e.g. Fluent’s Gambit)
and more advanced generators (e.g. Sandia’s Cubit) to mesh real geometries for LES and RANS,
including meshes generated from CAD files provided by Pratt & Whitney. A good mesh, the basic
LES approach, and the combustor and spray models are now coming together.
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Our goal has been to demonstrate a well-resolved LES of the P&W6000 combustor at operating
conditions. Based on our current successes and failures, we estimate that a simulation of a (1/18th)
sector of the engine combustor (corresponding to one injector) will require 4-10 million grid points
and 300,000 time steps, and approximately 70,000 processor-hours on ASCI Frost. We expect to
achieve this goal in FY02.

1.2.3 Turbomachinery/Combustor Integration

TFLO had a head start and is ready for use, but the combustor LES code is an entirely new
code that required more time for development. In order to get an early start on issues involved
in integrating the combustor and turbomachinery simulations and to demonstrate the potential
of such computations in dealing with important engineering problems, Stanford entered into an
agreement with the NASA Glenn Research Center (GRC) to provide their National Combustor
Code (NCC) for use in integration experiments with TFLO. The NCC is a RANS code on an
unstructured mesh. It has been mainly used for steady calculations, but can do unsteady RANS.
Since the complex combustor LES code is also on an unstructured mesh, much will be learned from
interfacing TFLO and the NCC that will speed the integration of TFLO and the combustor LES
code, which has just begun. The work with TFLO and the NCC began in FY01 and will continue
in FY02.

The NCC is export-controlled, and so only executable NCC code is available to Stanford;
Stanford has provided only executable TFLO to GRC. The integration of two codes developed by
different organizations not having access to each other’s source codes is an interesting challenge.
The TFLO team and GRC personnel designed the interface system jointly, then each built its side
to talk to the other, and each tested test its code with its interface and the executables from the
other side. We have run the NCC on ASCI Blue Pacific. Tests of the integration of TFLO and the
NCC were run first on a Stanford cluster, which is the only platform available to all Stanford and
NASA participants.

NCC/TFLO coupled simulation has begun on ASCI Blue Pacific. These simulations are being
carried out by Dr. Roger Davis, who is on long-term assignment to Stanford from the United
Technologies Research Center (UTRC) under cost-shared support by Stanford, UTRC, and Pratt
& Whitney. As with the planned TFLO-LES combustor integration, the focus will be on the
P&W6000 engine, for which Pratt & Whitney is providing proprietary geometrical details and
experimental data. While the geometrical details will remain proprietary and some calculation
results will be normalized for general presentation, the entire engine industry will be able to see
the potential of terascale computation in dealing with complex engine system problems, and thus
the exercise should promote wider interest in large-scale simulation within the industry.

We have begun work on the TFLO-LES combustor code interface. The work so far has gone
quickly and well, and we anticipate making the coupling in FY02.

1.2.4 TFLO/NASTRAN integration

In our original proposal we mentioned the possibility of coupling the flow code (TFLO) with an
elasticity code to look at aeroelastic problems associated with engine blade vibration. This was
intended to be an item of work in the event our program is funded for an additional five years.
However, under other support Prof. Alonso and a student have been working on aeroelasticity
problems in external aerodynamics using aero codes and NASTRAN as the elasticity code. This
work was very successful, and so they decided to advance the TFLO-NASTRAN integration, which
was done this year and is reported herein.
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1.3 Research Towards New Technologies for Computer Systems

The goal of the CSL ASCI program is to discover methods for building and programming large-scale
parallel machines in a manner that offers high, scalable performance, ease of programming, and
cost effectiveness. Over the past year, the CSL component of the Stanford ASCI program has been
reexamined and restructured. The result was a reaffirmation of our vision as to how CSL can best
contribute to advancing the technology of massive scientific computation.

Our strategy is to bridge the gap between (a) technology that is being developed in industry
to address the market for moderate scale commercial servers and (b) technology required for large-
scale scientific computers. To this end, we are addressing problems in large-scale architecture,
visualization, and software technology that are specific to large-scale systems, leaving problems
involving topics such as processor architecture and single-thread compilers to industry.

We envision machines with 10,000 or more processors that provide a flat address space with
very high global bandwidth (less than a 10:1 local to global bandwidth ratio) and less than 1
microsecond interaction latency. We see these machines incorporating latency-hiding mechanisms
and efficient synchronization mechanisms. These machines are also balanced for cost effectiveness,
rather than single-thread performance, and hence offer a very high ratio of FLOPS per dollar and
per Watt.

Such machines extend the application base and simplify programming and program tuning. For
example, high global bandwidth enables applications with significant global communication and
frees programmers from fine-tuning application partitioning. Having a flat address space simplifies
the management of shared data.

We envision software tools, some application specific, that help the programmer extract par-
allelism, distribute the problem, and optimize communication and synchronization. We plan to
investigate the use of meta compilation - extended static analysis - in constructing these tools. We
also plan to explore the use of virtual machine technology to construct parallel operating systems.

Visualization is a key component of our overall strategy. Program visualization facilitates
program development by allowing the programmer to see how a program evolves in space and time.
Application visualization makes parallel computing more useful to the end user by allowing him to
see and understand the results of the computation.

1.3.1 Architecture

Two technologies are pivotal to the construction of the scalable shared-memory parallel comput-
ers we envision: low-latency interconnection networks and scalable cache coherence mechanisms.
Emerging high-speed signaling technology and parallel optical links enable the construction of
economical interconnection networks with high bandwidth and low latency. High-speed signaling
technology has recently made available I/O drivers with over 5Gb/s bandwidth and chips with
over 1Tb/s of total pin bandwidth. This technology enables 10,000 node networks with nearly flat
bandwidth.

Unfortunately high-speed electrical links can operate only over very short distances (1m of PCB
or 10m of cable). Building a network using only such short links would result in a large diameter,
and hence high latency. Parallel optical links overcome this limitation by permiting high-speed
operation over long distances (100m). However, optical links are significantly more expensive than
electrical links. Thus, what is required is a network composed predominantly of high-speed electrical
links with a small number of parallel optical links to reduce latency.

We propose to develop the architecture for such a network. We plan to start with a study of
topologies for hybrid electrical optical networks that use a small number of long (optical) links
to reduce network diameter. We then plan to investigate router architectures and flow control
methods for Tb/s router chips. Finally, we plan to develop an architecture for a network interface
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that provides latency hiding, communication, and synchronization mechanisms to a conventional
processor via a memory mapped interface.

Providing a shared address space with cache coherence greatly simplifies programming by elim-
inating the bookkeeping associated with handling shared data across several address spaces and
by automatically performing communication for ’casually’ shared data. For good performance, the
programmer must still explicitly distribute critical data structures.

Existing directory-based cache coherence protocols scale well to 100 nodes but are not suitable
for 10,000 node machines because of numerous bottlenecks such as ’hot’ directories. We plan to
investigate protocols and methods that will provide shared memory scalable to 10,000 nodes. We
will investigate the use of hierarchical directories that eliminate protocol bottlenecks. We also plan
to pursue partitioning the address space into private, shared cacheable and shared uncacheable
data to eliminate protocol overhead on data that need not be cached remotely.

We are using the FLASH machine, a prototype directory-based distributed shared memory
multiprocessor, as a tool to evaluate proposed scalable shared memory systems. The protocol
controller in FLASH, the ’MAGIC’ chip, is completely programmable. Thus, we can experiment
running applications with hierarchical protocols and with partitioned address spaces by reprogram-
mign MAGIC.

1.3.2 Software

Our software effort is focused on two main thrusts. First, we are developing simulation technology
to enable large parallel machines to simulate even larger machines. These simulations enable us
to explore both the architecture and applications space of large scalable machines before they are
built. Second, we are exploring the use of ’meta-compilation’, static compile-time analysis, to debug
and optimize parallel codes. A meta-compiler can quickly check a program for both correctness and
performance bugs, greatly reducing code debug time. The CS department is currently attempting
to recruit a faculty member with an expertise in deep program analysis and parallel compilation. If
we are successful in hiring this individual, we plan to expand our software activity to include new
work in parallel compilation.

Programming massively parallel machines is notoriously difficult. Large machines have non-
obvious, hard-to-diagnose performance traps. Code written for one machine must commonly be
rewritten for each new one: it may have been tuned for the wrong topology, made tradeoffs optimal
for the past generation that are pessimal for the current one, or used the wrong paradigm (message
passing or shared memory) with an attendant overhead. Writing correct parallel code has always
been difficult; when coupled with extensive manual tuning required for good performance, it requires
almost heroic efforts. We want to change this situation so that programmers write code once, and
then have a compiler mechanically check and optimize it it so it runs correctly and well on a new
machine. Much of what is required for both high performance and correctness can be described
with simple rules such as “cluster related data into the same 128 byte cache line,” “do not compare
two floating point numbers for equality”, and “for maximum message passing parallelism, release
message buffers as quickly as possible.” These rules map in a straightforward manner to source
code, and thus can be enforced with a compiler. For example, checking the rule “variable A
must be guarded by lock L” is a matter of ensuring that an access to “A” is bracketed within
calls to appropriate “lock” and “unlock” functions. While compilers have the machinery needed
to check these rules and to transform code to exploit them, they lack the domain knowledge
necessary to do so. Thus, the key feature of our approach is making compilation aggressively
domain-specific. We do so by making it easy for implementors to add high-level compiler extensions
that can check and optimize their code. Unlike traditional compilers that must shallowly support a
wide array of general-purpose transformations, these extensions can be tuned deeply for the small
number of idioms actually used in practice. Additionally, they can do high-level optimizations
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impossible for traditional compilers, which while they have a precise understanding of programming
language semantics, are oblivious to the “meta level” of the libraries and systems written in these
languages. For example, while a compiler must understand the for loops used to implement an FFT
algorithm, it is ignorant of the mathematics behind them. By raising compilation to this higher
level we hope to greatly increase the scope of optimization and checking. One example would be
crafting matrix-library-specific optimizers that exploit their domain knowledge to reuse temporary
results across sequences of calls, replace expensive sequences of operations with mathematically
equivalent, but cheaper sequences, and do customized blocking and/or parallelization. Initial results
in applying this approach to operating systems have been very encouraging: we have shown how
simple extensions (commonly less than 50 lines) can be used to find thousands of errors in systems
such as Linux and OpenBSD.

One of the primary challenges of building scalable computers is the lack of ability to explore the
design space of possible machines. Detailed machine simulators have been too slow to effectively
model these machines running realistic application. Without effective simulators, design decisions
based on extrapolations from current machines are often used resulting in a less than optimal
solution. Furthermore, these problems are frequently discovered very late in the design process,
often even after the machine has been delivered to customers. We propose to build a machine
simulation system with sufficient speed and detail so that it will be capable of the modeling the
next generation of supercomputers running realistic applications. Starting with high-speed machine
simulation technology that is capable of simulating a single machine node less than ten times slower
than a real machine, we have been able to parallelize this simulator to use a large machine to
simulate even larger machines at high speeds. To date we have scaled this technology to model
machines with hundreds of node using machines with only tens of nodes. We are now pushing
to scale the technology to enable machines with hundreds of nodes to model future machines with
thousands of nodes. We hope to do this with enough simulation speed to run full-scale applications.

1.3.3 Visualization

The visualization effort expanded in FY01 a result of the new involvement of Prof. Pat Hanrahan.
His involvement began as a result of the desire of the engine simulation team to take advantage of
his special parallel rendering system for data visualization developed under separate ASCI VIEWS
support. The visualization effort now has three components: (1) assistance in visualization of the
engine simulations; (2) development of performance visualization tools; and (3) photo-realistic sim-
ulations of fire and smoke, being conducted using simulation data provided by our ASCI combustor
team. This includes some intersting work on interface tracking in two-phase systems, which should
be useful in visualization of fires from liquid fuels.

The collaboration between the simulation and visualization groups began to visualize turbo-
machinary simulations early in FY01. Since the TFLO code has built-in hooks for visualization
with pV3, the CITS funded the pV3 developer Bob Haimes at MIT to port a parallel version to
this cluster.

The Polaris/Rivet team continues to develop their systems designed to help visualize computer
systems operations. Rivet has been applied to the FLASH machine, to clusters, and to individual
system components such as networks and memory systems. There is also ongoing work to support
hierarchical databases, necessary to handle very large data sets. Another goal of this project is to
work with scientific datasets, in particular, fluid flow datasets. There are lots of interesting basic
research questions in information visualization coming up in this project.
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Chapter 2

Turbomachinery Simulations

During the last year we have pursued a variety of studies that aim at further developing and validat-
ing the capability to perform computations of large-scale unsteady turbomachinery flows. TFLO
has continued to be developed and updated with more refined turbulence models and interfaces to
other simulations codes. The development and implementation of advanced turbulence models was
supported by several basic investigations into the flow physics behind transition and turbulence in
both stationary and rotating flows. Validation efforts have also continued throughout the year both
in-house and in collaboration with the engine companies. In particular, these efforts have focused
on the validation of the unsteadiness in the flow predictions. Additional development efforts have
been directed at the continuing preparation of TFLO for integrated component simulations; these
efforts are described in more detail in Chapter 4. Finally, a large portion of the work has been di-
rected towards the development of new algorithms for the time accurate integration of the Reynolds
Averaged Navier-Stokes equations. More powerful computer platforms alone will not achieve the
sufficient computational time reduction required to enable the use of this type of calculations in
an engineering design environment. It has become clear that a reduction of at least an order of
magnitude in the number of operations performed by TFLO will be required to allow the use of
large-scale unsteady simulations for design purposes. Several alternatives have been proposed and
they have been tested in simple two- and three-dimensional codes. Their implementation in TFLO
will be carried out during the coming year.

2.1 TFLO Code Development

2.1.1 Generic Framework for Implementing Implicit Turbulence Models

To date, work on TFLO indicates that the most robust and efficient numerics for solving the tur-
bulence model equations is an implicit, Alternating Direction Implicit (ADI) scheme. The discrete
equations are approximately factorized into the three directions and solved by inversion of the
factored matrix. The existing explicit Jameson scheme, with multigrid used to accelerate conver-
gence, is retained for the mean flow equations. This segregated approach — in which the turbulence
variables are discretized independently of the mean flow variables — reduces the de-stabilizing non-
linear coupling that exists between the mean flow equations and those of the turbulence. In addition
the implicit scheme is more efficient in dealing with stiffness arising from the Reynolds-averaged
turbulent flow quantities.

A generic framework has been developed in TFLO that may be used as a basis for implementing
new turbulence models. It is capable of handling an arbitrary number of turbulence equations. The
benefits of this generic n-equation framework include: modularized coding, in which a significant
amount of source code is re-used by different turbulence models; reduced effort to incorporate future
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models; an ability to extend algorithmic improvements to all models at reduced risk; and, good
software practice, which is essential for massive software projects of increasing complexity. To date
the Spalart-Allmaras (one-equation), k-ω, SST and v2 − f models have been implemented with
the implicit numerical scheme. All have been validated for a range of test cases, including realistic
geometries operating at severe design conditions.

The computational efficiency of different turbulence models in TFLO has been assessed by
carrying out comparative timings to measure the time to complete a single MG cycle (without
I/O). Typical results are presented below, scaled relative to the k-ω explicit model:

CPU time Model Implementation
0.58 Algebraic Explicit
1.00 k-ω Explicit
0.70 k-ω Implicit
0.71 k-ω-SST Implicit
0.64 Spalart-Allmaras Implicit

Table 2.1: CPU times relative to explicit k − ω.

The algebraic (Baldwin-Lomax) model is included as a lower limit on efficiency. All other models
require partial differential equations to be solved. Of course the algebraic model suffers from
inaccuracy and lack of robustness. These figures indicate the advantage that the implicit turbulence
model implementation has over the explicit implementation in terms of floating-point efficiency.

The principal reason why the implicit implementations are less expensive than their explicit
counterparts is that the turbulence equations are evaluated only once during the 5–stage pseudo-
time integration. In the explicit method, the same equations are solved at alternate stages in
the multi-stage pseudo-time integration (3 times out of 5 for the present TFLO scheme). The
increased memory requirements for the ADI scheme are quite modest. It should also be mentioned
that the figures given in the above table do not account for the rate of convergence. In fact, as
implicit models generally demonstrate better convergence rates, the relative cost of the implicit
implementation is reduced further still. With the exception of the algebraic model, all others cited
in Table 2.1 have similar predictive accuracy. Due to the reduced computational cost, it would
seem that implicit Spalart-Allmaras should be the model of choice, but this is not necessarily the
case when detailed distributions of turbulent kinetic energy are considered.

An improved treatment of the boundary conditions for the implicit turbulence models has also
been implemented and validated. For the benchmark cases attempted, the new implementation has
had no appreciable effect on convergence per se, however, it increases the stability of the turbulence
model equations at boundaries and therefore makes turbulent flow simulations more robust.

In the original TFLO implementation, the wall distance — which is needed by some of the
turbulence models — was computed at the start of each simulation using a reliable but expensive
algorithm. An improved algorithm has been implemented, based on an Octree search and data
structure, that reduces the expense of these computations by more than an order of magnitude.

2.1.2 v2 − f Turbulence Model Implementation and Validation in TFLO

TFLO now offers a variety of transport eddy-viscosity turbulence models that may be selected to
suit the physical complexity and the CPU time / memory constraints of a given simulation. These
include the widely used Wilcox k-ω [1], Menter SST [2] and Spalart-Allmaras [3] models as well as
the more recently developed v2-f model [4]. The numerical method used to solve the turbulence
equations is of comparable importance to that used in the physical model because its efficiency and
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robustness determine the overall performance of the flow solver.
This section concentrates on the implementation of Durbin’s v2-f model. The complexity of

this model and in particular the stiffness of the wall boundary conditions required the development
of sophisticated numerics to obtain a performance comparable to the other models. The v2-f tur-
bulence model is an eddy-viscosity model which can be regarded as an abbreviated Reynolds stress
model consisting of three transport equations: for the turbulent kinetic energy k, the dissipation
of the turbulent kinetic energy ε and a scalar v2. Close to solid walls, v2 represents the energy
of the fluctuations normal to the wall. The production term in the v2 transport equation is a
pressure-strain term. Its non-local dependency on the flow in particular in the present of solid
walls, is modeled with an elliptic relaxation equation for a quantity f :

f − L2∇2f =
C1

T

[
2
3
− v2

k

]
+ C2

Pk
k

(2.1)

The complete set of equations of the standard v2-f model can be found in [4].
The wall boundary condition for f is a critical issue in the implementation of the model in

TFLO. For the standard v2-f model it can be formulated as:

fw = −20ν2v2
1

εwy4
1

(2.2)

where ν and y represent the kinematic viscosity and the distance of the cell center of the first cell
above the wall, respectively. The indices w and 1 denote respectively the wall and first cell center
above the wall. The v2-f model is solved in the multi-block structured code TFLO in a separate
set of subroutines, segregated from the mean flow. In each block, multigrid is used for the mean
flow and at each multigrid cycle the model’s subroutines are called on the finest grid. They return
an updated value for the eddy-viscosity and the turbulent kinetic energy. Only these two quantities
are passed to the mean flow solver for the determination of the Reynolds stresses.

The model equations are solved in an implicit, pairwise coupled manner, with a cell centered
finite difference scheme. The coupled solution of the k and ε equations and of the v2 and f
equations allows an implicit treatment of the wall boundary conditions. The diffusion terms are
discretized with second order central differences. First order upwind differences are used for the
discretization of the convective terms. At the current stage, the model is implemented to provide a
steady state solution by marching in time from an initial guess. However, in contrast to an earlier
implementation of the model, described in the 2000 CITS annual technical report, the current
implementation does not need modifications to the f -equation and thus may allow low order time
accurate computations. For steady state computations local time-steps can be used to accelerate
convergence. In this case the advancement of the turbulence variables may be weighted with a
constant factor.

The described implicit pairwise discretization of the k and ε equations and of the v2 and f
equations in delta form leads to two algebraic systems which in matrix form can be written as:

(I + S + Lη + Lξ + Lζ)∆φ = RHS (2.3)

where L contains contributions from the convective and diffusion terms in the grid oriented (ξ, η, ζ)
coordinate system, S contains contributions from the source terms, and RHS contains the residual
computed with flow and turbulent variables from the current iteration n. Since two equations
are discretized simultaneously, all matrices in (2.3) are twice the normal size. The matrix S may
contain coupling elements from both equations. ∆φ contains the update ∆k and ∆ε, or ∆v2 and
∆f , depending on the equation system considered. I is the identity matrix. Cross derivative terms
occurring for a general curved coordinate system are neglected.
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The ordinary three-factored scheme for equation (2.3),

(I + S + Lη)(I + Lξ)(I + Lζ)∆φ = RHS , (2.4)

has the severe constrain that only one computational direction - in this case η - can be normal to a
viscous wall. This is caused by the stiff wall boundary conditions and the explicit treatment of the
source term in (2.4) in ξ and ζ directions and the absence of a time derivative in the f -equation.

The following ingredients have been added in FY2001 to overcome this problem. Elements
from diffusion and convection from two computational directions were added to the diagonal of the
factorized matrix in the third direction to increase the diagonal dominance of the factorized matrix.
Thus, Bardina and Lombard [5], MacCormack [6] and Klopfer et al. [7] derived a diagonally dom-
inant scheme (DDADI) for the solution of the Navier-Stokes equations. Following this derivation,
equation (2.3) can be approximated as

(I + S + Cξ + Cζ + Lη)
(
D−1(I + S + Cη + Cζ + Lξ)

)(
D−1(I + S + Cη + Cξ + Lζ)

)
∆φ = RHS

with D = I+S+Cη+Cξ+Cζ . The matrices Cγ contain diagonal elements from the discretization
of diffusion and convection terms in the computational direction γ = ξ, η, ζ.

As mentioned, the wall boundary condition (2.2) is treated implicitly. This means that after
updating v2 and f , equation (2.2) is satisfied at each new iteration exactly. εw is treated as
constant in time for the current iteration on v2 and f . A full implicit treatment of the boundary
in a factorized scheme can be achieved by treating the boundary conditions as source terms before
factorization. The DDADI treatment turns out to be crucial for the solution of the f -equation.
The factored scheme (2.4) requires the addition of an unsteady like term ∆f/α, with α < 1, to the
equation (2.1). This increases the diagonal elements in the discrete f -equation and stabilizes the
factorization schemes [8, 9]. However, subiterations are required for any time integration scheme
to eliminate the effect of this artificial term in unsteady flow field simulations.

As shown in the next section, the DDADI scheme works well for a complex three-dimensional
test case. The efficiency of the scheme is of similar order to that of an ordinary factorization scheme.
The implementation in TFLO requires an additional 2× 2×N array for the diagonal elements D,
where N denotes the number of internal cells in the block considered.

Although they have no effect on the final solution, the initial conditions are crucial for the
success of the first iterations. Arbitrary initialization of the mean flow and turbulent quantities
may lead to wild oscillations of the wall values of fw in (2.2), leading in some instances to a
breakdown of convergence. In such cases, TFLO offers the option to use a modified version of the
model [10] for the first two iterations. The f -equation in the modified model includes an additional
positive source term and a trivial wall boundary value on f . The values of f are generally positive
throughout the flow field, resulting in a positive production term in the v2 equation. This facilitates
convergence.

NASA Rotor 67 transonic fan

As part of the v2 − f validation, the NASA Rotor 67 transonic fan was investigated at near peak
efficiency flow conditions. The fan has the following technical parameters: inlet diameter: 0.514 m,
blade count: 22, aspect ratio: 1.56, design speed: 16043 rpm, relative tip Mach number: 1.38, tip
speed: 429 m/s, mass flow: 33.25 kg/s, design pressure ratio: 1.63, reduced frequency: 0.27.

The computational mesh is an H-mesh with 714,752 cells. The surface mesh on the blade is
visible in figure 2.1. The mesh is highly stretched and has sudden changes in cell sizes.
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Figure 2.1: λ2 vortex visualization on pressure side

Figure 2.2: Distribution of f on pressure side
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The casing intake and outlet prescribe the location of the inflow and outflow boundary condition
for the computational domain. Total pressure and temperature profiles obtained from experiments
have been prescribed at the inflow, and the usual exit boundary condition prescribing pressure and
extrapolating velocity is enforced at the outflow. Adiabatic conditions are enforced at the walls.

Following the vortex visualization method by Jeong and Hussain [11], vortex structures on the
pressure side are visualized in figure 2.1 with a λ2 = 0 iso-surface. λ2 is the second eigenvalue of the
S2 +Ω2 tensor, where S and Ω are the strain and vorticity tensors, respectively. The visualization
reveals two asymmetrical vortex structures: one near the tip of the blade, and one small vortex
near the leading edge and next the hub. The former vortex stretches out into the wake. Parallel
to it can be seen the vortex wake coming from the next blade in the rotation.

The Mach number distribution on three computational planes is shown in figure 2.3. The com-
putation is shown on the right hand side of the figure. The overall shock structure matches the
experimental data [12] shown on the left. The values of the Mach contours are slightly underpre-
dicted. The pattern of shocks and vortices can also be seen in the f -distribution on the pressure
side of the blade, shown in figure 2.2. f is the only turbulence variable from the v2-f model that
is non-zero on a viscous surface and all values are negative.

A 3.5 order magnitude drop in the residual was achieved in about 1500 iterations. The modified
version of the model was used for the first 100 iterations.

Summary and future plans for v2-f implementation in TFLO

A three-factored solution algorithm has been developed, which allows an efficient and robust solu-
tion of the v2-f model in three-dimensional flow field computations with complex geometries. In
contrast to earlier schemes, the current scheme brings the efficiency advantages of an ADI scheme
on structured meshes, without constraining the location of viscous walls. Numerical experiments
have shown that the dependence of convergence on the order of sweeping directions is negligible.
In addition, the scheme does not require a modification of the f -equation, in contrast to previously
developed factorization schemes. This may allow low order time accurate computation without
subiteration on the model, the accuracy of which would need to be investigated.

The TFLO / v2-f code has been successfully tested for the NASA Rotor 67 transonic fan test
case - a three-dimensional test case important to the turbomachinery industry. In addition to the
geometrical complexity, the test case contains a gap between blade and casing, with numerically
difficult poor mesh quality and mesh resolution. The computation in a rotational frame of reference
required the extension of the implementation of model.

Future work includes a comparison study with other turbulence models. The implementation
of a higher order time integration scheme is planned for unsteady computations. This will be based
on the currently used dual time stepping methodology in TFLO. For rotational flows, the linear
and non-linear modifications to the Boussinesq approximation proposed by Petterson-Reif [14] will
be investigated. These modifications were designed to sensitize the v2-f model to rotational effects
on turbulence.
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Figure 2.3: Relative mach number contours, (left: experiment, right: v2-f model)
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2.1.3 Collaboration with Industrial Partners

Stanford Perspective

For the past two years UTRS’s Dr. Roger Davis has been working at Stanford with the TFLO group
under joint Stanford/UTRC/Pratt & Whitney support. With the increasing maturity of TFLO,
collaboration with our industrial partners has intensified. This year a concerted initiative was begun
for the joint testing/validation of TFLO on aircraft engine & power generation applications. These
include transonic fans and steam turbines. Work has been carried out in tandem at both General
Electric (Corporate Research & Development) and at Stanford. As part of the collaboration,
back-to-back comparisons have been made with GE in-house codes which represent state-of-the-art
industrial strength flow solvers. As part of these efforts, Stanford has provided critical consultancy,
support and computational effort.

Figure 2.4: Wennerstrom Rotor –Computed Flowfield in Tip Gap

A particular compressor design that was considered in this collaborative effort is one of the toughest
test-cases encountered in industry. With such cases, it is often found that the computed simulation
will not converge; or that it drifts away from the chosen design point, usually into a separated
flow condition. The test case is a high-speed aircraft engine compressor (rotor) known as the
‘Wennerstrom rotor’. It is a prototype design for a military turbofan. The geometry has very
low aspect-ratio, highly swept blades. In addition there is a high contraction ratio in the blade
passages and a very narrow gap between the blade tips and their outer casing — far more severe
than encountered in the usual build engines. These geometric features impart significant spanwise
motion, making the flow field atypically three-dimensional. The machine operating conditions are
M∞ � 0.55 (stationary frame), with Reynolds numbers in the range 105 < Re < 106. In addition,
the blades have a very high rotational speed (∼20,000 rpm) and the fan operates in a very narrow
mass flow rate range, limited at the low-end by incipient flow separation and at the high-end by
choking. The case was run by Stanford using a 16 block mesh, consisting of 1.6 million cells. A
view of the Wennerstrom geometry with a computed solution of isobars in the tip gap is shown in
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Figure 2.4. Computed Pressure Ratios at various design points are compared to experimental data
in Figure 2.5. Even given that this is such a difficult test case, the agreement is not yet adequate.
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Figure 2.5: Total Pressure Ratio for Wennerstrom Rotor –Comparison with Measurement

Aside from the opportunity to validate TFLO against realistic industrial geometries, this col-
laboration has produced significant technical interchange that has been beneficial to all parties.
There have been several other important spin-offs as well. These include an increased TFLO user
base outside Stanford, industrial feedback which has resulted in improved usability and robustness
of the code, and a substantial synergy of technical effort.

UTRC/PW Perspective

The United Technolgy Research Center (UTRC), the reasearch arm of Pratt & Whitney, has
participated in the TFLO development and validation since the start of the start ASCI program,
primarily through the work at Stanford by Dr. Roger Davis. UTRC and Pratt & Whitney have
followed the maturation of TFLO with considerable interest.

The TFLO code has rapidly matured to the point where it has shown similar capability with
other turbomachinery simulation tools used in industry. Research and development of the code
should in the future focus on improvements that can improve solution accuracy, greatly reduce so-
lution time, and improve the understanding of unsteady flow physics. As the ASCI program pushes
forward to include more components and complex flows at off-design conditions, the challenges to
the TFLO algorithm and models will become more severe, requiring breakthroughs in these areas.

In comparison with similar codes used in the aircraft jet engine industry, the TFLO code can
be considered competitive and a useful tool for the design of turbomachinery blades. The TFLO
code is capable of predicting the “steady” performance of individual blade rows quite well over
the operating envelope. Airfoil pressure loading is predicted good and relative total pressure loss
is predicted well. This capability could be improved through further ”tuning” of the numerical
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dissipation schemes used to eliminate numerical oscillations and to capture shocks. The standard
JST 2nd and 4th difference dissipation scheme used in TFLO is almost universally used in similar
industrial codes. However, much research and numerical experimentation has been performed in
jet engine companies to tune this model in order to eliminate much of the dissipation through the
viscous and secondary internal flows found in blade passages. Additional tuning of this model is
required to automatically adapt to high-shear flows such as those found around the tip clearance
regions of blades. The new CUSP dissipation model within the TFLO code has great potential to
improve the ability to recognize and adapt the dissipation levels for each flow variable independently.
A comparison of the CUSP and standard JST schemes, however, has shown the CUSP scheme to be
more dissipative than the JST scheme in its current implementation indicating that modifications
are required to control the dissipation added to the velocity/momentum variables.

In the design of multi-stage turbomachinery, the TFLO code has shown great promise. For
machines with low numbers of blade-rows, the TFLO code has demonstrated the ability to predict
the overall adiabatic efficiency well. In the prediction of “steady” multi- stage flows, the mixing-
plane approach used between single-passage blade rows requires improvement, however. The current
mixing plane scheme, in which the primary variables are circumferentially averaged across the
mixing plane, is not conservative. As a result, mass, momentum and energy flux may be slightly
discontinuous at each mixing plane. This can lead to artificial losses and errors in the mass flow and
work of downstream blade rows. The error increases with the number of blade rows in the machine.
For unsteady multi-stage flows the mixing plane is replaced with a direct exchange of primary
variables between the blade rows, and the calculation is essentially conservative and accurate.

Validations of unsteady flow in turbines have shown that the TFLO code is as accurate and
capable as most other similar multi-stage codes used in industry and government. The numeri-
cal stability of the TFLO code could be improved, however. Simulations often required a lower
Courant number than the theoretical maximum for the numerical algorithm used in the code. The
time-step formula currently used in the procedure may not be conservative enough to properly
account for high-shear or highly vortical flows such as found in the tip-clearance regions of blades
or other complex flow regions. A preconditioning or pseudo-compressibility scheme is also required
to accelerate convergence of the TFLO code for low-speed flows. Also, further research should be
directed towards reducing computational time for unsteady flow turbomachinery simulations.

Several turbulence models, including Wilcox’s k − ω Spalart-Allmaras model, and Durbin’s
v2−f have been implemented into the TFLO code. Most of the TFLO validations and simulations
performed thus far have used the k − ω model, an industry favorite. Validations and simulations
of single and multi-stage turbomachinery with the Spalart-Allmaras and v2 − f model should be
performed to determine if and where these alternate models are superior. Other models are also
needed in TFLO to account for various flows and forces that are currently too costly and difficult
to simulate directly. For example, body forces to model small swirling vanes, and transpiration
boundary conditions to model film cooling and leakage flows, should be implemented to account for
these critical flow physics. For multi-stage turbomachinery simulations where large temperature
changes occur over the machine, a variable specific heat model should be implemented in TFLO to
account more properly for the enthalpy change and work over the machine.

GE CRD Perspective

GE enjoyed significant and valuable interaction with the TFLO team through FY 2001. In particu-
lar, GE’s efforts at analyzing advanced compressors was supported by in-depth technical discussions
and exceptional response from the developers. The TFLO development team communicated best
practices and nurtured GE’s users to the point where code modifications and complex simulations
could be made with confidence.

Whereas significant analysis and validation work has been completed for turbines during the
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ASCI project, GE felt a similar validation effort had not been made for advanced compressors.
The earlier validation work on the PSU compressor and NASA Rotor 37 was not sufficient for GE’s
purposes. GE has a large cache of experimental data for both high and low speed compressors and it
was against these proprietary data that TFLO’s predictive capability for compressors was assessed.
In spite of the combined effort of the GE-TFLO team, the predictive capability and robustness of
TFLO for advanced compressors requires further improvement. This conclusion merely indicates a
need for more work on turbulence modeling, boundary condition implementation, and mesh quality,
and a requirement for more extensive validation of TFLO for compressors. The criteria for success
for this class of turbomachinery is accurate prediction of pressure rise and efficiency along the
nominal speedline and accurate radial variation of pressure, temperature, velocity and angle at the
exit of each blade row for each operating point. As a result, the TFLO group intends to pursue a
larger number of compressor flow cases during the coming year.

TFLO was found to be reliable and accurate for high pressure steam turbine simulations using
both the implicit and explicit turbulence models and continues to be used to support modeling
efforts in that flow regime. However, when the following suite of tests were run, serious predictive
and robustness problems emerged.

For GE’s low speed test vehicle of advanced swept and unswept compressor rotors, TFLO
showed a strong tendency to stall prematurely when running the rotors in isolation with steady
boundary conditions, i.e., in a traditional design process. Even with an extremely fine, high quality
mesh, the solutions would slowly move into stall from the design point even though the rotor has
significant stall margin. The failure mode may be the fixed exit pressure boundary condition
currently employed in TFLO. Even using coarser meshes and wall functions, the rotors always
moved directly into stall. No stable operating point could be achieved.

For GE’s advanced high speed compressor stage simulations run both steady with mixing planes
and unsteady with the explicit k − ω turbulence model, TFLO simulations converged well and
matched the results of all other GE turbomachinery codes. This case was TFLO’s greatest success
for compressors.

TFLO’s need for further compressor validation was apparent in GE’s isolated very high-pressure
ratio fan test case. This is a very difficult case for all of GE’s turbomachinery codes to predict.
However, GE’s codes all compare similarly to the speedline data and exhibit the measured flow
range. When TFLO was run using the explicit k − ω model, the predicted accuracy was similar
to the GE codes except it stalled at a higher mass flow than the data. The implicit turbulence
models, namely k−ω, SST, and Spalart-Allmaras all stalled immediately when the fan was moved
out of its choked state. The stall mechanism here is the interaction of the in-passage shock and
suction-side boundary layer with TFLO, either due to an insufficient mesh or inaccuracies in the
turbulence model. This would

always predict a strong separation that pushed the shock into the unstarted position. The
unstarted shock then caused larger boundary layer growth that sent the fan into stall.

Because of the problems seen in the high-pressure ratio fan, the shock-boundary layer interaction
problem was investigated separately using Sajben’s transonic diffuser. Although the inlet conditions
were not measured, the Sajben diffuser has excellent pressure and velocity data in the neighborhood
of shock induced separated flow and downstream recovery region. Both GE and Stanford researchers
analyzed the Sajben diffuser, and none of the predictions matched all of the experimental data
sufficiently. Interestingly, the prediction using wall functions came closest to much of the data.
The separation bubble was under-predicted as was the recovery, but overall the shock position and
flow shift was well predicted.

As part of the GE cooperative effort with the ASCI project, GE contributed simple wall func-
tions for the algebraic turbulence model and explicit k−ω model as well as alternate inlet boundary
conditions. GE also discovered bugs in TFLO dealing with clean restarts and parallel vs. serial
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problems with the implicit turbulence models. Some major bug fixes that GE checked into the
source code repository fixed the flux balance routine for unresolved open gaps, e.g., tip clearance.
A bug for inflow and outflow boundary conditions on coarse meshes in the multigrid routine was
also fixed.

GE continues to use TFLO for one-of-a-kind cases for which acceptable validation has been
completed. In particular, full annulus core compressor inlet distortion analysis and full annulus
last stage low pressure steam turbine exhaust hood interaction simulations are underway (see
Figure 2.6). The steam LP rotor simulation includes the mid-span connection and the shroud seal.
This problem is interesting to GE because the asymmetry of the exhaust hood, strong shocks at
the rotor tip, and low momentum flow near the rotor hub all generate significant interaction effects
that can only be captured with a large scale, full annulus, unsteady simulation. TFLO is well suited
to these challenging problems in industry.

Figure 2.6: Low Pressure Turbine Exhaust Hood Geometry
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2.2 TFLO Algorithm Improvement

TFLO is being used for increasingly large-scale turbomachinery flow simulations and integrated
multi-component engine simulations on ASCI platforms. One of the challenges is the tremendously
high computational cost for resolving unsteady flows for large configurations, like the compressor,
the turbine, and the secondary flow system. To highlight the computational cost, a few test cases
are listed in Table 2.2. These numbers are for the ASCI parallel computer Blue-Pacific. As one
can see, the clock time has to be reduced dramatically before the solver can be used routinely in
future engine design.

min. time
grid size procs steps required clock time CPU time

Aachen 1.5-stage
turbine (1/6 wheel) 13.5M 187 2800 1985hr 371,000hr
PW 1.5-stage
rig (1/6 wheel) 31.2M 392 4200 2063hr 808,500hr
entire turbine
(1/6 wheel) 93.8M 1024 5700 3000hr 3,060,000hr

Table 2.2: Computational costs for turbomachinery simulations

We have initiated studies of several different ways to reduce the computational costs. Prelim-
inary results of these studies are presented in the following sub-sections. The present calculations
use a dual-time stepping scheme. In this scheme, the equations for a fully implicit backward dif-
ference scheme are solved for each physical time step by inner iterations in pseudo-time using a
explicit multigrid algorithm. Typically 30 or more inner iterations in pseudo-time are used for each
physical time step and the key to reducing the computational costs is to find a way to reduce the
number of inner iterations, while maintaining the same physical time step. One way to do this
is the hybrid scheme described in the next section. Another way is to look for a faster algorithm
for the sub-iterations. Finally, one may take advantage of the fact that, although unsteady, most
turbomachinery flows are periodic, which should allow use of non-linear frequency-domain methods.

2.2.1 An Implicit-Explicit Hybrid Scheme for Unsteady Flow Simulations

This algorithm is designed to reduce the number of inner iterations for dual-time stepping for
unsteady flow calculations. It takes advantage of the fact that ADI schemes can generally maintain
second order accuracy. However, every ADI step takes longer time because of the extra calculation
and inversion of Jacobian matrices. It also introduces linearization and factorization errors. The
latter becomes a major source of error when the physical time step is large. The explicit RK
integrations following the ADI are then introduced to eliminate those errors. The analysis is given
for the case of two dimensional unsteady equations of the form:

∂w

∂t
+

∂

∂x
f(w) +

∂

∂y
g(w) = 0. (2.5)

The second order backward difference formula (BDF) is:

3wn+1 − 4wn + wn−1

2∆t
+R(wn+1) = 0, (2.6)

where the residual of the space discretization for a two-dimensional problem is

R(w) = Dxf(w) +Dyg(w). (2.7)
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This scheme is A-stable. In the dual-time stepping scheme this is solved as the steady state of
the equation

∂w

∂τ
+
[
3wn+1 − 4wn + wn−1

2∆t
+Dxf(wn+1) +Dyg(wn+1)

]
= 0 (2.8)

in pseudo-time, τ , by inner iterations. These use explicit multistage scheme, variable local ∆τ ,
implicit residual averaging, and multigrid. The disadvantage of this scheme is that there is no way
of assessing accuracy unless the inner iterations are fully converged.

An alternative approach is to linearize eq.(2.6) by setting

f(wn+1) = f(wn) +A∆w +O(||∆w(n)||2)
g(wn+1) = g(wn) +B∆w +O(||∆w(n)||2),

where A and B are the Jacobian matrices

A =
∂f

∂w
, B =

∂g

∂w
(2.9)

and
∆wn = wn+1 − wn. (2.10)

This yields the linearized scheme{
I +

2∆t

3
(DxA+DyB)

}
∆wn =

1
3
∆wn−1 − 2∆t

3
R(wn). (2.11)

Since ||∆w(n)|| = O(∆t), the scheme is still second-order accurate, but the cost of solving eq.(2.11)
is too great when the number of mesh points becomes very large.

In order to reduce the inversion cost, one may replace eq.(2.11) by the alternating direction
implicit (ADI) scheme(

I +
2∆t

3
DxA

)(
I +

2∆t

3
DyB

)
∆wn =

1
3
∆wn−1 − 2∆t

3
R(wn). (2.12)

This scheme differs from the usual ADI scheme in that it approximates the second order BDF instead
of the trapezoidal rule. The BDF is preferable because it is non-oscillatory for high frequency modes.

The ADI scheme can be solved inexpensively in two stages by block tridiagonal inversions, and
because the factorization error is O(∆t2), it is second-order accurate, with three components of
error:

1. The error of the BDF,

2. The linearization error,

3. The factorization error.

In comparison with the dual-time stepping scheme, it has the advantage that it is second
order accurate without the need for sub-iterations. This is offset by the disadvantages that the
factorization error tends to dominate, reducing the realizable physical time step, and that it is
comparatively expensive to implement on a massively parallel machine.

The proposed hybrid scheme is designed to combine the advantage of the ADI and the dual-time
stepping scheme. The hybrid scheme takes an initial ADI step in real time ∆t:[

I +
2∆t

3
DxA

] [
I +

2∆t

3
DyB

]
∆w(1) +

2∆t

3
R(wn)− 1

3
∆wn−1 = 0 (2.13)
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followed by the iterative multistage Rung-Kutta time stepping scheme augmented by multigrid to
drive the solution in the steady state limit towards the fully implicit equation:

∆w(k) −∆w(k−1)

+βk

{
3wn+1 − 4wn + wn−1

2∆t
+Dxf(wn+1) +Dyg(wn+1)

}
= 0 (2.14)

The initial ADI step is already formally O(∆t2), and subtracting the product of β1 and (2.12) from
(2.14) with k = 1 we get

∆w(2) −∆w(1) = β1
4∆t2

9
DxADyB∆w(1) +O

(
||∆w||2

)
= O(∆t2) (2.15)

and subsequently any ∆w(k) −∆w(k−1) is also O(∆t2). The advantages of this scheme are:

1. We should retain formal second order accuracy with any number of iterations, and it should
not be necessary to iterate to convergence within each implicit time step, in contrast to existing
dual-time stepping schemes which are only second order accurate if the inner iterations are
fully converged.

2. The additional iterations with multigrid should provide information exchange between pro-
cessors which is needed to stabilize the ADI scheme run separately in each processor.

This algorithm has been tested for a 2D pitching airfoil (NACA064A) (see figure 2.7). With
the hybrid scheme, it was found that the number of inner iterations could be reduced to one-third
of the number required by the pure dual-time stepping scheme, while using the same number of
physical time steps, 36, for each pitching cycle, which has been found sufficient to provide an
accurate simulation. If similar results can be achieved in turbomachinery simulations, the hybrid
scheme thus offers the prospect of a significant reduction in computational cost.

2.2.2 Nonlinear LU-SGS Multigrid Scheme

An alternative approach is to replace the existing multistage multigrid explicit scheme for the
inner iterations by a more rapidly convergent algorithm. Preliminary studies of a new nonlinear
symmetric Gauss-Seidel scheme show promise [36]. The principal features of this scheme are:

• Nonlinear symmetric Gauss-Seidel scheme;

• Preconditioner using the sum of the absolute Jacobian matrices;

• Local iteration;

• Additional sweeps of the supersonic zone;

• Full approximation nonlinear multigrid scheme;

• Options for scalar and CUSP shock capturing algorithms.

In order to solve
∂w

∂t
+

∂

∂x
f(w) +

∂

∂y
g(w) = 0, (2.16)

consider an implicit scheme of the form

wn+1 = wn − µ∆t(Dxf(wn+1) +Dyg(wn+1))
− (1− µ)∆t(Dxf(wn) +Dyg(wn)),
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Figure 2.7: NACA064A pitching airfoil, M=0.796, Reduced Frequency=0.212, Pitching Ampli-
tude=1.01 degrees, Mesh Size=160x32

where Dx and Dy are difference operators approximating
∂

∂x
and

∂

∂y
.

Then, the corresponding linearized implicit scheme is:

{I + µ∆t (DxA+DyB)} δw +∆tR = 0, (2.17)

where µ ≥ 1
2 and R is the residual

R = Dxf(w) +Dyg(w) (+artificial dissipation terms). (2.18)

If µ = 1 and ∆t → ∞ this becomes a Newton iteration.
The symmetric Gauss-Seidel (SGS) scheme can conveniently be illustrated for a one dimensional

problem. Consider a flux split scheme:{
I + λ

(
δ+
x A

− + δ−x A
+
)}

δw +∆tR = 0, (2.19)

where λ = ∆t
∆x and R is the residual, or

δwi + λ
(
A−
i+1δwi+1 −A−

i δwi +A+
i δwi −A+

i−1δwi−1

)
+∆tRi = 0, (2.20)
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a symmetric Gauss-Seidel Scheme is

δw
(1)
i + λ

(
A+
i −A−

i

)
δw

(1)
i − λA+

i−1δw
(1)
i−1 +∆tRi = 0, (2.21)

δw
(2)
i + λ

(
A+
i −A−

i

)
δw

(2)
i + λA−

i+1δw
(2)
i+1 − λA+

i−1δw
(1)
i−1 +∆tRi = 0. (2.22)

Subtract (2.21) from (2.22), we obtain{
I + λ

(
A+
i −A−

i

)}
δw

(2)
i + λA−

i+1δw
(2)
i+1 =

{
I + λ

(
A+
i −A−

i

)}
δw

(1)
i . (2.23)

The scheme can now be written as

LD−1Uδw = −∆tR, (2.24)

where

L ≡ I − λA− + λδ−x A
+,

U ≡ I + λA+ + λδ+
x A

−,
D = I + λ

(
A+ −A−) .

If one takes
A+ =

1
2
(A+ εI) , A− =

1
2
(A− εI) , (2.25)

where ε = max |λ (A)|, then D reduces to a scalar factor and this is a variation of the LU scheme.
The terms ∆tRi− ∆t

∆xA
+
i−1δw

(1)
i−1 are a linearization of ∆tRi evaluated with w

(1)
i−1 = wi−1+δw

(1)
i−1.

Following this line of reasoning, the LU-SGS scheme can be recast in a fully nonlinear form as

1)
{
I +

∆t

∆x

(
A+
i −A−

i

)}
δw

(1)
i +∆tR

(01)
i = 0; (2.26)

2)
{
I +

∆t

∆x

(
A+
i −A−

i

)}
δw

(2)
i +∆tR

(12)
i = 0, (2.27)

where

w
(1)
i = w

(0)
i + δw

(1)
i ; f±

i
(1) = f±(w(1)

i );
wn+1
i = w

(2)
i = w

(0)
i + δw

(2)
i ; f±

i
(2) = f±(w(2)

i );

and

R
(01)
i = 1

∆x

(
f−
i+1

(0) − f−
i

(0) + f+
i

(0) − f+
i−1

(1)
)
,

R
(12)
i = 1

∆x

(
f−
i+1

(2) − f−
i

(1) + f+
i

(1) − f+
i−1

(1)
)
.

With the definition of eq.(2.25), eqs.(2.26) and (2.27) can be written as

δw
(1)
i = − ∆t

1 + CR
(01)
i (2.28)

δw
(2)
i = − ∆t

1 + CR
(12)
i (2.29)

where C = ε∆t/∆x is the Courant number. And this is one variation of the LU-SGS scheme.
Alternatively, with the Jacobian splitting defined as

A+ =
1
2
(A+ |A|), A− =

1
2
(A− |A|), (2.30)
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where |A| = M |Λ|M−1, with |Λ| the diagonal matrix whose entries are the absolute values of the
eigenvalues of the Jacobian matrix A and M , M−1 are the modal matrix of A and its inverse,
eqs.(2.26) and (2.27) can be written as

{I + ∆t

∆x
|A|}δw(1)

i = −∆tR
(01)
i , (2.31)

{I + ∆t

∆x
|A|}δw(2)

i = −∆tR
(12)
i . (2.32)

In the limit as the time step ∆t goes to infinity, these equations represent the SGS Newton iteration

|A|δw(1)
i = −∆xR

(01)
i , (2.33)

|A|δw(2)
i = −∆xR

(12)
i . (2.34)

The introduction of the splitting defined by eqs. (2.30) is motivated, in part, by the success of the
similar preconditioner introduced by Allmaras [37] and used by Pierce and Giles [38] to accelerate
the convergence of codes based on explicit Runge-Kutta time stepping. This preconditioner seems
to have its roots in the diagonally-dominant ADI (DDADI) scheme [5, 6].

In two dimensions, the preconditioning matrix becomes the sum of all absolute Jacobian ma-
trices.

δw = −D−1R(w) (2.35)

where
D = |A|+ |B| = A+ −A− +B+ −B−. (2.36)

The implementation of this procedure is made computationally very effective by locally trans-
forming the residuals to those corresponding to the equations written in primitive variables (see
e.g. [39]), then transforming the corrections back to the conserved variables.

The preconditioned SGS multigrid scheme has been tested for flows around the RAE 2822 and
NACA 0012 two-dimensional airfoils. All results are computed using a sequence of four grids; hav-
ing 20×4, 40×8, 80×16, and 160×32 mesh cells in the wrap-around and body-normal directions,
respectively. The lift and drag coefficients for these computations are compared with their (itera-
tively) converged values in Table 2.3. The flow conditions are also listed in the table. The data in
the table verify that the lift and drag coefficients are within about 1% of their iteratively-converged
values after only 3 multigrid cycles, and to within a fraction of 1% after only 5 cycles. This indicates
that the asymptotic convergence rates of this scheme are significantly faster than previous results
using the well-tuned Runge-Kutta multigrid method of Jameson[40] and the diagonalized implicit
method of Caughey[41, 42]. In addition, the CPU time per multigrid cycle is as much as 50% less
than that of the previous methods (including those based on explicit Runge-Kutta integration),
indicating that converged solutions can be obtained with the current method with almost an order
of magnitude less computer time.

This block-Jacobi preconditioner can also be applied only to the existing explicit Runge-Kutta
multigrid scheme. It has been implemented in TFLO. Figure 2.8 demonstrates the effectiveness of
this preconditioner for the inviscid Ni-bump test case.

Nonlinear LU-SGS Scheme in Parallel Environment

In the context of a structured multiblock parallel environment, the nonlinear LU-SGS scheme is
applied within the extent of each block. The Gauss-Seidel iteration is reduced to a Jacobi iteration
at the block interfaces. Tests have been carried out for a one-dimensional channel flow with area
change to investigate the amenability of the nonlinear LU-SGS scheme in a parallel environment. As
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E-CUSP H-CUSP
Case MG cycles CL CD CL CD
RAE 2822, 50 1.1452 .0488 1.1417 .0485
M=.75, 5 1.1469 .0488 1.1434 .0485
α=3.00 3 1.1543 .0496 1.1515 .0497
NACA 0012, 50 0.3742 .0239 0.3725 .0238
M=0.80, 5 0.3760 .0239 0.3744 .0239
α=1.25 3 0.3840 .0240 0.3829 .0240
NACA 0012, 50 0.3812 .0578 0.3753 .0575
M=.85, 5 0.3787 .0576 0.3721 .0573
α=1.00 3 0.3742 .0575 0.3634 .0566

Table 2.3: Force coefficients for the preconditioned SGS multigrid scheme using CUSP spatial
discretization

can be seen in Figure 2.9, the convergence rate does not slow down for this particular case. However,
the fewer the number of blocks, the bigger the benefit it gets from the multigrid approach. With
increasing number of blocks, the monotonicity of the convergence is hard to maintain with the
multigrid settings optimized for single block configuration, although the overall convergence rate
remains very similar.

LU-SGS Dual-Time Stepping Scheme

The nonlinear LU-SGS scheme can also be applied to unsteady flow calculations. The factorization
and linearization errors can be eliminated with this algorithm. Furthermore, the computational
cost of this algorithm is similar to that of a 4-stage Runge-Kutta explicit scheme. It maintains
second order accuracy in time as does the hybrid ADI, and hence only a small number of inner
iterations are required.

Discretize the unsteady Navier-Stokes equations by the fully implicit scheme,

3
2∆t

wn+1 − 2
∆t

wn +
1

2∆t
wn−1 +R(wn+1) = 0. (2.37)

The discretization is second order accurate in time and the scheme is A-stable (the third order
accurate scheme is stiffly stable). The linearized scheme can be written as

3
2∆t

∆wn − 1
2∆t

∆wn−1 +R(wn) + (DxA+DyB +DzC)∆wn +O(
∣∣∣∣∆w2

∣∣∣∣) = 0 (2.38)

or {
I +

2∆t

3
(DxA+DyB +DzC)

}
∆wn +

2∆t

3
R(wn)− 1

3
∆wn−1 +O(

∣∣∣∣∆w2
∣∣∣∣) = 0. (2.39)

Applying the LU decomposition, we have

LD−1U∆wn +
2∆t

3
R(wn)− 1

3
∆wn−1 +O(

∣∣∣∣∆w2
∣∣∣∣) +O(∆t2) = 0. (2.40)

For unsteady calculations, the factorization error could dominate when using large time steps even
though the scheme is still second order accurate. In order to permit the use of large time steps,
we have to find a way to eliminate both the factorization and linearization errors that have been
introduced so far.
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Firstly, if we introduce a term to eliminate the factorization error, we arrive at the following
iterated scheme:

LD−1U∆wk−LD−1U∆wk−1 +
{
I +

2∆t

3
(DxA+DyB +DzC)

}
∆wk−1︸ ︷︷ ︸

factorization error
+2∆t

3 R(wn)− 1
3∆wn−1 +O(

∣∣∣∣∆w2
∣∣∣∣) = 0

or

LD−1U (∆wk −∆wk−1)

+
{
I +

2∆t

3
(DxA+DyB +DzC)

}
∆wk−1 +

2∆t

3
R(wn)− 1

3
∆wn−1︸ ︷︷ ︸

linearized total residual

+O(
∣∣∣∣∆w2

∣∣∣∣) = 0.

Secondly, notice that the second term in the above equation is essentially the linearized form of
equations 2.37 with (n + 1) being replaced by (k − 1). Following the approach in the nonlinear
LU-SGS scheme, the linearization error can then also be eliminated. Therefore the final form of
the proposed algorithm can be recast as:

LD−1U(∆wk −∆wk−1) +
3

2∆t
wk−1 − 2

∆t
wn +

1
2∆t

wn−1 +R(wk−1)︸ ︷︷ ︸
nonlinear total residual

= 0, (2.41)

where
∆w0 = 0.

Again, the evaluation of the modified residual term in the above equation requires no more effort
than in the regular dual-time stepping. The very first iteration is basically a non-linear LU-SGS
scheme with factorization, and it operates on the differences of the flow variables with a modified
residual which is driven to zero. The following iterations are used to eliminate the factorization
error and can take advantage of multigrid acceleration. However, each iteration provides a formally
second-order accurate approximation, so only a small number of iterations should be required.

2.2.3 Non-Linear Frequency Domain Method

The goal of this research is to find faster solution methods for the unsteady periodic Navier-Stokes
equations. We are not considering time-accurate problems in general, but rather cases where the
solution reaches a periodic steady state. Through the use of the Fast Fourier Transform (FFT),
the fully nonlinear unsteady conservation equations in space and time can be recast into a steady-
state system of equations using transformations between physical and Fourier space. This method
was originally proposed by Hall et al. [43, 44], and is commonly referred to as the Harmonic
Balance Technique. McMullen et al. [45] have proposed modifications to this technique which
focus on implementation details for our particular solution method. This technique is described
in the following sections and is referred to as the Non-Linear Frequency Domain Method (NLFD).
For time-periodic flows, this method can be computationally more efficient than time-accurate
approaches and has the advantage that it is able to capture non-linearities in the flow response.
Needless to say, the accuracy of the periodic solution will depend on the number of temporal modes
that are captured in the solution procedure. As this number of modes grows larger, the cost of
computation of the NLFD method approaches that of a time-accurate solution. The key is in the
application of the NLFD method to problems where the number of modes required is small.
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TFLO is a time accurate solver which implements a dual-time stepping algorithm. The duration
of execution for current large-scale TFLO runs is measured in hundreds of days or fractions of a
year. The reduction of execution times for this kind of calculations is essential to the use of TFLO
as a design tool.

In semi-discrete form the Reynolds-Averaged Navier-Stokes equations can be written in the
following form

V
∂W

∂t
+R(W ) = 0, (2.42)

where R(W ) is the residual and W is the vector of conserved variables.
Assuming that the solution is periodic, we can transform the conserved variables and residual

terms into the frequency domain using a discrete Fourier transform. The variables Ŵk and R̂k
represent the Fourier coefficients (for a given wavenumber k) of the Fourier transforms of W and
R(W ) respectively. Once in frequency space, W and R(W ) can be recovered using the inverse
discrete Fourier transform. If we apply the discrete Fourier transform to the semi-discrete form of
the governing equations 2.42, and we move the time derivative of the state variable inside the series
summation, orthogonality of the Fourier series ensures that the individual contributions from each
wavenumber is equal to zero

ikV Ŵk + R̂k = 0. (2.43)

It follows that a periodic steady-state equation can be written for each independent wavenumber.
Direct solution of this equation is appropriate for all wavenumbers except for that associated with
the mean value (k = 0). Instead of directly solving equations 2.43 we add in a pseudo-time derivative
and numerically integrate the resulting equations

V
dŴk

dτ
+ ikV Ŵk + R̂k = 0. (2.44)

Note, however, that the solution of the physical problem will require iteration between physical
and Fourier spaces, since, due to the nonlinearity of the residual operator, R(W ), R̂k cannot be
computed directly from Ŵk. R̂k can only be computed by physical evaluation of the residual at a
number of time locations within one periodic cycle and the subsequent transformation to Fourier
space.

Figure 2.10 provides a flow chart of the data and transformations used to advance the solution
through one iteration in pseudo-time. At the beginning of this iteration we know Ŵ at every grid
point for all wavenumbers. This initial guess can simply result from the discrete Fourier transform
of a constant (in time) uniform flow. Using an inverse FFT we obtain the state vector W at every
grid point and instance in time. At each of the points in time being resolved in the simulation,
we compute the steady-state residual R, and, using an FFT we transform it back to the frequency
domain to obtain R̂. We calculate the overall residual by adding R̂ to the source term ikV Ŵ . This
overall residual, specified in the frequency domain, is used to compute the new approximate Ŵ ,
and the process is repeated until the iteration converges.

Figure 2.10: Process Flowchart

Results and Conclusion

The NLFD method has been tested on several two-dimensional cases which are described below.
Additional test cases are currently being pursued and will be reported at a later time.
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Cylinder Flow
The first test case chosen was the vortex shedding flow behind a circular cylinder at a Reynolds

number of 180. The grid dimensions are 256 by 128 points in the circumferential and radial
directions respectively. The mesh boundary is 200 diameters from the center of the cylinder.
An exponential stretching function is used in the radial direction with the smallest grid spacing
of 3.54e − 03 chords occurring at the wall. At the top of the cylinder roughly 15 grid points
capture the boundary layer. Table 2.4 provides a list of time averaged results from both physical
experiment (first three) and numerical computation. Using the previously mentioned grid and

Experiment −Cpb Cd St

Williamson and Roshko [46] 0.83
Roshko [47] 0.185
Wieselsberger [48] 1.3
Henderson [49] 0.83 1.34

Table 2.4: Time Averaged Experimental Data

consistent boundary conditions for each case, we varied the number of temporal modes used in
each simulation. Table 2.5 shows the results of these experiments for base pressure coefficient and
coefficient of drag. The number provided in the temporal modes column does not include the time
averaged mode (k = 0). There is no Strouhal number column in the following table because this
parameter was specified a priori at 0.185 (based on experimental observations). Contour plots of

Temporal Modes −Cpb Cd

1 0.832 1.257
3 0.895 1.306
5 0.903 1.311
7 0.903 1.311

Table 2.5: Time Averaged Data versus Temporal Modes

the solution field are provided in figure 2.12. The figure shows the degradation in the solution
features when only one harmonic is used in comparison with the seven harmonic case. Increasing
the number of wavenumbers in the solution has the obvious effect of increasing the detail and
resolution of the features in the unsteady wake. However, the basic physics underlying the vortex
shedding are captured with only one harmonic. Qualitatively a comparison of these two cases shows
noticeable differences. Quantitatively, the time averaged results vary only by nine percent for the
base suction coefficient and only four percent in drag coefficient.

Pitching Airfoil
For this test case, we forced a two dimensional airfoil cross-section to undergo a periodic vari-

ation in angle of attack. The path of the airfoil is identical to experimental results provided by
Davis [50]. The popularity of this test case allows comparisons with several numerical investigations
provided by other researchers. Using other numerical investigations allow comparisons not only in
terms of the physical results but also in terms of computational efficiency. The Euler equations
were solved on a mesh generated by conformal mapping techniques containing 160 by 32 cells. The
outer boundary of the mesh extends roughly 128 chords from the surface of the airfoil. Table 2.6
provides parameters defining the boundary conditions and the rotation of the grid. The parameters
referenced in the above table match with experimental results used by Davis in AGARD Report
702: CT case number 6, Dynamic index 55. Figure 2.11 compares the experimental data provided
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Parameter Value
Angle of attack variation ±1.01◦
Reduced frequency of oscillation 0.202
Freestream mach number 0.796

Table 2.6: Pithing Airfoil Boundary Conditions

by this test case with numerical results predicted by the Nonlinear Frequency Domain method.
The figure plots the coefficient of lift (Cl) as a function of the angle of attack (α). It is noteworthy,
that for the coefficient of lift data, the lowest fidelity solution (Euler solutions using only a single
harmonic) shows excellent agreement with experiment as expected since the periodic forcing is at
a fixed frequency. In addition, figure 2.11 provides numerical results by Hsu et al. [51] which time
accurately resolve the Euler equations using an Alternating Direction Implicit (ADI) scheme. The
Nonlinear Frequency Domain method, using only one harmonic, matches (to plotting accuracy) the
results provided by the ADI scheme.

Both the cylinder and pitching airfoil cases provide consistent conclusions. First, a small num-
ber of temporal modes can accurately resolve complex unsteady fluid motions, even in case of
large separation. As the number of modes is decreased the quality of the solution represented at
individual points in the domain decays. However, these reduced order models are still capable
of providing accurate global results such as coefficient of lift and drag. Secondly, using modern
multigrid techniques we can solve the equations in the frequency domain with similar efficiency to
steady state simulations. The cost of the simulation is hence proportional to the cost of the steady
state simulation multiplied by 2N +1 (where N is the number of temporal modes not including the
time average). This compares favorably to dual time stepping algorithms where the cost to resolve
just one time period of the solution is proportional to the cost of the steady state solver multiplied
by the number of solutions required over this period. In many TFLO simulations the number of
solutions per period is roughly 100. If we can extrapolate our current results to the turbomachinery
cases, the implementation of NLFD methods will provide an order of magnitude improvement in
performance. Even in the event that a large number of temporal modes is required for accuracy, a
reduced model can be used to obtain a relatively inaccurate time-periodic solution which can then
be used as the initial condition for a time-accurate flow solver. This procedure would reduce the
total number of time-steps required to reach the periodic steady state and would therefore help
reduce the computational cost of the simulation. In this way we could use the NLFD method in
combination with the other advanced algorithms that have been proposed in this section.
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2.3 Basic Flow Physics for Turbulence Model Development

2.3.1 DNS of Homogeneous Shear Flow with Strong Rotation

Homogeneous turbulent shear flows contain many of the important flow effects found in complex
flows of engineering interest. For this reason, many researchers have used these flows to probe
the basic physics of turbulent shear flows and to test and tune turbulence models. As a result of
these efforts, turbulence models are now quite adequate for simple shear flows, but improvements
in model performance and robustness are still needed in complex flows. Turbomachinery flows,
where strong rotation and strain act concurrently on the turbulence, are perhaps one of the most
important examples where such improvements are needed. Homogeneous shear and straining flows
in rotating frames capture the basic physics of turbomachinery flows and are good configurations
for the calibration of the RANS models used in codes like TFLO. Unfortunately there is a surprising
lack of modern, high resolution, simulations of rotated shear and straining flows, and this hinders
model improvement and development. Recognizing this need, DNS for homogeneous shear and
straining flows in rotating frames are now being conducted as a collaboration between the Stanford
ASCI group and the CTR group at NASA/Ames. These DNS data will be used by the modeling
groups to shape and tune their models to handle rotating turbomachinery flows.

The flow configuration of primary interest corresponds to the shear of homogeneous turbulence
in a frame rotating about the spanwise or streamwise direction (see Fig. 2.13 ). Turbomachinery
flows also involve strain dominated regions and these can be emulated by straining homogeneous
turbulence in a rotating frame. Simulation plans anticipate both strain and shear cases, and a
single general purpose code has been built to handle all configurations. From analysis and LES
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Figure 2.13: Flow configuration for the shear of homogeneous turbulence in a frame rotating about
the spanwise direction (left) and about the streamwise direction (right). Simulation plans also
include straining flows in rotating frames.

simulations we know that shear flows rotated about the spanwise axis bifurcate depending on the
value of the dimensionless parameter

Ωf/S , (2.45)

where Ωf is the rate of frame rotation rate and S is the mean shear rate. When the frame counter-
rotates relative to the rotation sense of the shear, and for moderate values of Ωf/S, the turbulent
kinetic energy and dissipation rate grow exponentially in time. For large rates of frame counter-
rotation, or when the frame co-rotates with the shear, the turbulence tends to be suppressed by the
frame rotation. The general features of this bifurcation are now understood, but a more detailed
understanding is needed for the calibration of turbulence models. The most widely used data comes
from the 1983 LES by Bardina, Ferziger & Reynolds [30], and even though it serves to sketch the
general features of the observed bifurcation it falls short of providing important details. The effect
of the strong frame rotation on the large-scale structure of the turbulence also remains an open
question. For example, DNS of homogeneous shear flow in a fixed frame show clearly the stretching
and preferential alignment of the turbulent eddies at an angle to the streamwise direction [31].

36



However, it is also known that strong rotation tends to align turbulence structures with the axis
of rotation. It is unclear whether one of these trends always dominates in rotated shear flows, or
whether streamwise alignment dominates for certain combinations of Ωf/S and total shear St and
rotation-axis alignment for other combinations. Could for example, the observed bifurcation be
linked to such adjustments in the structure of the turbulence? Available data is even more sketchy
for the case of homogeneous turbulence undergoing shear in a frame rotating about the streamwise
direction. In this configuration, all three non-diagonal components of the Reynolds stress tensor
are active, and influence the growth of the turbulent kinetic energy. Reynolds Stress Transport
(RST) models tend to predict the wrong sign for the dynamically important secondary shear stress
and, as a consequence, they also predict an unphysical turbulence suppression. This shortcoming
can, at least partly, be linked to the premature turbulence suppression predicted by standard RST
models in axially rotating pipe flow [32, 33].

Code Implementation, Porting and Validation

The numerical method used to solve the governing equations for homogeneous shear flows is similar
to that introduced by Rogallo [34]. The governing equations are transformed to a set of coordinates
which deform with the mean flow. This allows the use of Fourier pseudo-spectral methods, with
periodic boundary conditions, to be used for the representation of the spatial variation of the flow
variables. Time advance is accomplished by a third-order Runge-Kutta method. Since the mean
imposed shear skews the computational grid with time, periodic remeshing of the gird is needed in
order to allow the simulation to progress to large total shear where a self-preserving regime might
be expected to prevail. The periodic remeshing introduces aliasing errors that are removed by a de-
aliasing procedure included in the code. An MPI-based version of the code has been implemented
in Vectoral and ported to the ASCI Red machine and to a Linux Beowulf cluster of 16 nodes. Both
implementations of the code have been thoroughly tested individually and against each other for
accuracy, grid independence, and scalability.

In anticipation of large-scale runs on ASCI Red, a series of preliminary runs have been carried
out on a 16-node Linux cluster machine. These preparatory runs have helped identify the parameter
ranges of interest, fine-tune code performance and grid size selection, and ensuring efficient use of
computational resources. Selected results for one-point statistics obtained from these preliminary
runs are shown in Figure 2.14. In these graphs the components of the Reynolds stress tensor
normalized by its trace, rij = 〈u′iu′j〉/〈u′iu′i〉, are plotted against dimensionless time, St, based on
the shear rate S. The three cases shown here have the same initial conditions but different values
for the ratio of the frame rotation rate to shear rate Ωf/S. The case on the left corresponds to
Ωf/S = 0.05, the one in the middle to Ωf/S = −0.125 and the one on the right to Ωf/S = 0.4.The
evolution histories obtained from the simulations (shown in solid line) are compared with the
predictions of our one-point structure-based model [32, 35]. The agreement is satisfactory and
shows that this new type of turbulence model has the potential to produce improved predictions in
strongly rotated shear flows. Work is currently under way to simplify the formulation of the model
so that it can easily be incorporated in engineering codes like TFLO. The modeling work has been
supported by the AFOSR.

The preliminary runs carried out on the Linux cluster have established the robustness and
accuracy of the code, and have helped us plan the parameter space for the production runs. The
preliminary phase was completed in June 2001, and since then we have initiated production runs
on ASCI Red. The larger computational box sizes that can be accommodated on ASCI Red
will be of critical importance for cases with Ωf/S ≈ 0.25. As predicted by linear theory, the
critical value of Ωf/S = 0.25 corresponds to the most unstable case and is marked by a strong
exponential of growth the turbulent kinetic energy and the rapid filling of the computational box
by the energy-containing structures. The rapid growth of the energy-containing structures in the
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Figure 2.14: Evolution histories for the components of the Reynolds stress tensor normalized by
its trace. Shown in solid lines are results obtained from preliminary simulations carried out on
a 16 node Linux cluster and in dashed lines are the predictions of the one-point structure-based
model currently under development. The color coding is as follows: black, 11-component; red, 12-
component; green, 22-component; and blue, 33-component. All cases were initialized with Sq2
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Figure 2.15: Velocity magnitude iso-surfaces from two simulations of homogeneous turbulence
sheared in a rotating frame. Shown on the left are iso-surfaces taken at St = 4.6 from a 2563

simulation on a 16 node Linux cluster for the case Ωf/S = 0.05. Shown on the right are iso-
surfaces at St = 4.4 from a 5123 simulation carried on ASCI Red for the most unstable case
Ωf/S = 0.25. Cold colors correspond to low and warm colors to high velocity. The simulations
were initialized with similar fields of decaying homogeneous isotropic turbulence with Sq2
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most unstable case is reflected in the comparison of two instantaneous fields, one obtained from
a weak rotation case (Ωf/S = 0.05) and the other from the most unstable case (Ωf/S = 0.25),
as shown in Figure 2.15. Shown in both cases are semi-opaque, three-dimensional, iso-surfaces of
velocity magnitude. These were obtained from simulations with different computational-box sizes
that were thinned down to the same resolution for visualization. Both simulations were initialized
with similar fields of decaying homogeneous isotropic turbulence having Sq2

0
/ε

0
≈ 6.8. The field on

the left was obtained at St = 4.6 from a 2563 preliminary simulation carried out on the 16 node
Linux cluster. In this case Ωf/S = 0.05, the frame rotation is weak, the turbulent kinetic energy
growth is moderate, and the turbulence structures, are well contained in the computational box. In
comparison, the field on the left was taken at St = 4.4 from a 5123 simulation having Ωf/S = 0.25.
This simulation has been recently completed on ASCI Red. The level of the turbulent kinetic
energy and the size of energy-containing structures are remarkably higher in this case. In fact, even
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at the relatively moderate total shear of St = 4.4, the 5123 simulation is already close to running
out of the computational box. After careful preparation, production runs have now been initiated
for the simulation of homogeneous shear and straining flows in rotating frames. These simulations
will satisfy a long standing need for a high fidelity database for rotated homogeneous flows. The
DNS data will enable turbulence modeling groups to fine-tune and shape their models to handle
rotating turbomachinery flows and will enhance our understanding of the basic physics in these
flows.

2.3.2 Progress in the DNS of Fully Turbulent Flow in a LPT Passage

The low pressure turbine (LPT) is installed in jet engines upstream of the propelling nozzle, sup-
plying power to the fan and first compressor stages. The representative Reynolds number of a
LPT is in the range where direct numerical simulation (DNS) is practicable. The Mach number is
sufficient low to allow the use of an incompressible flow solver. The geometry, T106, is the midspan
section of a Pratt & Whitney PW2037 rotor. When normalized by the axial chord L, the blade
pitch is 0.9306, and the true chord length is 1.1647. Inlet and exit planes of the computational
domain are at xi/L = −0.5, and xe/L = 2.0, respectively. The geometry is two-dimensional and
the spanwise dimension is prescribed as z/L = 0.2.

Upstream, the flow velocity is Uref = 1.0, and the angle of attack with respect to the axial
chord is α = 37.7o. The Reynolds number is Re = UrefL/ν = 1.48× 105. The velocity field at the
inlet is superposed with fluctuations obtained from an isotropic turbulent simulation, provided by
Dr. Alan Wray. The fluctuations have been scaled to enforce an 8% turbulent intensity. At the
exit, the flow is designed to leave the domain at an angle of −63.2o with the x-axis.

The computation has been set up for flow through one passage between two blades on an H-
mesh. The earlier computation [22] of the same geometry, with superimposed wakes at the inlet,
on a grid with 1153 × 385 × 129 (57 million) nodes has shown that a finer grid resolution of the
wall boundary layers was required. The current grid with 1153 × 577 × 129 (86 million) nodes is
shown in figure 2.16. Only every 8th grid line is plotted.

The unsteady, three-dimensional, incompressible Navier-Stokes equations are integrated nu-
merically with a structured, general geometry, fractional time stepping method. The governing
equations are discretized with a finite volume, staggered scheme. The method computes the pres-
sure in the cell center and volume fluxes across faces in the center of the cell faces. Divergence free
flow is obtained by solving a Poisson equation for the pressure.

The flow is periodic in the spanwise direction. This allows a Fourier transformation along
the span, decomposing the three-dimensional Poisson equation in a decoupled, two-dimensional
Helmholtz system for each wave number. The latter is solved with a V-cycle multigrid method.
OpenMP is used for the parallelization of the code. The number of processors that can meaningfully
be used, is limited by the number of Fourier coefficients and, consequently, by the number of
computational cells in spanwise direction. For the current computation the maximum number of
processors is limited to 128.

Optimization of the DNS code

Many factors need to be considered to run a large scale computation on a given parallel computer
system in a way which allows the fastest advancement of the work. These include queue priorities,
queue usage and the general workload on a computer. Considering these factors, a 64 processor
usage has turned to be optimal on the ACL Nirvana computer. Although Nirvana is a shared
memory machine, each processor on this system has a local memory of 256 MByte. A time check
for each iteration of the DNS code revealed for certain runs a very uneven CPU usage of the code, as
shown for 10 iterations in figure 2.17. The CPU time consumption was dependent on the workload
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of the machine. A close look at the problem revealed that initially the DNS code required 24
Gbytes of memory for the given simulation. For a run on 64 processors, the DNS code was using
additional 8 Gbytes of remote memory. A careful optimization of array usage in the code allowed
a reduction to less then 16 Gbytes of memory. Alone this memory reduction sped up the code by
about 15% when comparisons were made on an empty machine.

A collaboration with the CS department has been initiated to increase the efficiency of the DNS
code using FLASHPOINT (5.7.2) A further 15% speed up could be achieved through a parallel
initialization of arrays in the code to avoid remote memory references. This is related to the first
touch policy used by IRIX. The current CPU time requirement per iteration can be seen in figure
2.17.

Results and future work

The turbulent kinetic energy distribution in the passage is shown in figure 2.18. The turbulent
kinetic energy is computed here with the mean flow obtained by spanwise averaging of the given
flow field. The flow is turned by more than 100o, and accelerated by a factor of about 1.9, producing
significant streamwise straining. The magnitude and direction of the principal axes of strain vary
with position and influence significantly the turbulence distribution.

The code is running with a time step of about 5× 10−5, which corresponds to a maximum CFL
number in the flow of about 1. The timestep is about half the one used for the wake simulation [22]
due to the finer mesh. The black contour lines in figure 2.18 show the evolution of the turbulent
kinetic energy after a typical 12 hour run of 225 iterations.

The turbulence distribution around the leading edge of the blade is of significant interest. In
this region, it is hard to predict the correct buildup of the turbulence kinetic energy with a RANS
turbulence model. An over-production of turbulence kinetic energy in a RANS computation can
easily disturb the downstream boundary layer [23]. A DNS result of the turbulent kinetic energy
near the stagnation point is shown in figure 2.19. The data can be used to validate and develop
RANS turbulence models.

A slight defect in the contour lines is located near the wall at about y = 0.94. The H-mesh has
a singular point here as shown by the cell centered mesh in the same figure. An O-mesh alternative
would not have this imperfection but would not be sufficiently dense, or uniform, in the free-stream
to resolve the turbulence.

Figure 2.20 shows instantaneous velocity components close to the wall. The component normal
to the wall gives an indication of where transition from laminar to turbulent flow occurs [24]. A
preliminary investigation shows that the flow transitions to turbulent flow mainly on the pressure
side of the blade. This is in strong contrast to the previous observations for wake induced turbulence
[21].

The computation of fully turbulent flow in a turbine passage is well along. We are now at a
stage where we can study the flow physics, collect flow samples and compute statistics.

Despite the achieved speed up of the code, the computation is still slow and further work needs
to be done to improve the numerical scheme. An MPI version of the code is been written to allow
the use of distributed memory omputers.

40



x

y

-0.5 0 0.5 1 1.5 2

-0.5

0

0.5

1

1.5

Figure 2.16: Computational mesh (every 8th gridline plotted)

T
im

e
in

se
co

nd
s

0

500

1000

1500

2000

2500

3000

Original code by high workload
Original code by low workload
Optimized code

1 2 3 4 5 6 7 8 9 10 Iteration

In
iti

al
iz

at
io

n,
re

ad
re

st
ar

tf
ile

s

1
Ite

ra
tio

n+
re

ad
in

flo
w

B
C

W
rit

e
re

st
ar

tf
ile

s

T
ot

al

max value is 4833

= 26 %

Figure 2.17: Computational time for 10 iterations for the original code and the Flashpoint optimized
version.

41



Figure 2.18: Turbulent kinetic energy for two subsequent runs

Figure 2.19: Turbulent kinetic energy and cell centered mesh near leading edge of blade
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Figure 2.20: Instantaneous velocity components near the wall
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2.3.3 Towards Compressible LES for Turbulence Model Assesment

Large Eddy Simulations (LES) would advance our understanding of flow phenomena in turbine
blade passages and present us with a clearer picture of mechanisms that degrade performance.
The important flow features in low pressure turbines include blade row interactions, boundary
layer transition on the blade surface, separation and re-attachment. In the case of high pressure
turbines, a better understanding of compressibility effects and their interaction with turbulence is
necessary. Accurate simulations of such flows would also strengthen our ability to test prospective
turbulence models under these conditions. Towards this end, a unified framework for LES of
compressible turbulent flows at subsonic and transonic Mach numbers needs to be developed. The
governing equations are the Navier-Stokes equations for compressible flows recast in the LES form
through the filtering operation.

The following features are to be required of a numerical framework capable of supporting the
simulations described above:

1. Higher order accuracy: While second order schemes suffice for engineering calculations, it has
been shown [25] that higher order accuracy is essential to isolate various sources of errors
in LES. To achieve this, higher order compact schemes [26] that represent smaller scales
accurately have been chosen. This is also a step towards prediction of turbomachinery noise
as these schemes are capable of supporting small amplitude waves over large distances, an
essential requirement for aeroacoustic calculations.

2. Artificial Dissipation and Shock Capturing: In compressible flow simulations, oscillations in
the flow field are usually generated by a variety of factors including poor resolution, mesh
non-uniformities and boundary conditions. Artificial dissipation is used to suppress such os-
cillations and is critical for shock capturing. However, artificial dissipation is to be avoided
as it adversely affects prediction of turbulence. A trade off between these conflicting require-
ments is achieved by localizing the shock capturing scheme and its effects to regions near
shocks.

3. Boundary Conditions: Non-reflecting boundary conditions with the ability to pass vortical
structures are required for LES. Linearized boundary conditions developed by Giles [27] in
conjunction with absorbing layers have been chosen as they have performed well in previous
studies with DNS.

4. Implicit time integration: Grid stretching (near a wall) introduces stiffness in time scales by
lowering the acoustic and viscous time scales in the wall normal direction to levels much lower
that those in the streamwise direction. Implicit time integration is required to overcome this
time step limitation.

It should be noted that lower order schemes and/or upwinding/artificial dissipation have been used
in many simulations of compressible turbulent flows. However, these simulations have not met all
of the aforementioned requirements. Extension of all of the above aspects to higher order methods
is a challenge that is being addressed in the present framework.

In the LES setting, higher order compact schemes have failed to perform satisfactorily at higher
Reynolds numbers. This is mainly due to the adverse effects of aliasing errors. Improvements in
robustness of higher order compact schemes have been attained by using a staggered arrangement
of the conserved variables. Results from LES of isotropic turbulence on collocated and staggered
meshes are compared in fig 2.21 which shows the evolution of RMS density fluctuations at high
Reynolds numbers. Solutions on the staggered mesh are superior to those on the collocated mesh.
This improvement in robustness of higher order compact schemes would allow us to apply these
schemes to large eddy simulations of more practical problems.
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Shock capturing is attained through a hybrid scheme with the Essentially Non-Oscillatory
(ENO) methodology [28] applied locally in regions around shocks. The performance of the present
hybrid approach has been tested on the problem of a vorticity entropy wave interacting with a
shock. The results obtained are compared with linear theory in fig. 2.22 which shows the amplifi-
cation of vorticity fluctuations as a function of the angle of incidence of the wave with respect to
the shock. Good agreement has been obtained for shocks up to Mach numbers of 1.25.

Implicit time integration is necessary to overcome the stiffness introduced by grid stretching.
A second-order two-step implicit scheme is used for time discretization along with diagonalization
and subiterations for faster convergence [29]. The convection of a vortex by a uniform flow (M=0.5)
in 2-dimensions is used to test the implicit scheme as well as the boundary formulation. The grid
used is stretched in the y-direction and a vortex is convected out of the domain. Figure 2.23 shows
the vorticity contours as the vortex convects downstream and leaves the domain.

Conclusions and Future Work

A numerical methodology for performing LES of compressible turbulent flows has been developed
and the components of this methodology have been formulated and tested. These have also been
integrated into a single code for simulation of the flat plate boundary layer. These simulations use
initial and boundary conditions provided by TFLO and are under progress. After the flat plate
simulations are completed, the present methodology will be extended to a turbine blade passage.
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2.4 Large-Scale Turbomachinery Simulations

The process of developing the capability to perform integrated, multi-component simulations of
major or whole sections of a gas-turbine engine includes intermediate steps. These steps consist
of validation, verification, and demonstration of the ability to compute the flow through major
sections or entire components of the engine, such as the complete high- or low-pressure turbine or
combustor. The validation and verification process consists of comparing details of the predicted
steady- and/or unsteady-flows with both experimental data and results from similar numerical
prediction techniques. These intermediate steps are tedious and time-consuming but are critical to
establish the prediction accuracy and speed that is required to develop a useful engineering tool and
a procedure that can ultimately step up to the larger, multi-component problems of interest. This
section presents some of the results obtained during the past year from steady- and unsteady-flow
simulations of isolated components.

Validation of the TFLO code for turbomachinery configurations continued during this last year.
The simulations performed during this phase of the development cycle have focused primarily
on unsteady-flows in turbine stages. These unsteady-flow simulations included the ERCOFTAC
Aachen 1−1/2 stage subsonic turbine and a Pratt & Whitney 1−1/2 stage transonic turbine. The
results of the steady-flow simulations for the Aachen turbine were reported in last year’s technical
report as well as in Ref. [15]. The unsteady-flow simulation of this configuration, which consisted of
1/6th of the rig circumference, was completed this year. The results of this validation were reported
in Ref. [16]. A subset of these results are shown below as a demonstration of the unsteady, subsonic
flow prediction capability of TFLO. Preliminary results of the Pratt & Whitney transonic turbine
unsteady-flow simulations were reported in last year’s technical report. This simulation, which
included 1/4th of the rig circumference, has now been completed with the results to be published in
a technical conference next year. Some of the results of the unsteady-flow simulation will be shown
below to demonstrate the prediction capability of the TFLO code for transonic turbine stages.

In addition, the TFLO code was used to predict the steady-flows in the P&W6000 high-pressure
turbine, transition duct, and first vane of the low pressure turbine as well as in the secondary
flow system under the main flow path. These predictions of the isolated turbine components are
being used as initial conditions for coupled multi-component simulations as well as a baseline for
comparisons with the integrated simulations of the combustor, turbine, and secondary flow system.

Verification of the NASA-Glenn NCC code also continued this year for both non-reacting and
reacting, turbulent flow in the P&W6000 combustor. Detailed results of this validation can be
found in Chapter 4.

2.4.1 TFLO Validation : Aachen 1 − 1/2 Subsonic Turbine Rig

TFLO has been used to investigate the unsteady flow through the Aachen 1-1/2 stage axial flow
turbine documented as an ERCOFTAC (European Research Community On Flow, Turbulence And
Combustion) benchmark test case. The experimental measurements were performed by Walraevens
and Gallus [17]. The geometry and experimental data package were provided by ERCOFTAC.

The Aachen turbine configuration is a subsonic axial flow rig consisting of three blade rows: the
first vane, the blade, and the second vane. The geometry of the second vane is exactly the same as
that of the first vane. An isometric view of the configuration along with mid-span contours of the
instantaneous entropy distribution is shown in Figure 2.24. The exact blade counts are 36, 41, and
36 respectively.

A steady flow calculation was performed using a simple mixing plane between adjacent blade
rows and reported in previous technical reports and in [15]. This calculation served as a baseline
for comparison with the unsteady flow solutions and the experimental data as well as the initial
conditions for the unsteady flow simulations.
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Figure 2.24: Schematic of the Aachen 1.5-stage turbine and midspan contours of instantaneous
entropy

An unsteady flow calculation was performed with reduced-integer passage counts per blade row
such that the simulation could be reduced in size to include 6 vanes, 7 blades, and 6 second-stage
vanes (6-7-6). The unsteady flow solutions were time-averaged over each global period to compare
with the steady flow solution and experimental data. The unsteady pressure field was also Fourier
decomposed in an effort to understand the various unsteady pressure modes in the flow fields.
These results were compared to a similar simulation that included only 1 vane, 1 blade, and 1
second-stage vane (1-1-1) to show the effect of blade-count and scaling strategies on the flow.

The geometry of the vanes was kept unchanged while the rotor blade was slightly shrunk for
the 6-7-6 simulation to form a blade count of 42. This is the closest common blade count for this
turbine rig, and the blade is only shrunk by a factor of 0.9762. The solidity of the blade and the
axial distances between two adjacent blade rows were not changed. The mesh sizes used in this
calculation can be summarized as follows: 1st vane: 137×65×81, rotor: 113×65×81 for the main
passage and 89× 17× 17 for the tip gap, stator: 153× 65× 81. This leads to a total of 13,505,762
mesh points.

In order to accurately resolve the waveforms corresponding to the stator-rotor-stator interaction,
a total of 100 time steps were used to rotate one blade past one vane passage, or 700 time steps
for one global period corresponding to 1

6 of the turbomachine circumference. For each time step,
30 multigrid cycles were performed to ensure the convergence of the inner iteration. The 6-7-6
simulation was executed on 187 processors of ASCI Blue Pacific. Each time step (with 30 inner
iterations) required approximately 27 minutes of wall-clock time including the computational and
restart file input/output time. Four global cycles (or 24 vane passings by the blade or 28 blade
passings by a vane) were executed for the 6-7-6 configuration.

The secondary flows play an important role in determining the loss mechanism. Generally,
secondary flows decay more slowly than the wakes, and hence have a stronger influence on the un-
steadiness of the downstream blade rows. Following Walraevens and Gallus [17], a secondary flow
vector is defined as the difference between the local flow vector and an averaged flow vector. The
latter is calculated using the total local velocity, the radially averaged yaw angle, and the circum-
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ferentially averaged pitch angle. The two unsteady calculations are compared to the measurements
at the closest time indices, as shown in Figure 2.25.

Close comparison of the predicted and experimental vectors show that the 6-7-6 simulation
nearly always predicts the experimental features better than the 1-1-1 simulation and agrees very
well with the experimental data. In fact, the 1-1-1 simulation fails to predict many of the unsteady
flow vortices that can be observed in the experiment and 6-7-6 simulation. These unsteady vortices
are responsible for the different losses in the flow compared to the predicted steady flow as well
as changes in the radial migration of these losses. This comparison shows the importance of
minimizing any geometry modifications when performing unsteady flow simulations in order to
accurately predict the unsteady flow and loss transport characteristics.

The uniform flow at the inlet of the turbine is turned and distorted as it goes through the three
blade rows. At the outlet of the last blade row, the instantaneous Mach number contours reflect
all of the flow patterns. Comparisons are made between the measurement and the solution from
the 6-7-6 configuration at 8 different time indices, as shown in Figure 2.26. The prediction shows
many of the same features as the experimental data and once again shows the ability of the 6-7-6
simulation to accurately model the migration of the various losses in the flow.

Figure 2.27 shows the normalized amplitude of the pressure oscillation on the blade suction
and pressure surfaces at 1BPF (blade passing frequency). The largest differences in the frequency
amplitudes are in the end-wall regions, especially on the suction surface near the tip.

2.4.2 TFLO Validation: Pratt & Whitney Transonic Turbine Rig

The Pratt & Whitney 1 − 1/2 stage transonic high-pressure turbine configuration [18] has been
recently tested at the Ohio State University short-duration turbine-test facility. The experimental
data collected is being used to validate and verify the TFLO code for transonic turbomachinery.
This case is particularly difficult to predict due to highly loaded airfoils and shock/airfoil interaction.
The turbine configuration is shown in Fig. 2.28 along with midspan instantaneous entropy and
pressure contours.

A total of 9 1st and 2nd vane passages, along with 14 blade passages, were included in order
to achieve a common circumferential pitch among the 3 blade rows. Clark et al. [18] found that
simulation of the smallest fraction of the circumference with the actual blade count was critical to
accurately predict the airfoil unsteady pressures. The present 9-14-9 vane/blade/vane simulation
represents 1/4th of the entire circumference of the rig. The computational grid density for this
configuration is given in Table 2.7. A comparison between Pratt & Whitney’s RANS code and
experimental data for this configuration can be found in Ref. [18]. A total of 100 time-steps were
used to rotate a blade past one first vane passage in order to resolve the dominant wave forms.
This lead to the use of 1400 time-steps for each global period where the blade rotated 1/4th of the
engine circumference. A total of 2 global cycles were executed to ensure a time-periodic solution.
The simulation was performed using 196 processors on either ASCI Blue Pacific (IBM SP2) or
Frost (IBM SP3). Each time-step (including 30 inner iterations) took approximately 61 minutes of
wall-clock time on the IBM SP2.

The trailing edge shock system of the blade, typical of transonic turbines, is illustrated in
Fig. 2.28 with the TFLO predicted midspan instantaneous pressure contours. The shock system
is generated by the expanding supersonic flow around the trailing edge. The streamlines from
the suction and pressure sides of the airfoil meet at the aft-end of the near-wake and the flow is
re-directed to align itself with the streamwise direction. This re-direction of a supersonic flow is
the source of the shock system. One leg of the trailing edge shock system emits from the pressure
side of the near-wake and traverses across the passage where it strikes the suction side of the
airfoil downstream of the throat. This leg of the shock reflects off of the suction side into the flow
downstream of the trailing edge. The other leg of the shock system emits from the suction side of
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Plane No. 00
Time Index: 1

(a) Experiment (b) Config. 1-1-1 (c) Config. 6-7-6

Time index: 1, Movement: 0% rotor pitch

Plane No. 00
Time Index: 33

(d) Experiment (e) Config. 1-1-1 (f) Config. 6-7-6

Time index: 33, Movement: 50% rotor pitch

Plane No. 00
Time Index: 57

(g) Experiment (h) Config. 1-1-1 (i) Config. 6-7-6

Time index: 57, Movement: 87.5% rotor pitch

Figure 2.25: Comparison of secondary flow at the outlet of vane-2
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Figure 2.26: Comparison of instantaneous Mach numbers at the outlet of vane-2
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Figure 2.27: Comparison of normalized pressure amplitudes on rotor surfaces at 1BPF

Figure 2.28: P&W High-Pressure Turbine Rig (HPT-Vane, HPT-Blade, and LPT Vane)

Vane1 (9) 209 x 57 x 73 7,826,841 Points
Blade (14) 217 x 57 x 73 12,641,118
Blade Tip (14) 73 x 17 x 17 295,358
Vane2 (9) 281 x 57 x 73 10,523,169
Total 31,286,486

Table 2.7: Computational Grid Dimensions For P&W High-Pressure Turbine Rig Unsteady Flow
Simulation
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the near-wake where it immediately traverses downstream of the trailing edge. Both shocks of the
system can and often interact with downstream blade rows causing unsteadiness in the pressure
loading of the airfoil. The pressure waves shown with the midspan instantaneous pressure contours
in Fig. 2.28 associated with the suction-side leg of the blade trailing edge shock system are illustrated
in this figure. These pressure waves traverse downstream along the transition duct and interact
with the downstream 1st vane (of the low-pressure turbine). A weak reflected pressure wave can be
observed slightly ahead of the last vane. This upstream-running reflected pressure wave propagates
back to the blade where it can interact and cause additional flow unsteadiness. These types of
shock/pressure-wave/blade interactions can sometimes lead to large fluctuations in airfoil surface
pressure loads and corresponding stress. This is why unsteady aerodynamic simulations, such as
this, are important to turbomachinery designers. In Chapter 4 we present some preliminary aero-
structural integration work that attempts to make use of unsteady surface pressure information to
predict flutter boundaries for turbomachinery.

Contours of instantaneous entropy for the same unsteady simulation are also shown in Fig. 2.28.
As opposed to the pressure contours that highlight the shock and pressure interaction, the entropy
contours highlight the viscous wake/blade interaction that occurs. The wakes emanating from
the trailing edge of each airfoil propagate downstream where they interact with the next blade
row. Since the velocity in the wakes is lower than that of the surrounding free stream, pressure
fluctuations occur on the airfoil surfaces when the wakes pass over them. As with the shock/airfoil
interaction, these pressure fluctuations can lead to degradation in aerodynamic performance and
durability of the airfoils.

Figure 2.29 shows a comparison of the predicted blade midspan time-averaged pressure, min-
imum pressure, and maximum pressure with the experimental data. The agreement between the
prediction and the experimental measurements is good. The predicted pressures are also in very
good agreement with those shown from Pratt & Whitney for the same configuration by Clark et
al. [18]. Further comparisons between the prediction and the experimental data will be shown in
a future technical publication. This validation of the transonic turbine and the previous Aachen
validation demonstrates the ability of TFLO to predict unsteady flows in multi-stage turbines.
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Blade-Row Points Blocks
Vane1 5,124,870 96
Blade1 12,235,050 240
Blade Tip 499,390 140
Vane2 8,901,576 224
Blade2 12,008,817 272
Vane3 14,825,187 304
Blade3 12,008,817 272
Vane4 12,484,368 256
Blade4 12,812,175 300
EGV 2,890,242 88
Total 93,790,392 2,192

Table 2.8: Computational Grid Dimensions For Unsteady Flow Simulation of Pratt & Whitney
Turbine

2.4.3 TFLO Validation: High- and Low-Pressure Turbine Integrated Simulation

The first integration of multiple components in this effort has focused on the coupling of the high-
and low-pressure turbines for the Pratt & Whitney 6000 commercial engine. Figure 2.30 shows the
single stage high pressure turbine (vane and blade), followed by a transition duct, then followed by
three stages of the low-pressure turbine and the exit guide vane. This turbine is counter-rotating
in the sense that the low-pressure turbine rotors spin in the opposite direction of the high-pressure
rotor.

The steady-flow simulation of this configuration has been performed and was reported in our
previous annual reports. The unsteady simulation is currently underway. This is the first time
that the unsteady-flow for a sector of an entire turbomachinery component has been simulated.
As in the steady flow simulation, a total of nine blade rows are included. However, in order to
arrive at a common circumferential pitch (domain) for all nine blade rows, the unsteady simulation
required that 1

6th sector of the engine circumference be included. This requirement greatly increased
the size of the computation and hence the number of computer processors required. In addition,
approximately 100 time-steps are required to resolve the temporal solution for a single vane/blade
passing. This additional temporal requirement leads to long solution times to achieve time-periodic
solutions.

Table 2.8 provides the number of grid points and the number of computational blocks used for
each blade row for this simulation. Approximately four blocks were placed on each of 512 processors
on ASCI Blue Pacific. A total of 30 pseudo-time (inner) iterations were used for each global time-
step using the implicit dual-time step algorithm. Approximately 6000 time-steps will be required
to reach a time-periodic solution. Each global time-step requires approximately 1.3 hours of wall-
clock time (671 CPU hours) on ASCI Blue Pacific. The simulation is currently approximately 33%
complete with 1900 time-steps having been executed. ASCI Frost is becoming the workhorse for
this simulation.

Figure 2.30 shows the instantaneous contours of entropy at a cylindrical shell located at the
mid-span of the turbine. The entropy is scaled independently for each blade row in order to show
the viscous flow features. The wakes from each blade row can be seen to pass through the various
inter-blade row computational planes with little or no effect. As a result, viscous flow wake/blade
interaction occurs in each row leading to unsteady pressure fields. At the aft-end of the turbine,
where many wakes of various strengths are super-imposed, the resulting frequency content of the
unsteady pressure field is expected to be high.
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Entropy Mach Number

Figure 2.30: TFLO Predicted Instantaneous Entropy and Pressure Contours for the Pratt & Whit-
ney Turbine

In addition to the wake/blade interaction, each blade row’s pressure field is excited from the
potential field of it’s adjacent blade-rows. In the high-pressure turbine, the flows are transonic
and the shocks from the trailing edge shock systems impact the downstream blade-rows leading to
additional excitation. Figure 2.30 shows contours of the instantaneous relative Mach number field
of the turbine. Again, the Mach number contours in this figure are scaled independently for each
blade row in order to show the shocks, wakes and viscous flow features. The trailing edge shocks
from the high-pressure turbine can be seen, especially from the blade where it propagates to the
downstream first vane of the low-pressure turbine.

Once the current simulation has reached time-periodicity, the flow field will be time-averaged
over the global cycle (period) and compared with the steady-flow simulation to quantify the effects
of the flow unsteadiness on performance. In addition, the unsteady pressure field will be examined
for each blade-row to determine the peak loads on the airfoils.

These unsteady- as well as previously reported steady-flow simulations of the entire turbine
were carried out on ASCI Blue Pacific and Frost, using a wide range of processors, to document the
scalability of the TFLO code. The load balancing algorithm in TFLO associates complete blocks to
a given processor. The domain decomposition of the grids in the various blade-rows was performed
with the intent to create nearly uniform size blocks over the global domain in order to optimize
parallel computing performance. Because of the varying block dimensions, exact load balancing is
not always possible, leading to a slight degradation in performance that is unrelated to the parallel
implementation of TFLO.

Figure 2.31 shows the non-dimensionalized solution times for both the steady- and unsteady-
flow simulations as a function of the number of processors used on ASCI Blue Pacific and Frost.
Non-dimensionalization of the wall-clock time by the number of iterations and number of grid
points is required to present a consistent data since the two simulations were very different in size.
For the cases with larger numbers of processors, a much finer mesh was used. In a sense, the
scalability results presented here are intended to follow the definition of the isoefficiency metric.
Figure 2.31 shows three actual TFLO timing curves in reference to the ideal line for ASCI Blue
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Figure 2.31: TFLO Scalability for Steady- and Unsteady-Flow Simulations of Pratt & Whitney
Turbine

Pacific (shown in green and assuming perfect scalability). The bottom (blue triangles) data shows
the first benchmark of the TFLO code for the turbine configuration. This curve, which includes
both the computational and input/output time to read and write restart files, shows that the TFLO
code leveled off in performance as the number of processors increased to over 1,000. Investigation
showed that the TFLO code was spending approximately 20% of its wall-clock time in reading and
writing the restart files. This large time was a consequence of serial I/O procedures.

As a result, an effort was launched to incorporate IBM’s version of MPI-I/O or Parallel I/O in
which each processor writes it’s portion of the restart file (solution domain) to what is perceived
as one file. The use of the Parallel I/O software resulted in significant time savings in writing the
restart files. The middle (red diamonds) data, shown in Fig. 2.31 shows the new benchmark TFLO
solution times using the Parallel I/O routines.

Finally, the grey circle data shows the speed-up factor for the TFLO code on the Frost IBM
SP3 computer. The ideal speed-up factor for the IBM SP2 (shown as the green line) has been
multipied by a constant factor of 2.3 (shown as the grey line) to illustrate the average increase in
speed of the SP3 over the SP2 for the TFLO code.

2.4.4 TFLO Verification: Pratt & Whitney 6000 Secondary Flow System

The TFLO code was also used to simulate the turbulent flow in the secondary flow system un-
der the main flow path of the high-pressure turbine. The computational grid and schematic of
the axisymmetric geometry of the secondary flow system is shown in Fig. 2.32. Flows enter the
secondary flow path from the combustor and high-compressor by-pass. Flows exit the secondary
flow system near the centerline adjacent to the shaft into the low-pressure turbine secondary flow
system, out the Tangential On-Board Injection (TOBI) system pump into the high-pressure turbine
blade as cooling air, as well as out into the main flow path through the rim-cavity between the
high-pressure vane and blade. The multiple inlets and exits of this flow path, the low-speed flow
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Figure 2.32: Computational Grid for P&W 6000 High-Pressure Turbine Secondary Flow System

at lower radii, and the complex geometry and flow make this a particularly difficult simulation
to execute. The computational grid shown in Fig. 2.32 extends in the circumferential direction a
distance equivalent to one blade pitch of the high-pressure turbine and consists of 183 blocks with
6.1 million grid points. This simulation is being run with 96 processors of either ASCI Blue Pacific
or Frost. Approximately 100,000 iterations are required to reach convergence of the flow due to
the low-speed and complex flow in the secondary system. Each iteration takes approximately 1
minute on ASCI Blue Pacific. The simulation has currently run approximately 50,000 iterations.
Low-speed convergence acceleration pre-conditioning schemes are being developed and will be used
in the future to reduce the number of iterations required for convergence. The results from this
simulation of the isolated secondary flow system as well as a simulation of the isolated 3 blade-row
main flow path, which is similar to that of the Pratt & Whitney transonic turbine rig shown above,
are used as a baseline for comparisons with the integrated main/secondary flow path simulations.

Figure 2.32 shows preliminary temperature contours superposed with the streamlines projected
in a constant-θ plane. The various cavities in the secondary system lead to multiple recirculating
regions of flow. The flow from the lower cavity enters the mid-radial secondary system through
the brush seal. The flow entering the TOBI nozzle from the combustor bypass splits with some of
the flow moving radially outward through the labyrinth seals into the rim-cavity and exiting the
secondary system. The remainder of the TOBI nozzle flow moves into the disk pump where part
of the flow moves outward radially and the remainder travels inward radially towards the engine
centerline. The temperature field in the various cavities as well as on the blade disk walls is of
primary interest in this simulation since the durability of the disks are determined in large part by
the temperatures.
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Figure 2.33: Temperature Contours and Streamlines in P&W 6000 Secondary Flow System
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Chapter 3

Combustor

3.1 Large-eddy Simulation of Gas Turbine Combustors

The large eddy simulation (LES) approach is used to simulate the combustor of the gas turbine
engine. LES was chosen because of its demonstrated superiority over RANS in predicting mixing,
which is central to combustion. The combustor simulations have two major components - gas
phase and sprays. The gas phase part of the project has developed a parallel, unstructured grid
LES solver which is being integrated with the models developed by the spray group. This section
discusses the gas phase solver, and its integration with spray models.
Our progress in the last year is as follows:

• The numerical algorithm was further improved; a new formulation was derived that is dis-
cretely energy-conserving for arbitrary grids. This was found imperative to perform simula-
tions at high Reynolds numbers, and on ‘bad’ grids encountered in complex geometries such
as the Pratt & Whitney combustor.

• Turbulent validations were performed for the swirling non-reacting flow in a coaxial combustor
geometry, for flow over a cylinder and for turbulent channel flow.

• Non-reacting turbulent simulations were initiated in the complex P&W6000 combustor. Also,
simulations were performed in a test rig geometrically similar to the front portion of the
P&W6000 combustor, for which experimental data are available from Pratt & Whitney .

• The new algorithm was extended to variable density flows with heat release. Also, the
progress-variable flamelet approach for reacting flows [1] was implemented.

• A spray module was integrated with the gas-phase solver. Validation simulations in a swiring
coaxial combustor geometry [2] were performed. Spray simulations in the P&W6000 combus-
tor were initiated.

3.1.1 Algorithm Improvements

Recall that the algorithm developed at the end of last year’s report stored pressure at the centroids
of the elements, and velocity at their faces. As shown in figure 3.1, only the normal component
of velocity was stored and advanced in time; the other two components were reconstructed. The
velocity component vn satisfied,

∂vn
∂t

− (7u× 7ω) · 7n+
∂

∂n

(
7u · 7u
2

)
= −1

ρ

∂p

∂n
+ ν

(∇27u
) · 7n. (3.1)
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Figure 3.2: Illustration of the importance of discretely conserving kinetic energy. The kinetic energy
is plotted against time for the Taylor problem at (a): Re = 109, and (b): Re = 1. At the lower
Reynolds number, both schemes are stable. At higher Reynolds number, only the energy-conserving
scheme is stable. The solid circles in (b) denote the analytical solution; the energy-conserving
formulation passes through them.

The convection term was written in terms of velocity and vorticity, and the pressure - projection
approach was used to ensure that the velocity field was discretely divergence-free. As shown in last
year’s report, good results were obtained for laminar unsteady flows, and low Reynolds number
turbulent flows in complex geometries.

However, problems with robustness were experienced this year when the simulations were ex-
tended to high Reynolds number and to ‘bad’ grid elements that are inevitable in complex geome-
tries such as the Pratt & Whitney combustor. It was established that the robustness problems
were caused by the fact that the algorithm only conserved momentum and not kinetic energy for
high Reynolds numbers on arbitrary grids with highly skewed elements.

An alternative formulation was derived where the convection term discretely conserves kinetic
energy for arbitrary grids. Recall that discrete energy conservation refers to the fact that, for
incompressible flow, the convection term in the kinetic energy equation is expressible in divergence
form, i.e. ∂/∂xj (ujuiui/2). Conservation of momentum and the continuity equation ensure kinetic
energy conservation for the continuous equations; however the same is not true for the discrete
equations, where momentum conservation does not imply energy conservation. It is readily seen
that kinetic energy conservation is a desirable feature for the algorithm since it implies that the L2

norm is bounded.
The basic problem is as follows. The traditional fractional step algorithm on structured grids
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Figure 3.3: Kinetic energy of isotropic turbulence is plotted against time at varying Reynolds
numbers. The Reynolds number is increased from 102, 103, 104, 106 and 109 respectively. Note that
the scheme is robust even at the highest Reynolds numbers.

stores the face-normal velocity component on all faces. Control volumes are then identified around
the faces, and the momentum equation for the velocity component is advanced in time. The pri-
mary reason for staggering is that the pressure equation does not suffer from odd-even decoupling.
However, the momentum equation requires that the velocity components tangential to the face
be known. These are obtained through interpolation. The interpolant has to be carefully con-
structed such that the resulting momentum equation implies conservation of kinetic energy. There
are two problems with extending this approach to arbitrary unstructured grids: (i) defining con-
trol volumes around the faces in three-dimensions is complicated; furthermore skewed elements
yield highly skewed control volumes. (ii) the resulting interpolation for the tangential velocities
is unacceptably inaccurate if discrete energy conservation is required. We base these statements
on actual computations performed using an energy-conserving formulation that we derived using
a fully staggered formulation. The resulting formulation yielded acceptable results for Cartesian
grids but was unacceptably inaccurate for the complex Pratt & Whitney combustor geometry.

An alternative formulation was therefore derived. Velocity and pressure are now stored at the
centroids of the volumes. The cell-centered velocities are advanced in the predictor step such that
the kinetic energy conservation is ensured for the predictor step. These predicted velocities are
then interpolated to the faces and then projected. Both interpolation and projection are robust
procedures since they do not add energy to the solution (when the computational stencil uses local
neighbors). Projection yields the pressure potential at the cell-centers, and the pressure gradient
is used to correct the cell velocities. A straightforward use of the gradient theorem yields very
good results on smooth grids, but is found unacceptable for highly skewed or very rapidly varying
grids. This lack of robustness can be explained from an energy conservation point of view. A novel
discretization for the pressure gradient was derived. This formulation of the algorithm has been
found to yield very good results for both ‘simple’ problems (Taylor problem, isotropic turbulence,
channel, cylinder, coaxial combustor) as well as the exceedingly complex geometry of the Pratt &
Whitney combustor.

The importance of discrete energy conservation is illustrated in figure 3.2, which shows the
evolution of kinetic energy in the Taylor problem - an analytical solution, which describes counter-
rotating vortices that decay in time. Our momentum and energy-conserving formulation is com-
pared to a non-dissipative formulation that only conserves momentum. Both formulations have the
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Gas Phase (Air) Particle Phase (Glass)

Flow rate in primary jet, g/s 9.9 Loading Ratio in Primary Jet 0.034

Flow rate in secondary jet, g/s 38.3 Flow rate, g/s 0.34

Inlet Reynolds number 26200 Density ratio, ρp/ρf 2152

Swirl number 0.47

Table 3.1: Flow conditions and particle properties used in the Sommerfeld & Qiu (1991) experi-
ments.

same computational stencil. At low Reynolds numbers, where the dissipative scales are resolved,
both formulations are stable, although the energy conserving formulation shows better agreement
with the analytical result. However, at very high Reynolds numbers where the dissipative scales
are not resolved, the formulation that does not conserve kinetic energy becomes unstable after
some time, while the energy conserving formulation is seen to maintain its initial kinetic energy
as required by the analytical solution. Figure 3.3 shows the decay of turbulent kinetic energy of
isotropic turbulence when computed on a coarse grid (323). The Reynolds number is increased from
100 to 109. No subgrid model is used. Even the lowest Reynolds number is not completely resolved
at this resolution. Note however that the solution does not become numerically unstable; instead
it exhibits the proper Reynolds number sensitivity (reduced decay rate with increasing Reynolds
number). It is this robustness that makes accurate LES of high Reynolds number flows possible.

Under a subcontract, Prof. Blair Perot at the University of Massachussets, Amherst, theoreti-
cally analysed fully staggered unstructured mesh schemes. The results [3] were: (i) construction of
two broad classes of unstructured staggered mesh schemes which dissipate kinetic energy without
numerical artifacts. (ii) proof of momentum conservation for one class of scheme and vorticity
conservation for the other class. (iii) analysis and improvement of the accuracy of the methods to
make them at least second order accurate on uniform meshes. (iv) generalization of all proofs to
fully general three-dimensional unstructured meshes. (v) generalization of the methods and proofs
to include schemes which use cell center of gravity locations rather than cell circumcenter locations.

3.1.2 Integration with Spray Modules

The spray models described in our 1999 and 2000 annual reports have been integrated with the
unstructured gas-phase solver. The droplets are modeled as point particles which satisfy Lagrangian
equations. They influence the gas phase through source terms in the gas-phase equations. As the
particles move, their position is located and each particle is assigned to a control volume of the
gas-phase grid. The gas-phase properties are interpolated to the particle location and the particle
equations are solved. The particles are then relocated, particles that cross interprocessor boundaries
are duly transferred, source terms in the gas-phase equation are computed, and the computation
is further advanced. Spray integration involves the following key issues: (i) Efficient search and
location of droplets on an unstructured grid (ii) Interpolation of gas-phase properties to the droplet
location for arbitrarily shaped control volumes (iii) inter-processor droplet transfer.

Locating Particles in Elements of Arbitrary Shape

Locating particles in a generalized-coordinate structured code is straightforward since the physical
coordinates can be transformed into a uniform computational space. However, this is not the case
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for unstructured grids. Westermann [4] describes several approaches to locate particles in particle-
in-cell codes. Two such techniques are implemented into the unstructured code, and are described
below.

One approach to determine whether a particle lies inside a control volume is based on the
calculation of partial volumes. The nodes of the control volume are joined to the particle location,
and the volumes of the resulting sub-cells are compared to that of the control volume. If the particle
lies inside the control volume, the sum of the sub-cell volumes will be equal to the total volume.
The advantage of this method is that it can be applied to all control volumes simultaneously and a
separate search algorithm for particle location is not required. However, the method is slow since
it involves computations of partial volumes for each cell. Also, it was found to fail drastically for
highly skewed meshes due to inaccuracies in the computation of partial volumes.

The second approach projects the particle location onto the faces of the control volume and
compares these vectors with outward face-normals for all faces. If the particle lies within the cell,
the projected vectors point the same way as the outward face-normals. This technique, although
more accurate requires a search algorithm to select the control volume to which the criterion is
applied.

Search Algorithms for Particles on Unstructured Grids

Three approaches were examined and are termed the brute-force, modified brute-force and known-
vicinity approaches respectively. The brute-force approach simply loops over all the elements of
the grid and applies the localization criterion described above. As expected, it is extremely slow
when particles number about a million, as is the case even for coarse LES. The modified brute-force
approach evaluates the closest point of the mesh to the particle location and only considers the
elements surrounding that point. Should this attempt (which in general is very successful) fail,
the elements surrounding all the close points are considered. If this also fails for some pathological
cases [5], the search region is enlarged or the brute force method is applied. This modified approach
is found effective to initialize particles, and as a fall-back position for more refined algorithms.

Given a good initial guess for a particle location, the known-vicinity algorithm outperforms all
others [5]. Particle location at earlier time-steps provide a very good initial guess in LES. Knowing
the initial and final location of the particle, this algorithm searches in the direction of the particle
motion until it is relocated (Fig. 3.4). The neighbor-to-neighbor search is extremely efficient if
the particle is located within 10-15 attempts, which is usually the case for 90% of the particles in
present simulations. If this algorithm fails, we fall-back to the ‘modified-brute force’ method to
locate the particle. A combination of these two algorithms is found highly efficient and robust for
complex geometries and hybrid meshes encountered in realistic combustor geometries.

The known-vicinity algorithm is compared to the modified-brute force method in figure 3.4.
Two cases are considered: (i) domain size is fixed, and the particles are displaced for 2-3 cell-sizes
in all three coordinate directions, (ii) the number of particles is kept fixed (1000 particles) and
the element size per processor is increased. The known-vicinity approach is seen to be noticeably
better than the modified brute-force approach. Note that these comparisons were performed on a
single processor of an Origin 2000.

Least-squares interpolation is used to linearly interpolate gas-phase properties to particle loca-
tion. Also particles that cross interprocessor boundaries are assigned to the ghost control volumes
of the gas-phase solver, and then passed across processors. In addition to this integration effort,
droplet evaporation, spray-sheet breakup (Taylor-Analogy-Breakup) models currently are being
implemented into the unstructured code.
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Figure 3.4: (a) Schematic of the known-vicinity algorithm to track particle positions on unstruc-
tured grids. (b) Comparison of the brute force and known vicinity search algorithms.

3.1.3 Validation

The gas-phase solver was validated for a variety of benchmark non-reacting flows: Taylor problem,
isotropic turbulence, turbulent channel flow, flow over a cylinder, and the turbulent flow in a coaxial
combustor. The simulations in the coaxial combustor geometry also included particles. The purpose
of these validation studies was to establish that the algorithm can accurately simulate turbulence,
it is robust at high Reynolds numbers and on ‘bad’ grids, and its accuracy is comparable to that of
structured grid solvers that use the same grid and computational stencil. Some of these validation
cases are reported below.

Figure 3.5 shows results from computations of turbulent channel flow at Reτ = 180 on a very
coarse grid (32×64×32). No subgrid model was used. Despite its simplicity, channel flow is known
to be very sensitive to errors arising from the non-linear terms. On very coarse grids, the turbulence
in the channel can either decay or the entire solution can blow-up depending upon the numerical
algorithm used. We compare our results to those provided by Dr. Bill Cabot (Lawrence Livermore
National Laboratory) from a structured solver using the second-order staggered grid, fractional
step approach on the same grid. The comparison shows that the accuracy of the unstructured
algorithm is essentially the same as a structured solver for structured grids.

The non-reacting flow in a swirl-stabilized coaxial combustor represents an important validation
case. Sommerfeld & Qiu [2] provide detailed measurements of this flow, which tests both the gas-
phase solver and the spray module. A cross-section of the geometry and the unstructured mesh
used for simulating this particle-laden flow is shown in figure 3.6. The flow is from left to right,
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Figure 3.5: Comparison of the unstructured solver to a structured solver using the same grid.
Results correspond to turbulent Reynolds stresses in a turbulent channel at Reτ = 180 on a coarse
(32× 64× 32) grid. The structured grid results were kindly provided by Dr. Bill Cabot, Lawrence
Livermore National Laboratory.

and consists of a primary jet issuing out of the core, and a swirling jet issuing out of the annulus.
The primary jet is laden with glass beads whose diameter varies from 20 microns to 80 microns.
Detailed flow conditions and particle properties are summarized in Table 1. As a result of the
swirl, the streamlines diverge as they exit into the dump region, and a recirculation region is set
up (figure 3.6). The computations used an unstructured grid composed of approximately 2 million
hexahedral elements. The dynamic Smagorinsky subgrid model [6] was used.

Turbulent fluctuations from a separate calculation are specified at the inflow and convective
boundary conditions are imposed at the exit. At the time of this writing, flow statistics for the gas-
phase have converged and particle statistics are being calculated. Figure 3.7 compares computed
profiles of mean and turbulent gas-phase velocities with experiment. Good agreement is observed.

3.2 Simulations in Pratt & Whitney combustor

3.2.1 Geometries

Validation calculations are being performed in the combustor of the P&W6000 engine. These cal-
culations are seen as a prerequisite to integrating the unstructured solver with the turbomachinery
code. As shown in figure 3.8, the geometry of the P&W6000 combustor is exceedingly complex,
and poses serious challenges to both grid-generation and the solver. These simulations are being
performed in two-steps: (i) mixing of a passive scalar by cold flow (ii) introduction of heat release.
The cold flow calculation is in progress, and results are reported below. Validation data is available
for bulk quantities such as mass-splits and pressure drops.

Cold flow simulations are also being performed in a simpler configuration, termed the front-end
test rig. This geometry has the same exact fuel injector and combustion chamber as the P&W6000
combustor, but is fed by a cylindrical plenum, and does not have dilution holes (figure 3.12). It is
being simulated because detailed LDVmeasurements are available from Pratt &Whitney. Note that
the injector is the most geometrically complex component of the entire combustor. Quantitative
validation for the front-end model will therefore establish considerable confidence in the results
obtained for the P&W6000 combustor. Pratt & Whitney will perform additional validations for a
slightly different test rig where additional data are available.
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3.2.2 Grid generation

A commercial grid generator (Gambit by Fluent Corporation) was used for grid generation. Both
geometries (the P&W6000 combustor and front-end test rig model) were received from Pratt &
Whitney as IGES files. The P&W6000 geometry contained more than 9000 entities (surfaces,
edges, vertices) which were cleaned up and reduced to 1200 entities. As shown in figure 3.8, the
combustor chamber is fed by three coaxial swirlers and several dilution holes. The inlet air passes
through the pre-diffuser and follows two paths; the main stream flows through the swirlers and
enters the chamber, while the secondary stream is diverted to the outer diffusers, and enters the
combustor through the dilution holes. Diversion of the outer diffuser air to secondary systems, and
transpiration air through the liners of the main combustor were not considered in the computations
reported here; they are currently being included. The computational domain was divided in ≈ 100
volumes for grid-generation; hexahedral meshes were generated over ≈ 85% of the volumes. Tetra-
hedral meshes were generated for the swirlers, and pyramids were used to connect tetrahedral and
hexahedral elements. An initial coarse grid has been generated; it contains ≈ 1.3M elements (0.6M
tetrahedra, 0.65M hexahedra). Figure 3.8 shows the grid. The level of geometrical complexity is
obvious. Also note that the coarse grid consists of highly skewed elements with rapid variations in
element size and type. Figure 3.12 shows a schematic of the grid generated for the front-end test
rig model. The procedure described above was used to generate two grids: coarse (2.2M elements)
and fine (4.5M elements).

Cubit, a grid-generator under development at Sandia National Laboratories was evaluated as
an alternative to Gambit. Cubit was found to perform well in terms of reduced memory usage and
providing more control on the grid quality. It will next be evaluated in the complex geometry of
the front-end model.

3.2.3 Results

The flow conditions for the P&W6000 combustor simulations are as follows. The flow into the
pre-diffuser of the P&W6000 is at a bulk Reynolds number of 500,000 which corresponds to a
Reynolds number of approximately 150,000 in the inlet to the main swirler based on the diameter
and flow rate through the swirler. Turbulent fluctuations from a separate computation in a pipe
sector are specified at the inflow, and convective boundary conditions are specified at the exit. The
flow in the domain was initialized to be at rest. Statistics were gathered after initial transients
exited the domain. The first computation performed in this geometry was at a very low Reynolds
number of 1000, and did not include a subgrid model. Its objective was to assess the ability of the
algorithm to handle a geometry with this level of complexity, and a mesh with extreme variations
in size and element skewness. It was found that while geometrical complexity was adequately
handled, ‘bad’ regions of the mesh posed severe problems. These problems were explained from
energy-conserving principles, and a novel discretization was derived for the pressure-gradient. This
fundamental change in the algorithm has proven to be extremely successful in terms of its ability
to handle complex geometries, high Reynolds numbers, and bad grids.

Figure 3.9 shows contour plots of both instantaneous and mean flow-fields for the non-reacting
simulation of the P&W6000 combustor. The flow in the diffuser is attached. It then passes smoothly
through regions where the mesh rapidly changes, swirl is generated by the swirlers, and the flow in
the dump region is determined by the interaction between the swirling primary jets and the dilution
jets. Also shown in figure 3.10 are velocity contours from a computation on the same grid at the
significantly lower inlet Reynolds number of 1000. No subgrid model was used in the low Reynolds
number computations, while the high Reynolds number computations used the fixed-coefficient
Smagorinsky model. The results at low Reynolds number are seen to be strikingly different in that
no recirculation region is seen downstream of the injector; instead the primary flow is jet-like. This
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behavior can be explained on physical grounds; the swirl that is generated by the swirler decays in
the channel downstream of the swirler before the flow exits into the dump region. The decay rate
of swirl is determined by the viscosity. At low Reynolds number, the decay of swirl is significant
enough that the exiting jet has negligible levels of swirl, and as a result no recirculation region
is formed. On the other hand at high Reynolds number, the swirl velocity does not decay very
much in the channel and as a result, the exiting swirling jets diverge, and a recirculation region is
formed. This Reynolds number sensitivity that is observed on a coarse grid is very encouraging,
and reinforces the importance of having an algorithm that is robust without being dissipative.

The computations in the P&W6000 geometry did not include the effect of outer-diffuser air being
diverted to secondary systems, and transpiration air through the liner of the combustor. These
effects have now been included, and a computation on the same grid is in progress. These results will
be compared to bulk data like mass flow splits and mean pressure drops that will be made available
by Pratt & Whitney. Also, computations are underway with particles; an instantaneous snapshot is
shown in figure 3.11. Preliminary results for this calculation, in which all the boundary conditions
correspond to the real Pratt conditions, show that the agreement between the discharges through
the three swirlers and the outer and inner diffuser holes are within 8% of the experimental data,
while the mean pressure drop between the outer diffuser hood and the combustor outer diffuser is
matched within experimental data accuracy (4.7% of the inlet pressure value).

The front-end test rig is an important validation case because it uses the same injector as the
P&W6000 . LDV data are available at three stations downstream of the injector. The Reynolds
number in the main injector is approximately 100,000. Figure 3.12 shows a schematic of the grid
and contours of the velocity field. Two grids were generated: coarse (2.2M elements) and fine
(4.5M elements). Simulations on the coarse grid have been performed, and used to initialize the
fine grid computation which is underway. Statistics are being gathered on the fine grid at the
time of writing. The mean pressure drop across the injector has converged, and shows very good
agreement with experiment (4588 Pa as compared to 4500 Pa). In contrast, a RANS computation
was performed on the same grid and found to yield a much higher drop of 5660 Pa. More detailed
comparison will be performed once all quantities are converged.

3.2.4 Future Plans

Our plans for the next year are as follows:

• Complete validation in the front-end test rig.

• Complete non-reacting simulations including transpiration, and secondary flows in the P&W6000
geometry for comparison with Pratt & Whitney bulk data.

• Perform reacting flow simulations in the P&W6000 geometry to demonstrate the capability
of LES in complex combustor.

• Extend the spray models to include droplet evaporation and spray-sheet break-up.

• Demonstrate an integrated simulation with the compressor and turbine flow-solver.
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locity in LES of the flow in a coaxial combustor geometry. Conditions correspond to an experiment
by Sommerfeld & Qiu(1991). Only part of the computational domain is shown for clarity.
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Figure 3.7: Comparison between LES ( ) and experiment (◦ , Sommerfeld & Qiu 1991) for
swirling flow in a coaxial combustor. (a): mean axial velocity, (b): mean swirl velocity, (c): mean
radial velocity, (d) turbulent kinetic energy.
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Figure 3.8: Illustration of the geometry and surface mesh in the P&W6000 combustor geometry.
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Figure 3.9: Contours of instantaneous velocity magnitude in LES of flow in the P&W6000 combustor
geometry.

Figure 3.10: Contours of instantaneous velocity magnitude in the P&W6000 combustor at a low
inlet Reynolds number of 1000. Notice that flow downstream of the injector is jet-like instead of
showing recirculation as in the high Reynolds number results shown above.
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Figure 3.11: Instantaneous snapshot of particles superposed on velocity contours in P&W6000
combustor geometry.

Figure 3.12: Illustration of the front-end test rig model geometry, the grid, and instantaneous
contours of streamwise velocity.
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3.3 Combustion Models for Large-Eddy Simulations

In this section we will present our recent developments for modeling combustion in Large-Eddy
Simulations (LES). Some models have been developed in the past and have been successfully vali-
dated with experimental data. The Flamelet/Progress-Variable approach documented in our 2000
Annual Report was the first model installed in the combustor code. This was validated in LES of
a confined coannnular combustor. The model yields very good predictions regarding the flow field,
temperature, and major species. For pollutants such as carbon monoxide, however, the model does
not provide sufficient accuracy. The unsteady flamelet method, on the other hand, has been shown
in an application to a piloted jet diffusion flame to be quite accurate for most chemical species.
However, some stable intermediates are overpredicted in the rich part of the flame. Here we will
present a modification of the method to correct this problem.

Another deficiency of diffusion flamelet methods is that these cannot account for premixed or
partially premixed combustion and therefore exclude the description of the stabilization region of
lifted flames. In order to predict lift-off, we formulated a level-set method based on the so called
G-equation for LES, which describes the propagation of a premixed flame front. This model was
then combined with the diffusion flamelet model to derive a comprehensive model describing non-
premixed, partially premixed, and premixed combustion. The combined model has been applied to
a series of lifted methane/air flames. This modified unsteady flamelet model will be incorporated
in the combustor code.

3.3.1 Unsteady Flamelet Models for LES of Non-Premixed Turbulent Combus-
tion

An obvious disadvantage of the Lagrangian Flamelet Model (LFM) as it has been described in
the previous report [7] is that only an averaged scalar dissipation rate is used. This is also the
case for most other models, particularly in the context of RANS, where only the time averaged
scalar dissipation rate is known. It has been shown in Pitsch and Steiner [8] that the filtered
scalar dissipation rate, is a strongly fluctuating quantity appearing in large-scale organized layer-
like structures. A two-dimensional instantaneous distribution of the scalar dissipation rate from the
LES of the Sandia flame D is shown in Fig. 3.15 of our previous report [7], where it can be observed
that significant variations of scalar dissipation rate can occur in the jet cross-section. This spatial
structure is lost in the cross-sectional conditional averaging procedure applied in LFM. Here, the
model has been extended to account for local inhomogeneities of the scalar dissipation rate. In
the reminder of this section, the derivation of the Eulerian flamelet equations is briefly outlined
and the numerical implementation of the resulting equations will be described. Finally, numerical
results from the LES of a turbulent jet diffusion flame will be discussed and compared to the results
obtained from the LFM and experimental data.

Starting from the transport equations for mixture fraction, species mass fractions, and temper-
ature, a transformation and a subsequent asymptotic approximation lead to the well kown flamelet
equations [9], here given for the species mass fractions Yi

ρ
∂Yi
∂τ

− ρ
χ

2
∂2Yi
∂Z2

− ṁi = 0 , (3.2)

where τ denotes the time, Z the mixture fraction, χ the scalar dissipation rate, and ṁi is the
chemical production term of species i.

These equations can now be transformed to an Eulerian coordinate system. For the Lagrangian-
like time coordinate τ it follows

∂

∂τ
=

∂

∂t
+

∂xZ

∂t
· ∇ , (3.3)
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where ∂xZ/∂t is the velocity of a point on the mixture fraction iso-surface. Assuming that this is
equal to the local flow velocity, the Eulerian flamelet equations can be written as

ρ
∂Yi
∂t

+ ρv · ∇Yi − ρ
χ

2
∂2Yi
∂Z2

− ṁi = 0 . (3.4)

Unlike the application of steady state flamelet models, which is very straightforward, the numer-
ical implementation of the present model into an LES computer code needs some further discussion.
The reason for this is that the flamelet equations derived here are time dependent, three-dimensional
in space, and also depend on the mixture fraction. Also, the intended use of complex chemistry
requires solving Eq. (3.4) for a large number of chemical species. It seems therefore that the current
approach is prohibitive for LES.

However, an important aspect here is that in a spatially discretized form of Eq. (3.4) we solve
in each computational cell not only for scalar values of Yi, but for the function Yi(Z). Under the
assumptions made earlier, this function is not likely to change rapidly in space. Strong changes of
Yi, however are to be expected in the direction of Z. Therefore, the spatial discretization of Eq. (3.4)
can be much coarser than the resolution of the remaining equations. The present simulations of
the Sandia D flame have been performed using a computational mesh in spherical coordinates with
192×110×48 cells in the downstream (s), radial (θ), and circumferential (φ) direction. The flamelet
equations are spatially discretized in downstream and circumferential direction only, using 48 × 8
cells. Since the mixture fraction varies mainly in the θ-direction, changes of Yi(Z) with respect to
θ are expected to be small. Therefore, for the solution of Eq. (3.4) the θ-direction is assumed to be
homogeneous.

In the time discretization of Eq. (3.4), the unsteady term, the diffusion in Z, and the chemical
source term are solved implicitly. The convection term is treated explicitly and appears as a source
term in the implicit solution of the remaining terms.

In order to further reduce the computational effort, a reduced 20-step mechanism has been
derived for the present simulation. The reduced scheme is based on the GRI 2.11 mechanism of
Bowman et al. [10].

To validate the model, simulation results are compared with earlier results obtained by the LFM
[11] and experimental data. Numerical simulations have been performed for a piloted methane/air
jet diffusion flame (Sandia Flame D), experimentally investigated by Barlow and Frank [12, 13].
The overall agreement with the experimental data is very good and shown elsewhere [14]. Here
only some of the more important features are discussed.

Conditional mean quantities are given in Fig. 3.13 at x/D = 15 and x/D = 30. In the region
close to the nozzle, at x/D = 15, the maximum temperature can be observed to be slightly over-
predicted by both models. This has been discussed by Pitsch and Steiner [11] in a comparison with
the instantaneous single point data from the experiments. It has been found that the temperature
is well predicted provided that there are no local extinction events. The decreased conditionally
averaged temperature found in the experiments is only caused by relatively few local extinction
events, which are neglected in both the Eulerian and the Lagrangian Flamelet model. On the
rich side the temperature is slightly overpredicted by the LFM, but well predicted by the Eulerian
Flamelet Model. The NO profile given in Fig. 3.13 is slightly overpredicted by both models. Still,
the Eulerian model leads to a slight improvement of the maximum value. Similar to the temper-
ature, but much more obvious, CO and H2 mass fractions at x/D = 15 in the rich part of the
flame are overestimated by LFM. The predictions of the Eulerian Flamelet Model again predict the
experimental data very well. The reason for these differences will be discussed below.

At x/D = 30, the temperature profile predicted by the LFM shows a distinct heat release
region at approximately Z = 0.6. This heat release is caused by the high air content of the fuel
stream mentioned earlier. The interaction with the main diffusion flame, located at approximately
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Figure 3.13: Conditional mean averages of temperature, NO, CO, and H2 mass fractions at x/D =
15 and x/D = 30. Solid line: Eulerian Flamelet Model; dashed line: LFM; symbols: experimental
data.

Z = 0.35, causes consumption of fuel and oxidizer, which essentially forms a rich premixed reaction
zone. Within this region, because of the high local equivalence ratio, rich stable intermediates,
such as CO and H2 are formed in large concentrations as shown in the same figure. However,
the rich premixed heat release region cannot be observed in the experimental data. Hence, the
temperature in this region is slightly overpredicted, while the CO and H2 mass fractions are strongly
overpredicted.

The main difference between both combustion models discussed here is that in the LFM the
scalar dissipation rate is conditionally averaged over cross sections, whereas the Eulerian Flamelet
Model is able to take the local fluctuations of the scalar dissipation rate and the unsteady response
of the mixing process and the chemistry into account. The consideration of these fluctuations in the
present simulations using the Eulerian Flamelet Model obviously changes the turbulence-chemistry
interaction in such a way that chemical reactions in the rich premixed part cannot occur, which
is consistent with the experimental findings. Therefore, all quantities predicted by the Eulerian
Flamelet Model are in much better agreement with the experimental data. This is reflected in the
temperature profile, which does not reveal the rich heat release region as well as in the conditionally
averaged mass fractions of the stable intermediates. Both CO and H2 mass fractions show excellent
agreement with the experiments. For NO this effect does not have a large influence, since the mass
fraction in the rich part is more governed by transport of NO from the formation region at the
maximum temperature, which is only weakly influenced by the rich heat release region, even in
the predictions by LFM. However, at Z ≈ 0.6 the LFM predictions reveal an NO consumption
region caused by the heat release in this region. Even though NO seems underpredicted even by
the results of the Eulerian Flamelet Model, these do not show NO consumption, which is consistent
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with the experiments. A similar discrepancy as seen in the comparison of NO obtained from the
Eulerian Flamelet Model and the experimental data has been found in a comparison of predictions
of a laminar counterflow diffusion flame with experiments using the same fuel [15], indicating that
this underprediction might be caused by the chemical reaction scheme rather than the combustion
model.

The main conclusions here is that the most important reason for the improvement over the earlier
model formulation is the consideration of the locally resolved fluctuations of the modeled scalar
dissipation rate and the unsteady response of the interaction of molecular mixing and chemistry. It
seems noteworthy that these fluctuations of the scalar dissipation rate can only be observed in LES
type calculations, which implies that the level of accuracy obtained in the present study cannot be
achieved using Reynolds averaged methods.

3.3.2 Level-set Method for LES of Premixed Turbulent Combustion

Level-set methods using the so called G-equation have recently been applied in RANS simulations
to model turbulent premixed and partially premixed [16] combustion. The level-set approach for
premixed turbulent combustion is based on the assumption that the reaction zone is much smaller
than the LES grid. The instantaneous flame front can then be treated as being infinitely thin and
represented by a particular iso-surface of a scalar field G. This iso-surface is convected by the
velocity field u while it propagates normal to itself with the laminar burning velocity sL. The G-
field satisfies a Hamilton-Jacobi equation known as the G-equation ([17]). Following the arguments
given by Peters [18] in the context of RANS, the filtered G-equation valid in both the corrugated
flamelet and the thin reaction zone regimes can be derived as

ρ
∂G̃

∂t
+ ρũ · ∇G̃ = ρsT |∇G̃|︸ ︷︷ ︸

Propagation

− ρDtκ̃|∇G̃|︸ ︷︷ ︸
Curvature

. (3.5)

In this equation only the leading order terms of both regimes are included. These are the propa-
gation term in the corrugated flamelets regime and the curvature term in the thin reaction zones
regime.

To close the problem, an expression for the turbulent burning velocity sT is needed. Peters [18]
has derived an equation for the flame surface area ratio, which leads to an analytic expression for
the turbulent burning velocity valid in both regimes.

For LES this relation can be written as

sT − sL
sL

= −a4b
2
3

2b1
∆
lF

+

[(
a4b

2
3

2b1
∆
lF

)2

+ a4b
2
3

v′∆
sLlF

] 1
2

, (3.6)

where ∆ is the grid-filter size and a4, b1 and b3 are constants given in Ref. [18] for Reynolds
averaging. Based on previous calculations [11], where the turbulent Schmidt number for LES,
determined by a dynamic model, was found to be 0.4 rather than 0.7 as used in Peters [18], a4 has
been re-evaluated as a4 = 1.37.

Outside of the G = G0 level it is useful to define G as a distance function. This property is
not conserved by the level set equation, which is valid only at the position of the flame front. The
distance function therefore needs to be enforced by a so called reinitialization procedure. Several
methods have been derived for the reinitialization of the level set function to a distance function
([19], [21], [20]).

For our purpose, we have implemented and tested a variant of the method presented in [20]

80



where one solves the following partial differential equation to a steady state:
∂G̃

∂t
= sgn(G̃0)(1− |∇G̃|)

G̃(x, 0) = G̃0(x)

(3.7)

where n = ∇G̃
|∇G̃| is the unit normal to the level sets and sgn(G̃0) is the sign function defined by:

sgn(G̃0) =


1 if G̃0 > 0
−1 if G̃0 < 0
0 otherwise

(3.8)

The steady solution G̃ of Eq. (3.7) obviously satisfies |∇G̃| = 1 and has the same zero-level as G̃0.
It is therefore the desired signed distance function.

Special attention has been paid for the points surrounding the G0 surface where a particular
algorithm (described in [20] as the “sub-cell-fix”) must be used in order to avoid surface loss due
to the upwind scheme used in the solution of Eq. 3.7 ([21], [20]). The main quantity that has to
be provided from the combustion model to solve the LES equations is the filtered density, which is
computed from the filtered temperature.

In order to describe partial premixing and dilution effects the level-set approach has been
combined with a diffusion flamelet model. The temperature in the burnt gases is pre-computed
and stored in a lookup-table as a function of a mixture fraction and the scalar dissipation rate.
In the unburnt gas the temperature is obtained from the solution of a transport equation for the
filtered temperature. Boundary conditions for this non-reactive scalar are provided at the flame
position. This approach allows to account for turbulent transport of heat in the unburnt mixture.

The sub-grid variance Z̃ ′′2, as well as the scalar dissipation rate χ̃ appearing in the flamelet
model are determined using dynamic sub-grid scale models as described in [22]. The model has been
implemented in the structured LES code by Pierce and Moin [22] and validated using experimental
setup by Chen et al. [23], who investigated a stoichiometric premixed methane-air flame in the thin
reaction zone regime (Flame F3) at the Reynolds number, Re = 23486.

The computational domain extends to 20D downstream of the nozzle and 4D in the radial
direction. The LES grid is 296 × 96 × 64, corresponding to approximately 1.6M cells. A typical
example of the instantaneous flame surface is shown in Fig. 3.14. The acceleration of the burnt
gases behind the flame front caused by the heat release is illustrated by the instantaneous field of
the axial velocity.

The mean radial profiles of non-dimensional temperature and axial velocity are shown in
Fig. 3.15, profiles of the turbulent kinetic energy at the same axial locations in Fig. 3.16. The
overall agreement between the computational results and the experimental data is very reasonable.
Nevertheless, one of the major difficulties of this computation comes from the strong heat losses
observed at the burner surface. These effects are not accounted for in the present simulation and
the predicted maximum temperature is hence close to the adiabatic flame temperature. In contrast,
the experimentally measured temperature is approximately 15% lower. The use of the enthalpy as
an additional variable in the computation of the temperature on the burnt side is presently being
considered in order to model these effects.

3.3.3 Combined Converved Scalar/Level Set Method for LES of Lifted Flames

The model described in the previous section has been formulated to be applicable to premixed,
partially premixed, and non-premixed combustion. In this section, we present an application of
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Figure 3.14: Instantaneous flame front location and temperature iso-values.
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Figure 3.15: Radial profiles of the mean temperature and axial velocity at axial positions x/D = 4.5
and x/D = 6.5. Symbols represent experimental data, lines LES results.
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Figure 3.16: Radial profiles of the mean turbulent kinetic energy at axial locations x/D = 4.5 and
x/D = 6.5. Symbols represent experimental data, lines LES results.

the model to lifted turbulent diffusion flames. The model is validated using experimental data for
a series of lifted methane/air jet diffusion flames by [24]. Lift-off heights have been measured for
varying jet axial and co-flow velocities. Three different cases have been considered, a baseline case
far from blowout, and variations in both the jet exit velocity and the co-flow velocity. The latter
two cases are close to the blowoff limit. The inflow conditions for the three cases are given in Table
3.2.

Case 1 2 3
Re 7100 12781 7100
Jet exit velocity, u0[m/s] 25 45 25
Co-flow velocity, u∞[m/s] 0.34 0.34 0.74

Table 3.2: Simulated inflow conditions

The simulations have been performed using the structured LES code by Pierce and Moin [22] for
a domain length of 50D for case 1 and 60D for cases 2 and 3 and a radial cross section of 30D for
all cases, where D = 0.0048m is the diameter of the fuel nozzle. The computational mesh consists
of 256 × 128 × 64 grid points resulting in approximately 2 million cells. The chemical mechanism
used to compute both the laminar diffusion flamelets and the laminar burning velocities is GRI
2.11 [10].

Results of the numerical simulations are shown in Figures 3.17 and 3.18. Figure 3.17 shows
instantaneous fields of the density distribution for cases 1 and 2. The white lines indicate stoi-
chiometric mixture fraction and the black lines are the instantaneous flame position. For all cases
the stabilization point is far downstream of the nozzle. Since the density in the unburnt region is
conserved it gives an additional indication for the development of the mixture fraction field. It can
be observed, for all three cases, that the stabilization occurs in the lean part of the flame. This is
caused by the fact that the local velocities in this part are very low, while the local mixture fraction
value might still allow for flame propagation. It can also be seen that around the lift-off position the
instantaneous flame front cuts the stoichiometric contour almost perpendicularly, while the flame
front aligns with the mixture fraction iso-lines further downstream. As expected, the increase in jet
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exit velocity increases the lift-off height. Case 2 is already very close to the blowout limit. Due to
the higher velocity compared to the coflow velocity the jet spreading rate is higher and hence the
unburnt rich cone penetrating into the burning region around the centerline is much wider. Behind
the flame front the widening of the jet due to gas expansion can be observed from the stoichiometric
mixture fraction contour.

Case 3 has the same jet exit velocity as case 1, but an increased coflow velocity. Although
the coflow velocity is almost two orders of magnitude lower than the jet velocity, the influence is
very strong, which can be observed in Fig. 3.18. The comparison with the experimental data is

Case 1

Case 2

Figure 3.17: Instantaneous density distribution for cases 1 and 2. Black lines are the stoichiometric
mixture fraction, white lines indicate the instantaneous flame position (G = G0).

shown in Fig. 3.18. The data are slightly underpredicted, but still in reasonably good agreement.
Particularly the trends are predicted very well.
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Figure 3.18: Comparison of computed lift-off heights with experimental data

3.4 Droplet Physics and Models

3.4.1 Results Using Surface Fitted Grids

Over the past several years, we have developed a spectral/hp finite element method for simulat-
ing two-fluid flows [26]. This algorithm has been continuously modified and updated [27] and
has now reached maturity. Preprints of the papers describing the algorithm can be obtained at
http://www.clarkson.edu/mae/faculty/helenbrook.html. Using this two-fluid simulation technol-
ogy, we have performed simulations of individual liquid droplets in order to evaluate and improve
the current state of drop modeling for spray simulations. Currently, the droplet models being used
in the combustor LES and elsewhere assume the drops are perfect spheres and neglect the effect of
internal circulation. Our goal in performing the detailed simulations is to evaluate the accuracy of
these assumptions and, if necessary, to develop improved models for droplet behavior. The physical
problem is that of an axisymmetric liquid drop being driven through a quiescent gas by a body
force such as gravity. We study the deformation and drag of the drop at its terminal velocity, U .
This problem is relevant not only to systems with gravity, but also to spray systems in which the
injected droplet’s deformation rate is fast relative to its velocity decay rate. For the conditions we
are interested in, this a good approximation. The liquid and gas are both approximated as incom-
pressible with constant densities, ρl and ρg, and viscosities, µl and µg, separated by an interface
with constant surface tension, σ. The subscripts denote either liquid or gas. Both fluids must
satisfy the axisymmetric form of the incompressible Navier-Stokes equations. At the interface, we
enforce the conditions that the interfacial mass flux is zero and that the jump in stress across the
interface is balanced by surface tension. For the mathematical form of the governing equations and
the interface conditions, see [26]. If we non-dimensionalize the problem, there are four independent
parameters. We choose the liquid-to-gas density ratio ρl/ρg, the liquid-to-gas dynamic viscosity
ratio µl/µg, the Weber number We = ρgUd2/σ, and the Ohnesogre number, Oh = µl/

√
ρlσd to

describe the problem where d is the volume equivalent diameter of the droplet. The body force on
the droplet does not appear in any of the independent parameters because we have assumed the
drops are at their terminal velocity. At the terminal velocity, the body force and the drop velocity
are not independent.

For a given pair of fluids such as hexane/air, the liquid-to-gas density ratio varies mainly with the
gas density which is function of the ambient pressure and temperature. For combustion systems,
the pressures of interest are between atmospheric and the critical pressure of the mixture, and
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the ambient temperature range is between ambient and approximately 2500 K, the approximate
adiabatic flame temperature. To investigate the effect of density ratio over this range of conditions,
we study density ratios of 5, 50, and 500. The liquid-to-gas viscosity ratio is primarily a function of
the temperature. If we assume that the gas temperature varies between ambient and 2500 K while
the liquid temperature is fixed near the boiling temperature, the viscosity ratio varies between 5 and
15. We study the values 5, 10, and 15. Results are obtained by fixing the Ohnesogre number and
increasing the Weber number from small values, usually 0.1 or less, to values around 10 in factors
of 100.1. At Weber numbers greater than 10, we approach the critical Weber number of break-up.
The Ohnesogre number is set at a minimum value which corresponded to a Reynolds number, Re,
of 200 at We = 1.0 and then increased by factors of 100.2 over two to three orders of magnitude.
Reynolds numbers greater than 200 are not studied because the flow becomes nonaxisymmetric
[29]. In total, over 3000 simulations were performed in order to quantify the drop behavior at
various conditions.

We begin the analysis by categorizing the drop deformation response. Figure 3.19 shows the
three most prevalent drop shapes: prolate, oblate, and dimpled. The dimpled shape is defined by
a concave region at the rear of the drop. Although it appears that there is a sharp corner in the
dimpled figure, this is because the radius of curvature in the dimple is 1/100 the radius of the drop.
In the following, we examine the conditions under which prolate and oblate shapes occur. The
dimpled shapes will not be discussed here because they occur at conditions which are not typical
for drops in gas-turbine combustors.

Figure 3.19: Typical drop shapes.

Even for the extreme prolate and oblate examples shown in Figure 3.19, the drops remain fairly
ellipsoidal. For this reason we choose the ellipticity, E, as the parameter to describe the deformation.
The ellipticity is defined as the ratio of the centerline height of the drop to the equatorial diameter.
Figure 3.20 shows an example of the ellipticity of the drops versus Weber number for ρl/ρg = 50,
µl/µg = 15. This behavior can vary significantly with the liquid and gas properties, but for brevity
we will not show any other cases. Each solid curve on the plot corresponds to a single value of Oh.
The dashed lines on the figure correspond to an algebraic model for the ellipticity which we will
discuss next.

The model we have created to describe the above curves is given by

E = 1− 0.11We0.82 + 0.01
√

ρl
ρg

µg
µl

Oh−0.6We1.1 (3.9)
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Figure 3.20: Ellipticity for ρl/ρg = 50, µl/µg = 15, and Oh = 0.01 to 6.3 by factors of 100.2

This model accurately describes the deformation of the drops as a function of the four independent
parameters of the problem. With such a model, deformation effects on mass, momentum, and
energy transfer can be modeled. Previously, there was no model to predict the deformation of a
liquid droplet as a function of flow conditions. Although we will not show the results here, this
model has been used to derive a new drag model for liquid droplets which accurately predicts effects
of both deformation and internal circulation on the drag.

There is still much work to be done with this algorithm. For example, we have obtained
significant insight into the stability limits of liquid droplets by performing unsteady simulations.
This information could be readily used to improve current modeling of secondary drop break-up.
For pressures near the critical point, unsteady flow effects can have a strong influence on the drop
behavior. This also should be investigated. Surface contaminants are known to play a strong role in
the behavior of liquid droplets. We have performed several preliminary simulations which include
the effects of surface contaminants. Further work is needed to quantify these effects.

3.4.2 Results Using Overset Grids

The objective of this work is to provide a fully resolved data set that can be used as a validation
and development tool for momentum coupling models in the regime in which the drop size is on the
order of the Kolmogorov length scale, but deformation is not important. Currently, there are no
experimental or computational data sets that provide the information required to develop suitable
subgrid-scale momentum-coupling models for LES. We plan to perform DNS quality simulations of
a small region of three-dimensional turbulence containing a heterogeneous distribution of spherical
particles. Computations of this flow are extremely complex due to the wide range of scales intro-
duced by the presence of the particles. The computational method used for these simulations must
accurately capture this wide range of scales. This method is likely to find additional applications
in situations where physical processes at widely disparate scales are important.

The numerical method utilizes overset grids as shown in Figure 3.21. Each particle has its own
body-fitted grid to completely resolve the flow to the particle surface. A background grid, capable
of resolving the desired scales of turbulence in the absence of particles, lies underneath the particle
grids and passes boundary information to the edge of each particle grid. The solution obtained on
each particle grid is used to provide information to background grid nodes at the edge of a hole
region. In this manner, two-way momentum coupling between the phases is achieved.
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Figure 3.21: Overset grid system

The turbulent simulations require a background solver, a particle grid solver, and a coupling
algorithm. The particle grid solver has previously been validated and optimized for single proces-
sor performance. The fractional step method that was derived for the solution of the unsteady,
incompressible Navier-Stokes equations on an overset grid system has been analyzed and tested
extensively in the past year. Our analysis has shown that a spatially second order accurate solu-
tion can be maintained on an overset grid system if third order interpolation is used and the grid
overlap remains fixed during grid refinement [30]. Numerical testing has shown that second order
temporal accuracy can be maintained in the overset grid solution when different time advancement
algorithms are implemented on different component grids [30].

Previous testing with the overset grid fractional step method indicated that an efficient Poisson
solver was required in order to perform the large scale simulations. Rather than solving the discrete
Poisson equation on all component grids simultaneously as one system, we use an alternating
Schwarz algorithm. This algorithm uses the current guess for the solution on one component grid to
determine boundary conditions for the solution on another component grid. The iteration continues
until the boundary conditions stop changing which indicates a solution to the fully coupled system.
Since the convergence of the algorithm is limited by the convergence of the boundary conditions,
it is a waste of effort to fully converge the solution on each component grid at each iteration.
Therefore, we use multigrid on each component grid and perform one V-cycle at each iteration
of the alternating Schwarz algorithm. Standard multigrid techniques can be used on the overset
spherical grids. However, the background cartesian grid in our simulations has hole regions where
the equations are not solved. In order to overcome this difficulty, we use an agglomeration multigrid
technique on the background grid. Using this technique, the holes do not place any restriction on
the number of multigrid levels that can be used. A schematic of the grid levels in the agglomeration
multigrid algorithm for a grid with a hole is shown in Figure 3.22. We tested the algorithm on the
solution of a Poisson equation on a cartesian grid in a square domain with three circular hole regions
cut from the grid. The convergence histories in Figure 3.23 are grid independent as is expected for
a multigrid algorithm. We have extended the algorithm to three dimensions with similar success.

We have recently applied our overset grid fractional step algorithm to the simulation of a fixed
spherical particle in the Taylor vortex array. A two dimensional slice of the overset grid system is
shown in Figure 3.21 and velocity vectors from the computation are shown in Figure 3.24. During
the simulation, we calculated the drag force on the particle and also computed the drag that would
be predicted using a standard drag correlation with various estimates of the freestream velocity at
the particle location obtained from an integration of the velocity field on the spherical grid over
spherical shells with different radial limits. The prediction from the drag correlation is significantly
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Figure 3.22: Agglomeration multigrid coarsening process
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Figure 3.23: Convergence histories for agglomeration multigrid solution of 2-D Poisson equation

different than the actual drag for all integration regions that were considered [31]. These results
show that droplet trajectories in turbulent flow calculated using standard drag correlations may be
highly inaccurate.

We are currently working on optimization of the serial, three dimensional code that will be used
to determine the grid spacings and overlap required to accurately calculate the drag on a single
particle. Once the serial code has been optimized and validated, a parallel version of the code will
be written to perform the simulations of particles in turbulence.

3.4.3 A Hybrid Particle Level Set Method for Improved Interface Capturing

The accurate simulation of droplet behavior while undergoing large deformations or breakup is nec-
essary in order to provide sub-grid scale information to large-eddy simulations of sprays. Eulerian
based level set methods have been used to model droplet/bubble behavior [40, 39] with varying
degrees of success. While easily modeling topological changes to the interface in two and three di-
mensions, level set methods have been plagued with an inability to capture thin fluid filaments and
regions of the interface possessing high curvature. The failure of level set methods to capture these
phenomenon on coarse grids is due to the motivation behind the creation of level set methods - to
have an interface method which automatically deals with shocks present in a variety of geometrically
driven flows. This property has made level set methods very popular for many non-physically based
interface capturing problems, however for fluid flows the automatic regularization of the interface
on coarse grids leads to an unacceptable loss or gain in mass of the droplet. A variety of Eulerian
based reinitialization methods have been used in an attempt to preserve mass [40, 37, 38]. However,
excessive amounts of reinitialization can cause the front to move non-physically and therefore not
preserve mass in the appropriate regions [32].

In a series of test problems [35, 36] which approximate flows possessing large amounts of inter-
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Figure 3.24: Velocity field at t=18 for fixed spherical particle in Taylor vortex array

face stretching, Rider and Kothe found that Lagrangian tracking schemes, e.g. [41, 42], maintain
thin filamentary structures better than Eulerian capturing methods. The reason for this behavior
is because Lagrangian particles are following characteristics in the flow which can be accurately
reconstructed on coarse grids as compared to the enforcement of a mass conservation constraint
present in volume of fluid (VOF) methods or applying reinitialization schemes in order to prevent
the excessive amount of regularization present in level set methods. From this insight, we propose
a hybrid Lagrangian - Eulerian based interface capturing method which combines the best prop-
erties of a level set method (topological changes handled easily, smooth geometrical information,
and ease of coding) with a simple marker particle method which solves the excessive regularization
problem for coarse grids. A series of interface stretching test proposed and inspired by Rider and
Kothe are performed using the new particle level set method. The results compare favorably with
VOF methods with regards to mass conservation and purely Lagrangian schemes with regards to
interface resolution in highly vortical flows.

Numerical Method

The interface under consideration is captured on a regular Eulerian grid as the zero level set of a
higher dimensional function, φ(7x, t). The motion of the interface is determined by a velocity field,
7u, and is evolved in time according to φt+7u ·∇φ = 0. Our method requires that φ be maintained as
a signed distance function to the interface as is usual when using the level set method. In addition
to the level set function, two set of massless marker particles are placed near the interface, with one
set corresponding to the φ > 0 region and the other to the φ ≤ 0 region. The particles are passively
advected according to d7xp/dt = 7u(7xp), with the particle velocity 7u(7xp) linearly interpolated from
the particle’s position 7xp. While not possessing any intrinsic mass, a particle does possess a volume
equal to the sphere formed by its radius. The particles are allowed to overlap, in order to more
accurately reconstruct the interface as necessary. By trying to obtain as accurate a reconstruction
of the interface as possible, we believe that our method does preserve volume quite well even though
it is not strictly volume preserving.

During a simulation, the particles are used to determine when the level set function has in-
appropriately moved the interface. Particles that are on the wrong side of the interface by more
than their radius as determined by a locally interpolated φ(7xp) are considered to have escaped
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and attempt to rebuild the level set function near their location. The sphere surrounding each
particle can be thought of as a local level set function which is combined with the global level set
function φ during the interface reconstruction step. This particle correction step is applied after
each convection step of the level set function and reinitialization step. The particles otherwise have
no effect on the simulation and all geometric information is obtained from the level set function.
This low order particle correction to the level set is appropriate since in regions where excessive
regularization of the level set has occurred, the level set function is only first order accurate.

Interface Capturing Tests

A variety of incompressible flow interface capturing tests in two and three dimensions were per-
formed in order to determine the fidelity of our method. In a two dimensional test proposed by
Rider and Kothe to determine the ability of an interface method to resolve thin filaments, the time-
reversed vortex-in-a-box flow [33], the particle level method performed quite well with less than a
1% area loss on a 128x128 grid. The use of a level set only method on a 256x256 grid resulted in
a 10% loss in area. The interface rebuilding role of the particles is seen in figure 3.25, with light
blue interior particles which have escaped the level set solution in the head and tail regions of the
interface shown along with the particle level set solution. Figure 3.26 shows the excellent agreement
of the particle level set method to a high resolution front tracked solution and the greatly enhanced
interface capturing ability of the particle level set method as compared to a level set only method.

We have constructed a new three dimensional benchmark for analyzing the accuracy of various
interface methods. This benchmark is in some sense a generalization of the two dimensional Rider
and Kothe test mentioned above. We start with a sphere and use a velocity field generated by
two vortices in the x − y and x − z planes that was first proposed by LeVeque [34]. Since the
velocity field is time-reversed, at the end of the test we should recover the original sphere. At the
point of maximal deformation, part of the sphere flattens out to a thin disk that is approximately
one grid cell thick with the remaining portion of the sphere contained in two symmetric tails. As
seen from a series of identical time sequenced frames during a benchmark run, the level set only
solution in figure 3.27 incorrectly rips apart and loses 80% of its original mass by the end of the
test. The particle level set method results are depicted in figure 3.28. The sphere has lost only 2.6%
of its mass at the end of the test in spite of the interface tearing during the period of maximum
deformation.

Summary and Future Plans

A further description of this algorithm and additional test results are included in the paper we
have submitted to the Journal of Computational Physics. A copy of this paper is available on our
web site at http://www-cs.stanford.edu/~fedkiw. Our current plans for the next year include
incorporating this algorithm into a multiphase fluid simulation and examining the fidelity of the
algorithm under a variety of test conditions.
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Figure 3.25: Comparison of the level set solution, particle level set solution and a high resolution
front tracked solution for the vortex flow at t = 1. The light blue particles have escaped from the
level set solution.

0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

x

y

Figure 3.26: The level set solution (red), particle level set solution (blue) and a high resolution
front tracked solution (green) for the vortex flow at t = 3.
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Figure 3.27: Deformation test case. Level set solution.

Figure 3.28: Deformation test case. Particle level set solution.
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3.4.4 Collision Detection Algorithms

We consider a system of n Newtonian particles colliding with each other. This can be cast as a
solution to the system

miẍi(t) = F (t, xi(t), ẋi(t)), xi(0) = qi, ẋi(0) = pi, i = 1, . . . , n,+ Collisions, (3.10)

where xi ∈ �d (d > 1) and mi are the position and mass of particle i and F (t, x, v) defines the
external force exerted on a particle located at x with velocity v at time t. Collisions refer to
discontinuous changes in the states of two particles with labels i and j, at a time tc such that
‖xi(tc)− xj(tc)‖ = ri + rj , where ri and rj are the radii of the particles.

To make the problem tractable, we consider a sequence of three classes of problems, of increasing
complexity, the third of which is of the desired form. The problem classes arise by considering
different forms for F , and each class is of interest in its own right. The three problem classes are:

(I) Billiards: The particles move in straight lines with constant velocities between collisions, so
F ≡ 0.

(II) Particle laden flow: The particle motion between collisions is more complicated, but between
collisions any two particles move independently of one another. Here F is some given function,
a natural choice being that F is proportional to the difference between ẋ and a background
velocity field at x.

(III) Coupled particle-flow: Any motion of a particle affects the surrounding field, and hence the
other particles. In this case F is constructed from the solution of a PDE for the flow, which
itself depends on the particle trajectories.

Algorithms described in the molecular dynamics literature, such as [44], can be used to simulate
Problem (I). We’ve described those algorithms and and how to extend them to Problems (II) and
(III), as well as analyzed their complexity in detail, in a previous report. This work is published in
[45] and [46].

To briefly review, the standard algorithm for collision detection of model problem (I) is event
driven, i.e. proceeds from collision to collision. To reduce the number of collision checks, one divides
space into equally sized cells and then only considers collisions between particles in neighboring
cells. To keep track of which cell a particle belongs to, one detects, in addition to collisions, when
a particle moves from one cell to another. Hence, the algorithm consists of repeatedly computing
next transfer and collision events for every particle and handling them in order of occurrence.
The optimal choice of cell-size trades off the cost of these two effects. We extend this algorithm
to Problems (II) and (III) by applying it on small time intervals of size ∆t, for which we can
approximate the particle trajectories linearly. Under a few simple, but somewhat unreasonable,
assumptions we can show that the complexity of the extended algorithm is

W2 = O((nc + nk) logn)

where n is the number of particles, nc is the total number of collisions in the time interval [0, T ],
and k is the number of time steps in the interval [0, T ]. For Problem (III), we additionally need to
solve the PDE at each time step, requiring O(∆x−3) operations per time step, so with coupling to
total complexity is

W3 = W2 +O(k∆x−3).

Experiments on the fully coupled algorithm confirm the results of this analysis, and show that
the k∆x−3 term resulting from the PDE solver dominates W2, the work required for the collision
detection.
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Figure 3.29: Particle distributions without collisions at ν = 10−2, for τ = 10k, k = −2,−1, 0, 1.

Particle distributions in synthetic turbulence.

In [46, Chapter 3] we study Stokes’s law, τ ẍ(t) = v(x(t), t) − ẋ(t), for the motion of inertial
particles in an incompressible, two dimensional velocity field v. Empirical evidence indicates that,
in some parameter regimes ,the distribution of particles in a turbulent velocity field is correlated
with the turbulent motions, a phenomenon which has been termed preferential concentration [43].
We consider v = ∇⊥ψ where ψ is an Ornstein-Uhlenbeck process, satisfying the stochastic partial
differential equation dψ = ν∆ψdt + dW in the unit square, and where W is a Q-Wiener process.
Then v is a Gaussian velocity field that is incompressible, homogeneous, isotropic and periodic in
space, and stationary and Markovian in time.

We show that under suitable decay conditions on the spectrum of Q, this equation has a unique
solution and a unique invariant measure, and that the solution is regular enough for particle motion
under Stokes’s law to have a unique solution. We then show that, under the same decay conditions,
Stokes’s law defines a random dynamical system with a global random attractor.

In [46, Chapter 4] we describe how to simulate this random velocity field numerically and how
to compute realizations of the random attractor. We explore numerically the spatial distribution
of particles moving in a random velocity field, and how the distribution depends on the various
parameters. Figure 3.29 shows a typical result. The main results of the simulations without
collisions can be summarized in that preferential concentration occurs when τ = O(1) but not at
large or small values of τ .
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Figure 3.30: Particle distributions with collisions at ν = 10−2 and τ = 0.1, at particle volume
densities ρ = 0%, 0.1%, 1%, and 10%.

We also explore numerically the important question of the effect of collisions on particle distri-
butions, and Figure 3.30 shows a typical result. Again we can summarize the results in that elastic
collisions do not greatly affect particle distributions at low densities.
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Chapter 4

Integration

This chapter describes the steps taken during the course of the last year to ultimately develop
the capability of carrying out scalable, integrated flowpath simulations using unsteady Reynolds-
Averaged Navier-Stokes (RANS) methods for the compressor, turbine, and secondary flow system,
and Large Eddy Simulations (LES) for the flow inside the combustor. While the combustor LES
capability is being readied we integrated our RANS flow solver, TFLO, with NASA’s National
Combustion Code (NCC) in order to gain integration experience. We are conducting integrated
simulations of the combustor, high-pressure turbine, and secondary flow system of the Pratt &
Whitney 6000 engine. The combustor is modeled by NCC, while the turbine and secondary flow
system are solved using separate instances of TFLO. All three components are linked using the
interface routines that have been developed in collaboration with NASA Glenn personnel over the
last year and a half. We have also begun developing methodologies for the interfacing of LES and
RANS codes for the case where an LES flow moves into a domain described by a RANS flow solver.
An appropriate averaging of the LES solution can be passed to the RANS solver, and a set of body
forces on an overlapping domain can be used to drive the averaged LES solution to the flow condi-
tions provided by the RANS calculation. Finally, motivated by potential uses of the unsteady data
presented in Chapter 2, we have developed an environment for integrated non-linear aero-structural
calculations by coupling TFLO and the commercial software MSC/NASTRAN through a consistent
and conservative coupling procedure with the required accuracy for flutter computations.

4.1 Multi-Component Integrated Simulations

4.1.1 Motivation

The prediction of multi-component phenomena, such as compressor/combustor instability, combus-
tor/turbine hot-streak migration, and main/secondary flow ingestion/interaction, can be improved
by directly coupling the simulations of appropriate components. The current effort has focused
on coupling the combustor and turbine. The hot-gas flow exiting the combustor strongly affects
the life (durability) of the turbine. This is particularly true for the high-pressure turbine blades
and turbine disks. This hot gas usually exits the combustor with radial and circumferential total
temperature variation. Since the total pressure exiting the combustor is more uniform, the higher
total temperature region of the flow acts like a hot jet with higher velocity than the gas from the
cooler portions of the combustor. This high velocity, hot gas jet from the combustor creates a
flow incidence variation on the turbine rotor blades so that the hot gas jet from the combustor
usually migrates to the pressure side of the turbine rotor passage. This effect causes a significant
time-averaged temperature difference across the turbine rotor, and as a result, a severe thermal
load on the blades that can lead to accelerated fatigue. In addition, the hot-gas flow from the
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combustor can be ingested into the disk regions (secondary flow system) under the hub through the
gaps between the stators and rotors in the turbine. Hence the accurate prediction of the interaction
between the combustor and turbine can be very important in terms of increasing the life cycle of
the turbine.

Since the coupling of gas-turbine components involves the coupling of multiple codes that sim-
ulate different flow physics, a second goal is to develop the capability/software to link multiple
high-fidelity analyses together. Communication between the various analyses can take several
forms, depending on the flow physics, temporal requirements, and numerical stability. The de-
velopment of a multi-code interface that provides the required accuracy and numerical stability
for multi-component engine simulations is a critical element of this effort. Moreover, the coupling
between codes must be done in such a way that the parallel computing efficiency and scalability of
the integrated code is preserved.

There is a great need to develop the means to perform very-large-scale calculations involv-
ing data handling, parallel computing, and engineering data processing on a routine basis. It is
expected that simulations like those mentioned above will require computational grid densities
approaching 200 million grid points, with associated restart binary files of approximately 50 Giga-
bytes. Thousands of these restart binary files will be generated for an unsteady flow simulation.
Due to the large resource requirement, this scope of simulation has never been attempted before in
the gas-turbine industry The development of techniques to efficiently generate, store, compute, and
post-process this vast amount of data will be important to help the gas-turbine industry transition
to large-scale multi-component simulations.

4.1.2 Approach

The research at Stanford for combustion simulation has focused on LES and is not mature enough
at this time to use in multi-component simulations. Therefore, the National Combustion Code
(NCC), a RANS combustion code, is being used to simulate the combustor portion of the engine in
some initial integration experiments. Members of the combustion research group at NASA-Glenn
Research Center (GRC) are working with us on this integration.

The NCC code is typical of RANS codes used in industry today. It has the capability to perform
steady and unsteady solutions of non-reacting and reacting flows. The numerical algorithm consists
of a 4-stage Runge-Kutta scheme along with a dual-time-step procedure for unsteady flows. It uses
an unstructured grid that can be domain-decomposed to take advantage of parallel computing. The
NCC code has been benchmarked at NASA-GRC for a number of model problems. In the current
effort, the NCC code is being applied to the combustor of the P&W6000 engine.

TFLO code has the capability to perform steady and unsteady solutions in multi-stage turbo-
machinery. As previously described, the numerical algorithm used in TFLO consists of a 5-stage
Runge-Kutta procedure with multiple-grid, grid sequencing, implicit residual smoothing and en-
thalpy damping convergence acceleration procedures. It also uses the dual time-stepping technique
for the solution of unsteady flows. The TFLO code uses a multi-block structured-grid data struc-
ture with point-matched grids between blocks. The TFLO code has been used in the integration
project to compute the high- and low-pressure turbine components of the same P&W6000 engine.
Results from this turbine simulation were given in Chapter 2.

The interface scheme between the NCC and TFLO codes has been developed and debugged for
the coupling of turbulent, non-reacting flows. To test this interface, the NCC code has been coupled
to the TFLO structured-grid code for the model problem of turbulent flow in an expanding duct.
This model problem was used to understand the various issues, described below, pertaining to the
integration of disparate codes and as a precursor to moving towards the coupling of a reacting-flow
NCC simulation with a non-reacting TFLO simulation. In addition, this investigation was useful in
developing the interface for the coupling of multiple, non-reacting TFLO simulations, such as the
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turbine main and secondary flow paths described below. Thus, an important feature of the interface
scheme is the ability to couple any number and combination of codes to enable the simulation of
the global system, in this case the engine flow path.

At the present time, the focus of the integration research and development effort is on coupling
a reacting-flow NCC simulation with a non-reacting TFLO simulation. To test this coupling,
a model reacting flow dump combustor NCC simulation has been coupled with a non-reacting
flow duct TFLO computation. This model problem has been used primarily to understand the
issues related to coupling reacting and non-reacting flow simulations (with the reaction essentially
completed at the coupling surface).

In both the non-reacting and reacting flow coupling efforts, research has been directed towards
determining the:

• process of variable exchange at the interface boundary (i.e., the frequency of exchange and
the locations at which variables are exchanged)

• parallel processing steps to allow multiple processors of one code to communicate with multiple
processors of another code

• variables to be exchanged for non-reacting and/or reacting flow combinations

• scheme to interpolate variables at requested interface locations

• interface boundary condition treatment once variables are exchanged

• coupling issues for different equations of state solvers

4.1.3 Validation of NCC Simulations of P&W6000 Combustor

The NCC was run this year on ASCI platforms for both non-reacting and reacting, turbulent flow
in the P&W6000 combustor. For reacting flow, fuel is injected from the combustor nozzle and
combustion occurs in the burner. Both the non-reacting and reacting flow simulation results are
shown below as a demonstration of the predictive capability of NCC.

Figure 4.1 shows a mid-circumferential slice of the computational grid through the P&W6000
combustor. The combustor consists of a pre-diffuser at the combustor inlet, the fuel nozzle sting,
fuel nozzle, burner and burner-bypass. The computational grid shown in Fig. 4.1 was generated
as an unstructured grid of approximately 3 million tetrahedral elements. Both the non-reacting
and reacting flow simulations used the computational grid shown in this figure with 64 processors
of ASCI Blue Pacific. A velocity profile corresponding to the exit of the compressor was specified
at the inlet to the combustor. The static pressure corresponding to the inlet of the turbine was
held constant at the exit of the burner. The mass flow that exits the burner-bypass at the inner
and outer diameters was specified. Approximately 80,000 iterations were required to reach steady-
state for both the non-reacting and reacting flow solutions. Each iteration took approximately 30
seconds.

Steady, Non-Reacting Flow

The static pressure contours in Fig. 4.2 show that the pressure in the combustor is highest in
front of the nozzle and burner bulkhead, and that the pressure is nearly uniform, as expected, in
the burner. The Mach numbers in the combustor are highest at the combustor inlet and exiting
the nozzle. The static temperature contours from the non-reacting, steady flow simulation of the
combustor are essentially uniform (since no reaction occurs to modify the temperature field).
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Figure 4.1: Computational Grid for P&W6000 Combustor Simulation

Figure 4.2: Predicted Mach Number and Pressure Along Mid-Circumferential Slice of P&W6000
Combustor (Non-Reacting Flow)
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Figure 4.3: Predicted Temperature and Pressure Along Mid-Circumferential Slice of P&W6000
Combustor (Reacting Flow)

Steady, Reacting Flow

The temperature and pressure contours of the reacting flow simulation are shown in Fig. 4.3. In
this simulation, Magnussen’s Eddy Break-Up Model [1] is used to account for the reaction between
the fuel and air. The Mach number contours of the reacting flow simulation are similar to those of
the non-reacting flow simulation. Comparison between the non-reacting and reacting flow results
also show that the pressure field in the combustor is nearly the same. However, the temperature
field in the reacting flow simulation is very different due to the burning of the fuel. The results
from this simulation will be compared with the LES simulations being performed under the ASCI
program as well as with the integrated combustor/turbine simulations due to start very soon.

4.1.4 Interface Treatment

One of the crucial steps in the coupling of different simulation codes is the need to develop a
framework which allows these codes to communicate with each other within a parallel computing
environment. The current framework allows codes to request/provide the necessary data from/to
other codes, synchronize time integration, and reset communication data structures for meshes
in relative motion. The interface scheme has been developed with the aim of coupling TFLO and
NCC. However, it has been kept as general as possible and it should be capable of handling multiple
code interfacing problems. Another aspect of coupling multiple codes is to identify the numerical
nature of the coupling process. There are different ways to arrive at a numerical scheme and they
can be placed in increasing hierarchy of complexity as

• loosely coupled systems in which the presence of the interface can be treated by the individual
codes as a boundary condition. This involves no explicit exchange of values between the
participating codes.

• moderately coupled systems in which the primary or primitive variables at the interface are
exchanged between codes.

• tightly coupled systems, where in addition to the primary variables, the fluxes across the
interface are also exchanged.

• simultaneously coupled systems, where algorithmic variables required by the numerical schemes
of the individual codes are exchanged.

The present integration framework aims to result in moderately coupled systems with possibility of
extension to tightly coupled systems. Two important steps involved in developing this framework
are :
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• Initialization - This step sets up the communication tables which allow each processor to
identify the processors to/from which it needs to send/receive information. For each code,
the processors involved in the interface must also identify the cells/vertices which will be
used to compute the information requested by the other code. Furthermore, it is necessary to
perform this initialization step whenever the grids in either code move relative to each other
or when any of the grid systems are adaptively refined.

• Communication - Once the processors have gathered the requisite information, this second
step is used whenever information has to be exchanged between the two codes. The communi-
cation step is used repeatedly during the pseudo-time iterations of all participating simulation
codes, and, therefore, extreme care is placed in making this step as efficient as possible.

In addition, two other issues are very important in the numerical treatment at the interface:

• Choice of Variables - The location and choice of variables that are exchanged between the
participating codes are dependent on how the coupled systems are modeled. As mentioned
earlier, in this approach a set of moderately coupled systems are developed with the possibility
of extension to tightly coupled systems. Experiments with coupling TFLO and NCC revealed
that equations of state in each code also play an important role in determining the set of
variables. Differing assumptions for the material properties of air (R,Cp, γ) in the two codes,
produce differing states of the gas at the interface. This makes it impossible to derive a
set of variables which maintains exact continuity in all variables of interest, namely density,
pressure, temperature, velocity and energy.

• Accounting for Numerical Differences - NCC and TFLO model the dimensional and non-
dimensional forms of the governing equations. This demanded that the two codes have knowl-
edge of the non-dimensionalization procedure used in the other code. When the conditions of
the flow warrant a turbulent simulation, variables that enable the estimate of the turbulent
viscosity need to be exchanged. Differing turbulence models in the two codes required the
identification of a new set of turbulence variables that need to be exchanged at the interface.
Another factor that had to be accounted for was the disparate numerics in the two codes.
For example, the implementation of pre-conditioning in NCC demands knowledge of the min-
imum velocity in the whole computational domain and hence this had to be included in the
set of variables that were exchanged between the two codes.

4.1.5 Integrated Multi-Component Simulations

Various multi-component simulations have been run as part of the on-going effort to step up to the
system simulation of a gas-turbine engine. Different coupling strategies have been used, depending
on the type of integration. The coupled simulations of the high- and low-pressure turbine, the
turbine main and secondary flow paths, and the combustor and turbine are shown below to demon-
strate the current capability of the multi-code interface treatment and other coupling schemes that
are available.

Two cases of RANS-RANS code integration are described below. The first case is an integrated
simulation of the P&W6000 high-pressure turbine with the engine secondary flow system. In this
case we had a separate TFLO code for each component, communicating with each other through
the TFLO-TFLO version of the interface. This simulation is being being tested by running the
two components together in another very large TFLO simulation. The second case is an integrated
NCC-TFLO version of the interface. Results are given here for a simple dump combustor using
the NCC in the reaction region and TFLO downstream. A similar simulation in the P&W6000
combustor and turbine is underway on ASCI Blue Pacific and Frost.
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Temperature Pressure

Figure 4.4: TFLO Predicted Temperature and Pressure Contours for the Integrated (Directly
Coupled) Main and Secondary Flow Paths of P&W6000 High Pressure Turbine

Turbine Main and Secondary Flow Path Integration

Figure 4.4 shows the integrated main and secondary flow paths of the P&W6000 engine. In this
case, the vane and blade of the high-pressure turbine, the transition duct, and the 1st vane of
the low-pressure turbine main flow path were coupled with the secondary flow system under the
high-pressure turbine. The three blade-row main flow path simulation used a single passage for
each blade-row for a total of approximately 3.3 million grid points in 55 blocks. The secondary
flow system, previously shown in Chapter 2 , used 183 blocks with roughly 6.1 million grid points.
The secondary flow system grid extended in the circumferential direction over a single blade pitch,
and was point-matched to a block in the main flow path between the high-pressure vane and blade.
The three blade-rows used in the main flow path simulation were the same as those used in the
high/low pressure turbine simulation. A total of 144 processors were used in the coupled steady-flow
simulation with 48 processors for the main flow path and 96 processors for the secondary system.

As noted above, the steady main/secondary integrated flow path simulation is being run in two
different ways. Both are steady-flow simulations using mixing planes in the main flow path between
each blade row. The mixing plane between the high-pressure turbine vane and blade is located at
the exit of the vane just downstream of the trailing edge. In this manner, the flow between the
secondary flow system and the high-pressure blade passage is exchanged without the use of a mixing
plane. As a result, three-dimensional flow is admitted into the secondary flow system, especially at
the junction of the main and secondary systems and in the rim cavity located at the top (radially)
of the secondary flow system.

When the main and secondary flow paths are coupled directly together in a single TFLO
simulation, the coupling of the two flow paths is performed using the standard inter-block treatment
in TFLO. Figure 4.4 shows the temperature and pressure contours in the secondary system and
on the surfaces of the main flow path. In addition, the streamlines, projected onto a constant
circumferential plane, are shown in the secondary flow path and their extension into the main flow
path. The temperature on the walls of the rim cavity, located in the secondary system just beneath
the main flow path is controlled by the purge flow from the secondary system and the amount of
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Figure 4.5: TFLO Predicted Temperature and Pressure Contours for the Integrated (Interface
Coupled) Main and Secondary Flow Paths of Pratt & Whitney Turbine

flow ingested into the rim cavity from the main flow path. Post-processing of this simulation is
currently underway to examine the disk, hub, and airfoil wall temperature distributions and the
effect on their magnitude as a result of convergence.

When the secondary and main flow are computed by separate TFLO codes, the coupling is
provided by the interface. Figure 4.5 shows preliminary results of the temperature contours in
the two separate flow-paths as well as the integrated solution. The preliminary results shown in
Figure 4.5 are in good agreement with the temperature contours and streamlines shown in Fig.4.4
for the direct-coupled main and secondary flow paths.

Model Combustor and Duct Integration

The model problem of a dump combustor followed by a duct was used to help develop and debug
the coupling of the NCC unstructured-grid code with the TFLO structured-grid code. NCC simu-
lates the upstream region within the dump combustor, and TFLO computes the flow through the
duct. NCC uses an unstructured tetrahedral grid (56,400 elements) and TFLO uses a multi-block
structured grid (5 blocks, each of dimension 17× 17× 17). The grid for both sections of the geom-
etry is shown in Figure 4.6. The inlet velocity to the dump combustor was fixed at 10 m/s and the
back pressure was held at at 1 atm. The velocity vectors are also shown in Figure 4.6. The uniform
flow downstream of the dump combustor passes through the interface and exits through the duct.
Even in the case where the interface lies within the separated flow region, there are no noticeable
discontinuities in the velocity field or other primary variables near the interface suggesting that the
numerical errors introduced by the interface are negligible.

Work is currently underway in debugging the multi-code coupling interface for cases in which
reacting flow occurs on one side of the interface but not in the other. A similar model dump
combustor/duct problem has been constructed for this effort in which NCC is used to compute the
reacting flow in the dump combustor and TFLO is used to solve for the non-reacting flow in the
duct.

4.2 Integrated LES/RANS Simulations

The goal of the Stanford ASCI program is the full aero-thermal simulation of the flow passages of an
aircraft gas-turbine engine. The flow through both compressor and turbine will be computed using
a RANS code, and the flow field and the combustion process inside the combustion chamber will be
computed using an LES code. This requires the development of both RANS/LES and LES/RANS
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Grid Velocity

Figure 4.6: Integrated Model Problem Turbulent, Non-Reacting Flow Dump Combustor (NCC)
and Duct (TFLO)

interfaces. Here we report on our work towards the LES/RANS interface between the combustion
chamber and turbine.

At this interface, the LES solution can provide averaged inflow conditions to the RANS code. For
flows that are unsteady in the mean this is a non-trivial task that needs some further consideration.
The flow field inside the turbine can influence the flow upstream inside the combustion chamber.
This requires use of outflow conditions for the LES calculation which are consistent with the
downstream solution obtained by RANS.

We have found it possible to use overlapping computational domains of LES and RANS simu-
lations for this purpose. Inflow conditions for RANS are determined from the LES solution at the
beginning of the overlap region, and the outflow conditions for LES are determined from the RANS
solution at the end of the overlap region.

4.2.1 Inflow Conditions for RANS

In a loosely-coupled environment where the LES simulation is carried out in an isolated fashion and
the information is then transferred to the inflow of the RANS simulation, the procedure to establish
the appropriate boundary conditions for the RANS simulation is relatively straightforward. Since
the RANS simulation contains flow data that has been Reynolds-averaged, this procedure can be
performed on the LES data to obtain the necessary inflow data. If the result of the LES calculation
is stationary, the time-averaged values of a required scalar field (or a component of a vector field),
φ, can be simply computed from the unsteady LES. However if the RANS flow is unsteady, as in
a turbomachine, an appropriate low-frequency averaging technique needs to be applied.

4.2.2 Outflow Conditions for LES

The outflow conditions for LES have to be specified such that the averaged mean values of all
computed quantities match the RANS solution on the matching surface, and such that the LES-
RANS average fluxes of momentum and energy across this surface are the same. Since we use
a low Mach number formulation in the combustor, only the velocities or their derivatives can be
specified as boundary conditions in the LES code and the pressure adjusts accordingly. We have
experimented with an approach in which the mean velocity profile match is enforced by applying a
body force inside an overlap region. For a constant density flow, stationary in the mean, the body
force, added to the right hand side of the momentum equations, is

Fi(x) =
1
τF

(ūi,RANS(x)− ūi,LES(x)) , (4.1)
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Figure 4.8: Laminar pipe flow, radial profiles
of axial velocity component ūx
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Figure 4.9: Laminar pipe flow with non-
conservative velocity profile imposed

where ūi,RANS is the vector of target velocities obtained from the RANS computation and ūi,LES is
the vector of time averaged velocities from the LES computation. The forcing time scale τF can,
to first order, be determined from the bulk velocity uB and the length of the forcing region lF as
τF = lF/uB. Experience shows, that the forcing time is usually much lower than this estimate, such
that this can serve as an upper limit.

In order to test the feasibility and the well-posedness of this approach, a pipe flow was computed
(Fig. 4.7). The pipe has a length of 5 diameters D and the body force is applied in a volume of
2.5D length at the end of the pipe flow.

As a first step, a laminar pipe flow at a Reynolds number Re=1000 was considered. Fig. 4.8
shows the resulting velocity profiles. The solid line shows the parabolic inlet profile corresponding
to the solution of a fully developed periodic pipe. Without forcing, this would be the solution
at any downstream location in the pipe. The circles denote an arbitrarily chosen velocity profile,
which is to be matched at the outlet. The dash-dotted line is a profile just upstream of the forcing
region. The profile is different from the inflow solution, indicating the forcing influences the flow
field already upstream of the forcing region. After applying the body force, the computed velocity
profile quickly converges towards the imposed velocity profile.

The exchange of the velocity profiles between RANS and LES codes may introduce numerical
errors which could accumulate over time. An important test for consistency and well-posedness is
provided by the enforcement of a velocity profile that does not conserve mass. In order to investigate
the behavior of the body force method when encountering this problem, an additional computation
was made where a non-conservative velocity profile was enforced. Fig. 4.9 shows the resulting
velocity profiles. The squares denote the imposed velocity profile, which clearly underestimates the
mass flux. However, the computed velocity profile at the end of the forcing region has the same
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Figure 4.10: Turbulent pipe flow, radial profiles
of axial velocity component ūx
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mass flux as the inlet profile. This shows that the method is robust and will cure inaccuracies.
The next test case considered was a turbulent pipe flow at a Reynolds number, Re = 15000.

Applying the body force method to this problem leads to the question of how to define the mean
value ūLES of the LES computation. Several approaches were tried:

1. Using the actual velocity ūLES = u(t). This results in a strong damping of turbulent fluctua-
tions, since fluctuations of the velocity obviously lead to a counteracting body force.

2. Using the overall mean value ūLES = 1
t−t0

t∫
t0

ūdt. This ensures the least interference with

turbulent fluctuations, but does not allow for unsteadiness in the mean profiles.

3. Averaging over a trailing time window ūLES = 1
∆t

t∫
t−∆t

ūdt. Here it has to be ensured that

∆t is long enough to average out the turbulent fluctuations, but short enough to allow for
unsteadiness of the mean profiles.

All approaches resulted in the same mean velocity field (Fig. 4.10). Since the turbulent velocity
profile is already closer to the imposed profile than in the laminar case, the flow-field converges
faster towards the imposed profile. However, there are some remarkable differences in the turbulence
fluctuations.

Fig. 4.11 shows the profiles of the axial velocity fluctuations for different averaging times. Using
the first approach results in the complete attenuation of the turbulence. Assuming that an overall
mean value (second approach) preserves the turbulence, it can be seen that the averaging time has
to be sufficiently long in order to prevent attenuation of the turbulence. Averaging over one non-
dimensional time unit (the ratio of pipe diameter to the bulk velocity), was found to be sufficient.
This seems reasonable, since the abovementioned criteria require the averaging time to be of the
order of the integral time scale of the turbulence, which for pipe flows is proportional to the ratio
of pipe diameter to the bulk velocity.

For a swirling flow, the same procedure was also applied to the azimuthal velocity component.
Fig. 4.12 shows the profiles of the azimuthal velocity component. The inflow conditions correspond
to a fully developed turbulent pipe without swirl, and the body force was applied as shown in
Fig. 4.7. At the end of the forcing region the target profile is perfectly matched.

We have investigated and discussed the body force method and have shown that it can be
used to enforce a mean flow solution at the LES outflow. We have also shown that the enforced
outflow conditions can alter the upstream flow field. However, we have not yet proven that the
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Figure 4.12: Turbulent pipe flow, radial profiles of azimuthal velocity component ūφ
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method used leads to the physically correct influence on the upstream flow. For this purpose, we
applied the method to another configuration. The test case chosen is that of a swirling flow inside
a dump combustor geometry with a swirl number S = 0.38. This swirl number has been chosen
because it is slightly above the critical limit at which a central recirculation zone develops and the
flow is believed to be most sensitive to the influence of the outflow boundary conditions. For this
case the effect of varying outflow conditions was investigated. Three different outflow geometries
have been considered: a) a dump combustor geometry with a sudden contraction outflow; b) a
dump combustor with a sudden expansion outflow; c) a dump combustor geometry with a straight
pipe outflow. Case c) is the same geometry as cases a) and b), but cut upstream of the geometry
variation. Cases a) and c) are schematically shown in Fig. 4.13. Here we will only discuss case a),
which is compared to the results of case c). A similar validation study will be performed for case
b) in the future.

In order to validate the proposed method, large eddy simulations have been performed for each
of the two geometries, case a) and case c). Fig. 4.14 shows the velocity profiles obtained from these
simulations. It can be seen that the upstream flow fields develop differently for both geometries.
A closer investigation reveals differences particularly in the recirculation regions.

The basic idea to validate the proposed method was to perform a simulation which resembles the
contraction geometry, but on a computational domain cut at a position upstream of the geometry
variation, which is given by case c). Here, the domain is cut at x/D = 2.5. This position is
indicated in Fig. 4.13. In a simulation of this geometry, the influence of the flow contraction, which
is at x/D = 3.0 and thereby outside of the computational domain, has to be represented by the
outflow boundary conditions. The results of the LES of the full contraction geometry will be used to
provide the time averaged velocity profiles to be applied in the boundary conditions at x/D = 2.5.
The results of the LES on the cut domain will be compared to the full contraction geometry results,
since the latter represents the correct LES solution of the considered geometry. This simulation
can then be considered as a one-way coupled LES/RANS simulation. As indicated in Fig. 4.13 the
body force was applied from x/D = 2.0 to x/D = 2.5. It should be noted that, although the RANS
type outflow boundary condition is enforced at x/D = 2.5, the actual calculation domain is longer.
The reason is that for numerical purposes a convective type boundary condition has to be applied
at the outflow boundary of the LES computational domain.

The results of this simulation are also given in Fig. 4.14. The straight pipe simulation, which is
the solution of the same simulation without enforcing the time averaged outflow velocity profiles,
is indicated by the dashed line, the full contraction geometry calculation by the solid line, and the
simulation on the domain cut at x/D = 2.5 with the appropriate outflow conditions to resemble the
contraction geometry by the symbols. The comparison with the full simulation shows that both axial
and azimuthal velocity component are correctly enforced at x/D = 2.5. It is also observed that the
upstream velocity field agrees very well with the full contraction geometry simulation, showing that
the applied method to enforce the outflow boundary conditions represents the modeled geometry
correctly.
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4.3 Aero-Structural TFLO-NASTRAN Coupling

The unstable, self-excited or forced vibrations of rotor blades must be avoided in the design of high
performance turbomachinery components because they may induce structural failures. In evalu-
ating the stability of such vibrations, computational approaches have been bearing an increasing
role due to the surprising progress of computer technologies and advanced algorithms. These are
now at a stage where non-linear fluid/structure coupled simulations of aeroelastic phenomena in
turbomachinery can be of practical use. In this section, we present the results of a study that
demonstrates the capabilities of a fluid/structure coupled computational approach which consists
of the unsteady three-dimensional Navier-Stokes flow solver, TFLO, a finite element structural
analysis package, MSC/NASTRAN, and the coupling interface between the two disciplines. Where
the fluid-structure interface is concerned, high accuracy is pursued with respect to load transfer,
deformation tracking and synchronization. As a result, the coupled simulations successfully predict
the aeroelastic responses of a high performance fan, NASA’s Rotor 67, over a range of operating
conditions. The major contribution to the aerodynamic damping for turbomachinery blade motions
is observed to be the unsteady pressure generated at the location of the shock. The results show
that whether the unsteady pressures act to damp or excite the blade motion depends heavily on
the inter-blade phase angle. Details of the flow solver, TFLO, have been discussed earlier and in
previous annual reports. MSC/NASTRAN is the de-facto standard finite element structural solver
in the aerospace industry and it can be run in both serial and parallel modes in a variety of solution
modes (linear, non-linear, time-accurate, etc.) The coupling between these two solvers has been
explicitly developed to maintain a high level of accuracy in the exchange of pressures and surface
deformation so that the resulting simulations can predict the flutter boundary of turbomachinery
fans and rotors. The material in this section focuses on both the details of this coupling procedure
and the results obtained by running the code.

4.3.1 Aero-Structural Coupling

In order to predict the dynamic response of a flexible structure in a fluid flow, the equations of
motion of the structure and the fluid equations must be solved simultaneously. One difficulty in
handling the fluid/structure coupling numerically comes from the fact that the structural equations
are usually formulated with material (Lagrangian) coordinates while the fluid equations are typically
written using spatial (Eulerian) coordinates. In other words, the fluid mesh is fixed in space but the
structure mesh is not. If the interface between the two disciplines were to share a common mesh
and the same numerical method were used for both, one could combine the two solution procedures
into a single, large, finite-element discretization of the fluid-structure problem and therefore avoid
the difficulties resulting from the need of an explicit interface. This approach, however, suffers from
ill-conditioning due to differences in stiffness of the fluid and the structure. Moreover, the mesh
resolution requirements are rather different between disciplines and this may lead to unnecessarily
expensive, over resolved simulations.

Flow and structural solvers have independently matured to the point where they are being
used as design tools in industry. Obviously, an alternate approach for a fluid/structure coupled
calculation is to combine a flow solver and a structural solver that have been developed in isolation.
In such an approach, the solution is advanced in time by solving the flow field and the structural
deformation alternatively by independent flow and structural solvers which exchange information on
the fluid-structure interface as illustrated in Figure 4.15. The flow solver provides the aerodynamic
loads to the structural solver in order for the structural solver to calculate the displacement field
of the structure. In return, the structural solver provides the surface deflections to the flow solver
which change the flow field through the boundary conditions on the body surface.
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Figure 4.15: Fluid/Structure Coupling.

Moving Mesh System

Due to the unsteady nature of the deformation of the blades, it is necessary to deform the fluid
mesh at each physical time step so that it continuously conforms to the instantaneous shape of
the aeroelastically deforming body under consideration. In order to avoid expensive remeshing at
every time step, we have developed a moving mesh algorithm for TFLO that is able to handle both
viscous meshes and large deformations.

In our work with TFLO, a high quality mesh of the computational domain is divided into an
appropriate multiblock system for parallelization purposes. This initial multiblock mesh becomes
the basis for all subsequent meshes that are obtained by a simple analytical perturbation. Because
the flow solver assumes a point-to-point match between adjacent blocks in the mesh, each block
may be independently perturbed, provided that modified surfaces are treated continuously across
block boundaries. The entire method of perturbing an existing multiblock mesh to create a new one
for the next time step is embodied in a four-stage procedure shown in Figure 4.16. First, all block
faces that are directly affected by the structural motion of the body are explicitly perturbed by the
deformation tracking algorithm described later. Secondly, all edges that are in contact with a face
of the moving body, either in the same or in an adjacent block, are implicitly perturbed with an
algebraic method. Next, all faces that either include an implicitly perturbed edge or are adjacent
to a moving body face are implicitly perturbed with a two-dimensional version of the algebraic
method. Finally, the interior points that belong to all blocks that have one or more explicitly or
implicitly perturbed faces are perturbed in the same way as the edge and face perturbations.
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Figure 4.16: Moving Mesh Procedure

For edge, face and block perturbations, the arc-length attenuation algorithm developed by
Reuther et. al. [2] is used because it is mathematically very simple but can avoid entangling of the
meshes and maintains high mesh quality. In this algorithm, all the original mesh points are first
transfered to a different coordinate system where each mesh point is related to its arc length along
the index lines that the mesh point lies on. Once both ends of the index line are perturbed, then all
the mesh points in between are moved by an amount which is attenuated by the arc length always
maintaining their transfered normalized coordinates. According to the entire procedure described
above, the second stage shifts the eight corner points of the block in question and corrects the
perturbations of the twelve edges of the block resulting from the corner shifts to attain the final
desired edge locations. The third stage corrects the perturbations of the six faces surrounded
by these edges. Finally, the fourth stage corrects the interior points to produce the desired new
mesh with face point motions accounted for. Additional modifications to this algorithm have been
necessary to account for the severe mesh stretching and mesh topologies that are common in the
tip gap region.

Deformation Tracking System

In most cases of aeroelastic analysis of turbomachinery, the blade may be simply modeled with
shell elements which usually have fewer nodal points than the outer mold surface defined by the
fluid mesh. Since the blades are modeled with shell elements, every fluid mesh point on the blade
surface can be said to exist outside of the finite element structural model. In finite element analysis,
the displacement at any point within the domain of an element in the model can be determined
by the assumed finite element basis functions in terms of the nodal displacements of the element.
Therefore, if a fluid mesh point on the outer mold surface can be associated with a point on a
structural element in a certain way, the deformed location of the point on the outer mold surface
may be calculated as a function of the nodal displacements on the structural element.

In developing these extrapolation functions, each individual point on a fluid mesh must be tied
to the nearest point on the underlying finite element model surface before any deformation takes
place. Consider a set of finite elements describing a structural model and a fluid mesh point on
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Figure 4.17: Deformation Tracking System

the outer mold surface shown in Figure 4.17. The structural model consists of shell elements which
have three nodes and eighteen degrees of freedom. Here the fluid mesh point is located on the
actual blade surface. Suppose that the translational and rotational displacements at a point X
on the fluid mesh surface are denoted by µ(X) and µθ(X) respectively. We can assume that
a normal vector which is perpendicular to the closest shell element from X before deformation
remains perpendicular after deformation. Thus, each normal vector can be assumed to move as a
rigid body. Let x denote the closest point on the nearest element from X, the displacements µ(X)
and rotations µθ(X) can be expressed as follows,

µ(X) = u(x)− (X − x)× uθ(x),
µθ(X) = uθ(x), (4.2)

where u(x) and uθ(x) are the displacement and rotation at x. Given a set of values for the eighteen
nodal displacements, displacements and rotations at any point on a triangle shell element can be
evaluated using the original finite element basis functions. However, since MSC/NASTRAN is
used as a structural solver and the finite element basis functions used in it are unknown, all of the
finite elements were assumed to use the simple standard iso-parametric basis functions based on
area coordinates. When the fluid mesh point X is associated with x on the mth element whose
displacements are denoted as q(m), this interpolation function can be expressed as,

u(x) =
[
η(m)(x)

]
· q(m) =

[
[A(m)

1 ][0][A(m)
2 ][0][A(m)

3 ][0]
]
· q(m),

uθ(x) =
[
η

(m)
θ (x)

]
· q(m) =

[
[0][A(m)

1 ][0][A(m)
2 ][0][A(m)

3 ]
]
· q(m), (4.3)

where [0] is the 3×3 zero matrix and [A(m)
1 ], [A(m)

2 ] and [A(m)
3 ] are defined by the area coordinates

[3]. For example, [A(m)
1 ] is expressed using the area coordinates shown in Figure 4.17 as follows,

[A(m)
1 ] =

A1 0 0
0 A1 0
0 0 A1

 . (4.4)
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The displacements and rotations at any point on the fluid mesh surface can thus be written in
terms of the associated nodal displacements q(m) using Equation 4.3.

µ(X) =
[
η(m)(x)

]
· q(m) − [X − x] ·

[
η

(m)
θ (xn)

]
· q(m),

µθ(X) =
[
η

(m)
θ (x)

]
· q(m), (4.5)

where, the matrix [X − x] in cross product form can be given by,

[X − x] =

 0 (z − Z) (Y − y)
(Z − z) 0 (x−X)
(y − Y ) (X − x) 0

 . (4.6)

Introducing the displacement extrapolation functions N(X) based on the global nodal displace-
ments q of the structural model, Equation 4.5 can be rewritten using q because q(m) is a part of
q.

µ(X) = [N(X)] · q, (4.7)

where,
[N(X)] = [η(x)]− [X − x] · [ηθ(x)] . (4.8)

4.3.2 Load Transfer System

In this section, a method that transfers aerodynamic loads obtained through a pressure integration
over the fluid-structure interface to the applied nodal forces with which the structural equations of
motion must be solved is described. Such a transformation must satisfy two basic requirements.
Firstly, the sum of the nodal forces must yield the same resultant force as the original distributed
pressure loads ∑

m

f (m) =
∫
∂Ω

pdS, (4.9)

where f (m) is the nodal force vector at nodem in the structural system. However, an infinite number
of possible nodal force sets can satisfy this requirement. To uniquely determine the nodal forces, a
second requirement must be introduced to maintain the proper energy balance. The only force set
that is acceptable is the one that also produces equal amounts of virtual work (when the structured
is deformed by a virtual discplacement) for both the fluid and structural systems. Equating the
virtual work performed by the nodal forces f (m) working on a virtual nodal displacement δq(m)

with that of the original distributed surface pressure p moving through the equivalent distributed
virtual displacement δu, the second requirement is given as follows∑

m

f (m)δq(m) =
∫
∂Ω

pδudS. (4.10)

In Equation 4.10, δµ(X) can be related to δq by introducing the set of assumed displacement
interpolation functions N(X) given in Equation 4.7. Substituting Equation 4.7 into Equation 4.10
yields,

f · δq =
∫
∂Ω

p · [N(X)] δqdS (4.11)

In practice, the fluid pressure is taken as constant over a face around a fluid mesh point leading to

f · δq =
∑
i

piSi · [N(Xi)] δq. (4.12)
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Figure 4.18: Load Transfer System

This allows the fluid pressure within each face to be taken out of the summation,

f i = {piSi} [N(Xi)] , (4.13)

where f i is the nodal force vector given by the contribution of the pressure at the fluid mesh point
Xi, whose components are shown in Figure 4.18. The nodal force vector for the m-th element
denoted by f (m) is now obtained by simply summing all f i whose fluid mesh point is associated
with the m-th element.

4.3.3 Synchronization

Once an appropriate load and deformation transfer algorithm has been described, we must advance
both the fluid and structural systems forward in time. Given that both the fluid and structural
algorithms are second-order accurate in time, one would like to preserve this order of accuracy in
the coupled computation. At the moment, we are using a staggered scheme where the structure
is frozen while the flow solver advances one step in time and then the flow is frozen while the
structure is advanced. This staggered scheme has the advantage of computational simplicity but
unfortunately it renders the coupled simulation first-order accurate in time. However, one can
easily devise synchronization strategies that achieve second-order accuracy. These strategies will
be implemented and tested during the coming year.

Results

A variety of aeroelastic test cases have been run to date using the procedure outlined above. These
results are carefully documented in the upcoming doctoral thesis of Hirofumi Doi [4]. For illustration
purposes, we present here two typical aeroelastic responses for NASA’s Rotor 67 at a flow condition
near the peak efficiency point, when the blade motions are exactly in phase and exactly out of phase.
Figure 4.19 below shows the time histories of the deformations of a point located at the mid-chord
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of the tip of the blade. As can be seen, when the blade motion is in phase (σ = 0◦) the magnitude of
the oscillations is almost constant indicating that we are very close to the flutter point. However,
for the case where the blade motion is out of phase (σ = 180◦) the oscillations decay and the
blade motion is stable. Deeper insight can be gained by careful observation of the position and
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Figure 4.19: Time-Histories of Deformation of a Point at Mid-Chord on the Blade Tip.

motion of the shocks with respect to the motion of the blade. Figures 4.20 and 4.21 show the mean
pressure distributions on the pressure and suction sides of the blade as well as the integrated work
per cycle contribution of each of these surfaces. Negative (blue) values correspond to work being
extracted by the fluid (leading to damped blade oscillations) while positive (red) values indicate
that the structure is extracting work from the fluid leading to undamped oscillations. It is the net
contribution of all surfaces that leads to stability or instability of the aeroelastic system.

20a: Mean Pressure Distribution on Pressure and
Suction Sides

20b: Integrated Work Per Cycle on Pressure and
Suction Sides

Figure 4.20: Integrated Surface Results for σ = 0◦ Case
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21a: Mean Pressure Distribution on Pressure and
Suction Sides

21b: Integrated Work Per Cycle on Pressure and
Suction Sides

Figure 4.21: Integrated Surface Results for σ = 180◦ Case
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Chapter 5

Computer Systems and Architectures

5.1 The Vision: Scalable, Programmable Computer Systems

At the Stanford University Computer Systems Laboratory we are developing technology that will
result in future supercomputers with increased performance, programmability, and cost effective-
ness.

Our strategy is to complement work being done by industry to develop servers, workstations,
and embedded processors. While industry is developing world class CPUs, single-node operat-
ing systems, single-thread programming tools, and modest-scale parallel servers, industry is not
developing technology for scalable high-performance systems. The largest servers available today
have 64-128 processors and run commercial operating systems with little scalability. Inter cluster
latency is over 10µs and there is little support to develop and fine tune parallel programs. We are
developing key aspects of scalable computing technology that will enable us to leverage commercial
developments to build economical, programmable, scalable computer systems.

We envision the technology we develop will enable parallel machines with 104 nodes, flat global
address spaces, very low (< 1µs) latency to read remote memory, and very high global bandwidth (a
1:10 ratio of global to local bandwidth). This hardware enables the solution of problems requiring
significant global communication and significantly simplifies the programming problem. To comple-
ment this capable parallel hardware we envision a programming system that builds on commercial
compilers and operating systems but adds tools to aid the programmer in managing parallelism,
checking the correctness of parallel programs, and visualizing both the program performance and
application data.

A sketch of the type of machine we envision will be capable in about 5 years is illustrated
in Figure 5.1. Each of the 104 nodes consists of a single processor chip and external DRAM.
The processor chip contains four processors with fully-pipelined floating-point units for a total
peak performance of 8 GFLOPS. This chip also contains 128 MB of on-chip DRAM - used as a
shared second-level cache and a network interface. The network interface includes hardware to
facilitate low-overhead single-word read and write access to remote memory, and external registers
that support pipelining remote memory operations and vector gather and scatter operations to
hide remote memory latency while maintaining high throughput. The local DRAM memory and
the network interface channel both have a throughput of 8 GB/s so that that the bandwidth
to the memory of nearby nodes is equal to the local memory bandwidth. A high-performance
interconnection network provides a bisection bandwidth of 800 MB/s per node (8 TB/s total for
104 nodes) so that each node can simultaneously sustain a global bandwidth equal to 10% of its local
bandwidth. The network uses pipelined routers with reservation flow control to realize a latency
of less than 1µs to read a word from an arbitrary node in a large machine. This high-bandwidth
network is enabled by recent developments in high-speed signaling which we describe below.
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Parameter 2001 2006 2011
Peak FLOPS 30 TF 300 TF 3 PF
Memory Capacity 30 TB 100 TB 300 TB
Local Memory BW 8 TB/s 40 TB/s 200 TB/s
Global Memory BW 80 GB/s 4 TB/s 20 TB/s
Global Latency 10 µs 1 µs 0.5 µs

Table 5.1: Major parameters of supercomputers in 2001, 2006, and 2011

Figure 5.2 illustrates the flow we envision will be used to program the machine of Figure 5.1.
An application program will be written in a parallel extension of an existing high-level language
such as C++. This program will first be input to a meta-compiler that will perform extensive static
analyses to check for errors (e.g., synchronization errors, memory leaks, etc), enhance performance,
and aid in partitioning the data across nodes. The analyses performed by the meta compiler
are defined by scripts that can be extended by the user to tailor the checks and optimizations
to the application at hand. The annotated code out of the meta-compiler is then input to a
parallelizing compiler that will perform further analyses to partition the code and insert required
synchronization. Finally the single-node source code out of the parallelizing compiler is input to a
conventional single-node compiler to generate executable. As the program runs, two tools enable to
the programmer to gain insight into its behavior. A performance visualizer enables the programmer
to see processor utilization, memory reference patterns, and synchronization bottlenecks. This tool
lets the programmer quickly identify performance problems with a code enabling rapid tuning. An
output visualizer allows the end user to understand the data generated by the application.

Table 5.1 shows the non-linear manner in which we expect the major parameters of scalable
supercomputers to evolve over the next decade. The table shows our estimate of a 2001 ASCI
machine and two future machines, one in 2006 and one in 2011 consistent with our vision. The
table reflects one-time corrections in global memory bandwidth (by a factor of 50) and latency (by
a factor of 10) between the 2001 and 2006 machines. It also shows that we expect memory capacity
and local bandwidth to scale more slowly than peak FLOPS. This scaling is for cost-effectiveness.
Memory bandwidth and, to a lesser extent, memory capacity are more costly than arithmetic and
hence are scaling at a slower rate. To scale these parameters proportionally would result in very
costly machines without a commensurate improvement in performance.

5.2 Interconnection Networks

A key aspect of our vision of a scalable supercomputer as shown in Figure 5.1 is a high-performance
interconnection network. Such a network simplifies the task of parallel programming and extends
the range of applications that achieve good performance by reducing the overhead associated with
accessing remote data and permitting these accesses to be made at a very fine granularity - down
to a single word.

5.2.1 Router Architecture

We have developed a new flow control mechanism, flit-reservation flow-control, in which control flits
traverse the network a few cycles ahead of data flits reserving the buffers and channels needed by
the data. When a data flit arrives at a router, it is buffered or forwarded immediately according to
this reservation with no delay. This flow-control mechanism has two significant advantages. First,
it significantly reduces the latency of the router by removing control decision from the critical path.
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Second, it makes more effective use of buffer space by reserving buffers for just the period they are
occupied.

Over the past year, we have developed a detailed micro-architecture of a flit-reservation router
and evaluated its latency-throughput performance. We then developed detailed gate-level designs
that realize this micro-architecture. Using these gate-level designs we have developed parameterized
delay equations that give the delay of the router as a function of parameters including the number
of ports, the size of the buffers, and the clock period. These equations allow router architects to
easily estimate flit-reservation router pipeline latency for a given set of parameters.

We have also developed a method of applying speculation to the design of both flit-reservation
and virtual-channel routers to reduce their latency. By speculating on the successful outcome of
a virtual-channel allocation, a speculative virtual channel (VC) router can bid for a switch slot
(and a speculative flit reservation (FR) router can bid for the output scheduler) in parallel with
virtual-channel allocation. Performing these actions in parallel shaves an entire clock cycle off the
latency of a VC or FR router making their latencies equal to routers employing simpler (and less
efficient) wormhole flow control. The speculation can be made conservative (so it never decreases
performance) by always giving arbitration priority to definite requests ahead of speculative requests.

Figure 5.3 shows the micro-architecture of a flit-reservation router. The arrival of a packet starts
with a head control flit entering the control input controller at the upper left. After consulting
the routing logic to determine the output port, the input controller sends a request to the virtual
channel allocator to acquire a virtual channel on this port. At the same time, the input controller
speculatively makes a request of the global data scheduler. The global data scheduler examines a
reservation table to schedule the data flit(s) represented by the control flit to depart this router
at the earliest possible time. The reservation table is then updated to reflect this information, a
new control flit containing the departure time(s) is forwarded over the control output link, and
the scheduling information is sent to the input controller where it is used to configure the input
reservation table.

When a data flit arrives, it is buffered for zero or more cycles in the input buffers - as determined
by the input reservation table, and then switched to the desired output port - as determined by
the output reservation table. No time is spent on control during data forwarding.

Figure 5.4 illustrates the advantages of speculative router architecture and of flit-reservation
flow control. The figure shows interconnection network latency (in cycles) as a function of offered
load for wormhole (WH), speculative virtual channel (VC), and speculative flit reservation (FR)
routers with a total of 16 buffers per input port. For comparison, latency for a speculative virtual
channel router with 32 buffers (2 VCs of 16 buffers each) is also shown. All simulations are on a
64-node network arranged as an 8 x 8 mesh with random traffic.

The figure shows that speculative virtual channel routing extends the saturation throughput
from 50% to 70% and speculative flit reservation routing extends it further to 80%. The speculative
organization of the routers keeps the zero-load latency at 30-cycles for all cases (3 clocks per hop).
For non-speculative routers (not shown) the zero load latency is significantly increased for virtual
channels and flit reservation because of the additional cycles needed to allocate channels. The
rightmost two curves in the figure illustrate how flit-reservation flow control makes more efficient
use of buffers. A flit-reservation router with 16 buffers per input offers performance that is slightly
better than a virtual channel router with 32 buffers per input. This is because the flit-reservation
buffers can be in use continuously, passing from one flit to another with no idle cycles. Virtual
channel buffers, on the other hand, spend about half the time idle, due to idle cycles while due to
flit and credit latency when they are passed from one flit to another.
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5.2.2 Hierarchical Network Topology

A key problem in interconnection network design is how best to apply emerging optical technologies
to improve network performance. Parallel optical links, such as those offered by Infineon, Matrox,
Picolight, and others, enable high-speed signaling (up to 3.125 Gb/s) over considerable distances.
Unfortunately this signaling range is accompanied by a significant increase in cost - of about 20×
compared to a purely electrical link. The challenge then, is to discover topologies that use a few of
these expensive optical links to advantage.

We have recently been exploring one class of such topologies, hierarchical networks, that consist
of relatively small (64-node) torus subnetworks connected by a central subnetwork. The links
within the subnetworks are all electrical and the links between subnetworks are all optical. These
networks have the property that they have a near minimum number of costly long links since all
communications traverse at most two such links.

A further advantage of these topologies is low-cost scalability as illustrated in Figure 5.5. The
figure shows the cost of a network as a function of the number of nodes in the network under the
assumption that opical links cost 4× as much as electronic links of the same bandwidth1. The
figure shows that most conventional topologies result in a high price for scalability. The crossbar
is the worst in this respect. To build a network that scales to 32-nodes, one must buy a 32-port
crossbar even for a 2-node machine incurring roughly half the cost of a 32-node network.

Torus networks are better in this respect, since there is no central switch to buy up front, but
still penalize small machines for the ability to scale to large sizes. To scale to a given size, the node
degree and link bandwidth of a torus, which sets per-node cost, must be set for the maximum size
machine. The figure shows how a torus that scales to 4096 nodes costs twice as much as a torus
that scales to only 512 nodes, because the link bandwidth must be doubled to enable scaling to the
larger size.

Hierarchical networks overcome this limitation. They have very low cost in small configurations

1Today the ratio is about 20×, however the figure assumes that optical technologies will become less expensive in
the future.
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Figure 5.5: Cost vs. size for crossbar, torus, and hierarchical networks.

and the cost increases in a piecewise linear manner that incurs the cost of scalability only when it
is needed. Up to the size of a subnetwork, 64-nodes in the example considered in the figure, all
links are electronic and the link bandwidth need only be provided to scale to the subnetwork size.
From 64 to 128, optical links are added to connect two subnetworks together. In this configuration
all communications must traverse at most one optical link. At 128 nodes, a central subnetwork is
added and communications must traverse at most two optical links. This arrangement scales to
4096 nodes with a cost less than that of a torus network.

Hierarchical networks offer the potential for commercial computer manufacturers to design
scalability into their low-end servers with 32-128 nodes without impacting the cost of these low end
machines. These commodity building blocks can then be composed to realize high-end machines
with very large numbers of nodes.

5.3 High-Speed Signaling

High-speed chip-to-chip interconnects are essential in alleviating the communication bottleneck in
today’s computing systems. These high-speed links achieve over 1Gbit/s transmission rates by using
impedance-controlled channel, high-bandwidth transceivers, and precise timing circuits. Although
the bit rate has been the primary concern of these links, the power dissipation has also become
important, as the emerging applications such as high-end network routers and multiprocessor-based
servers demand tens to hundreds of high-speed links integrated on a single chip with limited power
budget. Therefore, this work focuses on building high-speed links that are also energy-efficient.
Lower power dissipation allows more links integrated on the chip, and thus increasing the total I/O
bandwidth of the chip for fixed power budget.

Adaptive power-supply regulation is the key technique for maximizing the energy-efficiency. By
lowering the operating frequency when peak performance is not needed and also reducing the supply
voltage to the minimum needed to support that frequency, a large reduction in power is possible
since the energy is quadratically related to the voltage. Power-aware processors such as Intel’s
Xscale and Transmeta’s Crusoe have adopted this technique, and we extend it to high-speed serial
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links. We proposed a digital sliding controller for the adaptive power-supply regulation, which has
robust stability, fast transient response, and high power efficiencies [7], [8].

The proposed serial link uses five parallel transmitters and receivers operating in parallel, and
therefore the bit rate is 5 times as high as the clock frequency. If the supply voltage is fixed, the
number of parallel transceivers would not affect the power dissipation since the reduction due to
the lower frequency is compensated by the increase due to the larger area. However, the adaptive
power-supply regulator lowers the supply voltage for the entire I/O circuits as the clock frequency
is reduced. Since the power scales quadratically with the voltage, the parallel transceivers can
achieve a large reduction in power by lowering both frequency and the voltage, provided that the
transceivers can reliably operate at those low voltages. We proposed several circuit techniques for
transceivers that can operate below 1-V supply [5],[6].

The links from different sources must have their own synchronization circuits, for example,
phase-locked loops. With the increasing number of sources, we can no longer afford to send the
clock signals along with the data, because of the limited number of pin counts and power budget.
Therefore, the synchronized clock must be recovered from the received data stream. Since each link
requires its own clock recovery circuit, the low-cost implementation in terms of power and area is
critical. Since the supply voltage is dynamically adjusted to the clock frequency and compensates for
process and temperature variations, the initial frequency of the voltage-controlled oscillator(VCO)
in the phase-locked loop can be very predictable. This greatly simplifies the jobs of recovering the
clock, compared to the ordinary case where the initial frequency varies by at least a factor of 2 due
to process variations. We can also scale the other timing properties of the link with the bit rate by
using this regulated supply, such as the slew rate of the transmitter and the input bandwidth of
the receiver.

5.4 SUIF

Parallelism and data locality optimizations are critical to achieving high performance on multipro-
cessors. We have developed a new transformation framework together with compiler algorithms
that can automatically perform complex transformations that yield effective results for a large do-
main of programs. Our research has three major contributions. The first contribution is the affine
partitioning model which unifies a large class of loop transformations. Based on this model, we have
designed a new transformation framework that is general, powerful and effective for parallelism and
data locality optimizations. The second and third contributions are the parallelization and data
locality algorithms. These algorithms address key practical issues for achieving high performance
in multiprocessors and subsume many of the techniques developed previously for parallelism and
locality. The parallelization algorithm is powerful and effective in that it can find all the loop-level
parallelism that can be exposed through any combination of a large class of loop transformations.
In addition to performing aggressive transformations from affine partitioning, the data locality al-
gorithm also enables blocking and array contraction across arbitrarily nested loops to enhance data
locality.

We have developed a transformation framework based on the concept of affine partitioning.
This framework has several important properties. First, the framework is general enough to handle
general loop structures with affine array accesses and loop bounds. This is significant as large appli-
cations typically contain imperfect loop nests. Second, data dependence constraints are expressed
accurately without having to abstract them, making the derivation of transformation less sensitive
to the original program structure. Third, the framework enables the construction of effective al-
gorithms, where the problem of finding the best combination of the unified loop transformations
reduces to finding the best affine mappings with respect to a set of constraints. Finally, the ability
to optimize across imperfect loop nests also simplifies the problems of generalizing blocking and
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exposing contractable arrays across imperfect nests.
Based on the affine partitioning model, we developed a compiler algorithm that derives a com-

bination of affine space and time partitioning to parallelize a program. Given a program consisting
of general loop nests with affine array accesses and loop bounds, our algorithm has the following
properties. First, the optimization problem is formulated with precise data dependence informa-
tion. Second, our algorithm is the first algorithm that finds the optimal affine partitioning, one
that maximizes the degree of loop-level parallelism at the coarsest granularity with respect to all
the unified transformations. In other words, our algorithm subsumes previously proposed algo-
rithms that are based on a subset of the unified transformations. Third, the affine mappings are
derived directly from data dependence constraints without the need to search over a set of candidate
transformations. Fourth, the algorithm simultaneously considers parallelism along with synchro-
nization and communication cost, trading off excess parallelism to minimize communication when
necessary. Finally, our algorithm is guaranteed to find the best affine partition that maximizes the
degree of parallelism requiring (1) no communication, (2) O(1) synchronization and near-neighbor
communication, and (3) O(n) synchronization and near-neighbor communication.

We have also developed an algorithm to improve data locality under the affine partitioning
framework. This technique is applicable to improving the performance of uniprocessors and mul-
tiprocessors. The key observation underlying our approach is that parallelism makes the freedom
in code motion explicit, and therefore is useful for locality optimization. Array contraction and
blocking are two techniques demonstrated to be very important for improving data locality. These
two transformations can benefit greatly from affine partitioning.

Our parallelization technique based on affine partitioning is directly applicable to array contrac-
tion. The algorithm finds the best affine transform that separates the computation of a program
into the largest number of independent threads. As all related operations are captured in the same
thread, running the threads sequentially separates the live ranges of the elements in the work ar-
rays, making it possible to reduce the arrays to scalar variables. It also improves temporal locality
among related operations that might be scattered over many loops in the source program. As affine
partitions are equivalent to all combinations of unimodular transforms, fusion, fission, reindexing,
scaling, and statement reordering, our algorithm is more effective than previous techniques which
use only a subset of such transforms.

Various attempts have been made to generalize blocking beyond its original domain of perfect
loop nests. In the original formulation of blocking, unimodular transforms are first applied to a
perfectly nested loop to make it fully permutable. A loop nest is fully permutable if all the loops
can be arbitrarily permuted without changing the original program semantics. Once a loop nest
is made fully permutable, it is trivial to block the loop nest. An n-dimensional fully permutable
loop nest also has at least n-1 degrees of pipelining parallelism. We have developed an algorithm
that can extract from an arbitrarily nested program the largest outermost fully permutable loop
nest using affine transforms. Ahmed et al. have also developed a heuristic procedure that finds
outermost fully permutable loop nests in two steps: the first turns arbitrary loop nests into a high-
dimensional perfect loop nest, and then unimodular techniques are used to create fully permutable
loop nests. The approach of just blocking fully permutable loop nests, however, is inadequate.
Most programs cannot be made into one fully permutable loop nest but can still benefit from the
concept of blocking.

By going back to first principles, we generalize the notion of blocking to make it directly
applicable to arbitrarily nested loops. Fundamentally, blocking can be viewed as an interleaving
of a number of parallel or pipelinable threads to allow reuse of common data. The threads may
share common read-only data, or they may read from or write to the same cache line. Perfect
loop nests represent the special case where each parallel or pipelinable thread contains inner loops;
blocking here means that the iterations of the inner loops from different threads are interleaved.
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In the case where threads contain multiple statements, blocking interleaves the execution of each
statement from different threads. Blocking can thus be generalized as a distribution of a portion
of the outer loop containing parallel or pipelinable threads over inner statements or inner loops.
With this generalization, it is not necessary to convert loops into perfect nests before the benefits
of blocking can be realized.

There is a very interesting interaction between array contraction and blocking. Whereas block-
ing tries to interleave independent threads to enhance locality, an array contraction algorithm tries
to “de-interleave” independent threads so that intermediate data can be consumed immediately.
Whereas blocking may require variables containing intermediate data be expanded by the block
size, array contraction tries to reduce the dimension of work arrays to minimize the computation’s
data footprint. Our algorithm combines the advantages of the two techniques by first separating
the computation into threads to enhance the temporal locality of intermediate results, contracting
the work arrays where possible, followed by a judicious interleaving of the independent threads to
increase data locality, and expanding variables to small arrays where necessary.

Our locality optimization reuses the same basic algorithms that have previously been developed
for parallelization. By transforming the code to contain the largest number of outermost parallel
and pipelinable threads, these algorithms put the code in a canonical form where all the code motion
opportunities are exposed. All the clever program transforms are performed by these algorithms.
It is rather straightforward to implement array contraction and generalized blocking for programs
in the canonical form. The commonality between parallelization and locality optimization reduces
the implementation effort.

We have applied the affine transformation technique to Jameson’s transonic flow solver which
is a 5000-line Fortran program that uses a multigrid algorithm to solve three-dimensional Euler
equations. The input data is a model of an ONERA M6 wing, a well-known test case in the aero-
nautics community. Whereas a commercial compiler manage very little speed up on this program,
a speed up of 25 on 32 processors is achieved using the algorithms we developed.

5.5 Software Error Checking

The main focus of the CSL effort is to develop technology for massively parallel machines. A
key challenge in building such machines is ensuring both hardware and software correctness while
staying within tight economic constraints. Traditional approaches to hardware validation have
large fixed costs, even for single-processor chips. Unfortunately, our limited production runs make
it infeasible to recover such costs while, simultaneously, the large scale of our machines make
validation significantly more difficult. Somehow we must validate more complex designs with fewer
resources. We have attacked this problem by developing novel validation techniques. Our initial
results, described below, are very promising. Further, they can be readily transferred for use in
more mainstream settings.
From a software validation perspective we can split a parallel machine into three levels:

1. The software that describes the hardware (e.g. Verilog descriptions).

2. The chip-specific embedded software that surrounds the hardware and controls operations
such as message routing or global cache coherence.

3. The operating system used to manage and protect global resources.

All three levels are complex, as well as notorious for both delays and hard-to-diagnose errors.
Our current work has focused on the last two levels by developing methods to find errors both in
the FLASH cache coherence protocol code (representative of the second level above), as well as
OpenBSD and Linux (representative of the third). Future work will address the first.
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We find errors using two complementary approaches. The first uses system-specific compiler
analysis to statically detect errors. Static analyisis allows us to easily catch many errors that
would otherwise require days to reproduce with testing. Our results show it is effective. It has
found thousands of errors, including errors in FLASH code that was aggressively tested for over
five years. The second is deep checking using formal methods. Here, we use compiler analysis to
automatically extract a specification of code from the code itself, thereby eliminating one of the
largest barriers to formal verification. We discuss each in turn below.

5.5.1 System specific static analysis

This subsection discusses how to use system-specific static analysis to find errors in low-level sys-
tems code, representative of that used by the massively parallel systems we are building. This
software must obey many rules such as “to prevent deadlock, functional units cannot have cyclic
dependencies,” “for speed, enforce mutual exclusion with spin locks rather than disabling inter-
rupts,” and “message handlers must free their buffer before completing.” Code that does not obey
these rules can degrade performance or crash the system.

/* From Linux 2.3.99 drivers/block/raid5.c */
static struct buffer_head *
get_free_buffer(struct stripe_head *sh,

int b_size) {
struct buffer_head *bh;
unsigned long flags;

save_flags(flags);
cli();
if ((bh = sh->buffer_pool) == NULL)

return NULL;
sh->buffer_pool = bh->b_next;
bh->b_size = b_size;
restore_flags(flags);
return bh;

}

Figure 5.6: Example code from the Linux 2.3.99 Raid 5 driver illustrating a real error caught by
the extension. The SM will be applied down both paths in this function. The path ending with a
return of bh is well formed and will be accepted. The path ending with the return of NULL is not,
and will get a warning about not re-enabling interrupts.

There are several methods to find violations of such rules. A rigorous way is to write a formal
specification of the code and check this specification using a model checker or theorem prover.
Formal checking finds errors difficult to reach by other means. However, specifications are difficult
and costly to construct. As a result, it is extremely rare for software to be verified.

The most common method for finding rule violations is a combination of testing and manual
inspection. Testing is simpler than verification. However, testing only finds errors on executed code
paths. Since the number of paths grows exponentially with code size real systems have many paths
rarely or never hit by testing and errors that manifest themselves only after days of continuous
execution. Further, finding the cause of a test failure can be difficult, especially when the effect is
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a delayed system crash. Finally, because testing requires running code, it does not work well for
our situation where we want to develop software before the hardware it will run on exists.

sm check_interrupts {
// Variables: used in patterns.
decl { unsigned } flags;

// Patterns: specify enable/disable calls.
pat enable = { sti(); }

| { restore_flags(flags); } ;
pat disable = { cli(); };

// States
// The first state is the initial state.
is_enabled: disable ==> is_disabled

| enable ==> { err("double enable"); }
;

is_disabled: enable ==> is_enabled
| disable ==> { err("double disable"); }
// Special pattern that matches when the SM
// hits the end of any path in this state.
| $end_of_path$ ==>

{ err("exiting w/intr disabled!"); }
;

}

Figure 5.7: A meta SM to detect (1) when interrupts disabled using cli are not re-enabled using
either sti or restore flags and (2) duplicate enable/disable calls.

Because testing misses so many cases, implementers rely heavily on manual inspection. Inspec-
tion has the strength that it can consider all semantic levels and adapt to ad hoc coding conventions
and system rules. Unfortunately, many systems have millions of lines of code with deep, complex
code paths. Reasoning about a single path can take minutes or sometimes, when dealing with
concurrency, hours. Further, the reliability of manual inspection is erratic.

These methods leave implementers in an unfortunate situation. Verification is impractical for
most systems. Testing misses many cases and makes diagnosis difficult. Manual inspection is
unreliable and tedious. One possible alternative is to use static compiler analysis to find rule
violations. Unlike verification, compilers work with the code itself, removing the need to write and
maintain a specification. Unlike testing, static analysis can examine all execution paths for errors,
even in code that cannot be conveniently executed. Further, a compiler analysis pass reduces the
need to construct numerous test cases and scales from a single function to an entire system with
little increase in manual effort.

Compilers can be used to enforce systems rules because many rules have a straightforward
mapping to program source. Rule violations can be found by checking when source operations
do not make sense at an abstract level. For example, ordering rules such as “interrupts must be
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enabled after being disabled” reduce to observing the order of function calls or idiomatic sequences
of statements (in this case, a call to a disable interrupt function must be followed by a re-enable
call).

The main barrier to a compiler checking or optimizing at this level is that while it must have
a precise understanding of the semantics of its input code, it typically has no idea of the “meta”
semantics of the software system this code constructs. Thus, it cannot check many properties
inexpressible (or just not expressed) in terms of the underlying language’s type system. This leaves
an unfortunate dichotomy. Implementers understand the semantics of the system operations they
build and use but do not have the mechanisms to check or exploit these semantics automatically.
Compilers have the machinery to do so, but their domain ignorance prevents them from exploiting
it. We have attacked this problem by developing meta compilation (MC) to automatically check
systems rules. MC makes it easy for implementers to extend compilers with lightweight, system-
specific checkers and optimizers. Because these extensions can be written by system implementers
themselves, they can take into account the ad hoc (sometimes bizarre) semantics of a system.
Because they are compiler based, they also get the benefits of automatic static analysis.

In our MC system, implementers write extensions in a high-level state-machine language, meta.
These extensions are dynamically linked into our extensible compiler, xgcc. After xgcctranslates
each input function into its internal representation, the extensions are applied down every possible
execution path in that function. Typically they use language-based patterns to recognize operations
that they care about. Then, when the input code matches these patterns, they detect rule violations
by transitioning between states that allow or disallow other operations. Patterns are written in an
extended version of the base language (C), and can match almost arbitrary language constructs
such as declarations, expressions, and statements. Expressing patterns in the base language makes
them both flexible and easy to use, since they closely mirror the source constructs they describe.

This approach is best seen by example. Figure 5.7 shows a stripped-down meta extension for
Linux that checks that disabled interrupts are re-enabled or restored to their initial state upon ex-
iting a function. Interrupts are disabled by calling the cli() procedure; they are enabled by calling
sti() or restored using restore flags(flags), where the flags variable holds the interrupt state
before the cli() was issued. Conceptually, the extension finds violations by checking that each
call to disable interrupts has a matching enable call on all outgoing paths. As refinements, the
extension warns of duplicate calls to these functions or non-sequitur calls (e.g., re-enabling without
disabling). A more complete version of this checker found 82 errors in Linux code.

Our primary contributions, described in [2, 1, 3] is the demonstration that MC is a general,
effective approach for finding system errors. Our most important results are:

1. MC checkers find serious errors in complex, real systems code. We have used extensions to
find thousands of errors in four real systems: Linux, OpenBSD, the Xok exokernel, and the
FLASH machine’s embedded cache controller code [9]. Many errors were the worst type of
systems bugs: those that crash the system, but only after it has been running continuously
for days.

2. MC optimizers discover system-level opportunities that are difficult to find with manual
inspection. While we have focused mainly on error checking, MC extensions can also be used
for optimization. We have built three FLASH-specific, MC optimizers that found hundreds
of system-level optimization opportunities.

3. MC extensions are simple. The extensions mentioned above are typically less than a hundred
lines of code.

A practical result of our experience with MC is that the majority of our extensions were written
by programmers who had only a passing familiarity with the systems that they checked. Although
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writing code that obeys system rules can be quite difficult, these rules are easy to express. Thus,
writing checkers for many of them is relatively straightforward.

5.5.2 Practical, deep checking using formal methods

While static checking is effective at finding many errors, it has difficulty with those that require
dynamic information. Thus, we want methods to augment it. The best complement is to use
full formal verification for deep analysis. However, as discussed above, the difficulty in manually
writing specifications has made formal verification of software largely impractical. We counter this
difficulty by developing methods to automatically extract specifications (“models”) from low-level
software implementations. We use our extensible compiler system, xgcc, to perform the extraction.
The extracted model is combined with a model of the hardware, a description of correctness, and an
initial state. The whole model is then checked with the murphi model checker. This approach has
a number of strengths. First, it reduces the cost of creating models, which allows model checking
to be used more frequently. Second, it increases the effectiveness of model checking since the
automatically extracted models are more accurate and faithful to the underlying implementation
— when compared to a laboriously constructed manual model, we found more errors (8 versus
none) and built the model automatically in minutes rather than months.

As a case study, we apply our method to the cache coherence protocols of the Stanford FLASH
multiprocessor. This software is typical of the low-level support software needed by massively
parallel machines. First, the catastrophic nature of coherence code bugs has already led others to
use manually driven model checking to check FLASH protocols [11]. Thus, we can compare our
method with a more conventional verification technique. Second, it is highly optimized and difficult
to read, and thus difficult to specify correctly. Finally, for the purpose of finding errors, FLASH
represents a hard test: it is real, working, systems code that has undergone years of testing under
simulation, on a real machine, and via formal verification. The main protocol we check, dyn-ptr,
has been under constant use for over five years and has formed the basis for almost all experimental
results on the hardware [4].

The critical enabling technology for our approach is our compiler, xgcc [1, 2]. We use two
types of extensions: extensions that perform extraction, and extensions that perform translation.
Extraction extensions select sections of protocol code to be modeled, while printing extensions
translate the extracted protocol code into a murphi model description. xgcc uses program slicing
to extract the selected sections of the implementation, while the translation is performed on the
sliced-out abstract syntax tree (AST) [12]. Because the extraction is flexible, the author of the
extensions can use human judgment to abstract away implementation details in order to focus on
the important aspects and exploit all of the programming conventions used in the protocol code to
do the best possible extraction. The use of xgcc for this application makes it feasible to write several
customized translators to produce different models of the same underlying system, each focusing on
different functionality. Each extracted model is then combined with a manually constructed model
of the rest of the system, a correctness definition, and an initial state to form a complete model,
which is verified using the murphi model checker.

The core observation motivating our work is that the correspondence between the model and the
implementation is so strong that it should be possible to automatically build the model description
from the code. We see this in Figure 5.10, which shows an automatically extracted model of the
code in Figure 5.8 that was derived by our system. The meta slicer used to generate this description
specifies that the hl and nh variables, the SEND functions, and the assertions should be extracted.
The extracted model mirrors the code more closely than the manually constructed model and is
richer in its description. Specifically, the header length assignments and assertions present in the
code, which are marked with asterisks in the figure, are included. Automatic extraction makes it
easy to model such additional features.
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There are some differences between the manually constructed model and the extracted model.
An example of this is line 7 in Figure 5.9, which does not appear in the protocol code because
the hardware sets the cache state. When manually modeling a system, the user is free to mix
actions of both the code and the hardware in the model. Our extracted model does not include
hardware actions, which must be modeled manually instead. Another good example of both of these
problems is line 12 in Figure 5.9. It is an assertion that has been removed from the implementation,
but remains in the murphi description. On the other hand, it did not cause any false positives
because of translation mistakes elsewhere in the model. The problem of both drift and translation
mistakes between manually written models and the underlying implementations are common in
real verification efforts.

Our main results, described in [10], are:

1. The approach is effective. We found eight hard errors in the code. All of these could have
crashed the system. Two are errors that only occur on very specific sequences of events, which
would make them difficult to find through testing.

2. The approach is practical. Our extraction and translation extensions are about 100 lines
of code, which extract descriptions that are approximately 1000 lines from implementations
that are about 10K lines. We did not have to make any modifications to the FLASH source,
except to pre-processing macros.

3. The approach is more effective than manual verification – it found more bugs (the manual
effort found none) and is significantly easier. Its increased effectiveness is largely due to the
automatic extraction, which is more faithful to the implementation and checks many more
features than the manually constructed model.

We are not claiming that these techniques are fully automatic. Rather, they automatically extract
models from parts of the system whose implementations are understandable by xgcc. For example,
the FLASH network had to be manually modeled because it did not have an implementation that
could be automatically processed.

We envision the use of static analysis to find broad classes of errors and the use of lightweight
formal verification to focus on key components. We are exploring the use of similar techniques at
the level of hardware description code (e.g., “verilog” or “system C”), since many of the same types
of constraints show up there as well, and the cost of errors is even higher.
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void PILocalGet(void) {
/* ... Boilerplate setup code ... */
headLinkAddr =
FAST_ADDRESS_TO_HEADLINKADDR(addr);

FLDEBUG(’h’, "%u: headLinkAddr = %llx",
procNum, headLinkAddr);

READ_HEADLINK(headLinkAddr);
nh.len = LEN_CACHELINE;

2,10 if (!hl.Pending) {
11 if (!hl.Dirty) {

/* ... 37 lines deleted ... */
ASSERT(!hl.IO);
// The commented out ASSERT is
// true 99.99% of the time, but is
// not always

12! // ASSERT(hl.Local);
/*... deleted 15 lines ... */

14 PI_SEND(F_DATA, F_FREE, F_SWAP,
F_NOWAIT, F_DEC, 1);

13 hl.Local = 1;
/* ... deleted 14 lines */

3 } else {
5 ASSERT(!hl.List);
5 ASSERT(!hl.RealPtrs);

FLSTAT_INC(procNum, readsCancelled);

if (!hl.IO) {
5 ASSERT(hl.HeadPtr);
4 ASSERT(!hl.Local);

nh.len = LEN_NODATA;
/* setting opcode for send */

8 nh.msgType = MSG_GET;
/* setting destination to

node that called us */
8 nh.dest = hl.Ptr;
8 NI_SEND(THIRD, F_NODATA, F_FREE,

F_NOSWAP, F_NOWAIT, 12);
/* ... deleted 12 lines ... */

6 hl.Pending = 1;
}

Figure 5.8: Sample FLASH code. A manually written model for this code is given in Figure 5.9.
The numbers on the left-hand side correspond to the line numbers in the manual model. The
fact that there is such a close correspondence allows us to automatically extract the model in
Figure 5.10 using extensions. The line marked “12!” corresponds to an erroneous assertion present
in the manual model, but not in the code.
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Rule "PI Local Get (Else)"
1: Cache.State = Invalid & ! Cache.Wait
2: & ! DH.Pending -- if pending NAK
3: & DH.Dirty ==>

Begin
4: Assert !DH.Local "PILocalGet:L = A0";
5: Assert DH.Head & !DH.List & DH.Real=0

"PILocalGet:case D=1";
6: DH.Pending := true;
7: Cache.Wait := true;
8: Send_Request(Home, DH.HPtr, Get,

Home, void);
End;
Rule "PI Local Get (Put)"

9: Cache.State = Invalid & ! Cache.Wait
10: & ! DH.Pending -- if pending NAK
11: & ! DH.Dirty ==>

Begin
12: Assert !DH.Local "PILocalGet:L = A0";
13: DH.Local := true;
14: CC_Put(Home, Memory);

EndRule;

Figure 5.9: Partial murphi model description for the PILocalGet handler in Figure 5.8.

141



Rule "PI Local Get"
Cache.State = Invalid & !
Cache.Wait & Qspace(1) ==>

Begin
* HG_header.nh.len := len_data;

if(hl.Pending = 0) then
if(hl.Dirty = 0) then

mbResult :=
pi_send_func(procNum, nh);

Local := 1;
else

assert(((hl.List = 0) != 0));
assert(((hl.RealPtrs = 0) != 0));
if(hl.IO = 0) then

assert((hl.HeadPtr != 0));
assert(((hl.Local = 0) != 0));

* nh.len := len_nodata;
nh.msgType := MSG_GET;
nh.dest := hl.Ptr;

* assert(nh.len = len_nodata);
ni_send(2, 0, procNum, nh);
hl.Pending := 1;

/* ... deleted ... */

Figure 5.10: An automatically extracted model of the FLASH code in Figure 5.8.
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5.6 Large System Simulation

The ultimate goal of our large machine simulation project has been to simulate a future large-scale
machine using current large-scale machines. The basic idea is to simulate a machine with an order
of magnitude bigger than the one the simulator is running on and to do so with enough speed that
realistic applications can be run and studied.

The simulations target two potential user groups. The first is computer architects. Using
the simulation environment, architects can evaluate design and implementation choices for large
machines running realistic workloads. For example, computer architects can simulate the execution
of highly realistic workloads, such as the actual important applications and use these workloads to
drive implementation and design choices.

The second group is software developers. Using the simulation environment, parallel applica-
tions can be developed on large machines before the actual machine is constructed. The simulation
environment provides tools to identify scalability bottlenecks, as well as simply testing the func-
tional correctness of the algorithms. Given that access to the newest and largest computers is
always limited, using smaller, older computers for development should provide better access.

The approach we have taken is to extend the SimOS complete machine simulation environment
to handle very large machines efficiently. SimOS simulates all the hardware of a computer system
with enough speed and detail to run the software. The version the SimOS we started with, modeled
SGI-like MIPS-based multiprocessor running SGI’s IRIX operating system. SimOS contains several
different hardware simulators that differ in the speed and detail in which they model the system.
By using the faster simulators to get the realistic workloads up and running, then switching to the
more detailed simulators, SimOS allows users to both study the behavior of the simulated hardware
as well as study the behavior of the software running on the simulator.

In its fastest mode SimOS can simulate a uniprocessor machine of around a factor of 10 slower
and than that actual machine. SimOS can also simulate a multiprocessor with near-linear slow
down in the number of simulated processors. At this speed, it is possible to get a commercial
operating system booted and run realistic, full-scale applications on the system.

Although SimOS has proven itself very useful in modeling small-scale machines, even a linear
slowdown is unacceptable when modeling machine with the thousands of processors. Our work
on extending SimOS for large-scale machines has been two stages. The first-stage was to extend
SimOS to support very large machines. We have increased the data structures used handle many
thousands of processors, memories, and I/O devices. This enabled SimOS to be configured with
simulated resources as large as the largest supercomputer.

Because we lacked an operating system capable of handling a shared memory of multiprocessor
with thousands of processors, we extended SimOS to model clusters of multiprocessors much like
existing SGI Orgin machines can be partitioned. This modification allowed us to model a system
of thousands of processors using an OS that handles only around 64 processors.

Figure 5.11 shows a 1024 CPU, 64GB of RAM simulated machine booting 16 independent SGI
IRIX operating systems, each managing one sixteenth (64 CPUs, 4GB of memory) of the machine.

The second and more challenging stage has been to get the simulator to run on a large-scale
multiprocessor and exploit the scalable parallel execution on these machines to allow the simu-
lated processors to run in parallel. The goal is to do this with similar slowdowns seen on smaller
scale machines so that we could simulate a thousand processor machine using a hundred processor
machine, with the slowdown of only a factor of one hundred.

At this time last year we had the first stage up and were simulating machines of 1000 processors
on uniprocessors and small-scale multiprocessors. Over the last year, we have been working on
scaling up the degree of parallelism of the simulator. Using the large SGI Origin at NASA Ames,
we have been able to study and tune 64-way parallel versions of the simulation environment.

143



Figure 5.11: Screen dump showing the consoles of 16 Irix operating systems on a simulated 1024CPU
machine

Taking a program as large and complex as SimOS and getting good scalability on large numbers
of processors, has been a significant challenge. We have been able to identify several areas that
haven’t scaled well and have modified the system to remove the bottlenecks.

The current status of the simulation environment is that the scalability we achieve is very
workload dependent. For example, we have been able simulate a 32 CPU machine running on a 32
CPU machine with each simulated processor running at 50 MIPS on a 200 MIPS native machine
processor. For workloads such as SGI IRIX operating system running a simple parallel application
that puts all processors into a tight loop, the simulator can maintain this speed. Figure 5.12 shows
a simulation speed in millions of instructions per second (MIPS) over time for a 32 CPU machine
booting IRIX and running a simple application. The simulator is running on a 32 CPU SGI Origin
running at 250 Mhz. Aside from the early boot that is single-threaded and I/O intensive, the
simulator can maintain around 1600 MIPS of performance on a machine that is natively around
6400 MIPS.

For more realistic workloads containing frequent TLB misses, system calls, and disk I/O ac-
cesses, we still have much room to improve scalability. Many of these operations were not perfor-
mance critical for the simulator in smaller configurations, but with 1000s of processors they have
become bottlenecks. To help us eliminate these bottlenecks, we have assembled two additional
pieces of infrastructure to the project. We have gotten access to the Flash machine prototype for
running simulations. Although we currently have only access to 32 CPUs, the instrumentation and
dedicated access time to the machine makes it an excellent platform for studying the scalability
behavior of the simulator. In comparison to the NASA Ames batch-mode access to the machines,
the ability to interactively study the machine and use the hardware instrumentation has been in-
valuable. This experience has also provided further evidence of the usefulness of the simulation
environment for software development.

The second piece of infrastructure we have assembled is a port of SGI’s IRIX 6.5 to the simulator.
IRIX 6.5 is capable of scaling to hundreds of processors in a shared-memory configuration. We have
already booted a 256 CPU kernel on SimOS. Supporting a large-scale single-image operating system
will make it much easier to find and run realistic applications with minimal effort.
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Figure 5.12: Simulation rate in MIPS as a function of time for a simulated 32 CPU machine running
on an actual 32 CPU machine.

5.7 FLASH and FLASHPOINT

5.7.1 Hardware Stability and Protocol Development

At the beginning of FY01, the FLASH machine was only stable at small processor counts (6 or
fewer), which limited its usefulness in studying application and cache-coherence protocol perfor-
mance. We have made significant improvements in this regard over the past year.

We found that the primary limitations in machine stability were errors in our network topology
and routing tables. After fixing these problems, we were able to concentrate our efforts on improving
the reliability of the cache-coherence protocol. We can now boot a 64-processor machine with the
dynamic pointer cache-coherence protocol. The FLASH machine is stable at 32 processors and
often runs for several hours at a time at 64 processors. We are currently attempting to improve
64-processor stability.

The stability of the hardware has allowed us to concentrate on developing new cache coherence
protocols. In addition to dynamic pointer, we are able to run three new cache coherence protocols
on the hardware: bitvector, coarsevector, and remote access cache (RAC). These new protocols
are approaching stability on large machine sizes, and we will be conducting a comparative protocol
study soon.

5.7.2 FlashPoint

Extended memory profiling, the ability to monitor the cache-coherence protocol state of a running
program, was fully integrated into FlashPoint and its associated visualization tool, Rivet, in FY01.
This development, together with the stability of the FLASH machine in larger configurations,
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enabled more sophisticated performance analysis of applications than was possible before.
We re-examined the performance of VirtualMesh, a fluid-flow simulation from CTR, with the

newly-extended FlashPoint on larger machines. FlashPoint had previously been used to improve the
data allocation and placement of VirtualMesh on 4 processors, leading to a performance improve-
ment of 15%. We found that on machines larger than 4 processors, however, the program exhibited
a pathological sharing pattern, called false sharing, when it solved the Poisson equation. During
this critical phase of the computation, memory requests were being serviced by remote caches,
not remote memories, and this caused a serious performance degradation. The new extensions to
FlashPoint provided the critical data to diagnose this performance problem. By adding a matrix
transposition phase, the false sharing was alleviated, and we achieved another 15% performance
gain on 8 and 16 processors.

5.7.3 Simulation Study

The availability of the FLASH hardware enabled us to evaluate the accuracy of the simulators used
during FLASH’s construction. We found that architectural simulators, which are often used in the
research community for evaluating new ideas, rarely predict performance with better than 30%
accuracy. The simulation error can be much worse if the simulator does not model certain critical
effects. Our results, published in ASPLOS IX, are particularly important because they point out
limitations of a commonly-used research methodology.

5.8 Rivet Visualizations

In the past few years, we have been developing Rivet, a visualization environment with the power
and flexibility to be used in understanding a wide range of real-world computer systems problems
[15]. In designing Rivet, we encountered several challenges:

• Supporting data transformations. Providing data transformation capabilities within the vi-
sualization system greatly enhances its exploratory power. The environment must not only
provide a robust set of standard operators, but also enable users to add their own transfor-
mations.

• Interfacing with arbitrary data sources. Since data collection tools for computer systems vary
widely, from hardware monitors to software instrumentation to simulation, the visualization
environment must be able to import large data sets from disparate sources.

• Coordinating events, objects and data. In order to support interactive exploration of large
data sets, the system must provide coordination of multiple views and facilities for formulating
visual queries.

• Finding the right object model and interfaces. Determining the right object granularity
and the parameterizations of those objects is critical for easy configurability of the system,
necessary for applicability to a broad range of problems.

In the past year, we have applied Rivet to several computer systems analysis tasks. In addition,
we have developed Polaris, an effective framework for exploring large multi-dimensional data sets.
Finally, we are using Polaris to augment more traditional scientific visualizations, yielding a power-
ful environment for analyzing physical systems such as large-scale engine turbine simulations. We
have used Rivet to solve a range of real-world problems in computer systems analysis. These three
examples demonstrate the flexibility of Rivet and illustrate how Rivet can be used to improve the
performance and scalability of large applications and multiprocessor systems.
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5.8.1 Application to Parallel Systems Performance

Achieving good application performance on scalable shared memory multiprocessors is a challenging
task. We used Rivet to study the performance of Argus [21], a parallel rendering library for
use in large real-time graphics applications such as scientific visualization systems. Specifically,
the Argus developers encountered a scalability problem: Argus only scaled well to 26 processors
before showing a sharp performance decline. They were unable to solve the problem using several
traditional analysis tools, such as software profiling and hardware performance counters.

We used Rivet coupled with SimOS [20], a complete machine simulator, to perform multiple
simulation and visualization iterations, each focusing on different aspects of the application and
operating system. Several types of per-process events, such as thread scheduling and kernel traps,
were displayed using two different metaphors according to the time scale: Gantt charts were used for
detailed displays of individual events, and strip charts were used to display aggregates computed
using data transforms. During the analysis process, we uncovered several surprising problems,
including large amounts of contention for a kernel lock caused by a bug in the operating system
[16]. Figure 5.13 shows one visualization used in this iterative analysis.

This study illustrates the importance of the design decisions made in Rivet. Because the data
being visualized changed with each iteration, we needed to rapidly prototype different visualizations.
Encodings enabled the Gantt charts and strip charts used to be easily applied to a wide range
of data: processor utilization, kernel traps, lock activity and thread scheduling. Interactivity and
efficient graphics were necessary to study millions of cycles of detailed activity across a large number
of processes.

5.8.2 Application to SUIF

Exploiting coarse-grain parallelism is critical to achieving good performance for existing sequential
programs running on multiprocessors. While automated parallelization can sometimes achieve good
performance, a parallelizing compiler is limited by its lack of application-specific knowledge. On
the other hand, because of the size and complexity of legacy codes, manual parallelization is often
a challenging and error-prone task.

SUIF Explorer [19] is an interactive parallelizing compiler that combines the advantages of
automatic and manual techniques. It uses sophisticated static compiler analyses to parallelize code
sequences where possible. However, when automated parallelization fails, it provides the user with
these analysis results as well as data from dynamic execution analyzers, which finds sections of code
which are potentially parallelizable and determines which regions of the program would most benefit
from parallelization. The user can utilize this data to uncover additional coarse-grain parallelism
in the code.

Figure 5.14 shows a visualization of this data to help the user focus on the sections of code
that might benefit most from user intervention. It presents the loop execution data directly in the
context of the application’s source code, rather than in terms of loop ID numbers and program
line numbers. The visualization also focuses user attention on the sections of code most likely to
benefit from user interaction, while enabling the user to interactively filter the data, eliminating
uninteresting code sequences. The user can also easily compare multiple runs of the same program.

5.8.3 Memory Profiling: Thor

Like the SUIF Explorer example above, this visualization addresses the challenge of maximiz-
ing the performance of programs running in parallel; in this case, the emphasis is on tuning the
memory system performance of applications. Memory systems are often the primary performance
bottleneck, especially on cache-coherent shared-memory multiprocessors. The large scale of these
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Figure 5.13: A visualization used in an iterative performance analysis of the Argus parallel ren-
dering library. The visualization is shown displaying kernel lock, processor utilization, and thread
scheduling information for a 39-processor run of the Argus library. The top view shows application
events aggregated by process type, while the bottom view shows a stack of resizable and moveable
Gantt charts.
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Figure 5.14: Screenshot of the SUIF Explorer visualization, combining a bird’s-eye code overview
with a detailed source code view; the three range sliders enable the user to interactively filter
and highlight sections of code. Lines are color-coded according to the dynamic execution analysis
results.
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Figure 5.15: Screenshot of the Thor visualization of FlashPoint memory profiling data, displaying
a bar chart of cache misses color-coded by miss type and broken down by the processor, procedure,
and data structure responsible for the misses. The color legend enables users to filter and sort
the cache miss categories; the lists at the bottom of the window enable users to filter and sort the
contents of the chart.

machines and the distribution of memory across all nodes of the machine serve to increase the la-
tency of remote memory accesses. While the shared-memory programming model allows developers
to write parallel applications without performing explicit memory placement, in order to maximize
performance it is often necessary for them to understand and control the layout of data structures
in memory. Memory profilers can help programmers better understand and improve the memory
system performance of their applications.

The Thor visualization, shown in Figure 5.15, presents detailed memory system utilization data
collected by FlashPoint[18], a memory profiler that runs on the FLASH multiprocessor[22]. Thor
combines a relatively simple visual representation with a set of controls for interactively aggregat-
ing, filtering, and sorting the data, enabling users to drill down from an overview of an application’s
memory system performance to detailed displays showing memory requests for individual proces-
sors, procedures, and data structures.

5.9 Polaris

Polaris [23][24] has been designed to support the interactive exploration of large multi-dimensional
relational databases. To effectively support the analysis process in large multidimensional databases,
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an analysis tool must meet several demands:

• Data-dense displays: The databases typically contain a large number of records and dimen-
sions. Analysts need to be able to create visualizations that will simultaneously display many
dimensions of large subsets of the data.

• Multiple display types: Analysis consists of many different tasks such as discovering cor-
relations between variables, finding patterns in the data, locating outliers, and uncovering
structure. An analysis tool must be able to generate displays suited to each of these tasks.

• Exploratory interface: The analysis process is often an unpredictable exploration of the data.
Analysts must be able to rapidly change what data they are viewing and how they are viewing
that data.

Polaris addresses these demands by providing an interface for rapidly and incrementally gener-
ating table-based displays. In Polaris, a table consists of a number of rows, columns, and layers.
Each table axis may contain multiple nested dimensions. Each table entry, or pane, contains a set
of records that are visually encoded as a set of marks to create a graphic.

Figure 5.16 shows the user interface presented by Polaris. In this example, the analyst has
constructed a matrix of scatterplots showing sales versus profit for different product types in dif-
ferent quarters. The primary interaction technique is to drag-and-drop fields from the database
schema onto shelves throughout the display. We call a given configuration of fields on shelves a
visual specification. The specification determines the analysis and visualization operations to be
performed by the system, defining:

• The mapping of data sources to layers. Multiple data sources may be combined in a single
Polaris visualization. Each data source maps to a separate layer or set of layers.

• The number of rows, columns, and layers in the table and their relative orders (left to right
as well as back to front). The database dimensions assigned to rows are specified by the fields
on the y shelf, columns by fields on the x shelf, and layers by fields on the layer (z) shelf.
Multiple fields may be dragged onto each shelf to show categorical relationships.

• The selection of records from the database and the partitioning of records into different layers
and panes.

• The grouping of data within a pane and the computation of statistical properties, aggregates,
and other derived fields. Records may also be sorted into a given drawing order.

• The type of graphic displayed in each pane of the table. Each graphic consists of a set of
marks, one mark per record in that pane.

• The mapping of data fields to retinal properties of the marks in the graphics. The mappings
used for any given visualization are shown in a set of automatically generated legends.

Analysts can interact with the resulting visualizations in several ways. Selecting a single mark
in a graphic by clicking on it pops up a detail window that displays user-specified field values for the
tuples corresponding to that mark. Analysts can draw rubberbands around a set of marks to brush
records. Brushing can be performed within a single table or between multiple Polaris displays.

5.9.1 Generating Graphics

The visual specification consists of three components: (a) the specification of the different table
configurations, (b) the type of graphic inside each pane, and (c) the details of the visual encodings.
We discuss each of these in turn.
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Figure 5.16: The Polaris user interface. Analysts construct table-based displays of relational data by
dragging fields from the database schema onto shelves throughout the display. A given configuration
of shelves is called a visual specification. The specification unambiguously defines the analysis and
visualization operations to be performed by the system to generate the display.

Table Algebra

One of the key ideas behind Polaris is the table algebra, a formal mechanism for specifying table
configurations. When the analysts place fields on the axis shelves, as shown in Figure 1, they are
implicitly creating expressions in this algebra.

A complete table configuration consists of three separate expressions in this table algebra. Two
of the expressions define the configuration of the x and y axes of the table, partitioning the table
into rows and columns. The third expression defines the z axis of the table, which partitions the
display into layers.

The operands in this table algebra are the names of the ordinal and quantitative fields of
the database. We will use A, B, and C to represent ordinal fields and P, Q, and R to represent
quantitative fields. We assign ordered sets to each field symbol in the following manner: to ordinal
fields we assign the members of the ordered domain of the field (A = domain(A) = {a1, ..., an}),
and to quantitative fields we assign the single element set containing the field name (P = {P}).

This assignment of sets to symbols reflects the difference in how the two types of fields will be
encoded in the structure of the tables. Ordinal fields will partition the table into rows and columns,
whereas quantitative fields will be spatially encoded as axes within the panes.

A valid expression in our algebra is an ordered sequence of one or more symbols with operators
between each pair of adjacent symbols, and with parentheses used to alter the precedence of the
operators. The operators in the algebra are cross (×), nest (/), and concatenation (+), listed in
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order of precedence. The precise semantics of each operator is defined in terms of its effects on the
operand sets.

The concatenation operator performs an ordered union of the sets of the two symbols:

A+B = {a1, ..., an}+ {b1, ..., bm} = {a1, ..., an, b1, ..., bm}

A+ P = {a1, ..., an}+ {P} = {a1, ..., an, P}
P +Q = {P}+ {Q} = {P,Q}

The cross operator performs a Cartesian product of the sets of the two symbols:

A×B = {a1, ..., an} × {b1, ..., bm} = {a1b1, ..., a1bm, a2b1, ..., a2bm, ..., anb1, ..., anbm}

A× P = {a1, ..., an} × P = {a1P, ..., anP}
The nest operator is similar to the cross operator, but it only creates set entries for which there

exist records with those domain values. If we define R to be the dataset being analyzed, r to be a
record, and A(r) to be the value of the field A for the record r, then we can define the nest operator
as follows:

A/B = {aibj | ∃ r ∈ R such that (A(r) = ai) & (B(r) = bj)}
The intuitive interpretation of the nest operator is ”B within A”. For example, given the fields

quarter and month, the expression quarter / month would be interpreted as those months within
each quarter, resulting in three entries for each quarter. In contrast, quarter ( month would result
in 12 entries for each quarter.

Using the above set semantics for each operator, every expression in the algebra can be reduced
to a single set, with each entry in the set being an ordered concatenation of zero or more ordinal
values with zero or more quantitative field names. We call this set evaluation of an expression
the normalized set form. The normalized set form of an expression determines one axis of the
table: the table axis is partitioned into columns (or rows or layers) so that there is a one-to-one
correspondence between set entries in the normalized set and columns. Figure 2 illustrates the
configurations resulting from a number of expressions.

Analysts can also combine multiple data sources in a single Polaris visualization. When multiple
data sources are imported, each data source is mapped to a distinct layer (or set of layers). While
all data sources and all layers share the same configuration for the x and y axes of the table, each
data source can have a different expression for partitioning its data into layers. Figures 3(b) and
(c) illustrate the use of layers to compose multiple distinct data sources into a single visualization.

Types of Graphics

After the table configuration is specified, the next step is to specify the type of graphic in each pane.
One option, typical of most charting and reporting tools, is to have the user select a chart type from
a predefined set of charts. Polaris allows analysts to flexibly construct graphics by specifying the
individual components of the graphics. However, for this approach to be effective, the specification
must balance flexibility with succinctness. We have developed a taxonomy of graphics that results
in an intuitive and concise specification of graphic types.

When specifying the table configuration, the user also implicitly specifies the axes associated
with each pane. We have structured the space of graphics into three families by the type of fields as-
signed to their axes: Ordinal-Ordinal, Ordinal-Quantitative, and Quantitative-Quantitative. Each
family contains a number of variants depending on how records are mapped to marks. For example,
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selecting a bar in an ordinal-quantitative pane will result in a bar chart, whereas selecting a line
mark results in a line chart. The mark set currently supported in Polaris includes the rectangle,
circle, glyph, text, Gantt bar, line, polygon, and image.

Following Cleveland [17], we further structure the space of graphics by the number of inde-
pendent and dependent variables. For example, a graphic where both axes encode independent
variables is different than a graphic where one axis encodes an independent variable and the other
encodes a dependent variable (y=f(x)). By default, dimensions of the database are interpreted as
independent variables and measures as dependent variables.

Finally, the precise form of the data transformations, in particular how records are grouped and
whether aggregates are formed, can affect the type of graphic. Some graphic types best encode a
single record, whereas others can encode an arbitrary number of records.

Visual Mappings

Each record in a pane is mapped to a mark. There are two components to the visual mapping.
The first component, described in the previous section, determines the type of graphic and mark.
The second component encodes fields of the records into visual or retinal properties of the selected
mark. The visual properties in Polaris are based on Bertin’s retinal variables [14]: shape, size,
orientation, color (value and hue), and texture (not supported in the current version of Polaris).

Allowing analysts to explicitly encode different fields of the data to retinal properties of the dis-
play greatly enhances the data density and the variety of displays that can be generated. However,
in order to keep the specification succinct, analysts should not be required to construct the map-
pings. Instead, they should be able to simply specify that a field be encoded as a visual property.
The system should then generate an effective mapping from the domain of the field to the range
of the visual property. These mappings are generated in a manner similar to other visualization
systems.

5.9.2 Data Transformations

The ability to rapidly change the table configuration, type of graphic, and visual encodings used to
visualize a data set is necessary for interactive exploration. However, it is not sufficient; additional
interactivity is needed. The resulting display must be manipulable. The analysts must be able
to sort, filter, and transform the data to uncover useful relationships and information, and then
they must be able to form ad-hoc groupings and partitions that reflect this newly uncovered infor-
mation [13]. Polaris provides four interaction techniques to support analysis within the resulting
visualizations: deriving additional fields, sorting and filtering, brushing and tooltips, and undo and
redo.

5.9.3 Coupling Polaris with Scientific Visualizations

Conventional scientific visualizations present data in the context of the physical world: they display
physical structures augmented with additional data such as streamlines or isosurfaces. In contrast,
information visualization presents the data in a more abstract way, which may or may not utilize
an underlying spatial mapping.

There are advantages to both approaches: while scientific visualization takes advantage of our
inherent familiarity with and understanding of the physical world, information visualization gives
us many additional degrees of freedom for exploring and analyzing complex data sets.

One of our current research directions is to explore the coupling of innovative information visu-
alization tools such as Polaris with existing scientific visualization tools based on graphics libraries
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like VTK. This combination would provide a powerful, comprehensive framework for exploring data
from scientific applications such as large-scale engine turbine simulations.

The Polaris visualization would serve as a ”guidebook” for analyzing large scientific datasets.
Analysts could take advantage of the exploratory interface of Polaris to quickly create visualiza-
tions that show the relationships between a range of physical attributes such as pressure gradients,
density, temperature, etc. Polaris’ data transformation capabilities would enable analysts to inter-
actively filter the data or drill down for more details as they search for patterns, trends, and outliers
in the data. Finally, Polaris would be directly linked to a conventional scientific visualization of
the same data, highlighting the corresponding regions of interest in the physical view.

By providing multiple linked views of these large, complex scientific datasets, the combination
of information and scientific visualization techniques can provide a significantly richer and more
effective data analysis environment than either approach used alone.

5.10 Large-Scale Visualizations Using pV3

In this section, we describe the work done in collaboration with Robert Haimes (Department of
Aeronautics and Astronautics, Massachusetts Institute of Technology) in porting the visualization
program pV3 to the Stanford parallel rendering cluster. The various modifications that were nec-
essary to obtain rendering rate and display size scalability are also discussed. Finally, preliminary
data for scalability in rendering rates of a simple visualization using pV3 are also presented.

5.10.1 pV3 overview

The data generated from large-scale scientific simulations, like the Department of Energy’s ASCI
problems, can easily and quickly overwhelm any storage and rendering resources available. This
data size issue inflicts a huge burden on those tasked in assisting the scientists, engineers and design-
ers in understanding the results from these simulations. Following the traditional post-processing
visualization approach it becomes clear that the computer, graphics and disk requirements point to
the acquisition of a large visualization workstation with terabytes of striped disk arrays. Additional
effort is required in compressing the data so that a single calculation can reside on this visualization
machine. The end result can limit the interactive nature of the visualization when so much data
needs to be pulled off of disk and then expanded. Often with a transient problem, sub-sampling
(in time) is performed. If the algorithm used for post-processing requires small time-steps between
snap-shots (e.g. particle traces) then the results can be misleading due to inaccuracy or simply
fail due to numerical divergence. Also, a transition from one spatial topology to another (often an
event of great importance) can easily be missed. Another, and significant problem with traditional
post-processing is that the results do not answer the investigators questions directly, but require
inference.

Another option, the one promoted in this work, is not to perform traditional post-processing
scientific visualization on the data but co-process (with the simulation). An example of a co-
processing distributed visualization system is pV3. The design of pV3 allows the solver to run on
other equipment than the graphics workstation. pV3 segregates the visualization system into at
least two parts. For simple set-ups, the first part is the task that actually displays the visualization
results onto the graphics workstation: the server (using X-windows terminology). The second
portion is a library of routines that allows the solver (solver portions or solvers) to communicate
with the visualization server by providing access to the data at critical times during the simulation.
This client-side library separates all visualization-based calculations from the solver, so that the
solver programmer only needs to feed pV3 the current simulation data. pV3 has been designed to
minimize network traffic. The client-side library extracts lower dimensional data required by the
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requested visualization tool from the volume of data in-place. This distilled data, the extracts, are
transferred to the graphics workstation. To further reduce the communication burden posed by
the visualization session only the extracted data that has changed from the last iteration is sent
over the network. An added benefit of this architecture is that most of the visualization compute
load is run in parallel from a cluster or Massively Parallel Processor (MPP) environment. This is
because most visualization tools are based (or can be cast) on operations performed on individual
cells within a partition. This means that these tools are embarrassingly parallel. If the partitions
are balanced on the basis of cells, then the result of the visualization computation is also executed
in parallel with some load balancing. Therefore much better performance for the visualization is
achieved.

5.10.2 Port pV3’s Interactive Server to Stanford’s Visualization Cluster

In the standard pV3, the graphics output is performed by a single renderer and it is assumed that
the visual output is to a simple high-performance graphics workstation. Therefore, it is possible
to encounter a bottleneck during the drawing phase of the visualization pipeline for very large
simulations. In fact, this is precisely the situation that has been found during Stanford’s ASCI
work. Turbomachinery simulations further exacerbate this problem where one blade passage is
replicated around the ”wheel”. This is handled in pV3 during the drawing phase with the data
from only one passage.

The main task of this year’s work was to port the 3D output of the interactive pV3 server
and post-processing viewer to Stanford’s Visualization Cluster. The rest of pV3’s user interface
remained untouched so that an experienced user was not required to learn anything new in order
to use the system. The investigator still sits in front of a workstation but all 3D rendering is done
to the visualization wall (a wire-frame of the 3D data is displayed on the workstation so that it is
easy to perform navigation around the objects of interest). The port was performed in 2 phases:

• Serial use of WireGL.
The data normally drawn into the 3D window was passed on to the cluster via WireGL.
This required some modifications; OpenGL is used for the other windows provided in pV3’s
data presentation. WireGL only supports a single OpenGL context. Coding was necessary in
order to separate WireGL from OpenGL (since they have the same bindings). This worked
well providing the desired minimal changes to the user interface, but still had performance
problems. The speed of generating the geometry primitives was restricted by issuance from a
single source - the one task in control of the WireGL context. This method, although simple,
exhibited the fact that OpenGL (in general) and WireGL (in this case) can easily be API
limited.

• Spawned Instances of the pV3 Server/Viewer Subsystem.
To achieve better performance in image rendering it was determined that multiple sources
are required to generate OpenGL primitives. WireGL supports multiple sources drawing to
the same context by the addition of a couple of API calls for synchronization. The pV3
interactive server and post-processing viewer applications were modified by employing MPI
to delegate and distribute the rendering task. The model was master/slave, where the master
executes on the control (graphics) workstation and is still responsible for the normal pV3 user
interface (but in this case does not issue WireGL calls). The slaves are simpler tasks that
basically render the data passed to them via the master. The first attempt at distributing
the data to be rendered was to parcel out the data based on the original source (the solver
client ID). This provided scalability of almost 10 (out of a maximum of 12 - the wall was
tiled in a 4x3 grid) when the data was well distributed but predictably fell off from this mark
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when the data was not balanced. Future work is required to develop a technique to balance
the rendering based on the scene requirements. We intend to carry out this work as part of
next year’s effort.

5.10.3 Performance test
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Figure 5.17: Average number of frames per second: Case A , Case B ©, Case C�.

In order to evaluate the scalability of the parallel interactive server, we performed several tests
in which a high-resolution torus was rotated on the display wall. The torus had 32, 400 quads for
the coarse case (case A) , 129, 600 quads for the medium case (case B) and 518, 400 quads for the
fine case (case C). The quads were all disjoint. The display had a resolution of 4096 × 2304 and
it was tiled in a 4x3 grid; each tile was driven by an Nvidia Geforce 3 card. Figure 5.17 shows
the experimentally obtained average frames per second. Note that in all instances, the rendering
process was perfectly load balanced.

5.10.4 pV3 batch file handling

A number of pV3 users, including researchers at Stanford, reported problems with the disk-based
representation of the extracts. Dumping the visualization results to disk during the simulation
instead of viewing the results ”on-line” produces these files by using the batch server. The files can
be viewed later by using the post-processing viewer. The issues included:

• 2 Gbyte limit. To minimize the amount of data saved on disk, any information that is the
same as a previous time is not rewritten. Instead an offset into the file where the data can
be found is used. The offset is represented with 32 bits, thus limiting the file size to 2Gbyte.

• Multiple runs. Files from different sessions could not be viewed together (using the post-
processing viewer) or easily concatenated to a single file.
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After some analysis, it was determined that the files should maintain the 2 Gbyte limit, so that
they can be used on most equipment that would view the results (including Windows NT/2000
machines). The batch server and batch concentrator were modified so that the file is properly closed
as the limit is approached and a new file is then opened and initialized. This was done in such a
manner that the files could be used stand-alone or ganged back together to view a longer stretch of
the simulation. The post-processing viewer was further enhanced so that one or more files can be
handled by listing the file names at the end of the command line when the viewer is started. This
fix also resolved the problem of viewing the results from multiple consecutive simulations.

5.11 Other Visualization Research

After computing volumes of data on large multiprocessor computers, one is left with the daunting
task of analyzing and interpreting the resulting flow fields. For example, consider a variable density
incompressible flow simulation of flow past a sphere on a 10003 grid where one has approximately
109 values for velocity vectors, densities and pressures at every time step. While one might be
interested in the overall drag on a sphere, it makes little sense to report only this number as many
researchers do, especially when 5×109 numbers are available at each step. One of our visualization
goals is to provide high-level global visualizations of entire flow fields in order to aid in data
interpretation. For example, when carrying out an actual experiment of water flow past a sphere,
an experimentalist might inject dye into the flow in order to ascertain where the most interesting
parts of the flow are marking them for further study. This can be mimicked numerically by injecting
a passive scalar just upwind of the sphere and rendering it as a smoke trail entrained in various
vortices. These techniques are not meant to replace standard ones; just as the experimentalists dye
does not alleviate the need to measure the drag on the sphere. But these visualization techniques
do provide a global basic understanding of the flow field allowing one to more easily mark specific
regions of the flow for further study.

In combustion systems mixing of scalars on all scales is of particular importance, because it
determines the reaction rates and thereby the heat release. As part of our ASCI combustion program
it has been shown recently that the resolved scalar mixing rate fluctuations, which is only available in
Large-Eddy Simulation (LES), substantially influences predictions of stable intermediate chemical
species such as carbon monoxide. This scalar mixing process is still not well understood. Advanced
visualization tools are needed and can be provided by three-dimensional volumetric visualization
of scalars. Of particular interest are techniques, which resemble high speed photography of real
systems, which has been used very successfully in experiments, and visualization of the thin reaction
zone, which in experiments cannot be observed easily.

We have just initiated a project to render realistic images of smoke and fire focusing on capturing
the dynamics of their motion. We have developed object-oriented C++ software code system for
ray tracing to visualize the density of smoke and temperature of fire in three-dimensional space.
Initial preparatory steps for our numerical data include endian (byte order) conversion, cleaning
and rescaling. As the amounts of data are in the order of gigabytes, we have handled their storage,
transfer and manipulation with extra attention. We have begun by experimenting with various
ray-tracing function parameters such as light intensity, camera positions and focal points, and were
able to rapidly construct coarse, low-resolution, but useful images from the data, which enable
us to perform immediate scene analysis such as flame-spreading rate and yield feedback from
the project team members. We then refine the images progressively by increasing resolution and
applying antialiasing techniques with stochastic super sampling. Since the processes of producing
the images at various time steps are independent, we achieve significant speed-up by trivially
parallel computation on multiple computers. The time-varying images then constitute movies of
smoke and fire. The pictures 5.18 are preliminary renderings of calculations carried out by the
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Figure 5.18: Visualization of a flame

combustion group. Note that our goal is not to obtain the exact physical picture of the simulation,
but instead to create plausible visualizations that provide useful information at a high level. For
example, in clean combustion the entire reaction region is invisible, and it does us little good to
draw a picture of nothing. Thus, we are working to visualize these processes in creative ways
that draw as much as possible on realistic techniques, but add nonphysical plausible aspects when
deemed necessary. In the near future, we plan to continue to improve the visualization results of
fire by employing different strategies. In a real flame, the orange color is due to radiation from
soot particles. Currently, the fire images appear to be too “smokey” at the nozzle exit. One option
is to produce an artificial soot scalar field and use it in conjunction with the fire as opposed to
using the density field as soot model. Another option is to adjust fire-modeling parameters such
as emission and inscattering by adding amplification factors to artificially increase the amount of
emitted light and reduce the amount of smoke at the nozzle, both in order to obtain more visual
information from the simulation. A second problem is that the lightest yellow is perhaps at too
low a temperature. Therefore, in the middle of the image, there is a large yellow patch that does
not completely reflect the real dynamics.

Realistic rendering of fire and smoke requires solving the full radiative transport equation includ-
ing emission of light from the flames. In addition, fire is complicated since it causes local variations
in the index of refraction of air (due to variations in the temperature). This important visual effect
is seen a shimmering near the flames. For more realistic rendering of fire, we plan to use a general
Monte Carlo ray-tracing engine that can account for multiple scattering, self-emission, shimmering,
motion blurred flames and more. The ray-tracing engine will be optimized by adaptively sampling
the medium based on the local variation in the illumination. We will also investigate the use of
photon mapping to compute multiple scattering in the medium. This algorithm works by tracing
photons from the flames through the medium and storing information about all of the scattering
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events of these photons. The resulting data-structure, the photon map, can be used to compute
multiple scattering efficiently during the rendering pass. This more realistic rendering of fire should
markedly increase the efficiency of the high-level interpretation of data.

One interesting aspect of this new line of research concerns the radiative transport modeling
efficiency of the photon mapping technique. We will primarily use this technique to move around
light that is emitted, reabsorbed, re-emitted, etc. including the effects of multiple scattering along
paths. However, it also has the potential to serve as a scientifically accurate representation of
radiation transport in flames. Our current combustion codes model radiation loss, but do not
consider accurate re-absorbtion or allocation of this lost radiation which may indeed have some
significance and be a source for further study.

160



Bibliography

[1] A. Chou, B. Chelf, D.R. Engler, and M. Heinrich. Using meta-level compilation to check
FLASH protocol code. In Proceedings of the Ninth International Conference on Architectural
Support for Programming Languages and Operating Systems (ASPLOS-IX), November 2000.

[2] D. Engler, B. Chelf, A. Chou, and S. Hallem. Checking system rules using system-specific,
programmer-written compiler extensions. In Proceedings of Operating Systems Design and
Implementation (OSDI), September 2000.

[3] D. Engler, D. Y. Chen, S. Hallem, A. Chou, and B. Chelf. Bugs as deviant behavior: A general
approach to inferring errors in systems code. To appear in SOSP 2001, October 2001.

[4] M. Heinrich. The Performance and Scalability of Distributed Shared Memory Cache Coherence
Protocols. PhD thesis, Stanford University, October 1998.

[5] J. Kim and M. Horowitz. Energy-efficient high-speed cmos links using adaptive power-supply
regulation. In International Symposium of Low-Power Electronic Design.

[6] J. Kim and M. Horowitz. Energy-efficient serial links with sub-1v parallel transceiver and
per-pin clock recovery,.

[7] J. Kim and M. Horowitz. An efficient digital sliding controller for adaptive power-supply
regulation. In IEEE VLSI Circuit Symposium, June 2001.

[8] J. Kim and M. Horowitz. An efficient digital sliding controller for adaptive power-supply
regulation. IEEE Journal of Solid-State Circuits, May 2002.

[9] J. Kuskin, D. Ofelt, M. Heinrich, J. Heinlein, R. Simoni, K. Gharachorloo, J. Chapin,
D. Nakahira, J. Baxter, M. Horowitz, A. Gupta, M. Rosenblum, and J. Hennessy. The Stan-
ford FLASH multiprocessor. In Proceedings of the 21st International Symposium on Computer
Architecture, April 1994.

[10] D. Lie, A. Chou, D. Engler, and D. L. Dill. A simple method for extracting models from
protocol code. In Proceedings of the 28th International Symposium on Computer Architecture,
June 2001.

[11] S. Park and D.L. Dill. Verification of FLASH cache coherence protocol by aggregation of
distributed transactions. In Proceedings of the 8th ACM Symposium on Parallel Algorithsm
and Architectures, pages 288–296, June 1996.

[12] Mark Weiser. Program slicing. IEEE Transactions on Software Engineering, 10(4):352–357,
July 1984.

[13] Jacques Bertin, Graphics and Graphic Information Processing, Walter de Gruyter & Co., 1981.

161



[14] Jacques Bertin, Semiology of Graphics, The University of Wisconsin Press, 1981.

[15] Robert Bosch, Chris Stolte, Diane Tang, John Gerth, Mendel Rosenblum, Pat Hanrahan.
”Rivet: A Flexible Computer Systems Visualization Environment”, Computer Graphics, 34:1,
p. 68-73, Feb. 2000.

[16] Robert Bosch, Chris Stolte, Gordon Stoll, Mendel Rosenblum, and Pat Hanrahan, ”Perfor-
mance Analysis and Visualization of Parallel Systems Using SimOS and Rivet: A Case Study”,
Proceedings of the Sixth IEEE Symposium on High-Performance Computer Architecture, Jan-
uary 2000, p. 360-371.

[17] W.S. Cleveland, Visualizing Data, Hobart Press, 1993.

[18] Jeff Gibson, An Evaluation of Performance Monitoring Techniques for Shared-Memory Multi-
processors, PhD Thesis, Stanford University, in preparation.

[19] Mary W. Hall, Saman P. Amarasinghe, Brian R. Murphy, Shih-Wei Liao, and Monica S.
Lam, ”Detecting Coarse-Grain Parallelism Using an Interprocedural Parallelizing Compiler”,
Proceedings of Supercomputing 1995, December 1995, p. 1317-1369.

[20] Stephen A. Herrod, Using Complete Machine Simulation to Understand Computer Systems
Behavior, PhD Thesis, Stanford University, February 1998.

[21] Homan Igehy, Gordon Stoll, and Pat Hanrahan, ”The Design of a Parallel Graphics Interface”,
Proceedings of SIGGRAPH 1998, August 1990, p. 141-150.

[22] Jeffrey Kuskin, David Ofelt, Mark Heinrich, John Heinlein, Richard Simoni, Kourosh Ghara-
chorloo, John Chapin, David Nakahira, Joel Baxter, Mark Horowitz, Anoop Gupta, Mendel
Rosenblum, and John Hennessy, ”The Stanford FLASH Multiprocessor”, Proceedings of the
21st Annual International Symposium on Computer Architecture, April 1994, p. 302-313.

[23] Chris Stolte and Pat Hanrahan, ”Polaris: A System for Query, Analysis and Visualization
of Multi-dimensional Relational Databases”, Proceedings of Information Visualization 2000,
October 2000.

[24] Chris Stolte, Diane Tang, and Pat Hanrahan, ”Polaris: A System for Query, Analysis and
Visualization of Multi-dimensional Relational Databases”, forwarded to Transactions on Vi-
sualization and Computer Graphics.

162


