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Abstract

The Center for Integrated Turbulence Simulations was established at Stanford University in Septem-
ber, 1997, as one of five university centers in the Academic Strategic Alliances Program of the De-
partment of Energy’s Accelerated Strategic Computing Initiative. This report outlines the Center’s
technical work during the fifth year.
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Chapter 1

Overview

1.1 The Engine Simulation Program

The DOE’s ASCI Alliance program is now concluding its fifth year and about to begin a second and
concluding five-year period. The goal of the program is to push the development of comprehensive
numerical simulation tools for important engineering problems of interest to the DOE Defense Pro-
grams. The work at the five Alliance universities is associated with physical modeling and software
development for a particular application chosen by that university. The Stanford application is the
flow and combustion in aircraft gas turbine engines.

Fig. 1.1 shows the Pratt & Whitney 6000 engine, an advanced modern engine that provides
the focus for our simulations. The large axial flow fan at the front of the engine will be familiar
to anyone who has flown a modern commercial jet aircraft. It moves most of the air that provides
the engine thrust. The fan is driven by a gas turbine engine, consisting of a two-stage compressor
that raises the air pressure, a combustor that heats the air, and a two-stage turbine that extracts
mechanical energy from the air. The first high-pressure high-speed turbine drives the compressor,
and the subsequent low-pressure low-speed turbine drives the fan. The flow exiting the turbine
at relatively high velocity provides additional thrust to augment that produced by the fan. In a
modern engine like this, a significant fraction of the compressor flow bypasses the combustor and
flows inside the high-pressure turbine blades to cool them, and then out through the blade surface
to provide a cool protective film that prevents melting of the blades by the very hot combustor
exhaust. All of this present a very challenging engineeing problem for which accurate simulations of
the flow and combustion and their interactions with the structure are very important. The primary
goal of the simulation component of the Stanford ASCI program is to make a major advance in
this simulation technology.

Turbulence is important in all components of an aircraft engine. The Stanford ASCI program
is closely coupled to fundamental research in turbulence physics, modeling, and simulation being
conducted in the Stanford/NASA Center for Turbulence Research (CTR). The coupled CTR/CITS
efforts on turbulence simulation are the most substantial set of such activities in the USA and are
among the very best such activities worldwide. The group is pioneering major developments in
turbulent combustion physics and simulation, and is also contributing advanced turbulence models
for non-reacting turbulent flow analysis. This will be evident in the brief outline of the scope of the
engine simulation that now follows and in the details presented in the subsequent three chapters.

1.2 Engine Component Simulation

The engine simulation involves two main efforts now being integrated as we move forward to full
engine simulation. The turbomachinery is modeled using unsteady Reynolds-Averaged Navier
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Figure 1.1: The PW6000 aircraft gas turbine engine.

Stokes (RANS) equations that employ advanced turbulence models being developed at Stanford
as part of this and other sponsored research. The turbomachinery code TFLO is a derivative of
unsteady flow codes previously developed by TFLO team leader Prof. Antony Jameson, author of
several flow codes widely used by the aircraft industry. The combustor is modeled using Large Eddy
Simulation (LES), which has been developed with the conservation properties essential for LES by
a team led by Prof. Parviz Moin, who as Director of the Stanford/NASA Center for Turbulence
Research has pioneered LES development.

This year’s accomplishments on TFLO algorithm improvement, RANS turbulence modeling
and Direct Numerical Simulations (DNS) carried out to aid model development, and large-scale
turbomachinery simulations, are described in Chapter 2. The important advances are in acceler-
ating large-scale simulations and in the development of good DNS data that will enable significant
improvements in turbulence and transition models for turbomachinery. TFLO has proven to be
comparable in performance and physical content with the best industrial turbomachinery codes,
and with the coming improvements in algorithms TFLO is expected to become superior to the
industrial codes over the next few years.

Advances in the numerical methods and unstructured mesh generation for combustor LES
simulation, and in the modeling of fuel sprays and turbulent combustion for LES, are outlined
in Chapter 3. RANS combustor codes do not do a good job of modeling turbulent mixing in
the very complex flow typical of combustors, and our LES code has already proven to be much
more accurate in this regard. The LES combustor code is rapidly taking combustor simulation
technology to a very high new level. Others have writtern LES codes for combustion, but these
codes lack the conservative, non-dissipative property of our codes that is essential for accurate
turbulent flow prediction. Considerable interest in this code is now evident on the part of the
aircraft engine industry, particularly Pratt & Whitney, which is collaborating closely with Moin’s
team on application to their combustor geometries.
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1.3 Engine Code Integration

The RANS turbomachinery and LES combustor codes are being integrated to enable coupled
simulation of the turbomachinery and combustor. As the available computer power increases, it
should become possible to do a very detailed integrated simulation of an entire aircraft engine.
This capability would revolutionize the design and development processes and associated cost for
aircraft gas turbine engines and many other systems.

The turbomachinery code TFLO was developed rapidly as a derivative of existing Jameson
codes. However, the development of the unstructured mesh LES combustor code (here designated
as CDP) started from scratch with this program, and it has taken more time to bring it to the point
where it can be integrated with TFLO. In order to get some experience with code integration, we
have been trying to integrate TFLO with a RANS combustor code, the National Combustor Code
(NCC) developed at NASA/Glenn Research Center. Since the NCC is export controlled and we
have foreign student participation, source code has not been available to us. But in collaboration
with a programmer from NASA/Glenn, we have managed to develop an interface that can couple
TFLO and the NCC.

This development went well when run on our Stanford SGI computer clusters, but there have
been problems in making this work on the DOE’s advanced parallel computing platforms like
the IBM SP3 with which the NASA personnel involved have had very little experience. We are
currently examining the corrections to their coding made recently, and if the integrated code now
works correctly we will use it to get some TFLO-NCC runs to compare with the TFLO-LES runs
that are our principal interest and objectives. If the current integrated code does not perform
properly, we will abandon our attempts to work with the NCC. However, the Stanford portions of
the interface developed for NCC-TFLO integration do seem to perform properly in TFLO-TFLO
and TFLO-LES integrations, and hence we have obtained useful material and experience from our
attempts to integrate TFLO and the NCC.

Chapter 4 presents the past year’s work on code integration, including TFLO-TFLO inte-
grated simulations of the turbomachines and connected secondary flows, TFLO-NCC integrated
combustor-turbomachine simulations and the first steps in development of TFLO-LES integrated
turbo–machine-combustor simulations.

All of the five ASCI Alliance Centers have experts in numerical analysis involved in their pro-
grams, some in the engineering departments involved in the simulation and others in Computer
Science departments. At Stanford this strength is provided by faculty experts in numerical anal-
ysis in the departments of Aeronautics & Astronautics and Mechanical Engineering. Faculty and
students of Computer Science are involved, but in a manner described below that is different from
that in the other four Centers.

1.4 Streaming Scientific Supercomputing

Stanford is unique among the Alliances in that the ASCI effort in its Computer Science Department
is focused not on simulation software but on new computer architecture and associated operating
system software. For the first three years of this program, the CS work consisted of a set of useful
but largely unconnected projects by five different faculty members. Midway through year four
the group developed an idea for a new type of computer architecture that has the potential for
providing a major improvement in computational speed and reduction in hardware cost. This
new idea....Streaming Scientific Supercomputing (SSS)... has now become the sole focus of the
CS component of our program, which is now closely coupled to the engine simulation team. The
goal of the SSS effort is to pioneer the development of SSS computation, build the first large-
scale SSS system in collaboration with an industrial partner, and demonstrate SSS technology on
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computational codes based on the engine simulation by the end of the Alliance program in 2007.
The concept of SSS developed as the CS team began thinking about why the rate of improvement

of scientific computing speed had slowed to less than 20% per year while the speed of graphic
hardware is increasing at 75% per year. Modern graphic processors are organized to do a great
deal of computation per access to main memory. It became clear that if scientific computation
could be reorganized in a similar manner then very significant speed-up could be obtained.

An SSS computer would achieve superior performance advantage through the combination of
stream processors, which increase the arithmetic intensity of computation, a high-performance
interconnection network that efficiently provides good global bandwidth, and a reorganization of
the coding and algorithms so that a streaming model is followed. The stream model exposes
producer-consumer locality in the computation, and kernel locality allows most data to be kept
local and hence at very high bandwidth for many applications. An improvement of a factor of
100 in the performance/cost of scientific computing is believed to be achieveable using SSS. The
CS faculty proposing SSS have strong track records of conceiving, building, and demonstrating
advanced computer hardware and operating systems. They believe that an SSS system could put
a teraflop of computing power into a desktop computer for a parts cost of $20K, and that these
basic SSS modules could be combined to produce petaflop computers at a cost that increases nearly
linearly with the number of modules, and hence would be much cheaper than petaflop computers
of conventional design. If all of this gain is realized, SSS could well become the most important
new development of the entire ASCI Alliance program.

The SSS team is lead by CS Professors Bill Dally (hardware) and Pat Hanrahan (software).
CITS Director Prof. Reynolds is coordinating the applications work, which involves key research
staff and faculty from the engine simulation team and colleagues expert in numerical analysis for
physical problems from the NASA Ames Research Center. The participating CS student group
working with Profs. Dally, Hanrahan and three other participating CS professors has rapidly
grown to fifteen. The group meets weekly to hear reports on various aspects of the program and
discuss how best to move things forward as rapidly as possible. This has been a very stimulating
environment and has contributed greatly to our program. Much excitement has been generated by
this team, both at Stanford and elsewhere, including the DOE DP laboratories, some of which are
now starting to participate in the SSS development program.

The SSS model requires that the codes be written in a different way than has been used for
current serial and parallel computers. A new stream programming language (Brook) is being
developed for this purpose. The intimate teaming of CS hardware and compiler developers with
some of our applications people has been very important in this work.

The SSS effort is capitalizing on an earlier DARPA-supported Stanford research that developed
the Imagine streaming graphics processor, which is now being used by the SSS team to explore and
evaluate new SSS concepts. A more detailed description of streaming computation and the general
plan for SSS development are presented in Chapter 5. This includes demonstrations involving flow
simulations, molecular dynamics, and finite-element analysis, with some examples of Brook SSS
coding.

4



Chapter 2

Turbomachinery Simulations

The objective of the turbomachinery group is to simulate complex unsteady flows in the rotating
components of a jet engine accurately and efficiently. The flows around the rotating blades of
compressors and turbines are characterized by a number of physical phenomena that require the
solution of the time-dependent Reynolds-Averaged Navier-Stokes equations with a suitable tur-
bulence model. Turbulent boundary layers and secondary flows, transition, flow separation, heat
transfer, blade-wake and blade-shock interactions, and other effects, dictate the need for nonlin-
ear fluid dynamics and turbulence models that can resolve fluctuations with disparate temporal
and spatial scales. For these reasons, the accurate computation of such flows requires long time
integrations on very large meshes with substantial resolution.

In order to simulate these flows, the turbomachinery group has developed a solver TFLO (Tur-
bomachinery FLO solver), that is capable of achieving both high single-processor performance and
scalable parallel efficiency using a FORTRAN 90/95, MPI based implementation. A number of in-
gredients contribute to making TFLO a state-of-the-art solver. In order to reach a level of maturity
that is now comparable with industrial solvers, we have developed an efficient baseline algorithm
that integrates an explicit, multigrid, Runge-Kutta solver for the mean flow with both ADI (Alter-
nating Direction Implicit) and DDADI (Diagonally Dominant ADI) solution methodologies for the
turbulence model equations. Time integration is carried out using an implicit-explicit dual-time
stepping scheme, and a sliding mesh interface with conservative interpolation is used to treat the
problem of relative blade motion.

Despite great improvements in the performance of turbulence model implementations, parallel
efficiency and parallel I/O, and dual-time stepping time-integration, and despite the fact that
the efficiency of TFLO can be considered to be state-of-the-art, on current supercomputers typical
unsteady computations of the flow in complete compressors and turbines still require several months
of runtime using large numbers of processors. In order to be able to use tools such as TFLO not only
for validation/verification but also for new scientific discoveries and alternative engine component
designs, the turnaround time of these calculations must be reduced by over an order of magnitude
through algorithmic improvements. The increasing processor speeds, together with computers
with larger numbers of processors, will contribute the remaining factor needed to complete these
calculations with overnight turnaround.

For these reasons, a large portion of our work this year has focused on the study of a number
of algorithmic alternatives that can improve the steady-state and unsteady performance of TFLO
by an order of magnitude. Our progress with four of these algorithms is presented later in this
Chapter. In addition, we have continued to try to improve the quality of the predictions from
TFLO by concentrating on a number of basic science issues also discussed here. Finally, the results
of the use of TFLO in large-scale simulations of flows in turbines and compressors are presented,
together with the physical insight gained from the post-processing of these calculations.
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2.1 Large-Scale Turbomachinery Simulations

The process of developing the capability to perform integrated, multi-component simulations of
major or whole sections of a gas-turbine engine includes intermediate steps. These steps consist
of validation, verification, and demonstration of the ability to compute the flow through major
sections or entire components of the engine, such as the complete high- or low-pressure turbine or
combustor. The validation and verification process consists of comparing details of the predicted
steady- and/or unsteady-flows with both experimental data and results from similar numerical
prediction techniques. These intermediate steps are tedious and time-consuming but are critical to
establish the prediction accuracy and speed that is required to develop a useful engineering tool and
a procedure that can ultimately step up to the larger, multi-component problems of interest. This
section will present some of the results obtained during the past year from steady- and unsteady-flow
simulations of isolated components.

2.1.1 TFLO Validation - Transonic Turbine Rig

Validation of the TFLO code for multi-stage, unsteady flow has continued primarily for turbines.
During the past year, the validation of TFLO for a single-stage, transonic, high-pressure turbine,
transition duct, and 1st-vane of the low-pressure turbine configuration [8] was completed. The
details of the investigation were presented at the International Gas Turbine Conference and the
paper has been submitted to the ASME (American Society of Mechanical Engineers) Journal of
Turbomachinery for publication. Detailed comparisons between the predicted and experimental
fundamental and 1st harmonics of the unsteady airfoil surface pressure spectrum were performed.
One quarter of the rig circumference using 9-HPT-vanes, 14-HPT-blades, 9-LPT-vanes was mod-
elled in the investigation. The configuration was discretized with over 32 million grid points and
the unsteady-flow solution was obtained with 192 processors of the DoE Blue Pacific IBM SP2
at Lawrence Livermore National Laboratory. This investigation showed that the TFLO code pre-
dicted the unsteady surface pressure non-dimensionalized by the upstream total pressure to within
0.6 percent. Comparisons between the TFLO results with the predictions from a similar Pratt &
Whitney in-house code showed excellent agreement.

Figure 2.1 illustrates the various phenomena that lead to the unsteady interactions between the
three components, especially those between the blade, transition duct, and low-pressure turbine
vane. These figures show the instantaneous entropy and pressure contours at the 10% span, mid-
span, and 90% span planes. The pressure contours shown in Figure 2.1 illustrate the pressure jump
associated with the blade trailing edge shock system. As the blade rotates, the blade trailing edge
shock extends to the downstream vane where it strikes and sweeps forward along the vane pressure
side. As shown in Fig. 2.2 below, the blade tip radius is approximately 31.6 cm. The shock sheet
generated from the blade trailing edge shock system propagates downstream at a constant radius
so that only radial positions below 31.6 cm are directly struck by this shock. The peak unsteady
pressure on the vane pressure side is located near the leading edge and around 31.6 cm for this
reason. Some moderate levels of unsteady pressure are also located on the vane near and above
mid-span. The source of this unsteady pressure is believed to be from blade trailing edge shock
reflections off of the transition duct into the vane. Another area of high unsteady pressure is at
the vane tip leading edge near the 90% span location. The unsteady pressures at this location are
likely attributed to the blade tip vortex that migrates inboard somewhat as it convects through the
transition duct as previously described.

As shown in Fig. 2.1, the wakes at mid-span from the upstream first vane mix with the blade
wakes into bands of high entropy that are clocked to the leading edge of the downstream low-pressure
turbine vane. Several recent investigations into blade wake clocking in multi-stage turbomachinery
suggest that the current vane wake clocking could provide optimal performance. The blade wakes
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Figure 2.1: Computed Instantaneous Entropy and Pressure Contours at 10%, 50% and 90% Span
for a Transonic HPT, Transition Duct, 1st-Vane LPT Rig Configuration
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strike the downstream vane at the leading edge and, along with the first vane wakes, tend to
migrate to the suction side of the low-pressure turbine vane. At the 10% and 90% span locations,
the secondary and tip vortex flows mix with the first vane wakes more thoroughly such that the
entropy going into the second vane is more uniform. The blade tip vortex strikes the low-pressure
turbine vane leading edge and migrates to the pressure side of the vane. There are typically two
blade/tip vortex wakes in the low-pressure turbine vane passage at any instant in time.

The unsteady pressure signals on the blade surfaces were post-processed using Fast Fourier
Transforms (FFT) to obtain information in the frequency domain. Clark [9] showed that the
fundamental and first harmonic of the pressure make up over 90% of the pressure envelope over
most of the surface. Figure 2.2 shows contour plots of the normalized amplitude of the unsteady
pressure at the fundamental (vane-pass) frequency (36E) and the first harmonic (72E). The pressure
amplitudes are plotted as a percent of the upstream total pressure. Each blade is unwrapped along
the trailing edge line for plotting purposes. The locations of the Kulites (fast response pressure
transducers) used to measure the unsteady pressure are also shown in these figures.

Figure 2.2 shows that the peak pressure amplitude of the fundamental (36E) and first harmonic
(72E) frequencies are located on the pressure side of the blade near 10% span and on the suction
side just downstream of the leading edge. These high unsteady pressures are due to the interaction
between the blade and the upstream vane. Moderately high pressure amplitudes also exist at both
frequencies on the suction side of the blade between 80% axial chord and the trailing edge and
between the hub and 70% span. This region of high unsteady pressure results from the interaction
between the blade and the downstream transition duct and vane as described above.

A comparison between the computed and experimental unsteady surface spectrum at points on
the blade surface where the amplitude of the unsteady pressure is greatest is shown in Fig. 2.3.
The two points selected on the pressure side are at 10% span around mid- axial chord where the
unsteady pressure is greatest due to the interaction with the upstream vane. The computed pressure
spectrum are in good agreement with the experimental data. On the pressure side of the blade, the
maximum differences between the computed and experimental amplitudes of the fundamental and
first harmonic are around 0.1% of the inlet total pressure. The amplitude of the fundamental mode
is slightly under-predicted whereas the amplitude of the first harmonic is slightly over-predicted.

The two points selected on the suction surface of the blade for comparison are again located at
10% span and at 30% and 75% axial chord. The point at 30% axial chord has high unsteady pressure
due to the interaction with the upstream vane. The point at 75% axial chord is located downstream
of the blade throat in the region of interaction with the adjacent blade’s pressure-side trailing edge
shock and the reflected waves from the downstream vane. Figure 2.3 shows that the agreement
between the computed and experimental pressure spectrum at the 30% axial chord position is fairly
good with the maximum difference being around 0.25% of the inlet total pressure. Once again, the
amplitude of the fundamental mode is under-predicted whereas the amplitude of the first harmonic
is over-predicted. Larger differences exist between the computed and experimental amplitudes at
the 75% axial chord position, however. Here, the simulation over-predicts the fundamental mode
amplitude by 0.2% of the inlet total pressure. The difference in the amplitude of the first harmonic
is larger, however (0.6% of the inlet total pressure).

2.1.2 Steady-Flow Simulation of High-Compressor

In preparation for the integrated simulation of the high-pressure spool (compressor, combustor,
and turbine) of a gas-turbine engine, a steady-flow simulation of the high-compressor was initiated.
The steady-flow simulation is used to achieve a mass-flow balance through the compressor and
initial conditions for the unsteady-flow simulation. In addition, the results from the steady-flow
simulation are used in the compressor design to determine the base-line performance (airfoil loading
and efficiency) of the machine. Figure 2.4 shows preliminary results of the steady-flow simulation of
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Figure 2.4: Mid-Span Mach Number Contours of High-Pressure Compressor

the high-compressor that will be used in the high-spool integrated simulation. This high-compressor
consists of an inlet guide-vane and 5 stages of the high-compressor (including the exit guide-vane)
leading to 11 blade-rows. A single passage of each blade-row is used for the steady-flow simulation.
A mixing-plane treatment is used between the blade-rows to communicate the circumferentially-
averaged profiles of the primary variables between adjacent blade-rows. A total of 356 blocks with
over 7.8 million grid points are used on 24 processors of the Blue Pacific IBM SP2 at Lawrence
Livermore National Laboratory.

2.1.3 Unsteady-Flow Simulation of High- and Low-Pressure Turbine

The unsteady simulation of the Pratt & Whitney high- and low-pressure turbine components has
continued over the last year. Over 1400 time-steps were computed during the past year, covering
25% percent of the total required to reach a time-periodic solution. This is the first unsteady-flow
simulation for an entire turbomachinery component. A total of nine blade rows are included. In
order to arrive at a common circumferential pitch (domain) for all nine blade rows, the unsteady
simulation required that 1

6th of the engine circumference be included. Approximately 100 time-
steps are required to resolve the temporal solution for a single vane/blade passing. This temporal
requirement along with the large spatial extent of the domain leads to long solution times in order to
achieve accurate time-periodic solutions. Approximately 94 million grid points are being used with
nearly 2200 grid blocks. Approximately six blocks were placed on each of the 384 processors used on
the IBM SP3 (LLNL’s Frost). A total of 30 pseudo-time (inner) iterations are used for each global
time-step for the implicit, dual-time step algorithm. Each global time-step requires approximately
34 minutes of wall-clock time (219 CPU hours). The simulation is currently approximately 60%
complete with 3350 time-steps having been executed.
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2.2 Basic Science for Model Development

2.2.1 New Turbulence Model Implementations in TFLO

In the past year, turbulence modeling work concentrated on the improvement of heat transfer
predictions. Work focused on transition modeling is described in Section 2.2.2. Further work con-
centrated on the accuracy of the numerical algorithm for solving turbulence equations, in particular
a higher–order discretization of the convective terms required for accurate transition prediction and
cross-derivative terms for non-orthogonal meshes. Work also focused on the efficiency of the nu-
merical algorithm: Hung’s subiterations to eliminate the DDADI factorization error [5], and a
fully implicit scheme with an iterative solver, have been investigated. Heat transfer computations
required the implementation of thermal mean flow wall boundary condition.

In modern high performance turbines, the gas temperature may well exceed the melting temper-
ature of the metal walls [7]. Locally high heat transfer rates can lead to excessive temperatures and
high thermal stresses in the walls, causing early fatigue of the high pressure turbine components.
The prediction of heat transfer at the endwall and the blade surface requires simulation of the
viscous interaction between the boundary layer approaching the blade and that developing on the
blade. Secondary flows, horseshoe type vortices, turbulence, laminar-turbulent transition as well
relaminarization generate complex endwall heat transfer distributions with several local maxima
occurring at the endwall and the blade surface. Thus, the accuracy of heat transfer predictions
depend highly on the accuracy of modeling the turbulence effects. The sensitivity of the heat
transfer coefficient prediction to the turbulence model used has been studied with TFLO for the
linear NASA transonic cascade [2] using two turbulence models: the Spalart-Allmaras one equation
model [6] and Durbin’s four equation v2-f model [1]. The current work is a continuation of the
investigation [4] in which the same case has been computed with a NASA research code and a
commercial flow solver.

NASA Transonic Cascade

The cascade consists of twelve blades with an axial chord of 12.7 cm and a pitch of 13.0 cm. A part
of the cascade is shown in Fig. 2.5a. The high blade count of the cascade ensures good periodicity.
Only one blade and only the region between endwall and symmetry plane has been considered in
the flow computations. The blade geometry is two-dimensional, facilitating the mesh generation.
The computational mesh consisting of 572416 cells Y is shown in Fig. 2.5b. The O-mesh around
the blade consists of 48x192 cells. There are 52 cells spanwise. The boundary conditions used are
highlighted in the figure.

The inlet Mach number is 0.38, the exit Mach number is 1.33, the pressure ratio pi/pe is 0.37
and the inlet Reynolds number based on the inflow velocity and the axial cord length of the blade
is 937000. A static temperature of 308.7K is imposed at the inlet. The wall temperature Tw is
450K. The flow incidence is 63.64o. The cascade provides a design flow turning of 136o. The inlet
profile is modeled as a thick boundary layer with the boundary layer thickness normalized by the
axial cord length of δi/Cx = 0.24.

Results

The flow is essentially two dimensional in most of the passage. However, close to the junction of the
endwall and the leading edge of the blade, the rolling up of the incoming boundary layer generates
a strong horseshoe vortex, which is convected into the passage. This vortex is displayed in Fig. 2.6
with a λ2 = 0 surface according to the method of Jeong & Hussain [3]. The heat transfer at the wall
is increased in regions where vortices are located close to the wall, increasing the convective mixing
of the fluid. Thus, the horseshoe vortex is clearly visible with a higher Stanton number shown by the
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experimental data in Fig. 2.7c. Within the passage, four additional interesting features are present:
(i) a localized peak in the Stanton number related to the impingement of the suction-side leg of the
horseshoe vortex on the blade surface; (ii) the presence of a shock wave on the pressure side near
the the trailing edge that increases the heat transfer on the endwall; (iii) a gradual increase of heat
transfer at the endwall which is related to the acceleration of the fluid in the passage; and (iv) the
presence of a corner vortex on the suction side towards the trailing edge of the blade as indicated in
experiments by a low heat transfer region. In the wake, a very sharp peak in the Stanton number
is measured just downstream of the trailing edge.

The computed Stanton number reproduces most of the features observed in the experiments
but, in general, fails to agree quantitatively with the experimental data for the heat transfer on the
endwall. The increased heat transfer beneath the horseshoe vortex is captured by both turbulence
models. The S-A model seems to spread this high Stanton number region and shift it towards
the blade. Spreading of the horseshoe vortex is related to the turbulence generation in the vortex
shear layer. The v2-f model tends to produce a thinner vortex further away from the blade. The
secondary peak on the suction side, which is related to the stagnation of high temperature fluid
convected by the horseshoe vortex, is not predicted by either model. The S-A model predicts
slightly larger values for the gradual increase in heat transfer within the passage. It also spreads it
over a larger region. The trailing edge peak and the low heat transfer region on the suction side of
the blade are reproduced by both models.

The computed endwall pressure distributions normalized with the inlet static pressure obtained
with both turbulence models are presented in Fig. 2.7d and Fig. 2.7e. The experimental data are
shown in Fig. 2.7f. The pressure decrease between the blades and the location of the shock wave, as
well as the pressure in the wake, are predicted with very good accuracy. A larger discrepancy with
the experimental data can be observed for the pressure distribution on the suction side downstream
of the shock wave. The flow in that region is related to the intensity of the upstream shock-wave.
The accuracy of the shock prediction is highly dependent of the shock capturing capability and
the treatment of the outlet boundary conditions. As expected, the pressure distribution is hardly
influenced by the turbulence model used.

Future Work

Several factors have been identified as being responsible for the scatter between numerical pre-
dictions of the endwall heat transfer rate and experimental data. Among these are: the spanwise
resolution of the grid, the accuracy of the numerical procedure, the specification of the inlet profiles,
and the modeling of transition. These will be investigated in future work. Preliminary results show
that the discretization accuracy of the convective terms does affect the heat transfer at the endwall.
The cross section of the main horseshoe vortex is represented by 4 to 6 cells and this is not enough
resolution for a mesh independent representation.

Giel’s database [2] includes several flow conditions with varying Mach, Reynolds number and
free stream turbulence intensity. The turbulence intensity at the inlet has a strong influence on
the transitional effects in the flow. This makes the NASA transonic cascade an ideal test case for
future testing of transition models.

2.2.2 Transition Simulation and Modeling

Transition from laminar to turbulent flow is an important phenomena. It has been approached
traditionally by instability theory. When transition proceeds from inflectional shear flow velocity
profiles, this is a sound conception. The breakdown to turbulence is the endpoint that evolves from
initial instability waves. However, in boundary layers that scenario seems uncommon. Tollmein-
Schlicting waves are rarely the precursors of transition, except in carefully controlled wind tunnel
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Figure 2.5: Sketch of linear turbine cascade (a) and computational domain (b)

Figure 2.6: Horseshoe vortex visualization using the method of Jeong & Hussain.
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Figure 2.7: Stanton number (left) and pressure (right) distribution on endwall
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experiments. Tollmein-Schlichting waves have very small growth rates and are usually preempted
by other mechanisms. Barring inflectional, or other inviscid instability, transition often is caused
by external disturbances. This scenario is called bypass transition. Our effort in this ASCI program
has been to study bypass transition by Direct Numerical Simulation (DNS), and to develop models
that can be used in TFLO to predict transition in turbomachinery.

Computational Method

The incompressible Navier-Stokes equations were integrated by the method of [10]. The grid
is curvilinear in two directions (see figure 2.8) and uniformly spaced, Cartesian in the third. The
latter is because the flow is statistically homogeneous in that direction.

x

y
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0.5
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Inflow
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Wall

Figure 2.8: Computational grid for turbine passage.

A staggered grid, finite volume, semi-discrete form of the momentum equations is

V ∂tu =
∑
faces

Sl · (T l − uu) (2.1)

where Sl is the area vector of face l and V is the elemental cell volume. T stress tensor Following
[10], define

u =
∑

l=1,2,3

SlU
l (2.2)

where U l are the volume fluxes and Sl is the inverse area vector. In two dimensions S1 = (S1
x, S1

y)
and

S1 = (S2
y ,−S2

x)/(S1
xS2

y − S1
yS2

x)
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so that Sl ·Sk = δkl. Substituting (2.2) into (2.1) and dotting with S1 gives the evolution equation

V ∂tU
1 =

∑
l=1,2,3

Sl · T l · S1 − U lU1 (2.3)

for the 1-component of the flux vector. Similar formulas can be derived for the other component.
Thus the dependent variables are the flux vectors in the face normal direction. Cartesian velocities
are computed when post-processing the results.

The volume fluxes are stored on a collocated grid; this is the motive for working with flux
vectors. The i-direction flux is stored at the points (i ± 1/2 , j, k) of the cell with center (i, j, k);
and similarly for the other components. Staggered grids remain popular for incompressible DNS.

The stress tensor in (2.3) contains the pressure, −P
∑

l=1,2,3 Sl ·S1 as well as the linear, viscous
stress. The fractional step method consists of evaluating P at the nth time level when U1 is advanced
provisionally to the n + 1st level. Then the pressure is corrected to enforce solenoidality and the
velocity is corrected. In the present case, the viscous stress is treated by Crank-Nicholson and the
convective flux on the right side of (2.3) is evaluated at n + 1/2 by the 2-level Adams-Bashforth
formulation. This provides second order temporal accuracy to the velocity field.

The pressure correction is obtained from a Poisson equation. In the Cartesian direction it is
solved by fast Fourier transform. This produces a set of Helmholtz equations that are solved by
line Gauss-Seidel, with multi-grid acceleration.

Turbine Passage

Boundary conditions were imposed by adding ghost cells. In the turbine passage (figure 2.8; also,
see last year’s report) a portion of the boundary consists of the solid, no-slip walls. The portions
upstream and downstream of the blade are periodic. The latter is implemented by copying data
from the first interior cell on the opposite side of the passage into the ghost cell. Although the
mean flow satisfied periodicity, the turbulence does not. As is usual in DNS, we assume that the
correlation length of the eddies is short enough for the artifice of periodicity to be innocuous.

Although these simulations are still in progress, we will present some results for three inlet
conditions. The first is turbulence free. In that case a simulation with incident wakes was restarted
with no inlet disturbance; hence, it started with a disturbance in the free-stream, that washed out,
leaving behind a flow with no free-stream turbulence, but with a self-sustained transition near the
trailing edge.

The second inflow consists of periodically passing wakes, as explained in [12] and shown in
figure 2.9. These consist of fully-developed, turbulent wakes obtained from a separate simulation.
The wakes are swept across the inlet at velocity −Vc. Let the velocity in the frame of the wake
generator be (U, 0) + (uw, vw) where U is a uniform oncoming flow and uw is the turbulence plus
the mean wake defect. Then if the free-stream velocity in the blade frame is (U∞, V∞) the inlet
velocity is

(U∞, V∞) + (uw cos β − vw sinβ, vw cos β + uw sinβ) (2.4)

where tan β = (V∞ + Vc)/U∞. (uw, vw) are obtained from a time-evolving wake simulation. Time-
dependent inflow turbulence is obtained by sweeping through the frozen field in the streamwise
direction.

The third inflow condition is a field of grid turbulence carried with the flow. Again, this is
obtained from a separate, temporal simulation that is frozen in time, then swept through in the
streamwise direction.

The influence of the different inlet conditions on the state of the boundary layer is illustrated by
figure 2.11. In the first case transition occurs near the trailing edge, in a region of adverse pressure
gradient. The chord Reynolds number is 1.5×105 in all cases — which is typical of the low pressure
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Figure 2.9: Magnitude of velocity for case of incident wakes. [11]

Figure 2.10: Magnitude of velocity for case of grid turbulence
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turbine in a full scale engine. This is sufficiently low that most of the blade would be laminar were
it not for the inlet disturbance. In this case instability waves are observed near the trailing edge,
suggesting that an orderly, Kelvin-Helmholtz instability leads to transition.

With incident wakes a buffeted region is seen near the leading edge. The boundary layer
relaminarizes further along the surface; indeed, it is likely that the turbulence seen in this region is
driven by the incident wake, rather than being boundary layer turbulence. Shortly past midspan
boundary layer transition begins. Comparing to the top figure, it is clear that the instability wave
route is bypassed.

Bypass transition occurs in the lower most case as well. The incident grid turbulence seems to
produce a straighter transition line. At this stage it is unclear what causes the qualitative difference
between the second and third cases. Clearly the intermittent wake lets the turbulent zone convect
toward the trailing edge before being reinvigorated by the subsequent wake. This might be why the
transition region has a different appearance to the blade continuously perturbed by grid turbulence.

Figure 2.11: Top: no inlet disturbance; middle, incident wakes; lower incident grid turbulence.

Skin friction distributions are presented in figure 2.12. They show that the middle section of
the suction side is unaffected by the incident disturbances, but transition moves away from the
trailing edge (x = 1 in the figure) when the wake or grid turbulence are introduced.

The irregularities in the solid curve in figure 2.12 are due to non-uniformities in the grid. DNS
has been found to be quite sensitive to grid stretch in other studies [13]. Here the grid cells are
skewed in the passage and seem to give rise the an analogous mesh error. It seems to be associated
with distortion of vortices convected through the grid.
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Figure 2.12: Skin friction distribution for the three cases.

2.2.3 Transition Modeling for the k − ω Closure

Most TFLO computations to date have been performed with the k − ω model. This model has a
curious property which makes is possible to understand its transition properties by a linear stability
analysis, namely that even in laminar flow ω is non-zero. Conceptually, this means that a (virtual)
turbulent time-scale exists when there is no turbulence (with the caveat for boundary layers, that
the free-stream condition invokes external turbulence). This might be regarded as the time-scale
at the onset of turbulent flow. Mathematically it provides a state about which the model can be
linearized. k is zero in laminar flow, so the stability analysis reduces to solving for the eigenvalues
of the k equation.

The equations of the k − ω model can be written

∂tk + Uj∂jk = 2νT |S|2 − kω +
1
ρ
∂j

((
µ +

µT

σk

)
∂jk

)

∂tω + Uj∂jω = 2CµCω1|S|2 − Cω2ω
2 +

1
ρ
∂j

((
µ +

µT

σω

)
∂jω

)
(2.5)

νT = Cµk/ω.

Our ω is Cµ times Wilcox’s, which makes the analogy to k − ε more apparent. The standard
constants are Cω1 = 5/9, Cω2 = 5/6, σω = σk = 2 and Cµ = 0.09.

To understand transition and how to model it, we consider laminar plane channel flow. Non-
dimensionalizing on the channel half width and centerline velocity, the mean flow profile is

U = y(2 − y)

y = 0, y = 2 are the walls, y = 1 is the centerline. In laminar, constant density channel flow the ω
equation is

0 = 4CµCω1(1 − y)2 − Cω2ω
2 +

1
Re

∂2
yω (2.6)
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This must be solved numerically subject to the conditions ∂yω = 0 at y = 1 and ω → 6/(ReCω2 y2)
as y → 0. A non-trivial solution exists at all Reynolds numbers; hence ω �= 0 even in laminar flow.

Consider the stability problem k = εφk(y)ect. Then the linear eigenvalue problem for the k
equation is

cφk = 4Cµφk
(1 − y)2

ω
− ωφk +

1
Re

∂2
yφk (2.7)

with φk(0) = 0 and ∂yφk(1) = 0. This has been solved numerically and the result is shown in
figure 2.13. The eigenvalue crosses 0 at Re ≈ 235. This is very much below the experimental
value of about 975. Very early transition is a well know property of k − ω (and a number of other
models; [14] contains a stability analysis of the Spalart-Allmaras model): the loss of stability of the
laminar solution branch occurs below Reynolds numbers at which transition to turbulence occurs.
We would like to have the model transition at a more realistic Reynolds number; of course, it is
unlikely that a turbulence model will accurately predict transition, but it is desirable to have a
more plausible transition for many turbomachinery applications.
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Figure 2.13: Eigenvalue of the k equation for plane channel flow.

Some idea of how to proceed is suggested by the expression

c =

∫ 1
0

[
4Cµφ2

k(1 − y)2/ω − ωφ2
k − 1

Re(∂yφk)2
]
dy∫ 1

0 φ2
kdy

(2.8)

which the eigenvalue satisfies. Numerical solution to (2.7) shows that the first two terms in the
numerator are dominant. Hence it is the dissipative term ωφ2

k that seems to control where c becomes
positive. Adding another dissipative term to (2.7) can reduce c and delay transition. However it
should be formulated so as to have a small effect once the flow has become fully turbulent; for this
reason we are exploring terms proportional to the molecular viscosity.

Figure 2.14 is a plot of skin friction versus Reynolds number obtained by solving (2.6) along with
(νT + ν)∂yU = (1 − y/H)τw for the mean velocity. In the original model the premature transition
is observed. The transition term that we have developed is proportional to ν|∂yU∂yk|/

√
k. With

this additional dissipative term, the experimental transition is obtained, while the behavior in
the fully turbulent region is not altered. Boundary layer calculations also show that the original
model transitions too early and that our revision delays transition without deteriorating the fully
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turbulent flow predictions. This work is in progress, but these preliminary results are promising.
After development and testing this model will be implemented into TFLO.
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Figure 2.14: Skin friction versus Reynolds number is plane channel. • original k − ω model; ◦
modification for transition.

2.2.4 Towards LES in Blade Passages

An accurate method for Large Eddy Simulation (LES) of compressible flows has been developed.
This will augment Direct Numerical Simulations of turbine flow by providing data at high Reynolds
numbers and high subsonic Mach numbers. Such simulations would also present a clearer picture
of flow in turbines, and strengthen our ability to test prospective turbulence models.

The framework for a high-order LES method was presented in the 2001 technical report. We
employ a staggered arrangement of conserved variables along with a high-order compact scheme
[15], allowing us to simulate flows at Reynolds numbers previously unreached with such schemes.
Figure 2.15 shows the superiority of the current method over collocated methods. Further details
are available from [16].

The current method has been extended to curvilinear coordinates giving us the capability to
handle the geometrical complexities of a turbine blade. To preserve the robustness of the stag-
gered arrangement of variables, we solve the following compressible LES equations (written in
non-dimensional form)
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Figure 2.15: Evolution of density fluctuations in isotropic turbulence as predicted by the staggered
and collocated schemes, respectively. Re is the Taylor microscale Reynolds number
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where vi is the contravariant velocity along the grid direction xi, gij and gij are the second order
contra- and co-variant metric tensors respectively, and Γi

jk represents the Christoffel symbol of the
second kind. This form of the equations allows the xi-momentum at the vi-node to be driven by
the pressure difference in the xi-direction. T ij and Qj are the sub-grid stress tensor and heat flux
vector that are modeled with the dynamic sub-grid model.

For time advancement, a hybrid explicit-implicit method is used. LES requires that time scales
associated with the resolved field be represented accurately. As a result, away from the wall, time
step is restricted by accuracy rather than stability constraints. An implicit treatment is therefore
unnecessary. On the other hand, near the wall, mesh spacing is very small and implicit time
advancement is required for faster convergence. To balance these requirements, we use a fully
implicit second order time advancement scheme close to the wall and an explicit Runge-Kutta
scheme outside the boundary layer. A grid with the two zones is shown for the case of an elliptic
leading edge of a blunt-nosed flat plate in figure 2.16. The steady solution at a Mach number of
0.5 and Reynolds number of 50, 000 (based on the semi-major axis of the ellipse) is also shown.

Current Research and Future Work

The high-order compressible LES code is currently being used to do a large eddy simulation of
the flow over a blunt nosed flat plate with an aim of studying the effects of leading edge on boundary
layer transition in the presence of incoming nonuniformities. Figure 2.17 shows a calculation of
freestream turbulence impinging on the leading edge of a blunt-nosed flat plate.
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Figure 2.16: Grid around the leading edge of a blunt nosed flat plate showing the implicit (red)
and explicit (green) zones, and, contours of streamwise velocity at steady state

INFLOW

LEADING EDGE

IMPLICIT ZONE

EXPLICIT ZONE

Figure 2.17: Contours of spanwise velocity fluctuation for flow around a leading edge. Shown are
a spanwise cut and the stagnation plane. The red line is the interface between the two zones
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2.2.5 DNS and Modeling of Shear Flow with Strong Rotation

Homogeneous shear and straining flows in rotating frames capture aspects of turbomachinery flows
and are good configurations for the calibration and refinement of RANS models used in TFLO.
Unfortunately there is a lack of modern, high resolution, simulations of rotated shear and straining
flows. Recognizing this need, DNS for homogeneous shear and straining flows in rotating frames
are now being conducted as collaboration between the Stanford ASCI group and the CTR group
at NASA/Ames. These DNS data will be used by the modeling groups to shape and tune their
models to handle rotating turbomachinery flows.

The flow configurations of primary interest is homogeneously sheared turbulence, in a frame
rotating about either the spanwise or streamwise direction (Fig. 2.18). Turbomachinery flows also
involve strain dominated regions and these can be emulated by straining homogeneous turbulence
in a rotating frame. We plan to simulate both strain and shear cases. A single general purpose
code has been developed to handle these configurations.
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X 3

U1, 2  =  S

Ω
f

Figure 2.18: Flow configuration for the shear of homogeneous turbulence in a frame rotating about
the spanwise direction (left) and about the streamwise direction (right).

Code and Status of Simulations

The numerical method used to solve the governing equations for homogeneous shear flows is
similar to that introduced by Rogallo [17]. The equations are transformed to coordinates that
deform with the mean flow. This allows the use of Fourier pseudo-spectral methods, with periodic
boundary conditions, to be used for the representation of the spatial variation of the flow variables.
Time is advanced by a third-order Runge-Kutta method. Since the mean imposed shear skews the
computational grid with time, periodic remeshing is needed to allow the simulation to progress
to large total shear, where a self-preserving regime might be expected to prevail. The remeshing
introduces aliasing errors that are removed by a de-aliasing procedure included in the code. An
MPI–based version of the code has been implemented in Vectoral and ported to the ASCI Red
machine and to a Linux cluster of 16 nodes. Both implementations of the code have been thor-
oughly tested individually and against each other for accuracy, grid independence, and scalability.
Currently, we are carrying out production runs for turbulence sheared in a frame rotating about
the spanwise direction. Once these are completed, we will initiate runs for the case of turbulence
sheared in frame rotating about the streamwise direction.

Structure-Based Turbulence Modeling

This modeling effort was initiated in the late 80’s [18] with the of the idea that the Reynolds
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stresses by themselves do not reveal much about turbulence structure. At the same time, a new
‘structure tensor’ was introduced to describe the dimensionality of the turbulence. This and other
one-point tensors were subsequently used in a new approach that we called “Structure-Based Mod-
eling” (SBM). Over the past decade we have developed and refined the one-point tensor represen-
tations of turbulence structure [19, 20, 21]. We have also developed a differential structure-based
model that did well in complex homogeneous flows, including those with strong mean or frame
rotation and MHD effects [22]. More recently this model has been successfully applied to rotating
pipe flow where it was shown to perform better than other models [23]. We have recently devel-
oped an algebraic version of the key structure tensors. We plan to use this algebraic model, along
with transport equations for two appropriate turbulence scales, in a robust and widely applicable
engineering model that should be useful in the design of complex rotating flow systems. In due
time, we plan to introduce the ASBM into TFLO.

In SBM, an effort is made to have both transport equations for the turbulence scales to be
firmly based. The kinetic energy equation provides a solid foundation for the energy scale of
the turbulence, but the second scale remains a challenge. The exact equation for the energy
dissipation rate is not useful because the important terms in this equation are dominated by small-
scale turbulence, whereas ε is determined by nonlinear interactions of large-scale turbulence. The
ω equation, used in k-ω models, is completely ad hoc and has no formal fundamental definition.

If we accept the idea that the rate of energy cascade from the large to small scales is determined
by nonlinear interactions among the large-scale motions, then only the turbulence at scales larger
than the start of the inertial range of the energy spectrum should contribute to the energy feeding
the cascade. Using a model spectrum, we find that approximately half of the total turbulence
energy is carried by these large scales, and that the dissipation rate can be expressed as ε = C̃εk̃ω̃,
where k̃ and ω̃ are the kinetic energy and vorticity of this large-scale motion, or alternatively as
ε = Cεkω̃, where k is the total turbulence kinetic energy.

The turbulence structure tensors [19] are dominated by large-scale motions. One of these tensors
(the circulicity) relates to the large-scale enstrophy. During this last year we have shown that the
exact large-scale enstrophy equation provides an excellent base for a model evolution equation for
the large-scale enstrophy ω̃2. The terms in this equation are modeled in terms of the new large-scale
structure tensors. The details of how this is done are given in [24]; the main idea is to use invariants
of the structure tensors to model the unknown terms in the ω̃2-equation so as to achieve correct
behavior for both three- and two-dimensional turbulence. For homogeneous high Reynolds number
turbulence, the resulting model of the ω̃2-equation contains two constants, which can be determined
entirely by analytical reference to the asymptotic structure and decay rate of the turbulence energy
for unstrained turbulence in fixed and rotating frames.

Results for Strong Spanwise Rotation

To test the above ideas, we have implemented the new ω̃2-equation into the thoroughly tested,
differential structure-based, Q-model [23, 25]. Using the ω̃2-equation as the second turbulence scale
equation improved the predictions of the Q-model for several cases of deformation of homogeneous
turbulence. In fact, when homogeneous turbulence is sheared in a frame with spanwise rotation,
the Q-model using the ω̃2-equation is in excellent agreement with the results obtained from the
DNS that we have been conducting as part of the ASCI program.

For example, in these flows the equilibrium state depends on the ratio of the frame rotation
rate Ωf ≡ Ωf

12 to the shear rate S ≡ U1,2 (Fig. 2.18). A limited range of values of η = Ωf/S is
marked by exponential growth of both the turbulent kinetic energy, k, and the dissipation rate,
ε. This behavior is well known, but details of the equilibrium state of the turbulence, such as the
ratio of the turbulent kinetic energy production to dissipation rate, P/ε, are unclear. The standard
ε or ω equations are formulated so that within this range P/ε is constant, independent of η. In the
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Figure 2.19: Shear of homogeneous turbulence in a frame rotating about the span. η ≡ Ωf/S = 0.15
and initially Sk/ε = 3.33: (a)-(c) evolution of the normalized structure tensors with dimenionless
time; dashed lines are predictions of the Q-model using the large-scale enstrophy equation; solid
lines are from a 5123 DNS. (d) Variation of P/ε with η; solid line is the prediction of the Q-model
using the large-scale enstrophy equation and the dashed line to predictions using the standard
ε-equation; symbols are preliminary results from a 5123 DNS.
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absence of DNS data, this has been accepted as a reasonable approximation. Preliminary results
from the DNS that we are currently conducting show that in fact the equilibrium value of P/ε
is a function of η. Interestingly, the Q-model using the large-scale ω̃2-equation does predict the
correct behavior for P/ε with η, and in addition provides excellent predictions for the evolution
of all normalized structure tensors in these flows (Fig. 2.19). When η = Ωf/S is close to 1/4 the
turbulent kinetic energy grows exponentially, and the energy-containing structures tend to quickly
fill the computational box; the simulation then has to be terminated. The challenge for these most
unstable cases is to reach an equilibrium state before the simulation runs out of box. To achieve
this goal we will utilize computational grids of the order of 10243 or even bigger.

2.3 TFLO Algorithm Improvement

Since the default time-integration scheme in TFLO is based on an implicit, dual-time stepping
algorithm which solves a steady-state problem for each physical time step, improvements in the
unsteady performance of TFLO can be obtained in one of two ways. One can either improve the
performance of the inner iteration such that converged solutions can be obtained faster for each
time step, or, alternatively, one can solve the unsteady portion of the problem in such a way that it
converges faster. We are attempting to solve the inner iteration faster in two ways: firstly, we have
developed a new algorithm based on an LU nonlinear Symmetric Gauss-Seidel (LU-SGS) iteration
that significantly increases the convergence rate of the core solver. Secondly, we have developed
preconditioning approaches to improve the convergence rates of the core solver in areas where the
Mach number is extremely low and the flow is nearly incompressible. We are also in the process
of taking advantage of the fact that, although very complex, the nature of the unsteadiness in
turbomachinery flows is periodic. Using a nonlinear frequency domain decomposition strategy,
we intend to significantly speed up the convergence to a periodic steady-state. Finally, we have
developed a hybrid-ADI scheme for the time-advancement of the dual-time stepping scheme that
speeds up the time integration and, at the same time, formally guarantees second- or third-order
accuracy in time. These four algorithms are described below together with their implementations
and the results that have been obtained so far.

2.3.1 LU-SGS Algorithm for the Compressible Navier-Stokes Equations

During the course of last year, new implicit algorithms have been developed for more efficient
solution of the Euler equations of compressible flow, as a first step towards speed-up of Navier-Stokes
solutions. The methods are based on a preconditioned, Lower-Upper (LU) implementation of a
nonlinear, Symmetric Gauss-Seidel (SGS) algorithm for use as a smoothing algorithm in a multigrid
method. The methods have been implemented for flows in quasi-one-dimensional ducts and for two
dimensional flows past airfoils on boundary-conforming “O”-type grids for a variety of Symmetric
Limited Positive (SLIP) spatial approximations, including the scalar dissipation and Convective
Upwind Split Pressure (CUSP) schemes. The method appears to be significantly faster than earlier
explicit or implicit methods for this class of problems, allowing solution of these problems to the
level of truncation error in three to five multigrid cycles. The method has been extended to the
Navier-Stokes equations, also in two dimensions, and shows significant speed-up, though not as
impressive as for the Euler equations. The method also might be extended for use as a smoother
in temporally sub-iterated schemes for unsteady flow problems such as the one currently used in
TFLO. Further work is needed to achieve significant speedups for highly stretched Navier-Stokes
meshes on complex three-dimensional configurations. This work is ongoing and has already been
implemented in three dimensions for inviscid flow.

Multigrid methods [35] using both explicit [39, 44] and implicit [32, 33, 41, 45, 51, 50] time-

28



stepping algorithms are widely used for solving the Euler and Navier-Stokes equations for aerody-
namic flows of practical interest. Although these methods have been quite intensively studied in the
past several decades, the best methods developed to date still require many tens, if not hundreds,
of multigrid cycles for adequate convergence. On the other hand, it is well known that elliptic
problems are often solvable in ten, or fewer, cycles [29, 30]. This fact has motivated recent efforts
to achieve “textbook” multigrid efficiency for non-elliptic problems [46, 47, 48]. Considering that
the solution of a nonlinear equation for one unknown by Newton’s method will typically require
three to five iterations, we have held the view that one should not expect to solve the large number
of coupled nonlinear equations which result from discretization of the flow equations in many fewer
than ten iterations. In fact, it appears that adequately converged solutions of the Euler equations
for transonic flows past airfoils can be obtained in three to five multigrid “W” cycles.

The principal ingredients of the new scheme are as follows. First, we have adopted the LU -
SGS scheme in a fully nonlinear form, in which the fluxes at each cell interface are recomputed
for each cell using the most recently updated values of the flow solution variables while sweeping
forward from left to right, and then backward from right to left. Second, the combined Jacobian
matrices that would appear on the diagonal of a linearized implicit, flux-split scheme are used as
a preconditioner of the nonlinear scheme. Third, we observed a slower rate of convergence in the
supersonic zones, so we introduced options for additional sweeps only over cells in which the local
Mach number was supersonic. Finally, we combine this evolution algorithm with a fully nonlinear
multigrid algorithm of the type formulated by Jameson [35], which uses the full-approximation
scheme (FAS) introduced by Brandt [29]. The multigrid algorithm provides options for “V” and
“W” cycles, and is set up as a full multigrid scheme in which the calculation is initiated on a coarse
grid before proceeding to successively finer grids in each of which the solution process is accelerated
by cycles through coarser grids. At each stage of this process a second-order accurate discretization
is employed on the (currently) finest grid, while a first order accurate discretization is used on all
coarser grids.

A fast rate of convergence results from the effective combination of all these features, which are
described in slightly more detail in the following section, followed by results of computations of the
transonic flow past several two-dimensional airfoils.

Algorithm

A flux-split, fully implicit algorithm to solve numerically the conservation law

∂w

∂t
+

∂

∂x
f(w) +

∂

∂y
g(w) = 0, (2.9)

can be written as{
I + ∆t

(
D+

x A− + D+
y B−) + ∆t

(
D−

x A+ + D−
y B+

)}
δw + ∆tR = 0, (2.10)

where D+
x , D+

y are forward differences, D−
x , D−

y are backward differences, and

R = D+
x f− + D+

y g− + D−
x f+ + D−

y g+ (2.11)

is the residual. The fluxes are split so that the Jacobian matrices

A+ =
∂f+

∂w
and B+ =
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∂w
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∂f−

∂w
and B− =

∂g−
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have negative eigenvalues. The vector

δw = wn+1 − wn (2.12)

represents the correction to the solution in the current time step.
The computation required for each time step can be reduced by approximating the left hand side

of Eq. (2.10) by a product of more easily invertible factors. Historically, this is done either by intro-
ducing an Alternating Direction Implicit (ADI) factorization or a Lower-Upper (LU) factorization.
The LU factorization [40, 31, 42, 50], results in{

I + ∆t
(
D+

x A− + D+
y B−)} {I + ∆t

(
D−

x A+ + D−
y B+

)}
δw + ∆tR = 0. (2.13)

where, as earlier, A+, B+ are Jacobians having positive eigenvalues, and A−, B− are Jacobians
having negative eigenvalues, with

A+ + A− = A, B+ + B− = B. (2.14)

The LU scheme requires the solution only of block bidiagonal factors for each time step.
A symmetric Gauss Seidel (SGS) iteration of an implicit scheme can be constructed as follows;

to simplify the notation at this point only the one-dimensional problem will be considered. Consider
the flux split scheme {

I + r
(
δ+
x A− + δ−x A+

)}
δv + ∆tR = 0, (2.15)

where δ+
x = ∆xD+, δ−x = ∆xD− are forward and backward undivided differences, r = ∆t

∆x and R
is the residual. Alternatively, we can write

δvi + r
(
A−

i+1δvi+1 − A−
i δvi + A+

i δvi − A+
i−1δvi−1

)
+ ∆tRi = 0. (2.16)

A symmetric Gauss-Seidel scheme consists of the forward sweep

δṽi + r
(
A+

i − A−
i

)
δṽi − rA+

i−1δṽi−1 + ∆tRi = 0, (2.17)

followed by the backward sweep

δvi + r
(
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i − A−
i

)
δvi + rA−

i+1δvi+1 − rA+
i−1δṽi−1 + ∆tRi = 0. (2.18)

The terms ∆tRi − rA+
i−1δṽi−1 of Eq. (2.17) are a linearization of ∆tRi evaluated with ṽi−1 =

vi−1 + δṽi−1. Following this line of reasoning, the LU -SGS scheme can be recast as{
I + r

(
A+

i − A−
i

)}
δw̃i + ∆tR̃i = 0; (2.19){
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)}
δ ˜̃wi + ∆t ˜̃Ri = 0, (2.20)

where

w̃i = wi + δw̃i; f̃±
i = f±(w̃i); (2.21)
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With the definitions
A+ =

1
2

(A + ρI) , A− =
1
2

(A − ρI) , (2.25)

where ρ = max |λ (A)| (to ensure diagonal dominance), Eqs. (2.19) and (2.20) can be written

δw̃i = − ∆t

1 + C R̃i (2.26)

δ ˜̃wi = − ∆t

1 + C
˜̃Ri (2.27)

where C = ρ∆t/∆x is the Courant number. Alternatively, with the Jacobian splitting defined as

A+ =
1
2

(A + |A|) , A− =
1
2

(A − |A|) , (2.28)

where |A| = M |Λ|M−1, with |Λ| the diagonal matrix whose entries are the absolute values of the
eigenvalues of the Jacobian matrix A and M , M−1 are the modal matrix of A and its inverse,
Eqs. (2.19) and (2.20) can be written

{I + r|A|} δw̃i = −∆tR̃i (2.29)

{I + r|A|} δ ˜̃wi = −∆t ˜̃Ri (2.30)

and, in the limit as the time step ∆t goes to infinity, these equations represent the SGS Newton
iteration

|A|δw̃i = −∆xR̃i (2.31)

|A|δ ˜̃wi = −∆x ˜̃Ri (2.32)

The introduction of the splitting defined by Eqs. (2.28) is motivated, in part, by the success of the
similar preconditioner introduced by Allmaras [27] and used by Pierce and Giles [44] to accelerate
the convergence of codes based on explicit Runge-Kutta time stepping. This preconditioner seems
to have its roots in the Diagonally-Dominant ADI scheme [28, 43].

The scheme corresponding to Eqs. (2.31) and (2.32) has been implemented for the finite-volume
form [39] of the equations, which can be represented (in two dimensions) as

{|A| + |B|} δw̃i,j = −σR̃i,j , (2.33)

{|A| + |B|} δ ˜̃wi,j = −σ ˜̃Ri,j , (2.34)

where
R̃i,j = F−

i+1,j − F−
i,j + F+

i,j − F̃+
i−1,j + G−

i,j+1 − G−
i,j + G+

i,j − G̃+
i,j−1 (2.35)

and
˜̃Ri,j = ˜̃F

−
i+1,j − F̃−

i,j + F̃+
i,j − F̃+

i−1,j + ˜̃G
−
i,j+1 − G̃−

i,j + G̃+
i,j − G̃+

i,j−1 (2.36)

and σ is a relaxation factor that can be used to optimize convergence rates. In these equations
F+, F−, G+, and G− represent the split approximations to the cell area h times the contravariant
components of the flux vectors in the corresponding mesh coordinate directions. The residual fluxes
are approximated using either the scalar or Convective Upwind Split Pressure (CUSP) versions of
the Symmetric LImited Positive (SLIP) approximations developed by Jameson [36, 37].

The implementation of this procedure is made computationally very efficient by locally trans-
forming the residuals to those corresponding to the equations written in primitive variables (see,
e.g., [49]), then transforming the corrections back to the conserved variables. Numerical experi-
ments indicate that it can be beneficial to perform additional corrections in supersonic zones, when
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they are present in the solution. The CPU time required for these multiple sweeps is reduced by
“freezing” the matrix coefficients |A| and |B| that appear in Eqs. (2.31) and (2.32). The additional
memory required to store these coefficient matrices is minimized by storing only the symmetrized
form of the Jacobians (which requires only 7 additional quantities to be stored for each mesh cell).

Boundary conditions for two-dimensional problems are enforced in the standard way. At solid
boundaries, the no-flux condition is enforced directly, and the pressure is determined from the
normal momentum equation. Values of density and total energy are required in dummy cells, and
are set by extrapolating the entropy and total enthalpy with zero gradients normal to the boundary.
The flows considered here are subsonic at infinity, so at far field boundaries the outgoing Riemann
invariant is extrapolated from the interior and the incoming Riemann invariant is set by free stream
quantities.

The algorithm is implemented within the framework of the multigrid method, following the
(now standard) procedure of Jameson [35].

Results

The results of several sample computations are presented here to illustrate both, the asymptotic
rate of convergence of the method, and the speed with which global measures of the solutions, such
as force and moment coefficients and surface pressure distributions, converge. The airfoil flow
results presented here are computed on “O”-type grids extending from the airfoil to a far-field
boundary located approximately 26 chord lengths from the body surface. Results are presented
for computations using only the and CUSP dissipation model; comparable results for the scalar
version of the SLIP scheme are presented in [38].

All results are computed using a sequence of four grids; having 20 × 4, 40 × 8, 80 × 16, and
160× 32 mesh cells in the wrap-around and body-normal directions, respectively. An uniform free
stream is used as the initial condition for the solution on the coarsest grid, and interpolated coarser
grid solutions are used as initial conditions for the subsequent, finer, grids.

Figures 2.20 (a), (b), and (c) show the convergence histories for the solution of three represen-
tative transonic flow problems; the flow past the RAE 2822 airfoil at Mach 0.75 and 3.00 degrees
incidence, and the flow past the NACA 0012 airfoil at Mach 0.80 and 1.25 degrees incidence and
at Mach 0.85 and 1.00 degrees incidence. In each case, a sequence of up to 100 multigrid cycles
on each of the four successive grids is shown; the iterations are halted if the residual or the frac-
tional deviation in total enthalpy reaches 10−12. The numerical scheme is designed to drive the
total enthalpy of iteratively-converged solutions to a constant, and the fractional deviation in to-
tal enthalpy is plotted in the figures along with the residual. These figures demonstrate that the
asymptotic rate of convergence of the method is nearly independent of problem size (i.e., number
of grid cells), and that residuals approaching 64-bit round-off levels can usually be reached in fewer
than 100 multigrid cycles.

In addition to having an impressive asymptotic rate of convergence, the method also converges
the global measures of error quickly. Errors in lift and drag coefficients typically are reduced to
the level of truncation error (on the order of 1 - 2% of their iteratively converged values) in 3 to
5 multigrid cycles, although more cycles may be required on the coarsest grid since it is starting
from a poorer initial guess. (Of course, additional computations on the coarsest grid cost very little
in CPU time.) To illustrate this rapid convergence, surface pressure distributions computed using
just 5 multigrid cycles are compared with fully converged distributions in Figs. 2.21 (a), (b), and
(c) for the RAE 2822 airfoil and NACA 0012 airfoil test cases presented above. In each case just 5
multigrid cycles were performed on a full multigrid sequence of six successively finer grids, starting
with a 5× 1 cell grid. The figures demonstrate that the surface pressure and entropy distributions
are well converged in just 5 cycles for these cases.

Tabulated values of the lift and drag coefficients for these computations are compared with their
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Figure 2.20: Convergence rates for transonic flow past the (a) RAE 2822 airfoil at Mach 0.75 and
3.0 degrees incidence, (b) NACA 0012 airfoil at Mach 0.80 and 1.25 degrees incidence, and (c)
NACA 0012 airfoil at Mach 0.85 and 1.00 degrees incidence. Computations proceed on a sequence
of three grids, with the finest grids containing 160 × 32 cells.
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Figure 2.21: Comparison of fast, preconditioned multigrid solutions after only 5 multigrid cycles
on 160× 32 cell grid with fully converged solutions on identical grid. (a) RAE 2822 airfoil at Mach
0.75 and 3.0 degrees incidence, (b) NACA 0012 airfoil at Mach 0.80 and 1.25 degrees incidence, on
160 × 32 cell grids.
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(iteratively) converged values in [38], and demonstrate that the values are within about 1% of their
iteratively-converged values after only 3 multigrid cycles, and to within a fraction of 1% after only
5 cycles.

Viscous Flows

The implementation of the algorithm for two-dimensional airfoil flows on “C”-type grids, and
its extension viscous flows in two dimensions is reported by Caughey & Jameson [34].

Only the non-mixed second derivatives appearing in the Navier-Stokes equations,

∂w

∂t
+ A

∂w

∂ξ
+ B

∂w

∂η
− Av

∂2w

∂ξ2 − Bv
∂2w

∂η2 = 0 (2.37)

are treated implicitly. Transformations described by Abarbanel & Gottleib [26] can be used to
symmetrize simultaneously the Euler and Viscous Jacobians, so that each factor of the split scheme
for the Navier-Stokes equations can be written{

I + ∆t
(
|Â| + 2Âv + |B̂| + 2B̂v

)}
δwi,j = ∆tS−1

v Resi,j (2.38)

where
|Â| = Sv|ΛA|S−1

v , |B̂| = Sv|ΛB|S−1
v (2.39)

and
Âv = S−1

v AvSv , B̂v = S−1
v BvSv (2.40)

and the matrices Sv, S−1
v are given in [34] (and by Abarbanel & Gottleib [26]).

The convergence history for the solution of the Navier-Stokes equations for the (laminar) flow
past the NACA 0012 airfoil at M = 0.50 and α = 1◦ incidence, and a (chordwise) Reynolds number
of �c = 5, 000, is shown in Fig. 2.22. The computation proceeds on a sequence of four grids, the
finest containing 160 × 48 cells in the wrap-around and body-normal directions, respectively,
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Figure 2.22: Convergence rates for flow past the NACA 0012 airfoil at Mach 0.50 and 1.00 degrees
incidence, and �c = 5, 000. Computations proceed on a sequence of four grids, with the finest grids
containing 160 × 48 cells.
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In spite of the poorer asymptotic convergence rates, reasonably accurate solutions of the Navier-
Stokes equations can still be obtained in a relatively small number of cycles. The surface pressure
and skin friction coefficient distributions are shown for this solution in Fig. 2.23 for computations
that were terminated after 10 and 20 multigrid cycles, respectively, on a sequence of 5 grids. It
is seen that the distributions of pressure and skin friction coefficient agree well with the fully-
converged values after about 10 cycles, while more than 20 cycles are required for good agreement
in the distribution of total enthalpy.
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Figure 2.23: Comparison of surface pressure and skin friction coefficients and percent change in total
enthalpy for flow past NACA 0012 airfoil at Mach 0.50 and 1.00 degree incidence and �c = 5, 000
on 160 × 48 cell grid. Surface distributions after (a) 10 and (b) 20 full multigrid cycles (symbols)
are compared with those of fully converged solutions (lines).

It is clear that the convergence rates are not as good as for the Euler equations, and are
deteriorating somewhat on successively finer grids. Reasons for this degradation in performance,
relative to the Euler equation results, continue to be investigated.

Future Work

The LU -SGS method holds some promise as a solver for unsteady flows when applied within
the context of a dual time-stepping algorithm. In order to be useful for three-dimensional, unsteady
turbomachinery flows, considerable development work remains.

2.3.2 Low Speed and Block-Jacobi Preconditioning

Low Mach Number Preconditioning

In compressible flow problems, the hyperbolic system of equations used becomes stiff when the
speeds of different waves in the solution become significantly disparate. When this happens, the
characteristic condition number becomes large. The occurrence of stiffness depends on the local flow
conditions. It is particularly a problem in regions where the singularity in Mach number, M → 0
exists. This arises in low Mach number flow which is almost incompressible, and in stagnation flow.
In such flows, one approach is to switch from using a compressible flow solver to an incompressible
one. However, flows arise often in which some regions are close to stagnation conditions while
other parts of the flow within the same computational domain are highly compressible, perhaps
even containing shocks. For turbomachinery applications, this situation arises in the secondary
flow paths where the fluid path is characterized by three-dimensional cavities and ducts of widely
varying cross-section. In some of the flow path, the flow can be close to stagnation, whereas
elsewhere within the same domain of interest, it can be close to supersonic. In these problems,
use of an incompressible flow solver is not possible and the only viable route is a compressible flow
solver. However, without suitable modification to handle the pockets of incompressible flow, very
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small time steps are necessary and convergence is impeded drastically. In addition, the accuracy
of the solution can degrade significantly.

To improve the convergence of compressible flow solvers for these type of problems it is necessary
to change the transient nature of the system to reduce the disparities that exist between the acoustic
wave speed u + a and waves convected at the fluid speed u. Methods which are designed to do this
are known as preconditioning methods since their aim is to reduce the condition number of the
problem. The application of preconditioning changes the eigenvalues of the system by effectively
premultiplying the time derivatives by a suitably chosen matrix which slows the speed of the acoustic
waves down towards the fluid speed so that at low Mach numbers all the waves will have similar
speeds. Furthermore, in this type of preconditioning, the differential equations to be solved are
changed through modification of the numerical dissipation. In fact, solutions to the unmodified
numerical schemes for the compressible flow equations do not converge the incompressible flow
solutions in the limit as the Mach number tends to zero. However, with preconditioning the behavior
of the numerical scheme satisfies the necessary conditions for convergence to the incompressible
limit. Thus, aside from better convergence, preconditioning offers the incidental benefit of improved
accuracy in low Mach number regions.

The form of the preconditioning matrix is not unique, and the major schools of thought on
preconditioning use differing (often confusing) notation. In addition, the governing equations must
be solved in a set of variables that differs from the usual conserved variables to ensure that the
algebra remains tractable. Again, the choice of dependent variables that is used to carry out the
preconditioning is not unique. In the present exposition, the preconditioning used follows that of
Merkle and Venkateswaren [52].

Though it is the compressible Navier-Stokes equations that are to be solved, for ease of expla-
nation, here the inviscid flow equations are used. The preconditioned system is identical to the
standard one except that the time derivative is written in terms of a new set of dependent variables
and it is premultiplied by a preconditioning matrix Γ, as follows

ΓQv
t + Eξ + Fη + Gζ = 0 (2.41)

where subscripts denote partial derivatives with respect to the given quantities, and (ξ, η, ζ) rep-
resent the coordinate directions in the body-fitted system. Qv represents the vector of dependent
variables used for the preconditioning while the conserved variables are denoted Q. The variables
used are

Qv
t = (p, u, v, w, T )T , Q = (ρ, ρu, ρv, ρw, e)T (2.42)

where
e = ρh − p +

1
2
(u2 + v2 + w2) (2.43)

The preconditioning matrix itself (actually applied to the residual as its inverse) is given by

Γ−1 =



ρh
′
T +ρ

′
T (h− 1

2
q2)

d
ρ
′
T u
d

ρ
′
T v
d

ρ
′
T w
d

−ρ
′
T

d
−u/ρ 1/ρ 0 0 0
−v/ρ 0 1/ρ 0 0
−w/ρ 0 0 1/ρ 0

h
′
p−ρ

′
p(h− 1

2
q2)

d

−ρ
′
pu

d

−ρ
′
pv

d

−ρ
′
pw

d

ρ
′
p

d

 (2.44)

The parameters ρ
′
p and ρ

′
T scale the eigenvectors both in the case of inviscid and viscous dom-

inated flows. For the non-preconditioned case, these parameters revert conveniently to thermody-
namic relationships for a working fluid. When preconditioning is applied, they become artificial
property functions defined [52] as
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ρ
′
p =

1
V 2

p

− ρ
′
T (1 − ρhp)

ρhT
(2.45)

ρ
′
T = δρT (2.46)

For viscous flows the preconditioned velocity scale Vp is defined as

Vp = min [max (V∞, Vinviscid, Vviscous), c ] (2.47)

where c denotes the normal speed of sound. The other velocity scales used above are

V∞ =
√

u∞ + v∞ + w∞, Vinviscid =
√

u + v + w (2.48)

while the precise form of Vviscous is scheme dependent, being a function of the CFL number, von
Neumann number and cell aspect ratio.

The left- and right- eigenvectors needed for preconditioning methods based on matrix dissipation
schemes are available in the literature and not repeated here. The eigenvalues for the acoustic waves,
needed in both matrix and scalar dissipation methods, are given by

λ± =
1
2

[
Û(1 +

d

d′ ) ±
√

Û2(1 − d

d′ )2 + 4
ρhT

d′ (k2
x + k2

y + k2
z)

]
(2.49)

for which Û represents the contravariant velocity and kx,y,z are the surface normals in the direction
of interest, while

d = ρhT ρp + ρT (1 − ρhp), d
′
= ρhT ρ

′
p + ρ

′
T (1 − ρhp) (2.50)

For the non-preconditioned case d/d
′

= 1 and the standard acoustic wave speeds are recovered.
The eigenvalues for the linearly-degenerate fields remain unchanged.

In addition to modifying the propagation of acoustic information within the interior of the
computational domain through the use of low Mach number preconditioning, attention must also
be devoted to ensuring that the problem remains well-posed through appropriate modification to
the boundary conditions.

Preconditioning for viscous flows is more difficult than in the case of inviscid flows. At high
Reynolds numbers, boundary layers impose flow gradients that are far steeper in the direction that
is normal to the wall, than in other directions. Proper resolution of these gradients necessitates
the use of very high aspect-ratio cells. The principal issue in viscous preconditioning is how best to
handle these high aspect ratio cells in which near-wall cells are viscous-dominated in one direction
while convection-dominated in the other direction(s). This is the subject of ongoing research.

Finally, it should be noted that low Mach number preconditioning can be readily used with other
techniques of convergence acceleration such as multigrid and residual smoothing. Indeed, since pre-
conditioning improves the clustering of eigenvalues, the damping of transient high-frequency modes
is enhanced to the extent that efficient multigrid computation of very low Mach number flows would
appear to be feasible.

Combined Low Mach Number & Block–Jacobi Preconditioning

The governing equations for inviscid flow can be written in abstract form using conservative
variables Q as

∂Q

∂t
+ R(Q) = 0 (2.51)
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Transforming into primitive variables Qp and applying the Low Mach number preconditioner PLM

gives

∂Qp

∂t
= −

(
∂Qp

∂Q
PLM

)
R(Q)

= −Γ−1
P R(Q)

= −RPLM
(Qp) (2.52)

where RPLM
(Qp) represents the Low Mach preconditioned residual RPLM

in primitive variables
prior to its update to the next time level. In this notation, the subscript p (lower case) denotes a
quantity in primitive form whereas P (upper case) signifies a preconditioned quantity. Note also
that by definition we choose

Γ−1
P =

∂Qp

∂Q
PLM (2.53)

Now the Block–Jacobi preconditioner may be defined for a conservative formulation in 2–D as

PBJ =
1
ν

(
|PLMA|

∆x
+

|PLMB|
∆y

)
(2.54)

where A and B represent the inviscid flux Jacobians in the x and y directions in conservative vari-
ables, while ν represents the Courant number and ∆x,∆y represent mesh spacing. In the context
of Low Mach number preconditioning, it is more convenient to apply Block–Jacobi preconditioning
in its equivalent primitive form, viz.

PBJp =
1
ν

(∣∣Γ−1
P Ap

∣∣
∆x

+

∣∣Γ−1
P Bp

∣∣
∆y

)
(2.55)

Now Ap and Bp represent the inviscid flux jacobians in primitive variables. Applying this precon-
ditioning to Equation (2) gives

PBJp

∂Qp

∂t
= −

(
∂Qp

∂Q
PLM

)
R(Q)

∆Qp = −P−1
BJp

[(
∂Qp

∂Q
PLM

)
R(Q)

]
= −P−1

BJp
RP (Qp)

= −ν

(∣∣Γ−1
p Ap

∣∣
∆x

+

∣∣Γ−1
p Bp

∣∣
∆y

)−1

(RPLM
(Qp))

= −RP 2(Qp) (2.56)

The notation RP 2 represents the residual once both Low Mach number and Block–Jacobi precondi-
tioning have been applied in sequence. As the the resultant change in solution ∆Qp is in primitive
form, it may be transformed into a conservative quantity via

∆Q =
∂Q

∂Qp
∆Qp (2.57)

from which Q can be updated to the next time level. In the present algorithm this is carried out
explicitly using a multistage timestepping scheme.

Implementation

Implementation of Low Mach number preconditioning is described in the following steps:
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(i) The numerical dissipation must be modified. This ensures that the accuracy of solution is not
lost as the Mach number approaches zero. With the discrete compressible system, pressure
fluctuations are of order M whereas in the incompressible limit of the continuous system,
pressure scales with M2. By modifying the numerical dissipation of the compressible flow
equations appropriately, the correct scaling of Mach number and pressure is achieved.

(ii) The inviscid, viscous and numerical dissipation fluxes are summed to obtain the total residual.
(iii) As preconditioning cannot be applied conveniently to the governing equations in conservation

variables, transform the total residual into another set of variables. Here, primitive variables
are used.

(iv) Pre-multiply the transformed residual by the preconditioning matrix.
(v) Modify the timestep, based on the preconditioned spectral radius. (Recall that the acoustic

eigenvalues of the preconditioned system change under preconditioning).
(vi) Multiply the preconditioned residual by the timestep, transformed back into conserved vari-

ables and update the solution.
(vii) Apply suitably modified characteristic boundary conditions.

Current Status & Results

At the present time, a low Mach number preconditioning implementation has been completed
and validated for inviscid flows. Convergence histories are presented for flow about a NACA 0012
aerofoil at four Mach numbers in the range 0.001 < M < 0.5 in Figures 2.24– 2.27. In each plot,
convergence of the baseline scheme is compared to that of the preconditioned scheme. However, it
should be noted than in the cases M = 0.01 and M = 0.001 the accuracy of the solution from the
baseline scheme has degraded significantly, whereas that of the preconditioned scheme is compara-
ble to that of a true incompressible flow solution.

Convergence of a compressible flow solver is adversely affected as Mach number is reduced.
This is illustrated for the baseline scheme in Figure 2.28, where it is apparent that convergence
degrades markedly with decreasing Mach number. On the other hand, when Low Mach number
preconditioning is applied, there is almost no degradation in the rate convergence, as shown in
Figure 2.29. Furthermore, though the level of convergence attained is reduced, this is of no practical
consequence as it occurs only after an 8 order of magnitude drop in the L2 pressure norm has
been attained. The effect is due to the choice of scaling used for pressure and arises purely as a
consequence of roundoff error.

Future Work

• The robustness of low Mach number preconditioning can be enhanced by combining it with
Block–Jacobi preconditoning. Though Block-Jacobi preconditioning does not improve the
convergence in regions of low Mach number flow, it can improve convergence in regions con-
taining transonic flow. Future work will concentrate on combining block–Jacobi precondi-
tioning with low Mach number preconditioning.

• In addition, it is believed that the cut-off parameter included in the preconditioned velocity
scale Vp, may be obviated by a specially devised surface boundary condition. This will be
investigated further.

• Further study is required to determine the optimal form for the preconditioned velocity scale
in the case of viscous dominated flows. This parameter is scheme dependent and must take
into account CFL number, von Neumann number and cell aspect ratio.
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Figure 2.24: Effect of Preconditioning on Convergence at M = 0.5
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Figure 2.25: Effect of Preconditioning on Convergence at M = 0.1
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Figure 2.26: Effect of Preconditioning on Convergence at M = 0.01
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Figure 2.27: Effect of Preconditioning on Convergence at M = 0.001
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Figure 2.28: Effect of Mach Number on Convergence of Baseline Scheme
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• Validation of the method in the computation of the secondary flow path turbomachinery
geometries.

2.3.3 Using the Frequency Domain

The frequency domain can be used to accelerate the convergence of unsteady flows to a periodic
steady state. The basis of this procedure is to assume the time period of oscillation of the solution
and to transform both the solution and residual using a discrete Fourier transform. Since, in some
situation, the period may not be known a priori (as in the case of rotating stall) we have extended
the method to iteratively solve for the time period during the solution process. The accuracy and
efficiency of the technique has been verified in Euler and Navier-Stokes calculations for a pitching
airfoil whose period of oscillation is forced. The capability to identify the natural frequency of
oscillation has been verified with Navier-Stokes calculations for laminar vortex shedding behind
a cylinder where the time period of oscillation is unknown a priori. Results show that a limited
number of modes can accurately capture the major flow physics of these model cases. We have
completed the three-dimensional implementation of the method and will be reporting on its progress
during the course of the coming year.

Governing Equations

Viscous unsteady fluid flows in two dimensions can be described by the Navier Stokes equations
in integral form ∫

Ω

∂W

∂t
dV +

∮
∂Ω

�F · �Nds = 0, (2.58)

where

W =


ρ
ρu
ρv
ρE



�F1 = f =


ρu

ρu2 + p − σxx

ρuv − σxy

ρuH − uσxx − vσxy + qx



�F2 = g =


ρv

ρuv − σxy

ρv2 + p − σyy

ρvH − uσxy − vσyy + qy

 , (2.59)

and �N is the outward pointing normal on the surface of the control volume. The variables ρ, u, v,
and E are density, Cartesian velocity components and specific total energy respectively. The flux
terms also contain the thermodynamic pressure, p, the stress tensor, σ, and the heat flux vector
obtained from Fourier’s heat conduction law, �q. Closure is provided by the following equations for
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the pressure, shear stresses, and heat conduction,

p = (γ − 1)ρ
[
e − 1

2
(u2 + v2)

]
σxx = 2µux − 2

3
µ(ux + vy)

σyy = 2µvy −
2
3
µ(ux + vy)

σxy = σyx = µ(uy + vx)

qx = κ
∂T

∂x
= − γ

γ − 1
µ

Pr

∂ p
ρ

∂x

qy = κ
∂T

∂y
= − γ

γ − 1
µ

Pr

∂ p
ρ

∂y
. (2.60)

The equations can be discretized by dividing the flow domain into smaller cells. The volume of
each cell is denoted by V . Applying Eq. 2.58 to each cell in the mesh, we can take the time
derivative operator outside of the integral sign and the remaining integral can be approximated by
the product of the cell volume and the current value of the flow solution at the cell center. The
boundary integral is calculated by discrete integration of the fluxes around the control volume in a
manner which is equivalent to central differencing. A modified JST scheme [53, 54] is implemented
to add third-order artificial dissipation for numerical stability. Thus Eq. 2.58 may be expressed as

V
∂W

∂t
+ R(W ) = 0. (2.61)

Here

R(W ) =
n∑

j=1

�Fj · �Sj (2.62)

is the residual for each cell, and �Fj is the flux through the cell face with area �Sj .
Under the assumption that the solution is periodic over a given time period, we can transform

the independent variables and residual terms into the frequency domain using a discrete Fourier
transform. In the following discussion, the variables Ŵk and R̂k represent the Fourier coefficients
(for a given wavenumber k) of the Fourier transforms of W and R(W ) respectively. Numerically
this transformation is accomplished using the Fast Fourier Transform (FFT) in order to minimize
the cost of computation. For real solutions, the Fourier coefficients for the negative wavenumbers
are simply the complex conjugates of the coefficients for the positive wavenumbers. By taking
advantage of this property we can eliminate half of the wavenumbers from the computation. Once
we have obtained the Fourier coefficients for the expansions of W and R(W ), we can recover these
quantities using the inverse discrete Fourier transform as follows:

W =

N
2
−1∑

k=−N
2

Ŵke
ikt

R(W ) =

N
2
−1∑

k=−N
2

R̂ke
ikt, (2.63)

where
i =

√
−1.
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Figure 2.30: Process Flowchart

If we apply the discrete Fourier transform to the semi-discrete form of the governing equation
in Eq. 2.61, and we move the time derivative of the state variable inside the series summation,
orthogonality of the Fourier series ensures that the individual contributions from each wavenumber
are separately equal to zero

ikV Ŵk + R̂k = 0. (2.64)

It follows that a periodic steady-state equation can be written for each independent wavenumber.
Instead of directly solving Eqs. 2.64 we add in a pseudo-time derivative and numerically integrate

the resulting equations

V
dŴk

dτ
+ ikV Ŵk + R̂k = 0 (2.65)

to reach a steady state solution satisfying Eq. 2.64. Note, however, that solution of the physical
problem will require iteration between physical and Fourier spaces, since, due to the nonlinearity of
the residual operator, R(W ), R̂k cannot be computed directly from Ŵk. R̂k can only be computed
by evaluation of the residual at a number of time locations within one periodic cycle and subsequent
transformation to Fourier space using the discrete Fourier transform.

Figure 2.30 provides a flow chart of the data and transforms used to advance the solution
through one iteration in pseudo time. At the beginning of this iteration we know Ŵ at every grid
point for all wavenumbers. This initial guess can simply result from the discrete Fourier transform
of a constant uniform flow. Using an inverse FFT we can transform Ŵ back to the state vector
W (t) in time at every grid point. At each time point we compute the residual R, and, using an
FFT we transform it back to the frequency domain to obtain R̂. We calculate the overall residual
by adding R̂ to the source term ikV Ŵ . This overall residual, specified in the frequency domain, is
used to compute the new approximate Ŵ , and the process returns to the beginning of the cycle.

Gradient Based Methods for Determining the Time Period

For the class of flows where the time period of oscillation is not known a priori we have proposed
a method to iteratively determine this parameter. This method is based on forming a gradient of
the residual with respect to the time period. This gradient information is then used to iteratively
update the time period as convergence is obtained for the unsteady flow solution. Thomas et
al [55] have proposed a harmonic balance method that solves the unsteady equations in the time
domain. They argue that working in the time domain is easier, and facilitates reuse of existing
codes. However, solving the equations in the frequency domain provide obvious approaches to
forming gradients that are the basis of this method.

To begin the derivation, the wavenumber k is calculated by normalizing the sinusoidal period
of oscillation 2π by the time period of interest T .

k =
2πn

T
(2.66)

The unsteady residual in Eq. 2.65 can be can then be written as a function of the time period T .

−V
dŴn

dτ
=

i2πnV

T
Ŵn + R̂n (2.67)

The process of finding a solution to the unsteady flow equations is analogous to an optimization
problem where the magnitude of the unsteady residual is minimized. We can calculate a gradient
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of this unsteady residual with respect to the time period. This gradient may then be used to
iteratively modify the time period until the unsteady residual is minimized.

In order to implement this concept, we rewrite our unsteady residual as a figure of merit În

defined for each wavenumber.

În = −V
dŴn

dτ
(2.68)

Because În is a complex quantity we minimize the square of the magnitude of this quantity. We
can form a gradient of this cost function with respect to the time period as

1
2

∂
∣∣∣În

∣∣∣2
∂T

= Înr
∂Înr

∂T
+ Îni

∂Îni

∂T
(2.69)

The quantity În is already calculated while monitoring the convergence of the solution (note that
the real and imaginary parts of În are Înr and Îni respectively). The partial derivative terms can
be expanded in the following equations.

∂Înr

∂T
=

2πnV Ŵni

T 2
(2.70)

∂Îni

∂T
= −2πnV Ŵnr

T 2
(2.71)

The formulas can be further simplified by introducing cross product notation. We can write the
fourier coefficient of the solution and residual in terms of two vectors.

�Wn = Ŵnr î + Ŵniĵ

�In = Înr î + Îniĵ (2.72)

Using this notation the gradient can be expressed as the magnitude of the cross product of the
above vectors.

1
2

∂
∣∣∣ ˆ̂
In

∣∣∣2
∂T

=
2πnV

T 2
| �In × �Wn| (2.73)

The time period can be updated using the gradient information by selecting a stable step ∆T .

Tn+1 = Tn − ∆T
∂
∣∣∣În

∣∣∣2
∂T

(2.74)

Typically one can start with an initial guess in the vicinity of the final answer for the time period.
An unsteady flow solution can be obtained by solving the unsteady equations to some residual level.
The above gradient can then be used to adjust the time step at each iteration in the solution. The
solution and gradients are hence simultaneously updated, and a final solution can be calculated to
any arbitrary residual level.

Results and Future Work

In order to verify the ability to compute flows whose time period is not known a priori, we
have selected a simple case for which a number of high-quality experiments and simulations exist.
In the Reynolds number range between 60 and 150, the vortex shedding pattern behind a circular
cylinder is known to be two-dimensional. The Strouhal number that corresponds to the frequency
of vortex shedding is known to be a universal function of the Reynolds number. We have used the
gradient-based method for the simultaneous solution of this unsteady periodic flow as well as the
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determination of the shedding period. In addition, it is well known that accurate predictions of the
base pressure suction coefficient are difficult to obtain. Figure 2.31 shows the results of a number
of simulations (using the different number of harmonics indicated in the legend) for meshes of two
different sizes. In both sets of results it can be seen that simulations with 3 or more harmonics are
able to not only predict the flow properly, but also to compute the correct Strouhal number for the
shedding frequency. We have also extended the method to the calculation of viscous flows around
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Figure 2.31: Strouhal Number of Vortex Shedding Frequency and Base Suction Pressure Coefficient.

pitching airfoils in the transonic range. In particular, Figure 2.32 focuses on the time-accurate
lift and pitching moment coefficient for the Landon experiment, which used a NACA 0012 airfoil
at a free stream Mach number of 0.6 oscillating with a reduced frequency of 0.0808 at a Reynolds
number of 4.8×106. The figure clearly shows that the coefficient of lift is predicted quite accurately
with even a single harmonic, but that the coefficient of moment requires more harmonics to capture
the character of the time-accurate variations.

Now that we have developed confidence in the fact that the non-linear frequency domain method
can predict unsteady viscous periodic flows of interest to the turbomachinery community, we are in
the process of implementing the methodology in three dimensions. A preliminary implementation
of the method in the three-dimensional Euler solver, FLO87 already exists and is undergoing initial
testing. We expect to continue this evaluation and to start the implementation in TFLO during
the course of this year.

2.3.4 Hybrid-ADI Scheme

This section discusses the theory and implementation of the Hybrid-ADI scheme for acceleration of
the time-accurate integration of the Navier-Stokes equations. By combining the existing formulation
in TFLO with an initial ADI time-step, formal second- or third-order accuracy in time can be
guaranteed without the need to converge the inner iteration to machine accuracy.

Fully Implicit Backward Difference Formula (BDF)

Consider the implicit semidiscrete finite volume scheme

d

dt

(
wn+1

ij Vn+1
ij

)
+ R

(
wn+1

ij

)
= 0 (2.75)
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Figure 2.32: Time-Accurate Coefficients of Lift and Moment for Landon Test Case.

where R(w) = DX1F1(w) + DX2F2(w) is the discrete residual and DX1 and DX2 are the difference
operators which approximate ∂

∂X1
and ∂

∂X2
.

The Backward Difference Formulae are obtained by discretizing (2.75) in time using one sided
schemes. For example, the second order accurate BDF is

3
2∆t

wn+1
i,j Vn+1

i,j − 4
2∆t

wn
i,jVn

i,j +
1

2∆t
wn−1

i,j Vn−1
i,j

+R
(
wn+1

i,j

)
= 0 (2.76)

where R(wn+1
i,j ) is evaluated at the end of each time step.

This scheme is A-stable(i.e., unconditionally stable for any ∆t if the physical equations are
stable.). Note that the trapezoidal scheme is also A-stable and second order accurate, but it is
undamped as the ∆t tends toward infinity. Therefore the 3-4-1 backward difference scheme is
preferred in our application.

Dual Time Stepping Scheme

The fully implicit BDF consists of coupled nonlinear equations, which have to be solved at each
time step by some approximate method. One approach is the Dual Time Stepping Scheme[56],
where the nonlinear BDF is solved by inner iterations which advance in pseudo-time τ , given that
the cell volume of the mesh does not change, or V = Vn+1 = Vn = Vn−1,

∂w

∂τ
+

[
V
(
3wn+1 − 4wn + wn−1

)
2∆t

+ R(w)

]
= 0

defining the modified residual and writing the equation in delta form

R∗(wn) =
[

3V
2∆t

∆wn − V
2∆t

∆wn−1 + R(wn)
]

thus,
∂w

∂τ
+ R∗(wn) = 0 (2.79)
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Equation (2.79) is the modified steady state problem in pseudo-time. On convergence to steady
state, ∂w

∂τ = 0, the solution of the nonlinear BDF (2.76) is recovered. To accelerate convergence,
equation (2.79) is solved using

1. explicit Runge-Kutta multistage scheme with variable local ∆τ ,

2. implicit residual averaging, and

3. multigrid.

The p–stage Runge–Kutta scheme is given by

w(0) = wn

w(1) = w(0) − αm∆τR∗(w0)
. . .

w(m+1) = w(0) − αm∆τR∗(w(m−1))
. . .

wn+1 = w(p) (2.80)

The additional unsteady source term shifts the Fourier footprint of the spatial discretisation
along the negative real axis[56]. In order to prevent instabilities triggered by small real time steps,
an approach similar to Melson et al.[57] is taken, such that at each stage of the Runge-Kutta
scheme, ∆wn is treated implicitly by setting wn+1 equal to w(m+1) and moving it to the left hand
side,

w(m+1) = wn − αm∆τ∗
(
− V

2∆t
∆wn−1 + R(w(m))

)
(2.81)

where

∆τ∗ =
∆τ(

1 + αm
3V∆τ
2∆t

)
which in effect, rescales the pseudo-time step to maintain stability of the Runge-Kutta scheme.

If the inner iterations converge fast enough, the solution to the fully nonlinear BDF is obtained,
giving an efficient A-stable scheme which allows very large real time step ∆t. However, there is no
way of assessing accuracy unless the inner iterations are fully converged. In addition, the scheme
becomes very expensive if a large number of inner iterations are required. This motivates the search
for alternative schemes which could be less expensive.

Linearized Backward Difference Formula

Another approach to decouple the nonlinear equations of the fully implicit BDF (2.76) is to
linearize R

(
wn+1

i,j

)
by

R(wn+1) = R(wn) +
∂R(wn)

∂w
∆wn + O ||∆w||2 (2.83)

Given that
∂R(wn)

∂w
=

∂

∂w

(
∂Fi

∂Xi

)
=

∂

∂Xi

∂Fi

∂w

and

A =
∂F1

∂w
, B =

∂F2

∂w
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we can then derive the linearized BDF by approximating the flux vectors as

F1(wn+1) = F1(wn) + A∆wn + O ||∆w||2

F2(wn+1) = F2(wn) + B∆wn + O ||∆w||2

where ∆wn = wn+1 − wn and A, B are typically known as the flux Jacobians. Linearize equation
(2.76) and multiply everything by 2∆t

3V

wn+1
i,j − 4

3
wn

i,j +
1
3
wn−1

i,j +
2∆t

3V (DX1A + DX2B) ∆wn
i,j

+
2∆t

3V R
(
wn

i,j

)
= O ||∆w||2

then rewrite the equation with time differences in delta form to obtain the linearized BDF{
I +

2∆t

3V (DX1A + DX2B)
}

∆wn
i,j =

1
3
∆wn−1

i,j − 2∆t

3V R
(
wn

i,j

)
+ O ||∆w||2 (2.85)

In two space dimensions, this equation can be solved by a single inversion of a large matrix on
the left hand side. Due to the fact that ||∆w|| = O (∆t), the scheme is still second order accurate
in time. The cost of the inversion makes this scheme impractical, which leads to the next method.

Alternating Direction Implicit (ADI) Scheme with the Backward Difference Formula (BDF)

In order to reduce the cost of inversion of the linearized BDF, an approximate factorization of
the left hand side is introduced. This yields the ADI-BDF scheme.[

I + 2∆t
3V DX1A

][
I + 2∆t

3V DX2B
]
∆wn =

1
3
∆wn−1 − 2∆t

3V R(wn) (2.86)

This scheme can be solved in 2 steps. First, find the intermediate value ∆w via block tridiagonal
inversions (

I +
2∆t

3V DX1A

)
∆w

n
i,j =

1
3
∆wn−1

i,j − 2∆t

3V R(wn
i,j) (2.87)

Then, solve for ∆wn
i,j by yet another block tridiagonal inversion(

I +
2∆t

3V DX2B

)
∆wn

i,j = ∆w
n
i,j (2.88)

The ADI scheme is nominally second order accurate in time with three sources of error:

1. discretization error of the BDF,

2. linearization error, and

3. factorization error.

The ADI scheme can be solved at low computational cost with two simple block tridiagonal
inversions. However, in practice, the factorization error dominates when ∆t is too large, and the

50



scheme is not amenable to parallel processing: it may lose its stability if applied separately in each
of a large number of blocks.

Hybrid Scheme

In order to overcome deficiencies within the ADI-BDF scheme and within the dual-time-stepping
scheme mentioned earlier, we propose a hybrid scheme designed to combine the advantages of the
dual-time-stepping scheme with those of the linearized ADI scheme. This scheme will take an initial
ADI step in real time: [

I + 2∆t
3V DX1A

][
I + 2∆t

3V DX2B
]
∆w(1)

+
2∆t

3V R(wn) − 1
3
∆wn−1 = 0 (2.89)

yielding a nominal second order accuracy result without iterations. Then, apply the iterative
multistage dual-time-stepping scheme augmented by multigrid

∆w(k+1) − ∆w(k)

+βk

[
∆w(k) + 2∆t

3V R
(
w(k)

)
− 1

3∆wn−1
]

= 0 (2.90)

to drive the solution towards the steady state limit in pseudo-time and recover the fully nonlinear
BDF.

The main advantage of this scheme is that the initial ADI step is already formally O(∆t2), and
it can be shown that any subsequent change in the solution due to the additional dual-time-stepping
iterations should retain the O(∆t2) accuracy. Subtracting (2.89) multiplied by β1 from (2.90) with
k = 1 yields the difference in the solution due to the subsequent iteration

∆w(2) − ∆w(1)

= β1
4∆t2

9V2
DX1ADX2B∆w(1)

+
2∆t

3V [R(w(1)) − R(wn)

− (DX1A + DX2B) ∆w(1)]

+O
(
||∆w||2

)
= O(∆t2) (2.91)

Although the ADI-BDF is unconditionally stable[58], in practice, the factorization error restricts
the size of time steps for which sufficient stability and accuracy can be attained. The additional
dual-time-stepping iterations serve as a method for stabilizing factorization errors of the ADI-BDF
scheme. Larger real time steps are thus allowed by the ADI-BDF scheme, which is otherwise
restrictive due to the factorization error.

Results and Future Work

The hybrid scheme defined by equations (2.89) and (2.90), along with the dual-time-stepping
scheme and the ADI-BDF scheme have been applied to a two-dimensional pitching airfoil in the
flutter regime. The results of these different schemes are then compared with each other along
with experimental data[59]. labeled AGARD CT-6. This particular test case is a pitching NACA
64A010 airfoil at a Mach number of .796 and Reynolds number of 12.56 million. The mean angle
of attack is zero, with pitching amplitude ±1.01◦ and reduced frequency of 0.212.

The CL versus α plots of the converged periodic solutions (10th period, 40 inner iterations
per real time step) in Figure (2.33), when compared with earlier inviscid results, demonstrate
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that the inclusion of viscous terms has effectively increased the breadth of the oval, producing an
approximation closer to the experimental results.

Figure (2.34) shows that reducing the number of inner iterations for the hybrid scheme did not
change the CL versus α plots significantly. Ultimately, as few as 4 dual-time-stepping iterations
following the initial ADI-BDF step are needed for sufficient accuracy.

Implementation of the hybrid-ADI scheme in TFLO is planned for the current year.
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Figure 2.33: Comparison of CL versus α of Different Numerical Schemes.
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Chapter 3

Combustor Simulations

This chapter presents the progress for the simulation of the combustor chamber. The first section
presents the recent development and validation of the unstructured LES code. The second section
shows a numerical method developed for the resolution of Low Mach number flow in presence of
acoustic waves. This new method will be implemented in the unstructured code to study situations
in which acoustics instabilities are important. The third section shows the progress in the combus-
tion models, and the last section presents a study to improve spray models. All these new models
will be incorporated in the unstructured code to improve its physical fidelity.

3.1 CDP Development and Validation

The large eddy simulation (LES) approach is used to simulate the combustor of the gas turbine
engine. LES was chosen because of its demonstrated superiority over RANS in predicting mixing,
which is central to combustion. The combustor simulations have two major components - gas
phase and sprays. The gas phase part of the project has developed a parallel, unstructured grid
LES solver which has now been completely integrated with the spray module. The combustor code
was christened CDP in memory of the late Dr. Charles David Pierce, who made several lasting
contributions to the LES of reacting flows and specifically to this ASCI Program. Our progress in
the last year was as follows:

• The gas-phase solver was made fully implicit, resulting in significant overall speed-up for
both non-reacting and reacting flow simulations. Overall reduction in CPU time is a factor
of between six and ten. Compared to the explicit code, the timestep is larger by factors of 10
– 20, while the increased overhead is a factor of only 1.5 – 3.5.

• Development of a geometric multigrid approach to solving the Poisson equation was initiated
and preliminary tests were completed.

• The cold flow simulations in the complex Pratt & Whitney combustor and the front-end
validation model initiated last year were completed. The LES results are shown to predict
experimental data considerably better than RANS.

• Extension of the gas-phase solver to the reacting, variable-density, low Mach number equations
was completed. The progress-variable approach of Pierce and Moin [22] is used in the reacting-
flow calculations. The LES module was rewritten to reduce memory use. Also, the CPU time
per time step of the reacting module was reduced from approximately 25 % to about 10 – 15
%.
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• Validation of the low Mach number algorithm used for variable density flows simulations was
initiated. Comparison to the methane coaxial jet combustor of Spadaccini et al. [34] is under
way. Preliminary results show good qualitative agreement with the numerical simulations
performed for the same conditions by [22] .

• Reacting flow simulation using JetA fuel in the complex Pratt & Whitney combustor geometry
has been initiated. Extensive validation data is available for this test case.

• Validation simulations of particle-laden swirling flows in a coaxial combustor geometry [32]
were completed to obtain good agreement with the experimental data.

• A spray-atomization methodology for use with the Lagrangian schemes was developed. The
secondary breakup phenomenon is modeled to predict spray characteristics such as droplet
distribution, penetration depth and spray angle.

• A novel hybrid-approach involving tracking of individual droplets and parcels of droplets was
developed to reduce the computational cost while retaining the essential dynamics of spray
evolution.

• Validation of the secondary breakup model was performed and effectiveness of the hybrid
scheme was demonstrated in a simplified combustor geometry.

• Validation of the spray-breakup model in Pratt & Whitney’s front-end validation geometry
was initiated.

3.1.1 Implicit Algorithm

As described in last year’s progress report, the gas-phase solver used the explicit second–order
Adams-Bashforth method to advance the equations in time. Algorithmic developments in the
gas-phase solver emphasized spatial discretization which resulted in the development of a non-
dissipative, energy-conserving formulation in the absence of time-discretization errors. This explicit
algorithm was successfully used to demonstrate the accuracy of the flow solver in both simple and
exceedingly complex geometries such as the Pratt & Whitney combustor.

Last year, the gas-phase solver was sped up considerably by allowing the use of larger time-steps.
This was achieved by making the time advancement fully implicit. The need for implicit time-
advancement was felt because numerical stability restrictions imposed by the Adams-Bashforth
method were restricting the time-step in the coaxial combustor simulations to be an order of
magnitude less than the time-step used by [21] in their structured grid computations that treated
the viscous terms implicitly. Also the simulations performed in the front-end model showed that
the narrow passages in the fuel injector considerably accelerate the flow, and thereby the convective
terms impose strict restrictions on the time-step for an explicit scheme.

The second-order Crank-Nicholson scheme is used for both convection and viscous terms. The
convection terms are linearized prior to solution. The implementation is such that only the viscous
terms can be implicitly advanced if so desired. Presently successive-over relaxation is used to solve
the implicit system. Typically 20 – 100 iterations are needed to converge the residuals. The use of
multigrid techniques to solve the implicit system is under consideration. Results for some typical
calculations are summarized in Table 3.1. The savings are seen to be significant. For example,
explicit calculation of the cold flow in a coaxial geometry required 320 hours × 96 processors =
30,700 CPU hours on an IBM SP3 machine. The implicit code uses around 5,000 CPU hours, which
is approximately a factor of 4 times the time taken by the highly optimized structured grid solver
of Pierce and Moin [21] that uses the same time-step. The structured solver is of course incapable
of handling geometries as complex as the Pratt & Whitney combustor. The above ratio of implicit

58



to explicit time-step also applies to the reacting flow simulations. Reacting calculations of the
Spadaccini experiment using the explicit solver would require around 600,000 CPU hours on an
IBM SP3 machine, while the implicit solver requires approximately 70,000 CPU hours. This cost is
comparable to that of a structured code (the physical time steps were identical and corresponded to
CFL number between 0.5 and 1.0) which required ∼ 50,000 CPU hours on the ASCI RED machine.
Further significant reduction of the CPU time in the unstructured LES code is expected once a
multi-level multigrid solver for the pressure and momentum equations in the predictor step of the
fractional-step algorithm is implemented.

The calculations in complex geometries show significant speed-up due to the implicit algorithm.
The time taken for the cold flow calculations in the full Pratt & Whitney geometry is very reasonable
(3,200 CPU hours, or about 100 wall-time hours when the job is run on 32 processors). However,
computations in the front-end model are still expensive (110,000 CPU hours) in spite of the implicit
algorithm speedup of a factor of six. This is because the timestep is now limited by accuracy; it
is limited by the high flow speeds through the channels of the three swirlers. In normalized terms,
the time-step that the calculations are being currently run are the same as that for the simple
coaxial combustor. The high cost for the front-end model is therefore the price paid by unsteady
simulations in general (including unsteady RANS) and is not peculiar to LES. We are presently
investigating the exact requirements of grid resolution and quality inside the injector region such
that the time-step could be increased without compromising accuracy.

Grid Processors Explicit Implicit

(106 cvs) (CPU hours) (CPU hours)

Coaxial combustor (Sommerfeld) 1.6 96 30700 5000

Turbulent channel Reτ = 180 0.9 32 2240 256

Pratt & Whitney combustor 1.4 32 13500 3200

Table 3.1: CPU time in hours for the the explicit and implicit solver.

3.1.2 Combustion Model Implementation in the Unstructured Code

In this section we present the motivation behind using the flamelet / progress variable combustion
model developed by Pierce and Moin [22] along with an overview of their method including the
equations and the algorithm to calculate the subgrid momentum and scalar transport terms and
its implementation in the unstructured code. Pierce and Moin’s approach is based on “quasi-
steady” flamelets in which the local flame state undergoes unsteady evolution through a sequence
of stationary solutions to the flamelet equations.

A single-parameter flamelet library is first developed for the given combustor conditions by
looking for stationary solutions to the one-dimensional reaction-diffusion equations. The unstable
and the lower branches of the S-shaped curve are included so that the complete range of flame
states, from completely extinguished (mixing without reaction) to completely reacted (equilibrium
chemistry), is represented in the library. Arbitrarily complex chemical kinetic mechanisms as well
as differential-diffusion effects can be included. The result is a complete set of flame states, given
in terms of mixture fraction and a single flamelet parameter, denoted by λ:

yk = yk(Z, λ) , T = T (Z, λ) , ρ = ρ(Z, λ) , wk = wk(Z, λ) , (3.1)
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where yk are the mass fractions of the chemical species, T is the temperature, ρ the density,
wk are the reaction terms in the scalar transport equation for the chemical species and Z is the
mixture fraction. One of the combustion variables, or some combination of the variables that
is representative of the overall flame behavior is chosen to serve as an overall reaction progress
variable.

In this model in addition to the variable density momentum and continuity equations (equations
3.2 and 3.3), scalar transport equations are solved for the mixture fraction Z, which is a conserved
scalar (equation 3.4), and for the progress variable C, which is a non-conserved scalar (equation
3.5).

∂ρu
∂t

+ ∇ · (ρuu) = −∇p + ∇ ·
[
2µ(S − 1

3I∇ · u)
]

, (3.2)

∇ · (ρu) = −∂ρ

∂t
, (3.3)

∂ρZ

∂t
+ ∇ · (ρuZ) = ∇ · (ρα∇Z) , (3.4)

∂ρC

∂t
+ ∇ · (ρuC) = ∇ · (ρα∇C) + ρwC . (3.5)

In the above equations, S is the strain-rate tensor, I is the identity tensor, µ is the molecular
viscosity, α is the molecular diffusivity, and wC is the chemical reaction source term.

The continuity equation acts as a constraint on the velocity field, with the time-derivative of
density as a source term. This constraint is enforced by the pressure, in a manner analogous to the
enforcement of the incompressibility constraint for constant density flows.

Under the model assumptions, all the other fluid and flow variables (density, temperature,
molecular viscosity, molecular diffusivity), chemical species and the reaction source terms in the
scalar transport equations are related to the mixture fraction and the progress variable through a
flamelet library that is precalculated given a specific fuel reaction mechanism and the flow conditions
in the combustor. The only requirement for the quantity chosen to serve as progress variable is to be
a quantity that is representative of the overall gross flame behavior and that varies monotonically
with the flame state so that its value uniquely determines it. For instance, in the reacting flow
simulation of methane-air combustion in a coaxial jet combustor discussed in a following section,
the progress variable is chosen as the product mass fraction C = yCO2 + yH2O [22].

For turbulent simulations, the governing equations (3.2) to (3.5) are filtered. A major modeling
requirement is for the nonlinear density function ρ obtained by filtering the state relation for the
density ρ in (3.1). While algebraic scaling laws and scale-similarity concepts can be expected to
work for quadratic nonlinearities, the only acceptable closure for arbitrary nonlinearities appears
to be the probability density function (pdf) approach. Here, the presumed subgrid pdf is used:

ρ−1 =
∫

ρ−1(Z, λ)P̃ (Z, λ) dZ dλ (3.6)

In addition, the filtered progress variable equation contains a reaction source term w̃C that must
be closed. This is accomplished by writing

w̃C =
∫

wC(Z, λ)P̃ (Z, λ) dZ dλ (3.7)

and assuming that

P̃ (Z, λ) = δ(λ − λ0) · β(Z, Z̃, Z̃ ′′2) . (3.8)
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That is, each subgrid state is represented by a single flamelet. For conserved scalars such as mixture
fraction, the subgrid pdf is modeled using the beta distribution which is a reasonable assumption in
the absence of further information about the subgrid state [36]. The final step is to relate λ0 to the
filtered value of the progress variable, C̃ that is obtained by solving the corresponding transport
equation:

C̃ =
∫

C(Z, λ)P̃ (Z, λ) dZ dλ . (3.9)

After substitution of the presumed pdf and integrating, this yields

C̃ = f(Z̃, Z̃ ′′2, λ0) (3.10)

If C is a monotonic function of λ, then the above relation can be used to eliminate λ0 from
the problem. The final result is a closed specification of the chemical system and fuel properties
(molecular viscosity and molecular diffusivity) in terms of three variables Z̃, Z̃ ′′2 and C̃, which are
chosen as the input variables in the chemical table for turbulent calculations:

yk = yk(Z̃, Z̃ ′′2, C̃) , T = T (Z̃, Z̃ ′′2, C̃) , ρ = ρ(Z̃, Z̃ ′′2, C̃) , wk = wk(Z̃, Z̃ ′′2, C̃) . (3.11)

µ = µ(Z̃, Z̃ ′′2, C̃) , α = α(Z̃, Z̃ ′′2, C̃) . (3.12)

The subgrid mixture fraction variance Z̃ ′′2 is obtained using the method proposed by [20]:

ρZ̃ ′′2 = CZρ∆2|∇Z̃|2 . (3.13)

where the coefficient CZ is calculated dynamically. The subgrid momentum and scalar transport
terms that appear from the filtering of equations (3.2), (3.4) and (3.5) have to be modeled. The
eddy viscosity µt and eddy diffusivity αt that appear in these terms are evaluated as follows:

µt = Cµρ∆2|S̃| (3.14)

ραt = Cαρ∆2|S̃| (3.15)

where the coefficients Cµ and Cα are calculated dynamically. All the operators in the scalar
transport equations are discretized in a similar fashion to the one used in the momentum equations.

Finally, we describe the approach for the calculation of the coefficients in the expressions of the
subgrid scalar variance, eddy viscosity and eddy diffusivity in the filtered momentum and scalar
transport equations. It is well known that the prediction of negative values for the dynamically
calculated coefficients (Cµ, Cα and CZ) coupled with the long time correlation of these coefficients
can cause instability of the numerical solution. Negative values of these coefficients are predicted
by the dynamic procedure especially in regions of high gradients and skewed meshes, two condi-
tions that are often met in calculations of very complex turbulent flows using hybrid unstructured
meshes. The usual way to avoid this problem is to clip these coefficients, so as the sum between
the molecular and eddy viscosity (diffusivity) will remain positive. However, in our implementa-
tion we propose a more robust implementation that is based on Germano’s identity [10] in which
the usual expression is used to compute the coefficients in the region where the predicted values
for these coefficients are positive (e.g. Cµ∆2=−0.5 < Li,jMi,j > / < Mk,lMk,l >), while in re-
gions where the least squares is negative by contracting Germano’s identity with itself one obtains
Cµ∆2 = 0.5

√
< Li,jLi,j > / < Mk,lMk,l > The other advantage of using this approach is that it

61



eliminates the need for averaging the terms of the form < Li,jMi,j >, an operation that is generally
needed to improve robustness. In an unstructured environment this operation is not trivial even
for problems in which the flow is homogeneous in one or two directions. Moreover, we are primarily
interested in calculations of complex flows in which homogeneous directions are absent. Though
several methods like Lagrangian averaging [15] were proposed to address this problem, the typical
solution is to apply a locally defined filter on the field of the computed values Cµ. Using the present
approach to compute the coefficients in the dynamic procedure we found that this step was not
necessary.

3.1.3 Cold Flow Simulations in the Pratt & Whitney Geometry

Complex Combustor

Figure 3.1: Computational domain in the x− y symmetry plane z = 0 with contours of the instan-
taneous streamwise velocity component for the cold flow in the Pratt & Whitney full combustor
geometry in the same plane

Last year’s report had documented flow visualization results from cold flow calculations in the
complex Pratt & Whitney combustor geometry. These computations were extended to include the
effects of flow bleed and transpiration and detailed comparisons of mass-flow splits and pressure
drop were made to experiment. The geometry in the symmetry plane z = 0 along with contours
of the streamwise velocity components are shown in Fig. 3.1. The Reynolds number in the pre-
diffuser inlet section defined with the bulk velocity in the inlet section and a characteristic length
scale L = 1 in. is around 500, 000 while it assumes a value around 150, 000 in the main (core)
swirler channel. Turbulent fluctuations from a separate calculations in a periodic pipe sector of
identical shape as the pre-diffuser inlet section are fed at the inlet. In the experiment fuel is injected
at the tip of the downstream part of the injector. The mass flow rate for the fuel is matched in our
simulation.

Interestingly, the RANS and LES predictions for the pressure drop across the different com-
ponents of the combustor are very close (within 6, 000 Pa for 5 out of the 6 stations). However,
as shown in Table 3.2, LES does overall a better job to predict the mass flow splits through the
swirlers and the inner and outer dilution holes. LES predictions are within 10.5% of the experi-
mental measured for the mass splits through the swirlers, but more importantly within 4% for the
total discharges through the swirlers, inner and outer dilution holes. The errors as percentage of
the total inlet discharge are much lower.

Front-end Model

Cold flow simulations were performed in the front end Pratt & Whitney test rig geometry. This
geometry has the same fuel injector and combustion chamber as the entire combustor, but air is
fed to the injector by a cylindrical plenum, the inner and outer diffuser channels are absent and the
main combustor chamber does not have dilution holes on the surrounding walls. The interest in
simulating the flow in this geometry is the availability of detailed LDV velocity profile measurements
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Location LES Error LES Error RANS Error RANS Error

% wrt expt. % wrt inlet % wrt expt. % wrt inlet

OD dilution hole 3.1 0.8 11.4 3.2

ID dilution hole 3.5 0.5 7.5 1.1

Core (main swirler) 10.3 0.14 8.4 0.11

Second (OD) swirler 7.5 0.35 13.5 0.63

Third (Guide) swirler 0.4 0.02 18.9 0.84

Table 3.2: Comparison of mass flow splits in the Pratt & Whitney full combustor geometry

in the main combustion chamber which can be used to fully validate the accuracy of our solver for
a geometry of comparable complexity as the full combustor. The Reynolds number in the main
swirler channel of the injector is close to 100, 000.

The complexity of the geometry and flow inside the test rig is illustrated in Fig. 3.2 which
shows some sections of the computational domain along with contours of the streamwise velocity in
the symmetry plane (z=0), in a plane containing the main swirler symmetry axis, perpendicular to
the z = 0 plane, and at several downstream locations situated respectively at x = 1.1 in., x = 2.2
in. and x = 3.4 in. from the injector for the statistically steady solution obtained on a fine mesh.
The main feature observed in these plots is the formation of a relatively large recirculation region
downstream of the injector due to the swirling jet coming out from the injector into the main
combustor chamber.

Prediction of the correct dimensions of the recirculation region along with the variation of the
jet width with distance from the injector are two of the main challenges in simulating this flow. In
particular, RANS simulations of this flow conducted both at Pratt & Whitney using an in-house
κ−ε code and at Stanford using a commercial software (FLUENT) failed to predict these quantities
correctly away from the injector, though they were able to fairly successfully predict all the three
velocity components immediately downstream of the injector. This is evident from comparison
of the RANS profiles with the experimental data symbols in Fig. 3.4. Interestingly, the Pratt &
Whitney RANS simulation was able to accurately capture the pressure drop across the injector
(within 2%), while FLUENT yielded a much bigger error (∼ 20%). This is attributed to different
grid densities inside the injector.

Two grids were generated in the present LES simulations: a coarser grid containing around 2.2M
control volumes and a finer containing around 4.5M control volumes. Contours of instantaneous
streamwise velocity components are shown in Figs.3.3 and 3.2a for the solutions obtained on the two
grids at statistically steady state. Though for the simulation on the coarser mesh the prediction of
the mean pressure drop across the injector (4588 Pa) was found to be very close to the experimental
value (4500 Pa), the agreement with the experimental data for the velocity profiles was not found
to be much superior to results obtained from RANS simulations. In particular, the spreading of
the jet away from the injector was substantially underpredicted. This can be seen by comparing
the streamwise velocity profiles at the downstream station x = 2.1 in. from the injector in Fig.
3.4. The reason for this is that insufficient grid resolution causes the (conical shaped) detached
shear layers that are initially shed at the correct angle from the injector (this is expected because
all models do a fairly good job in predicting all the velocity components immediately downstream
of the injector) to curve toward the injector centerline due to a too high rate of decay of azimuthal
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Figure 3.2: Fine grid LES solution for the front end rig geometry; Contours of the instantaneous
streamwise velocity component (a) in the x − y symmetry plane (z=0), (b) in a plane containing
the main swirler symmetry axis, perpendicular on the z = 0 plane, and at several downstream
locations (c) x = 1.1 in., (d) x = 2.2 in. , (e) x = 3.4 in.

momentum inside the initial region of these layers. This results in a much reduced recirculation
region compared to the fine grid solution (see Fig. 3.2) where the detached shear layers are seen
to extend up to the lateral walls of the main combustor chamber. The angle between the injector
axis and the conical shape corresponding to the detached layers is approximatively constant at 55◦.
The shedding of vortex tubes due to the Kelvin-Helmholtz instabilities in the detached shear layers
is clearly observed. The fine grid solution in Fig. 3.2 displays the right features corresponding to
the flow in the test rig geometry at the specified conditions. This also results in better quantitative
predictions for the velocity profiles (see Fig. 3.4), especially away from the injector where as clearly
observed in the mean streamwise velocity profile at x = 2.1 in. from the injector, the level of
agreement between the LES fine-grid solution and the experiment is clearly superior to the one
observed for the RANS or the LES coarse-grid solutions.
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Figure 3.3: Coarse grid LES solution; Contours of the instantaneous streamwise velocity component
in the x − y symmetry plane (z = 0)
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Figure 3.4: Comparison between fine grid LES, coarse grid LES, RANS (FLUENT) and experiment
(Pratt & Whitney) for the gas phase velocity (streamwise, radial and swirling) components in a
coaxial combustor at three stations situated at x = 0.4 in., x = 1.1 in. and x = 2.1 in. downstream
of the injector
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3.1.4 Multigrid Solution of the Pressure-Poisson Equation

In the present unstructured LES solver, the conjugate-gradient (CG) solution of the pressure-
Poisson system is the most computationally expensive component of the overall solution process,
requiring from 50 to 80% of the total solution time. This section presents some details of a multigrid
solver for this Poisson system that will eventually replace the present CG solver. Tests using a single
coarse grid (1-level multigrid) have demonstrated an overall reduction in computation time of 35
to 60% per time step. Once fully implemented, the pressure solver should become one of the least
expensive components of the solution process, yielding reductions in overall computation time of
45 to 75% per time step.

Background

Multigrid methods are used extensively in the numerical solution of partial differential equations.
They can exhibit an optimal complexity in terms of both work and storage — i.e. both work and
storage scale linearly with problem size. They can also achieve very good parallel efficiency and
scalability by the method of domain decomposition.

The motivation for multigrid comes from the observation that iterative point-relaxation solvers
(e.g. Gauss-Seidel iteration) are very efficient at reducing the high-frequency component of the
residual, but relatively inefficient at reducing the low-frequency component of the residual. For this
reason, these iterative methods are called smoothers in multigrid terminology. If such a smoother
were used on its own to solve a large pressure-Poisson system, the convergence history would be
characterized by an initial period of rapid residual reduction in the first few iterations (correspond-
ing to the efficient reduction of the high-frequency component), followed by an intolerably slow
or completely stalled convergence rate (corresponding to the inability of point-relaxation to re-
duce the low-frequency component). A multigrid method takes advantage of the initial period of
rapid residual reduction by performing just a few iterations on the finest grid. These “smoothed”
residuals are then transferred (restricted, in multigrid terminology) to a coarse grid, where a few
smoothing iterations are performed, and then this result is used to correct the fine grid solution
(prolongation, in multigrid terminology). Because low-frequency components of the residual on
the fine grid correspond to high-frequency (or at least higher-frequency) components on the coarse
grid, the coarse grid smoother will be able to efficiently reduce some frequency component of the
residual that the fine grid smoother was unable to. The recursive application of this idea to many
grid levels leads to a multigrid method.

Proposed Multigrid Method

The multigrid method currently being integrated into the unstructured LES solver has the following
characteristics:

• V-cycle multigrid with linear restriction and block correction.

• Gauss-Seidel smoothing on all grids but the coarsest; on the coarsest grid, the residual is
reduced by 1 order of magnitude using a coarse grid version of the present CG solver.

• Coarse grid control volumes are built by the agglomeration of fine grid control volumes. The
agglomeration procedure is performed once per computation, when the pressure solver is
first called. Agglomeration avoids use of mesh generators to generate the coarse grids, and
simplifies the restriction and prolongation operators.
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• Directional agglomeration (semi-coarsening) is used to prevent stalling of the multigrid method
in the presence of large cell aspect ratios and the resulting coefficient anisotropy. Other au-
thors have solved the coefficient anisotropy problem by using uniform coarsening combined
with line-implicit smoothing in the direction of greatest coefficient strength [8], [14]. While
effective for certain problems, it is well known that plane smoothers are required for general
robustness when combined with uniform coarsening [17]. Plane smoothers have no natural
analog on unstructured grids.

• Coarse grid coefficients are calculated using the discretized coarse grid approximation (i.e.
geometric multigrid). Algebraic multigrid with 1st-order restriction (insertion) of the fine
grid coefficients was tested and found to yield significantly slower convergence rates. Alge-
braic multigrid with higher-order restriction was not considered because of the increase in
bandwidth (neighbor connections) associated with coarser grids.

Results

A two-grid version of this multigrid method has been added to the parallel unstructured LES
solver and tested on a number of problems, including the coaxial combustor (1.1 × 106 control
volumes, 32 processors). Figure 3.5 compares the normalized wall-clock time per time step for
this problem, breaking out the pressure solver from the other components of the solution (scalar
equations, momentum equations, chemistry, etc.). For the coaxial combustor problem, the pressure
solution requires about 50% of the total solution time when the present CG solver is used.

relative wall clock time per timestep
0 20 40 60 80 100

present pcg solver

1-level multigrid

full multigrid
(estimate)

everything else

pressure

Figure 3.5: Comparison of wall clock time per time step for 3 different pressure Poisson solvers:
coaxial combustor problem with 1.1 million control volumes, 32 processors.

A 1-level multigrid is able to converge the pressure equation to the same tolerance in about
10 to 12 cycles. However, each cycle is significantly more expensive than a fine grid CG iteration,
so the actual speedup in pressure solution is about 2.7 times, corresponding to a reduction in
overall solution time of about 30%. Most of the computational cost in this 1-level multigrid is
associated with the coarse grid CG iterations, where 100 or more iterations may be necessary to
reduce the coarse grid residual by one order of magnitude. Extrapolating this demonstrated two-
grid performance to multiple coarse grids, the speedup in the pressure solution should be about 10
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times, corresponding to a reduction in overall solution time of about 45% for this problem.
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Figure 3.6: Comparison of pressure convergence history during a typical time step for the coaxial
combustor: present CG solver; 1-level multigrid; full multigrid (estimate).

Figure 3.6 compares the convergence history of the the pressure solver for these three cases.
The histories are plotted relative to “equivalent CG iterations”, proportional to wall clock time.

3.1.5 Towards Generating Very Large Unstructured Grids

In the framework of ASCI, the generation of unstructured meshes is carried out using the commercial
software GAMBIT and the research code CUBIT (developed by Sandia National Laboratories); the
former is usually preferred because it provides a more user-friendly interface. Grids ranging from
one to five million elements have been produced for the geometries discussed above. Presently,
we simulate a 20◦ sector of the Pratt & Whitney combustor ( one of the 18 injectors). Future
simulations are planned that incorporate the entire circumference. In order to provide sufficient
resolution for a geometry as complex as this, substantially larger meshes have to be generated. Grid
generation is currently carried out on SGI workstations and the largest grid that can be handled
(because of the memory limit of 8GB on these machines) is about 8 millions elements.

There are two approaches that can be followed to overcome this limitation. The first is to
generate a coarse grid and then subdivide all the elements along meridian planes: from a hexahedron
eight smaller homothetical hexahedrals can be constructed splitting all the faces in four (halving
the edges); similarly from one tetrahedron four hometical tetrahedrals can be generated (see Fig.
3.7). This procedure can be easily performed on a multiprocessor machine. A subset of elements is
assigned to each processor and the splitting is carried out independently. The major drawback of
this process is the inaccuracy in the representation of the physical boundaries of the domain. Notice
that the splitting of an element requires the generation of an additional node on each face and on
each edge. Consider a tetrahedral grid in a spherical volume; the boundary (spherical surface) is
approximated with a tessellation of (planar) triangles. The accuracy of this representation can be
evaluated by considering the distance between the circumcenter of each triangle and the spherical
surface; finer grids correspond to higher accuracy. If the splitting procedure discussed above is used,
refined grids will have the same accuracy (in representing the spherical surface) as the starting coarse
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Figure 3.7: Grid Generation by Element Splitting

Figure 3.8: Subdomain-based Grid Generation

mesh. The only way to improve the accuracy would be to project the nodes created by the splitting
on the “real” boundary surface. The result is that to perform this procedure it is necessary to access
the CAD representation of the computational domain and carry out projection operations for all
the elements belonging to the boundaries. Therefore it is required to access to the CAD modules
in GAMBIT with its related memory limitations. Note that neglecting this final boundary fitting
step produced highly distorted geometry representations in regions of high surface curvature.

The second approach consists of dividing the computational domain into subdomains (blocks);
the surfaces between blocks are meshed first, and then fine grids (up to the desired resolution)
are constructed independently (see Fig. 3.8). A simple (and intrinsically parallel) code can be
written to merge together all the block grids without using GAMBIT and therefore without memory
limitations. Initial tests of this second approach are encouraging.
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3.1.6 Reacting Flow Simulations in a Coaxial Combustor Geometry

x=1.57x=0.2 x=5.2x=3.16

COAXIAL COMBUSTOR - REACTING FLOW

Figure 3.9: Computational domain and mesh section in an azimuthal plane

STREAMWISE VELOCITY (ρu)

Figure 3.10: Instantaneous contours of the streamwise velocity component in an azimuthal plane
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Figure 3.11: Instantaneous contours of the density in an azimuthal plane

The flamelet/progress variable model described in a previous section was tested against ex-
perimental data for a methane fueled coaxial jet combustor corresponding to the experiment of
Spadaccini et al. [34]. This experiment was chosen because of the relative simple geometry, well
defined boundary conditions (confined jet simulation) coupled with a rather complex flow physics
that mimics fairly well the complex flow phenomena encountered in a realistic gas turbine com-
bustor. Results from a previous calculation using a structured code by Pierce and Moin [22] are
available along with the original experimental data of [34]. This will allow a full validation of the
reacting flow including mean velocity profiles, temperature and chemical species at several stations
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Figure 3.12: Instantaneous contours of the mixture fraction in an azimuthal plane
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Figure 3.13: Instantaneous contours of the progress variable yCO2 + yH2O in an azimuthal plane

inside the main combustion chamber. A general view of the geometry and computational mesh in
an azimuthal plane is given in Fig. 3.9. The fuel is introduced through a circular core section at
a relatively low velocity of 0.93 m/s, while non-swirling air is introduced through a surrounding
annulus at a much higher mean velocity of U=20.6 m/s. The mass flow rates of the fuel and air in
the inlet sections are 0.0072 kg/s and 0.137 kg/s, respectively, the air temperature is 750K, while
the fuel temperature is 300 K. The mean pressure in the combustor is 3.8 atm. The fuel used in the
experiment was natural gas but in the present investigation, as well as in the numerical simulation
of [22], was assumed to be pure methane. Because of the high air/fuel velocity ratio, a strong
central recirculation ratio is formed in front of the fuel port, which appears to the surrounding
air stream almost as a bluff body (see also Fig. 3.10 in which contours of the streamwise velocity
component are shown). The recirculating combustion products provide a continuous ignition source
for the relatively cold incoming reactants, thereby stabilizing the flame. Mixture fraction in the
experiment was computed based on the total carbon and hydrogen atoms mass fractions, and the
product mass fraction was computed from C = yCO2 + yH2O.

A computational grid containing ∼ 1.3M hexahedras was generated to mesh the geometry that
was used by [22] in their simulations. Though they used approximately ∼ 2.5M points in their
simulations, we were able to achieve roughly the same grid density in the important flow regions
(mainly the upstream part of the main combustor region) where turbulent mixing and combustion
related phenomena are important. The LES model is very similar in the two simulations, except the
specific treatment in the estimation of the model coefficients due to the unstructured environment of
our solver. The injector radius corresponding to the annular exterior radius (R=4.685 cm) and the
mean air velocity in the inlet section were used for non-dimensionalization. The Reynolds number
on the air side is ∼ 50, 000. The computational domain started at a distance of 1R upstream
of the main combustor chamber, where fully developed turbulent inflow conditions were specified
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Figure 3.14: Instantaneous contours of the carbon monoxide concentration yCO in an azimuthal
plane

using a precalculated data base from a separate calculation for a periodic pipe & annular pipe
domains at the corresponding Reynolds numbers. The computational domain was extended to a
combustor length of 12R, where convective outflow boundary conditions were used to convect the
turbulent eddies out of the domain. Fully developed incompressible velocity and mixing fields were
obtained before the chemistry model was turned on. The initial progress variable scalar field was
set to its maximum allowed value determined from fast chemistry, so that initially the flame is
fully ignited. A chemical table corresponding to methane and the specified combustor pressure
was precalculated. The product mass fraction was chosen as the progress variable. The boundary
conditions for the mixture fraction are Z = 1 in the fuel inlet section and Z = 0 in the air inlet
section. The progress variable C in both the fuel and air inlet sections is set to zero as no reaction
takes place at those locations. A time step of 0.005 R/U was used in the simulation using the
implicit algorithm. Around 80 inner iterations were needed to reduce the momentum residuals by
5 orders of magnitudes, while the conjugate gradient pressure solver (no multigrid) necessitated
around 1,700 iterations per time step to converge the pressure. Around 50% of the CPU time per
iteration was spent in the pressure solver, and ∼ 15% in the combustion module. Based on [22]
estimations we expect that ∼ 500 R/U time units will be needed to obtain fully converged statistics.
As mentioned in a previous section we expect to use ∼ 70,000 CPU hours for this computation on
an IBM SP3 machine.

At this point the calculation was run for ∼ 120 R/U time units and the flow seems ’statistically
steady’ in the upstream part of the main combustor chamber. The streamwise velocity profile and
its r.m.s. fluctuation in a section situated just downstream of the entrance into the main combustor
chamber show good agreement with the similar profiles computed by [22]. The statistics are still
evolving downstream in the combustor. The flame location can be inferred from the temperature
or the progress variable contours shown in Fig. 3.13, as the progress variable essentially is tracking
the reaction. In the experiment, the flame location was observed to lift off the burner and reattach
intermittently in a highly unsteady asymmetric manner. Our calculations also predict a lifted flame
and an animation of the progress variable contours shows that our simulation is able to capture
this behavior of the flame front. Good qualitative agreement is obtained for the distribution of the
mixture fraction and progress variable with the calculation of [22]. Instantaneous contours of these
variables in an azimuthal plane are shown in Fig. 3.12 and 3.13. Also shown are similar snapshots
of the density (Fig. 3.11) and carbon monoxide concentrations (Fig. 3.14).
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Figure 3.15: Comparison of particle phase properties between LES ( ) and experiment (◦ ,
Sommerfeld & Qiu [32]) for swirling flow in a coaxial combustor. (a): mean axial velocity, (b): mean
swirl velocity, (c): mean radial velocity, (d) r.m.s. of axial velocity, (e) r.m.s. of swirl velocity, (f)
r.m.s. of radial velocity.
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3.1.7 Integration with the Spray Module
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Figure 3.16: Comparison of the pure droplet, pure parcel, and hybrid approach.

The spray models described in our technical reports from previous years have been fully inte-
grated with the unstructured gas-phase solver. The droplets are modeled as point particles which
satisfy Lagrangian equations. They influence the gas phase through source terms in the gas-phase
equations. As the particles move, their position is located and each particle is assigned to a control
volume of the gas-phase grid. The gas-phase properties are interpolated to the particle location
and the particle equations are advanced. The particles are then relocated, particles that cross
interprocessor boundaries are duly transferred, source terms in the gas-phase equation are com-
puted, and the computation is further advanced. Validation of the Lagrangian particle tracking
approach, application of spray simulations to the Pratt & Whitney injector, and extension of the
spray module to account for evaporation are described below.

Validation of Lagrangian Particle Tracking (LPT) Scheme in CDP

The flow in a swirl-stabilized coaxial combustor represents an important validation case. Sommer-
feld & Qiu [32] provide detailed measurements of this flow, which tests both the gas-phase solver
and the spray module. A detailed validation of the gas-phase solver in this geometry was completed
last year and was presented in an earlier ASCI report. The particle-laden flow field was computed
by injecting particles with a known size-distribution at the inlet of the combustor. The primary jet
of the combustor is laden with glass beads whose diameter varies from 10 microns to 120 microns.
The particle phase was initialized by computing over a few flow-through times. Around 1.2 million
particles were obtained in the combustor. The particle statistics were then computed over two
flow through times in the region of interest. The agreement of mean and rms velocity components
with the experiment is shown in Fig. 3.15. Very good agreement was also obtained for the mean
and rms of diameter distribution at various axial locations. The present computation was per-
formed on 96 processors using an explicit time advancement procedure. The overhead owing to the
particle-phase was around 30%. Particle dispersion characteristics were also obtained by tracking
a large number of particles of different size classes. It was compared with the experimental data
and analytical estimates to show good agreement. Details of this computation can be found in [3].
It was shown that the point-particle approximation of the dispersed phase was able to accurately
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Figure 3.17: Comparison of the spray penetration depth with experimental data.

predict the behavior of the solid phase for the particle loadings simulated. This study represents
the first LES of two-phase flows in a coaxial combustor using the unstructured grid solver (CDP).
After completing this comprehensive validation study, we focussed on incorporating complex spray
breakup and evaporation models in CDP, described next.

3.1.8 Spray Models for Use in CDP

Stochastic Model for Secondary Breakup

Liquid spray atomization plays a crucial role in the combustion dynamics in gas-turbine combustors.
In standard Lagrangian particle tracking codes, emphasis is placed on obtaining the correct spray
evolution characteristics away from the injector. Only the global behavior of the primary atomiza-
tion, occurring close to the injector, is considered and the details are not captured. The essential
features of spray evolution, viz. droplet size distribution, spray angle, and penetration depth, are
predicted away from the injector surface by secondary breakup models. Usually standard, deter-
ministic breakup models based on Taylor Analogy Breakup (TAB) [18] or wave models [31] are
employed in RANS-type computations. Liquid ‘blobs’ with the size of the injector diameter are in-
troduced into the combustion chamber and undergo atomization according to the balance between
aerodynamic and surface tension forces acting on the liquid phase. In the TAB model, oscillations
of the parent droplet are modeled in the framework of spring mass system and breakup occurs
when the oscillations exceed a critical value. In the wave model, new droplets are formed based
on the growth rate of the fastest wave instability on the surface of the parent blob. Both models
are deterministic with ‘single-scale’ production of new droplets. In many combustion applications,
however, injection of liquid jet takes place at high relative velocity between the two phases (high
initial Weber number). Under these conditions, intriguing processes such as turbulence-induced
breakup, multiple droplet collision in the dense spray region, fluctuations due to cavitating flow
inside the injector, etc., contribute to the process of atomization. This results in droplet formation
over a large spectrum of droplet-sizes and is not captured by the above models. Predicting the
distribution of droplet sizes at each spray location is important for sheet-breakup modeling.

In order to predict the essential global features of these complex phenomena, a stochastic
approach for droplet breakup which accounts for a range of product-droplet sizes is necessary.
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Figure 3.18: Evolution of spray from a PW injector: contours of axial velocity superimposed with
particle scatter plot.

Specifically, for a given control volume, the characteristic radius of droplets is assumed to be a
time-dependent stochastic variable with a given initial distribution function. The breakup of parent
blobs into secondary droplets is viewed as the temporal and spatial evolution of this distribution
function around the parent-droplet size. This distribution function follows a certain long-time
behavior, which is characterized by the dominant mechanism of breakup. The size of new droplets
is then sampled from the distribution function evaluated at a typical breakup time scale of the
parent drop.

Owing to the complexity of the phenomenon, it is difficult to clearly identify such a dominant
mechanism for breakup. Kolmogorov [13] developed a stochastic theory for breakup of solid particles
by modeling it as a discrete random process. He assumed that the probability to break each parent
particle into a certain number of parts is independent of the parent-particle size. Using central limit
theorem, Kolmogorov pointed out that such a general assumption leads to a log-normal distribution
of particle size in the long-time limit.

Based on Kolmogorov’s hypothesis we have developed a numerical scheme for atomization of
liquid spray at large Weber number [11]. The discrete model by Kolmogorov is reformulated in
terms of a Fokker-Planck (FP) differential equation for the evolution of the size-distribution function
from a parent-blob towards the log-normal law:

∂T (x, t)
∂t

+ ν(ξ)
∂T (x, t)

∂x
=

1
2
ν(ξ2)

∂2T (x, t)
∂x2

. (3.16)

where the breakup frequency (ν) and time (t) are introduced. Here, T (x, t) is the distribution
function for x = log(rj), where rj is the droplet radius. Breakup occurs when t > tbreakup = 1/ν.
The value of the breakup frequency and the critical radius of breakup are obtained by the balance
between the aerodynamic and surface tension forces. The secondary droplets are sampled from the
analytical solution of equation (3.16) corresponding to the breakup time-scale. The parameters
encountered in the FP equation (〈ξ〉 and

〈
ξ2
〉
) are computed by relating them to the local Weber

and Reynolds numbers for the parent blob, thereby accounting for the capillary forces and turbulent
properties. The capillary force prescribes a lower bound limit for the produced-droplet size through
the local maximum stable (or critical) radius (rcr). The velocity of the produced droplets is modeled
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Figure 3.19: Load balance for spray breakup simulation.

using Monte-Carlo procedure. As new droplets are formed, parent droplets are destroyed and
Lagrangian tracking in the physical space is continued till further breakup events. The evolution
of droplet diameter is basically governed by the local relative-velocity fluctuations between the gas
and liquid phases. In this respect, LES plays a key role in providing accurate, local estimates of
the gas-phase turbulent quantities. Although the mesh spacing used in a typical LES computation
is larger than droplet size, the superiority of LES over RANS lies in accurate predictions of mixing
and momentum transport from the gas phase to the spray field. The details of this model are given
in [11].

Hybrid Particle-Parcel Technique for Spray Simulations

Performing spray breakup computations using Lagrangian tracking of each individual droplet gives
rise to a large number of droplets (> 50-100 million) very close to the injector. Computing such a
large number of droplet trajectories is a formidable task even with supercomputers. In parallel com-
putation of complex flows utilizing standard domain-decomposition techniques, the load balancing
per processor is achieved by equally distributing the number of grid cells among all processors. La-
grangian particle-tracking, however, causes load-imbalance owing to the varying number of droplets
per processor.

In order to overcome the above load balancing problem, the usual approach is to represent a
group of droplets with similar characteristics (diameter, velocity, temperature, etc.) by a com-
putational particle or ‘parcel’. In addition, one carries the number of droplets per parcel as a
parameter to be tracked. Since, a parcel represents a group of droplets (of the order of 100-1000),
the total number of computational particles or trajectories to be simulated is reduced significantly.
With breakup, the diameter of the parcel is sampled according to the procedure given above and
the number of droplets associated with the particles is changed in order to conserve mass. This
reduces the total number of computational particles per processor and increases the computational
overhead with sprays by around 20% depending on the number of parcels used. Each parcel has all
the droplet characteristics associated with it. The parcels-methodology works well for RANS-type
simulations where one is interested in time- or ensemble-averaged quantities. For LES, however,
we should ideally simulate as many droplet trajectories as possible in order to obtain time-accurate
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results. A hybrid scheme involving the computation of both individual droplets and parcels is
proposed. The difference between droplets and parcels is simply the number of particles associ-
ated with them, Npar, which is unity for droplets. During injection, new particles added to the
computational domain are pure drops (Npar = 1). These drops move downstream and undergo
breakup according to the above breakup model and produce new droplets. This increases the num-
ber of computational particles in the domain. In the dense-spray regime, one may obtain large
number of droplets in a control volume and its immediate neighbors. The basic idea behind the
hybrid-approach, is to collect all droplets in a particular control volume and group them into bins
corresponding to their size and other properties such as velocity, temperature etc. The droplets in
bins are then used to form a parcel by conserving mass, momentum and energy. The properties of
the parcel are obtained by mass-weighted averaging from individual droplets in the bin. For this
procedure, only those control volumes are considered for which the number of droplets increases
above a certain threshold value. The number of parcels created would depend on the number of
bins and the threshold value used to sample them. The parcel thus created then undergoes breakup
according to the above stochastic sub-grid model, however, does not create new parcels. On the
other hand, Npar is increased and the diameter is decreased by mass-conservation.

The effectiveness of this hybrid approach is demonstrated in the following computations. The
implementation of this method in an unstructured LES code gives us the capability of testing and
validating these models in realistic industrial geometries for various combustors with multiphase
flows.

Spray Breakup Simulations

Simplified Combustor Geometry

In order to validate the stochastic breakup model, a standard test case for spray atomization is
simulated and compared with experimental data of Hiroyasu and Kudota [12] in a Diesel engine
configuration. The computational domain is a closed cylinder of length 13.8 cm and diameter 5.6
cm. Liquid jet is injected through a single-hole nozzle into this constant pressure, room-temperature
nitrogen chamber. Since the chamber temperature is low, evaporation of the liquid fuel is negligible.
Large blobs of diameter 300µm corresponding to the injector size are injected into the combustion
chamber. Initially, there is no gas-phase flow inside the chamber. Gas-phase recirculation zones are
created as the spray penetrates into the combustion chamber through momentum transfer between
the gas and liquid phases. Three cases with different chamber pressures of 1.1, 3, and 5 MPa
are simulated and compared with the experimental data. The corresponding flow parameters are
indicated in Table 3.3. The number of droplets injected per iteration is determined based on the
droplet diameter and time-step by keeping the mass flow rate constant. The time step used in the
present simulation is 1.5 ms, and a uniform grid of 64× 65× 65 cells is found to capture the spray
dynamics accurately.

The computations were performed using three different approaches: (1) tracking and creation
of all droplets, (2) tracking of parcels, and (3) the hybrid droplet-parcel algorithm. Results for 1.1
MPa case are qualitatively compared in Figs. 3.16a-c, respectively. The size and location of each
circle corresponds to that of the actual droplets in the computational domain. Figure 3.16a indicates
that a broad spectrum of droplet sizes is present with the co-existence of large and small droplets.
It should be noted that, when all droplet trajectories are computed a large number of droplets
(∼ 2-3 million) are obtained even at an early stage of the simulation. This simulation, however,
depicts the complex interactions between the liquid and gas-phases, the momentum coupling, and
spray atomization due to stripping of small droplets. Figure 3.16b shows a similar simulation
performed using the parcels-approach normally used in RANS-type computations. An extremely
coarse (global) representation of the liquid core and atomization is obtained because new droplets
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Parameters Case 1 Case 2 Case 3

Pliq, MPa 10 10 10

Pgas, MPa 1.1 3 5

Injection diameter, µm 300 300 300

Injection time, ms 2.5 4 5

Injection velocity, m/s 102 90.3 86.4

Table 3.3: Validation cases for stochastic breakup model in Diesel-engine configuration [12].

are not created. Figure 3.16c, on the other hand, indicates the effectiveness of the hybrid approach.
Here, the total number of computational particles is much smaller than those obtained when all
the droplets trajectories are computed.

Close to the nozzle, the liquid core shows the existence of large and small droplets. Away
from the nozzle, a global representation of droplets grouped to form parcels as well as small sparse
droplets is observed. The computational overload due to the hybrid approach is significantly less
(∼ 50 times lower) in comparison with the computation of all droplet trajectories. The essential
features of the spray dynamics are captured by the hybrid approach indicating its effectiveness and
applicability in Eulerian-Lagrangian formulations.

Figure 3.17 shows the comparison of the spray-tip penetration depth as a function of time with
the experimental data for the three cases investigated. Good agreement is obtained for all the
three cases using the hybrid-algorithm. The penetration depth decreases with increase in pressure.
This could be attributed to the decreased injection velocity as well as strong damping of the liquid
momentum by the denser gas-phase at higher pressures. The liquid core lengths were less than 2
mm in the above computations. The penetration depths predicted were weakly dependent on the
grid size and the resolution used was sufficient to obtain good agreement with the experiments. The
ligament-like liquid structures deflected outward are clearly visible and the spray angles produced
for the three cases, 20, 23, and 25 degrees, respectively, are in close agreement with the experimental
observations [12].

PW Frontend Validation Geometry

The stochastic model along with the hybrid particle-parcel approach were used to simulate the
spray evolution from the Pratt and Whitney injector. The experimental data set was obtained
by mounting the injector in a cylindrical plenum through which gas with prescribed mass-flow
rate was injected. The gas goes through the main and guide swirler to create a swirling jet into
the atmosphere. Liquid film is injected through the filmer surface which forms an annular ring.
The liquid mass-flow rate corresponds to certain operating conditions of the gas-turbine engine.
Measurements of the droplet distribution and liquid mass flux in the radial direction at two different
axial locations away from the injector were performed. Gas-phase statistics for mean and rms
velocities is also available at these locations. The outside air-entrainment rates were measured and
prescribed as inflow conditions. A snapshot of the spray evolution in the z = 0 plane along with
the gas-phase axial velocity contours is shown in Fig. 3.18. The hybrid-approach used herein gives
a dynamical picture with correct spray angle. Preliminary results show that the liquid mass fluxes
at two downstream locations are in reasonable agreement with the experimental data. However, a
longer-time sample is necessary to match the computational predictions with the experiments.
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This computation was performed on 96 processors. The domain decomposition is based on
the optimal performance of the Eulerian gas-phase solver. Due to breakup, a large number of
droplets are created in the vicinity of the injector. With the hybrid approach, the total number of
computational particles tracked after 6 ms is around 3.5 millions, which represents approximately
13 millions droplets. This includes around 150,000 parcels. The distribution of particles on 96
processors is shown by the histogram in Fig. 3.19. This implies that less than 30% of the total
number of processors contain more than 10,000 computational particles. A preliminary solution
to this problem is to use larger number of processors, which would reduce the maximum number
of computational particles per processor. A better approach is to develop an alternative domain-
decomposition scheme with dynamic load balancing and additional weights for CVs containing
particles.

3.1.9 Future Plans for the Combustor Code Development

Our plans for the next year are as follows:

• Complete the simulation of reacting flow in the coaxial combustor geometry corresponding
to the experiment of [34].

• Complete spray breakup simulation in PW front-end validation geometry.

• Address the issue of load-balancing due to spray and investigate dynamic domain-decomposition
techniques for Eulerian-Lagrangian computations of spray.

• Perform validation simulation for spray evaporation corresponding to the experiment of Som-
merfeld & Qiu [33].

• Implement a multi-level version of the geometric multigrid algorithm for the pressure equation
solver and investigate the advantages of using multigrid techniques to accelerate convergence
of the momentum and scalar transport equations.

• Improve the agglomeration algorithm to optimize the geometric characteristics of agglom-
erated coarse grid control volumes. Alternate directional agglomeration algorithms will be
investigated.

• Implement commutative filters to estimate more accurately the filtered quantities that have
to be evaluated in the dynamic procedure and to implement LES models with explicit filtering
in which the filter width can be specified a priori by the user instead of being dictated by the
local grid spacing.

• Generate the next-generation grids for the complex Pratt & Whitney combustor.

• Calculate the reacting flow in the full Pratt & Whitney geometry and validate by comparing
with the experimental data provided by Pratt & Whitney. This calculation will involve testing
not only of the combustion model module but also of the Lagrangian particle tracking module,
evaporation and breakup modules.
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3.2 A Semi-Implicit Method for Resolution of Acoustic Waves in
Low Mach Number Flows

In simulations of flows at low Mach number, such as the combustor described above, the incom-
pressible Navier-Stokes equations are typically solved instead of the compressible equations. This
results in significant computational savings, since the time step is limited only by the convective
velocity and not the acoustic velocity. Although this approach saves computational effort, it elimi-
nates acoustic waves from the problem, which may be important in some applications. To capture
acoustic waves in a simulation, the compressible equations must be solved.

Traditional explicit schemes for simulation of compressible flow are limited to time steps that
satisfy a CFL condition based on the sum of the acoustic and convective velocities. This leads
to a severe restriction on the allowable time step at low Mach number. Although implicit time
advancement methods avoid the acoustic CFL restriction, they can introduce significant artificial
damping of acoustic waves, which can lead to high resolution requirements to limit this damping
when used for time accurate simulation of acoustic waves.

In the present work, a pressure correction method is derived, which avoids the acoustic CFL
limitation and causes no artificial damping of acoustic waves. This makes the method attractive for
simulation of flows at low Mach number in which low frequency acoustic waves are important, such
as the simulation of acoustic combustion instabilities. In such flows, significant efficiency gains can
be achieved by using large time steps, while the acoustics waves of interest will still be resolved.

3.2.1 Numerical Method

The discretization is nearly identical to that of Pierce & Moin [22], who performed large eddy sim-
ulations of the low Mach number, variable density equations for reacting flow. Their discretization
has been shown to have desirable energy conservation properties. The first modification for the
present formulation is to use an implicit discretization of the pressure gradient term in the momen-
tum equations. This is necessary to eliminate the acoustic CFL requirement. The other differences
are the solution of the enthalpy equation, and the evaluation of density from an equation of state
which depends on local values of both pressure and enthalpy.

The properties of the method have been determined analytically in the case of one-dimensional,
small amplitude (linear) acoustics when the scheme is implemented on a uniform Cartesian mesh.
Analysis shows that the numerical method does not artificially attenuate or amplify acoustic waves.
An expression has also been derived for the frequency at which acoustic waves oscillate in the
numerical solution, and this is compared to the frequency obtained from the analytical solution as
well as to other numerical methods. More details can be found in [35].

3.2.2 Results

Linear Acoustics

The properties of the method for linear acoustics have been verified by numerical simulations of
the Euler equations for the case of small amplitude acoustic waves in a periodic domain. In this
test, the algorithm has been used to time advance acoustic waves from an initial condition of a
small amplitude (umax/c = 10−6) sinusoidal velocity disturbance on a periodic domain. Results are
compared to the Barely Implicit Correction (BIC) method [19], which is the only other method of
which the authors are aware that avoids the acoustic CFL limitation and for which published data
for the time accurate simulation of acoustic waves is available.

The amplitude of the acoustic waves has been found to remain constant in the numerical sim-
ulations, verifying the results of the analysis. In Fig. 3.20 the magnitude of σ has been plotted

81



versus spatial resolution, which is measured by the product of the wavenumber, k, of the acoustic
wave and the grid spacing, ∆x. In this plot, results from the proposed Helmholtz method are
compared to results from the BIC method for simulations performed at CFL = 0.5. It is clear that
the Helmholtz method does not alter the amplitude of acoustic waves, while the BIC method causes
significant attenuation of nearly all scales of acoustic waves. Although not shown, at larger CFL
numbers the Helmholtz method still causes no attenuation of acoustic waves, while the attenuation
caused by the BIC method becomes even greater.
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Figure 3.20: Comparison of amplification/attenuation of acoustic waves by Helmholtz method and
BIC method

The frequency of the acoustic waves in the numerical simulations has also been compared to the
theoretical predictions and to the BIC method. Figure 3.21 is a plot of the ratio of the frequency of
the numerical solution to the frequency of the analytical solution, ωn/ω versus the spatial resolution,
k∆x. Results from the proposed Helmholtz method are compared to theoretical predictions and to
results from the BIC method [19] for simulations performed at CFL equal to 0.5 and 2. It can be
seen that the theoretical predictions of the numerical frequency are correct and that the Helmholtz
method represents the frequency of acoustic waves more accurately than the BIC method.

Large Eddy Simulation

The method has also been implemented into a LES code to simulate the non-reacting case of
the experiments of Besson et al. [4] . In this experiment, the flow from two fully developed
turbulent channels forms a mixing layer just upstream of a sudden expansion. This flow has
previously been simulated by [9] using an incompressible flow solver. The Mach number at the inlet
is about 0.04; therefore, a significant efficiency gain can be achieved using the Helmholtz pressure
correction method. Boundary conditions for this simulation are those of [29, 30], which are based
on a characteristic analysis of the Navier-Stokes equations and allow approximate specification
of variable values at the boundaries while allowing some acoustic energy to leave the domain. A
contour plot of the streamwise velocity taken from the LES performed using the Helmholtz pressure
correction method is shown in figure 3.22.

The efficiency of the method is found to be as expected when used to perform the LES. There
is a large discrepancy in the time steps allowed by the convective CFL restriction and that which
would be allowed by the acoustic CFL restriction. This occurs in the near wall region, due to
mesh stretching in the wall normal direction. In this region the wall normal velocity also becomes
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Figure 3.22: Instantaneous contours of streamwise velocity from LES performed with Helmholtz
pressure correction method (Dashed lines represent negative values.)

small, but the acoustic velocity remains large, resulting in an acoustic CFL number which is much
larger than the convective CFL number and more significant efficiency gains to be achieved if the
acoustic CFL restriction is removed. The simulation is performed on a grid of 256 × 128 × 32 grid
points in the streamwise (x), wall-normal (y), and spanwise (z) directions respectively. Except for
a decrease by a factor of two in the number of points in the spanwise direction, this is the same
grid used by [9] to resolve turbulent scales in their incompressible simulation. The time step used is
0.02H/Uch where H is the height of each channel upstream of the splitter plate, and Uch is the mean
streamwise velocity within each channel. This is the same time step used in the incompressible
simulations by [9], and results in acoustics CFL numbers as large as 40 in the wall normal direction.
The simulation required four iterations at each time step. Within each iteration, the Helmholtz
solver was found to require about 22% of the time required for the iteration. This means that
each time step requires about 2.6 times more than an explicit method, assuming that the explicit
method requires two iterations to achieve second order temporal accuracy and that the explicit
advancement of the continuity equation in the explicit solver requires negligible time compared to
the solution of the Helmholtz equation. Assuming that the explicit method would be limited to
an acoustic CFL number of one, the Helmholtz pressure correction method requires about fifteen
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times less computational effort than the explicit solver would require for this LES.
The effects of dispersion have been estimated. Although the analysis is not exact due to the

non-uniform grid, it can be used to estimate the effects of dispersion on the acoustic modes of
interest in the LES. By using both maximum and minimum grid spacings in both the x and y
directions, it is estimated that ωn/ω is greater that 0.95 for acoustic modes having wavelength
in the x direction greater than one-fifth of the streamwise distance from the expansion plane to
the exit and for modes having wavelength in the y direction on the order of the channel width
downstream of the expansion. Tables 3.4 and 3.5 below provide more details about these estimates.
In Table 3.4 a wavelength of one-fifth of the streamwise distance from the expansion plane to the
exit plane is assumed, and in Table 3.5 a wavelength equal to the channel height downstream of the
expansion plane is assumed. These estimates show that even though the CFL number is as large
as 40, the acoustic waves of interest do not have excessive dispersion error.

Min ∆x Max ∆x

∆x 0.0545 0.3254
k∆x 0.0685 0.409
k′∆x 0.0685 0.406
CFL 10.1 1.70
ωn/ω 0.962 0.956

Table 3.4: Estimate of dispersion error for acoustic modes having wavelength in the x direction of
one-fifth of the streamwise distance from the expansion plane to the exit plane

Min ∆y Max ∆y

∆y 0.0139 0.130
k∆y 0.0198 0.186
k′∆y 0.0198 0.186
CFL 39.7 4.23
ωn/ω 0.953 0.951

Table 3.5: Estimate of dispersion error for acoustic modes having wavelength in the y direction
equal to the channel height downstream of the expansion plane

3.2.3 Conclusions

A pressure correction method for simulation of the compressible Navier-Stokes equations for which
the time step is limited only by a convective CFL condition is presented. The method is proposed
for simulating flows at low Mach number in which the interaction between long wavelength acoustic
modes and other flow phenomena is of interest. The method is similar to the pressure correction
method for incompressible flow, but requires an iterative process at each time step. The method is
shown to cause no artificial attenuation of acoustic waves, regardless of time step or grid size. An
analytical formula has been derived for the frequency at which acoustic waves will oscillate in the
numerical solution. This analysis has been verified by numerical tests.

The method is shown to result in large efficiency gains when performing LES at low Mach
number. In the LES there is a large discrepancy in acoustic and convective CFL numbers, due to
near wall grid refinement; therefore, the avoidance of the acoustic CFL condition leads to much
larger allowable time steps. This difference in allowable time steps will, of course, depends on Mach
number and the spatial grid. In the LES performed here, time steps taken were about 40 times
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larger than what would be allowed by an explicit method, but required only about 2.6 times more
effort per time step, resulting in about a factor of 15 reduction in computational expense.

3.3 Combustion Models for Large-Eddy Simulations

In the previous years we have reported on the development and validation of different combustion
models for large-eddy simulations (LES). These models were mainly designed for application to
either perfectly non-premixed or perfectly premixed cases. For non-premixed combustion, unsteady
flamelet methods have been developed and validated [23, 24, 25]. For premixed combustion, a level-
set method based on the G-equation has been formulated and applied to a turbulent premixed
Bunsen burner experiment [28].

Also, different models for partially premixed combustion have been presented. The Progress
Variable/Flamelet approach developed by Pierce and Moin [22] has been validated with a non-
premixed experiment in a dump combustor geometry. This configuration reveals flame stabilization
downstream of the burner rim and has been shown to be strongly influenced by partial premix-
ing close to the burner [22]. In the last years, as an alternative model, the Combined Conserved
Scalar/Level-Set Flamelet model [26] has been presented. Preliminary results applying this ap-
proach in simulations of lifted turbulent diffusion flames were presented.

During this period we have developed the theory for LES of premixed turbulent combustion
and the numerical methods to solve the G-equation with sufficient accuracy for LES. In addition we
have performed validation studies for the Combined Conserved Scalar/Level-Set Flamelet model
in applications to a partially premixed combustor and an aircraft model combustor, which we will
present here.

3.3.1 Level-Set Method for LES of Premixed Combustion

In previous simulations of premixed turbulent combustion, we have derived the G-equation with the
conventional LES filtering technique that would be applied for a scalar equation [16]. However, the
G-equation requires a special filtering technique. We have developed a novel filtering technique,
which has been applied to derive a G-equation describing the mean flame front location. The
filtering procedure will not be described here, but can be found in [27]. The resulting equation is
given as

∂Ǧ

∂t
+ v̂u · ∇Ǧ = (sT,u + Dtκ̌)

∣∣∇Ǧ
∣∣ , (3.17)

where Ǧ = 0 determines the filtered flame surface, sT,u is the sub-grid burning velocity with respect
to the unburned mixture, Dt a turbulent diffusivity, κ̌ the curvature of the filtered flame front, and
v̂u is the filtered velocity conditioned on the unburned state. Models for sT,u and v̂u have been
developed recently and are described in [28] and [27], respectively. The final equation to determine
the filtered flame front position, which now depends only on the unconditionally Favre-filtered
velocity vector ṽ, the densities in the immediate unburned and burned side of the flame ρu and ρb,
and the probability of finding burnt mixture pb, is given as

∂Ǧ

∂t
+ ṽ · ∇Ǧ = (sT,u + Dtκ̌)

∣∣∇Ǧ
∣∣ (1 +

ρu − ρb

ρb
pb

)
. (3.18)

A particularly interesting application of the newly developed filtering operation is that this will
allow us to develop a dynamic model for the turbulent burning velocity sT,u, which will be done in
the future.
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3.3.2 LES of a Stratified Premixed Dump Combustor

The experimental setup of the so-called ORACLES test-rig [4] consists of two channel flows emerging
into a wider combustion chamber which is shown in Fig. 3.23. For the reacting case, the flame is

Figure 3.23: Cold flow: Mean axial velocity iso-contours

stabilized by the recirculation zones created behind each step. The channels are separated by a
splitter plate which is recessed with respect to the expansion to avoid possible anchoring of the
flame at the tip of the plate. Several different cases have been studied experimentally. Here we
have investigated the inert flow, used as a reference case, and a reacting case, where the equivalence
ratio for the upper stream is 0.9, while it is 0.3 for the lower stream.

The computational domain extends to 20H downstream and 4 H upstream of the expansion,
where H is the combustor height. The LES grid consists of 256 × 128 × 64 nodes, corresponding
to approximately 2.2 million cells. At the inflow boundary, instantaneous velocities obtained from
a separate LES of two fully-developed channel flows are prescribed. Convective conditions [2] are
used at the outflow boundary while adiabatic no-slip conditions are enforced on all walls.

Inert Flow
The basic features of inert flows behind a sudden expansion have for instance been studied by Abbot
and Kline [1]. They found that the mean flow after a sudden expansion is asymmetrical if the ratio
Ar = (Hchannel + 2Hstep)/Hchannel is greater than 1.5. For the present case Ar = 1.84, implying an
asymmetrical mean flow. The experimental results corroborate this prediction, showing an upper
mean recirculation zone much shorter than the lower one. This important feature of the mean flow
is well captured by the LES, which is shown in Fig. 3.23.

On the left side of Fig. 3.24, cross-sectional profiles of the axial velocity, at different stations in
the chamber, are shown. The agreement between the experimental results and the LES is found to
be very good, which demonstrates the ability of LES to accurately represent this type of large-scale
hydrodynamic instability. Furthermore, also the turbulent kinetic energy shown in the middle and
the right of Fig. 3.24 agree reasonably well with the experimental data, although the maximum
intensity is predicted too low.

The good agreement observed in the comparison of the results from the cold flow simulation
with experimental data also validates the inlet velocity boundary conditions used in this and the
subsequent simulations.

Reactive Flow
Preliminary results for this simulation have already been shown in [9]. These results indicated
deficiencies of the applied numerical methods, particularly in the re-initialization procedure in the
numerical solution of the G-equation. Hence, we have developed and implemented an improved
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Figure 3.24: Cold flow: Mean axial velocity at different axial locations (left). Mean turbulent
kinetic energy at x = 50 mm (center) and x = 110 mm (right).

Figure 3.25: Reactive flow: Mean axial velocity field and mean G0 level.

numerical algorithm for the solution of the level-set method. In particular, a higher-order ENO
scheme has been used to ensure high accuracy near the front during the re-initialization step. The
present results observed with the new re-initialization procedure are substantially different from
our earlier results.

The resulting mean flow pattern together with the G0-contour, which denotes the position of the
mean flame front, is shown in Fig. 3.25. One of the major differences with our earlier simulations
is the absence of a flame front behind the lower step in the leaner mixture. While in [9] the results
showed a second reaction zone attached to the lower edge of the inflow nozzle, in the present
simulation this lean branch of the flame has first been caught in the lower recirculation zone and
then extinguished. Figure 3.25 also shows that a fair amount of fuel coming from the leanest inlet
channel exits the chamber without being converted to combustion products.

A comparison with the available experimental data, shown in Fig. 3.26, shows very good agree-
ment for the mean axial velocity profiles (left), while the turbulent kinetic energy (center and right)
is overpredicted. Nevertheless, the trend of diminished turbulent kinetic energy compared with the
non-reacting case, especially in the richest part of the flame, is well reproduced.

The analysis of the simulation results shows that the reason for the overprediction of the turbu-
lent kinetic energy is the low Mach number approximation, which has been applied in the present
simulations. In compressible flows with heat release, density changes within the heat release region
induce pressure waves that propagate through the combustion chamber to correct the mass flux in
the entire domain. If the low Mach number approximation is applied, these corrections in mass
flow rate are enforced instantaneously. This implies that unsteady heat release rates, caused by
turbulent fluctuations in the heat release region, induce an unphysical pulsation of the flow away
from the flame. In the statistical averaging, this pulsation is interpreted as turbulent kinetic energy.
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Figure 3.26: Reactive flow: Mean axial velocity at different axial locations (left). Mean turbulent
kinetic energy at x = 50 mm (center) and x = 110 mm (right).

This implies that the actual turbulent kinetic energy in the simulations is lower, which is consistent
with the observations in Fig. 3.26. In the future, we plan to perform LES for this case with our
new compressible solver described in the previous section.

3.3.3 Large-Eddy Simulation of an Axisymmetric Model Combustor

A swirl-stabilized, methane combustor which produces a compact, lifted flame has been investigated.
Figure 3.27 shows the geometry of the combustor. It is composed of three key sections: the
flow development section, the test section and a tail pipe. The flow development section consists
of concentric fuel and air delivery tubes which are fed with pressurized gases from a stagnation
chamber with appropriate baffling. At the entrance to each delivery tube is a sonic choke which
is used both to meter the gas and to provide a well defined acoustic boundary condition for the
flow. Past the inlet chokes, both delivery tubes have inline, helical swirlers through which the flow
passes before entering the combustor.

The numerical simulations have been performed using an axisymmetric low Mach number LES
code by Pierce and Moin [20]. In addition to the equations for the cold flow, the G-equation and
the equation for the mixture fraction are solved. The coefficients of all sub-grid models used in the
simulation are determined applying the dynamic model by Moin et al. [16] if not otherwise stated
in the text.

The computational mesh applied in the cold-flow simulation consists of 384 × 170 × 64 cells in
axial, radial, and azimuthal directions, respectively, resulting in approximately 4 million cells. For
the reactive simulation, the velocities in the downstream part of the combustor are much higher
than for the cold flow. Therefore the grid in the region around the downstream contraction has
to be refined, leading to an even larger computational mesh for the fired simulation. The results
shown here are from a preliminary simulation on a coarser mesh using 224×135×32 computational
cells resulting in a mesh size of approximately one million cells.

The inflow conditions are generated from a separate LES of a turbulent pipe flow with the
appropriate bulk velocity and Reynolds number. Since the swirl generators are far upstream in
the experiment and the swirl decays in the inlet pipe, the actual inflow swirl number is lower than
the nominal value given from the geometry of the swirl vanes. The swirl number used in the pipe
calculations has therefore been adjusted to provide the best possible match to the velocity at the
first experimental station downstream of the inflow in the cold flow simulation. The same inflow
conditions have also been used for the fired simulation.

The chemical mechanism used to compute both the laminar diffusion flamelets and the laminar
burning velocities is the GRI 2.11 mechanism [5].

In the following we will present the results from the cold flow and the fired simulations and
show comparisons with experimental data. For these comparisons the results from the simulation
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are averaged in time and in the azimuthal direction. The experimental data have been acquired
on a line across the entire diameter of the main combustion chamber. Here, the experimental data
from both sides of the centerline are shown as a function of radius r/R, where R is the radius of
the air nozzle. Two experimental data points appearing at the same r/R-location are hence from
locations opposite of the centerline.

Cold Flow Simulation

The simulation of the cold flow experiment has been performed to determine the inlet swirl number
and to assess the ability of the LES solver to predict the flow field correctly, thereby assuring that
possible discrepancies between the computed results and the experimental data for the reactive case
are only caused by the combustion model. However, it will be shown that the flow field development
in the cold flow is entirely different from the fired case and reveals more complex flow patterns.

The instantaneous field of the computed velocity is shown in Fig. 3.27 for an axial cross-section
of the combustor. The indicated contours of zero axial velocity show that a large recirculation

Figure 3.27: Axial velocity from the cold flow simulation. The blue lines are zero axial velocity
contours

region forms in the center of the flow close to the inner nozzle. A second recirculation forms
in the corner of the main combustor tube right after the sudden expansion. Downstream of the
recirculation zone a vortex core forms, which is promoted by a favorable pressure gradient caused
by the contraction. A low pressure region in the core of this vortex leads to a jet-like structure
observable in the axial velocity field. It will be shown later that this central jet also appears in the
experimental data, but seems overpredicted by the simulations. The temporal development shows
that the central jet at some times starts downstream of the recirculation region, as for instance
shown in Fig. 3.27, at other times travels upstream to connect with the fuel stream. This causes a
highly unsteady behavior of shape and location of the swirl cone and the recirculation zone.

Time averaged profiles of the computed axial and azimuthal velocity and the corresponding
RMS values are shown in Fig. 3.28 at the first experimental station downstream of the nozzle. The
axial velocity, the corresponding RMS, and also the RMS in the azimuthal direction are very well
predicted. Also the overall swirl at this location is predicted with reasonable accuracy. However,
the peak location of the swirl velocity differs from the experimental data. For x/R > 1.0 the swirl
velocity is overpredicted. Note however that this does not lead to a wrong prediction of the overall
angular momentum flux, since the axial velocity in this region is nearly zero.

In conclusion, apart from the overestimation of the central vortex core, the computed flow field
is in reasonable agreement with the experimental data, which indicates that the inflow conditions
have been determined with sufficient accuracy to be applied in the fired simulation. The reason
for the overprediction of the central vortex core might be the outflow boundary condition of the
simulation, for which an expansion into the co-flowing dilution air at the end of the tail-pipe
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Figure 3.28: Axial and azimuthal velocities U/U0 and W/U0 from the cold flow simulation (lines)
compared with experimental data (symbols) at x/R = 0.1. Squares: mean velocities; circles: RMS.

has not been considered. It has been shown by Pierce and Moin [21] in a similar geometry, but
without the contraction, that neglecting the expansion at the outflow can result in a central vortex
core accompanied by a central jet. However, because of the sudden contraction, the downstream
expansion might also have a different influence for the present case.

Fired Simulation

Instantaneous axial cross-sections of the axial velocity and the temperature for the fired case are
shown in Fig. 3.29. Comparing these to the cold flow simulation shown in Fig. 3.27, it is observed

Figure 3.29: Axial velocity (top) and temperature (bottom) from the LES of a confined swirl-
combustor. Blue lines represent the instantaneous flame surface, red lines are zero axial velocity
and stoichiometric mixture fraction in the velocity and the temperature figure, respectively

that the heat release changes the flow field entirely. The central vortex core, which dominates the
flow field in the cold flow simulations has disappeared for the fired case. This also leads to a much
more stable swirl cone and central recirculation zone. Because of the higher velocity caused by the
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heat release, a smaller recirculation region forms in the entrance of the tail pipe close to the wall,
which requires higher resolution as for the cold flow simulation.

The instantaneous flame contour is represented by the blue lines in Fig. 3.29. The flame is
obviously lifted off the nozzle. However, in contrast to a lifted jet flame, for instance, where triple
flames, propagating in the upstream direction, are expected to dominate the flame stabilization
region, here, the stabilization is caused by recirculating hot gases in the center and the bulkhead
corner section. These hot gases act as a flame holder for the incoming unburnt gases. This
becomes obvious by the alignment of the flame surface and the contour of zero axial velocity in the
central recirculation zone very close to the nozzle, showing that for these locally rich conditions the
burnt/unburnt interface does not propagate and is only convected by the filtered velocity. Only
farther outside, approximately downstream of the air tube, when the flame contour approaches
stoichiometric conditions, indicated by the red line, flame propagation, accompanied by chemical
reactions and heat release, occurs.

The comparison of the computed results with experimental data is given in Figs. 3.30 – 3.34.
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Figure 3.30: Axial and azimuthal velocities U/U0 and W/U0 from the fired simulation (lines)
compared with experimental data (symbols) at x/R = 0.08. Squares: mean velocities; cirlces:
RMS.

As for the cold flow results, the agreement for the first experimental station at x/R = 0.08 shown
in Fig. 3.30 is quite good for the axial velocity and the RMS of axial and azimuthal velocity. The
swirl velocity has similar deviations from the experimental data as for the cold flow simulation. In
addition, the axial velocity for the central part of the flow, right downstream of the fuel nozzle,
is slightly too low. This seems to indicate that the predicted recirculation zone penetrates too far
upstream. At all farther downstream positions the experimental data is predicted quite accurately.

The computed temperature profiles are compared with experimental data in Fig. 3.34. The
general agreement is very good, although the spreading is underpredicted at x/R = 3.3. Since
radiation is neglected in the present simulation, overpredicted temperatures are expected in the
recirculation regions, where the residence times are rather long, and in the farther downstream
part of the combustor, particularly on the centerline, where the velocities are low.

91



-1

-0.5

0

0.5

1

1.5

0 0.5 1 1.5 2 2.5 3

U
/U

0

r/R

Mean

RMS

-0.1

0

0.1

0.2

0.3

0.4

0.5

0 0.5 1 1.5 2 2.5 3

W
/U

0

r/R

Mean

RMS

Figure 3.31: Axial and azimuthal velocities U/U0 and W/U0 from the fired simulation (lines)
compared with experimental data (symbols) at x/R = 1.8. Squares: mean velocities; circles: RMS.
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Figure 3.32: Axial and azimuthal velocities U/U0 and W/U0 from the fired simulation (lines)
compared with experimental data (symbols) at x/R = 3.3. Squares: mean velocities; circles: RMS.

92



-0.2

0

0.2

0.4

0.6

0.8

0 0.5 1 1.5 2 2.5 3

U
/U

0

r/R

Mean

RMS

-0.05

0

0.05

0.1

0.15

0.2

0.25

0 0.5 1 1.5 2 2.5 3

U
/U

0

r/R

Mean

RMS
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compared with experimental data (symbols) at x/R = 6.3. Squares: mean velocities; circles: RMS.
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3.4 Droplets Using Overset Grids

The objective of this work is to provide a fully resolved data set that can be used as a validation
and development tool for momentum coupling models in the regime in which the drop size is on the
order of the Kolmogorov length scale, but deformation is not important. Currently, there are no
experimental or computational data sets that provide the information required to develop suitable
subgrid-scale momentum-coupling models for LES. We are performing DNS quality simulations of
a small region of three-dimensional turbulence containing fixed spherical particles. The numerical
method chosen for the simulations utilizes overset grids as shown in Figure 3.35. Each particle has
its own body-fitted grid to completely resolve the flow to the particle surface. A background grid,
capable of resolving the desired scales of turbulence in the absence of particles, lies underneath
the particle grids and passes boundary information to the edge of each particle grid. The solution
obtained on each particle grid is used to provide information to background grid nodes at the edge
of a hole region. In this manner, two-way momentum coupling between the phases is achieved.

Figure 3.35: Overset grid system

The turbulent simulations require a background grid solver, a particle grid solver, and a coupling
algorithm. The background and particle grid solvers use second order accurate spatial differenc-
ing on staggered grid systems, and the solutions are coupled using quadratic interpolation. We
have developed and extensively tested a fractional step method for the solution of the unsteady,
incompressible Navier-Stokes equations on an overset grid system [6]. This algorithm was initially
applied to the two-dimensional simulation of a fixed particle in the Taylor vortex array [7]. Results
from these simulations show that the drag on the particle is significantly different than the drag
calculated using a drag correlation if the self-perturbed velocity at the particle location is used in
the drag correlation. Simulations in three dimensions produced similar results. Since the drag term
is the dominant term in the particle equation of motion used for point-particle tracking, it is clear
that improved momentum coupling models are required to accurately compute droplet trajectories
in turbulent flow.

Simulations of the Taylor vortex array provide useful insights into momentum coupling between
the phases. However, the flow field is not representative of turbulent flow because it does not
contain a range of scales. In the past year we have performed the first fully resolved simulations of
a fixed particle in homogeneous isotropic turbulence. In order to obtain the initial condition for the
simulations with the fixed particle, a simulation without the particle on the background grid is used
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to compute a realistic turbulent flow field. This simulation starts with a velocity field prescribed
using an analytical form for the energy spectrum. While this initial spectrum is unrealistic, the
flow develops and energy is distributed to high and low wavenumbers as the turbulence decays. The
skewness of the velocity gradient tensor, Sk, is used to determine when the turbulence has reached
a fully developed state. The initial field from the analytical spectrum has a Taylor microscale
Reynolds number Rλ = 40. This field is time advanced on a 963 cartesian grid until Sk = 0.48 at
which time Rλ = 20.5.

While the overset grid initial condition for the background grid is prescribed using the fully
developed turbulent flow field, the particle grid initial condition is obtained using interpolation
from the background grid. The interpolated velocity field on the particle grid does not satisfy the
discrete continuity equation and therefore must be projected. After projection we have a turbulent
initial condition that satisfies the discrete continuity equation on the background and particle grids.
The coupled velocity field is then time advanced using the overset grid fractional step method to
study the interaction between the particle and the turbulence.

The overset grid for these simulations is composed of a 963 cartesian grid and a 40 × 32 × 64
spherical grid. The particle diameter, d, and the initial root mean square velocity fluctuation, urms

are used to non-dimensionalize the problem. Each side of the box is 40d in length and the spherical
grid extends to 5.5d from the particle surface. The initial condition has Kolmogorov length scale,
η = 0.25d, and Taylor microscale, λ = 2.22d. We advanced the turbulent flow field on the overset
grid system for 10 non-dimensional time units (turms/d). During the simulation we compute the
spherically averaged turbulent kinetic energy and dissipation on the spherical grid and the forces
on the particle.

In addition to the simulation with the fixed particle, we also advance the turbulent flow field
on the background grid without the particle for the same time period. During this calculation,
we use the velocity at the particle location and a standard drag correlation to predict the force
on the particle if it were present in the flow field. During the 10 non-dimensional time units, the
turbulence decays from Rλ = 20.5 to Rλ = 12.9. At the end of the simulation, η = 0.39d and
λ = 2.75d.

We used 30 different initial conditions with the same turbulence statistics to compute averages
of the kinetic energy, dissipation, and forces on the particle for both the laden and unladen problem.
The spherically averaged turbulent kinetic energy profiles at different times are shown in Figure
3.36. The profiles are normalized by the turbulent kinetic energy at the same point in time from
the corresponding unladen simulation. Initially, the profile is 1 over most of the spherical grid,
indicating that 30 runs is a big enough sample with which to compute the turbulent kinetic energy
statistics. However, there is a spike in the profile near the particle surface. This is due to the
projection of the interpolated velocity field on the spherical grid which enforces the no-penetration
condition at the surface of the particle. At later times, the effect of the no-slip condition is seen
away from the particle surface. Since the profiles are normalized by the unladen values, it is clear
that the particle causes an accelerated decay of the turbulence over a wide region.

The spherically averaged dissipation profiles are also shown in Figure 3.36. Once again, the
profiles are normalized by the unladen values at the same point in time. While the average over
30 simulations was sufficient to obtain converged statistics for the kinetic energy, the initial profile
for the dissipation varies noticeably from the desired value of 1. More samples are required to get
better converged profiles for the dissipation. It is clear from the profiles that there is a spike in the
dissipation near the particle surface at all times. However, the dissipation away from the particle
surface is less than the dissipation in the unladen simulations at later times. This reduction in
dissipation is consistent with the reduction in the turbulent kinetic energy away from the particle
surface. Our simulation results indicate that turbulence attenuation in particle-laden flows is due
to a localized region of increased dissipation near the particle surface and that kinetic energy and
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Figure 3.36: Spherically averaged turbulent kinetic energy and dissipation profiles

dissipation will be reduced away from the particle surface.
The time history of the root mean square force on the particle is shown in Figure 3.37. As

expected, the force decays in time as the turbulence decays. In Figure 3.37 we also show the
difference between the drag force computed using the overset grid simulation of the particle in
turbulence and the drag force computed using a drag correlation and the velocity at the location of
the particle from the unladen simulation. Initially there is a large difference between the two drag
forces due to the sudden imposition of the no-slip condition at the particle surface at the beginning
of the overset grid simulation. However, even at later times the correlation drag force differs from
the actual drag force by 40% of the average force on the particle. Since we are correctly using
the non-perturbed velocity in the drag correlation, this error indicates that the drag term in the
particle equation of motion is not accurate for particles with diameters of the same order as the
Kolmogorov length scale.

t-t0

R
M

S
(F

i)

0 2 4 6 8 10
0

1

2

3

4

5

t-t0

R
M

S
(F

D
-C

D
)/

R
M

S
(F

i)

0 2 4 6 8 10
0

0.2

0.4

0.6

0.8

1

Figure 3.37: Particle force history and drag force error with correlation
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All simulations discussed so far have been performed with serial codes. We have recently
completed parallel versions of the background grid cartesian coordinate solver and the particle grid
spherical coordinate solver. Both codes have been validated and we are currently connecting the
codes to allow for parallel simulations of the overset grid problem. This code will allow us to
perform larger Rλ simulations and to easily perform enough calculations to get a good statistical
sample.

We have recently used the parallel cartesian coordinate solver to investigate the grid resolution
required for accurate simulation of homogeneous, isotropic turbulence. Calculations of this flow are
usually done with codes that utilize spectral methods. In these spectral calculations, the product
of the Kolmogorov length scale and the highest resolved wavenumber, ηkmax, is used as a measure
of resolution. For a spectral calculation ηkmax ≈ 1 gives adequate resolution. Since we are using
second order accurate finite differences in our simulations, conventional wisdom dictates that we
need twice as many grid points in each direction as a spectral calculation. In order to test this
hypothesis, we performed turbulent simulations on a sequence of three grids, 643, 1283, and 2563

which correspond to ηkmax of 0.5, 1, and 2 at the initial time. The time history of Sk is shown
in Figure 3.38. We expect the values of the skewness to be between 0.4 and 0.5 for turbulence
at this Rλ. Clearly, the 643 simulation is incorrect until later times when the Kolmogorov length
scale has grown significantly. However, both the 1283, and 2563 produce similar Sk time histories.
Inadequate resolution of the small scales in a turbulence simulation can lead to energy pile up at the
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Figure 3.38: Skewness time history and energy spectra at t=2 (Rλ = 22.8)

high wavenumbers. Figure 3.38 shows the energy spectrum at t = 2 for the three grid resolutions.
While there is significant pileup for the 643 grid, the spectra from the 1283, and 2563 differ very
little even at the high wavenumbers. Our results indicate that a finite difference calculation with
the same number of grid points as a spectral calculation is sufficient for accurate simulation of
turbulence at low Rλ.
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Chapter 4

Integrated Simulations

The goal of the Multi-Component Integrated Simulation Project is to couple several components
of a gas-turbine engine into a single simulation that will eventually include the entire compressor,
combustor, and turbine flow paths when the computing power becomes available. The predic-
tion of multi-component phenomena, such as compressor/combustor instability, combustor/turbine
hot-streak migration, and main/secondary flow ingestion/interaction, can be improved by directly
coupling the simulations of all components. Since each of the components to be coupled has to be
simulated using a solver which requires parallel computing resources, it is of fundamental impor-
tance that the resulting coupled simulation be both efficient and scalable. In order to achieve this
goal, we are paying close attention to the individual scalability of the component codes (TFLO,
NCC, and CDP) as well as to the details of the coupling and the load balancing of the resulting
calculation. The current effort has focused on coupling the gas-turbine combustor and turbine main
flow path as well as the turbine main and secondary-air system flow paths.

For the combustor-turbine main flow-path interaction problem, combustor hot-gases from the
burner migrate through the high-pressure turbine (HPT) vane and accumulate near the blade
pressure surface, leading to high heat transfer and degradation in durability. Interaction between
the hot-streak and the blade often causes the high-temperature flow in the hot-streak to migrate
towards the pressure side of the blade, where blade burning can occur. The low momentum fluid in
this region of the blade tends to move outboard to the tip of the blade due to centrifugal forces. The
high-temperature hot-streak often migrates toward the blade tip along with the pressure-side flow.
As a result, the blade tip and blade outer air-seal (BOAS) and casing very often burn due to the
accumulation of the hot-gases. Accurate prediction of this migration requires accurate prediction
of the combustor exit thermal field and of the turbine flow, especially the viscous flow of the blade.
With this accurate prediction capability, the blade surface and BOAS temperature distributions
can be determined and a film-cooling distribution may be designed to prevent overheating. Also,
the combustor exit thermal field and migration path in the blade passage may be altered through
design changes in combustor dilution hole and blade bow to change the hot-gas migration path.
Detailed simulations can be very useful in making these design changes.

For the turbine main and secondary-air system interaction problem, the ingestion of combustor
hot-gases into the rim-cavity/secondary-flow path between the high-pressure turbine vane and blade
can often lead to degradation in durability. Often the combustor hot-streak is designed to be hub-
biased (higher temperatures near hub) by changing the dilution hole flows in the burner in order
to avoid blade tip/BOAS burning. However, as a result, the hot gases from the combustor near the
hub can be ingested into the gap between the high-pressure turbine vane and blade and accumulate
in this rim-cavity region. This high- temperature flow can burn the vane hub trailing edge platform
and even burn the high-pressure turbine blade disk. Disk burning can be a major concern since it
can lead to premature fatigue. Accurate prediction of the flow in this region, including the amount
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of flow ingested or purged from the secondary-flow rim-cavity, and the temperature distributions
on the vane/blade hub and blade disk, are critically important in good design.

Due to the different physics and scales in the various parts of a turbomachinery engine, it will
be necessary to increase the fidelity of the physical model in areas such as the combustor. Studies
have shown that capturing of the relevant physical phenomena during combustion processes can
be better accomplished using Large Eddy Simulation (LES) rather than the more conventional
Reynolds-Averaged Navier-Stokes (RANS) model. This increase in fidelity, however, comes at a
high computational cost. From the point of view of computational simplicity it would be desirable
to simulate the complete flowpath using LES. Unfortunately, this capability is beyond the compu-
tational power of the largest supercomputers in the foreseeable future. For this reason, a zooming
approach has been followed where large portions of the flowpath that can be accurately resolved
with unsteady RANS simulations (such as the compressor and the turbine) are solved with TFLO,
and those portions that require LES are solved using CDP. A number of interesting research is-
sues arise when interfacing simulations that use different physical models. Before actually coupling
TFLO and CDP, we have been conducting a number of exploratory studies using TFLO and a
simplified-geometry LES code to solve the fundamental issues in this coupling. Our efforts in this
area are presented in a later section.

In addition, we have continued our work in the aero-structural simulation of problems in turbo-
machinery. For this purpose, we have perfected the TFLO-NASTRAN interface that was introduced
last year. A number of additional results are available and have been presented at a turbomachinery
conference [1].

4.1 Integrated Simulations Using TFLO and NCC

In this section we present the results of the integration of RANS solvers. The two main software
packages that are being interfaced with each other are the unsteady RANS turbomachinery flow
solver TFLO, developed at Stanford University under the support of the ASCI program, and the
unsteady RANS combustion solver, NCC (National Combustion Code), developed by the NASA
Glenn Research Center. The coupling efforts have been carried out without exchange of source code
and by modifying both solvers in such a way that they can handle the necessary information transfer
in a distributed parallel computing environment. In some situations, we have also experimented
with TFLO-TFLO integrations where two separate copies of TFLO talk to each other without
the knowledge of each other’s identity. These experiments have served to pave the way towards
TFLO-NCC and TFLO-LES integrations.

4.1.1 Turbine Main/Secondary-Air System Integrated Simulations

The TFLO code is being used to investigate the interaction between the main flow-path and the
secondary air system flow for a production HPT transonic stage, transition duct, and 1st-vane of
the low-pressure turbine (LPT) which were designed based upon the rig described in Section 2.1.1.
These simulations can be carried out using two separate instances of the TFLO solver, or a single
TFLO calculation. The availability of these two options has been used to validate the multi-code
interface we have been developing at Stanford. Thus far, a “steady-flow” integrated simulation of
the main and secondary air-system flow paths has been performed. An unsteady-flow simulation of
the same configuration is underway. Figure 4.1 shows the multi-block structured-grid used in the
secondary air-system flow path. The secondary air-system computational grid is point-matched to
a grid block constructed to extend across the main flow path between the end of the HPT stator hub
and the beginning of the rotating HPT blade hub. Communication between the main and secondary
air-system flows in TFLO does not have to be performed directly using point-matched grids. A
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Figure 4.1: Multi-Block Computational Grid Used in Integrated Main/Secondary-Air System Sim-
ulation

special interface that allows point mis-matched grids to be used across any block boundary [2]
may be used as an alternative to point-matched grids in order to eliminate grid stretching or
skew problems that might occur. This special interface allows different computational grid systems
or non-point-matched grids to communicate with each other through use of a three-dimensional
interpolation process. As will be described below, this interface is used to communicate between
the combustor and the turbine in the integrated simulation.

Figure 4.2 shows the temperature contours of the coupled main/secondary-air system simulation.
In this simulation, the combustor hot-streak is modeled as an inlet temperature profile boundary
condition to the turbine main flow-path. Since the peak temperature is near mid-span in this
simulation, the temperature is high (shown in red) on the high-pressure turbine vane pressure and
suction surfaces and lower on the vane hub and casing endwalls. The high-temperature flow near
midspan migrates into the high-pressure turbine blade but is mixed out circumferentially due to
the steady-flow inter-blade-row boundary condition treatment. The radial profile of the hot-streak
is maintained, however. As a result, the temperature field in the blade passage is highest near
midspan. The flow from the secondary system is at a much lower temperature than the turbine
main flow path. It enters the main flow path at the hub between the high-pressure turbine vane
and blade. As a result, the flow along the hub of the blade and downstream transition duct and
low-pressure turbine vane is cooled. Remnants of the combustor hot-stream can be seen in Fig. 4.2
near the low-pressure turbine first-vane midspan position.

Flow enters the secondary air-system near the centerline and mid-way radially in the lower
secondary air-system cavity. This air comes from the high-pressure compressor bleed air. In
addition, air enters the tangential on-board injection (TOBI) nozzle from the combustor burner
bypass. Flow exists the high-pressure secondary air-system near the centerline where it passes to
the low-pressure turbine secondary air-system. In addition, flow exists between the TOBI pump
and the blade disk near the top of the TOBI pump where it would proceed into the high-pressure
turbine blade as film-cooling air. Finally, much of the air from the secondary air-system exits into
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Figure 4.2: Temperature Contours of Coupled Main/Secondary-Air System Simulation
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the main flow-path at the top of the rim-cavity. This air is critical to maintain a positive purge
from the secondary air-system into the main flow-path in order to keep combustor hot gases from
being ingested into the rim-cavity and burning the blade disk. The boundary conditions used for
the inlets and exits of the secondary air-system were determined from a one-dimensional network
analysis used during the preliminary design of the secondary air-system.

Figure 4.3 shows the convergence history of the temperature field in the high-pressure turbine
stage secondary air-system at various points along the stationary wall, the rotating TOBI pump, and
the blade disk. In this figure, the temperature is non-dimensionalized by the inlet total temperature
to the main flow-path. This figure shows that the temperature field in the secondary air-system
takes a significant number of iterations to converge due to the low speed and high swirl in the
secondary air-system. The low-speed preconditioning strategies described in Section 2.3.2 will soon
be incorporated into TFLO and are expected to reduce the computation time very significantly
in future calculations. The convergence history of the pressure in the secondary air-system is also
shown in Figure 4.3. Like the temperature field, the pressure field takes a significant number of
iterations to converged to steady-state due to the low-speed flow, the high swirl, and the various
flow splits. The pressure in the lower secondary air-system cavity rises initially to a very high value
until the lower cavity fills and flow is purged through the brush seal mid-way radially up through
the secondary air-system.

The convergence history of the pressure and wall temperature along the hub of the high-pressure
turbine blade and downstream low-pressure turbine vane are shown in Figure 4.4. The pressure
along the hub of the blade and low-pressure turbine vane downstream of where the flow from the
secondary system air enters the main flow path is essentially unaffected by the secondary system
bleed air. However, the wall temperature along the hub is reduced by the lower temperature air from
the secondary system. This reduction in wall temperature is the greatest around the mid-airfoil
pitch position between adjacent blades.

The unsteady-flow simulation of the coupled main/secondary-air system was recently initiated.
In this simulation, the inter-blade mixing treatment is eliminated and the flow is allowed to migrate
directly between blade-rows. A common circumferential pitch is used and the HPT blade grid
rotates (slides) past the HPT and LPT vane grids. In this simulation, 6-HPT vanes, 10-HPT
blades with the secondary system, and 8-LPT 1st vanes are used to make up 1/6th of the engine
circumference. Over 86 million grid points with 2232 blocks are used in this simulation with 394
processors on the Frost IBM SP3. The simulation of the unsteady flow interaction between the
main and secondary-air flow path is crucial to obtain an accurate representation of the flow physics
that leads to the ingestion of combustor hot-gases into the rim-cavity at the top of the secondary-air
system. The unsteady pressure field caused by the interaction between the blade and upstream
vane in the high-pressure turbine, and the circumferential variation in the pressure field in this
region can lead to radial pressure gradients near the exit of the rim-cavity. These radial pressure
gradients can drive the flow into the rim-cavity leading to excessive disk surface temperature. Thus,
the unsteady-flow simulation of this interaction is an important next step in shedding further flow
physics information regarding this interaction.

4.1.2 Combustor/Turbine Integrated RANS Simulations

Integration of the reacting flow combustor with the non-reacting flow turbine to enable the direct
prediction combustor/turbine interaction has continued during the past year. Simulation of the
reacting flow combustor has been performed with NASA-Glenn Research Center’s National Com-
bustor Code (NCC). The NCC code is typical of the Reynolds-Averaged Navier-Stokes solution
procedures used in industry today. It has the capability to perform steady and unsteady solutions of
non-reacting and reacting flows. The numerical algorithm consists of a 4-stage Runge-Kutta scheme
along with a dual-time-step procedure for unsteady flows. The NCC code uses an unstructured-grid
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Figure 4.5: Combustor and Turbine Computational Grids at Interface

data structure that can be domain decomposed to take advantage of parallel computing. Simula-
tion of the turbine non-reacting flow, as previously described, has been performed with Stanford’s
TFLO code. The numerical algorithm used in TFLO consists of a 5-stage Runge-Kutta procedure
with multiple-grid, grid sequencing, implicit residual smoothing and enthalpy damping convergence
acceleration procedures. It also uses the dual time-stepping technique for the solution of unsteady
flows. The TFLO code uses a multi-block, structured-grid data structure with point-matched grids
between blocks.

The interface treatment for both steady and unsteady flows has been further developed during
this year. For steady flow coupling, only a single combustor sector (one nozzle) is coupled to the
first vane of the high-pressure turbine. Figure 4.5 shows the interface between the combustor
and the turbine used in the integrated simulation. Since the nozzle to vane count and therefore,
the circumferential pitch, of the combustor and turbine are different, a circumferential averaging
(mixing) treatment must be used as part of the variable exchange between NCC and TFLO. This
circumferential averaging of the primary variables is complicated by the unstructured data-structure
in NCC. For TFLO, however, the computational grid is structured and the circumferential grid
lines are at constant radius which makes circumferential averaging simple. The additional step of
circumferentially averaging the primary variables prior to exchanging them between the two codes
is performed using a novel third, “interface” structured grid. The exchange of variables between
NCC and TFLO in a steady-flow simulation consists of the following steps:

1. The interface structured-grid is constructed by extruding the blocks adjacent to the interface
from the turbine circumferentially so that the extent is the same as the combustor. Each
circumferential line of the interface grid is at a constant axial and radial position and the
circumferential grid points are uniformly spaced with spacing nearly equal to the average
circumferential spacing of the turbine grid. The interface grid has halo (ghost) cells similar
to the turbine grid which “overlay” into the combustor domain.

2. The interface grid requests information from the NCC code at it’s halo cell centers. The
NCC code interpolates its variables onto the halo cells and passes the information back to the
interface grid. The interface grid circumferentially averages the NCC variables at it’s halo
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cell centers and passes the average values to the TFLO turbine grid halo cell centers.

3. TFLO circumferentially averages its variables within the blocks adjacent to the interface.
These circumferentially-averaged variables are interpolated onto the interface grid. The NCC
code requests information from the interface grid at it’s halo cell centers. The interface
grid interpolates the circumferentially-averaged variables onto the NCC halo cell-centers and
passes the information back to NCC.

This steady-flow interface treatment has been successfully debugged for a circular-arc cascade in
which the domain was decomposed into two separate regions. The computational grid was purposely
made different in the spanwise direction in the two domains in order to test the circumferential-
averaging in the interface treatment. The TFLO code was used for both domains. Since the
interface grid appears as a TFLO grid to NCC and all of the circumferential averaging is performed
by TFLO on both sides of the interface, this debug test case is believed to be a reasonable verification
of the steady-flow interface treatment. The results from this simulation were compared to those
from a single-domain TFLO simulation and shown to be essentially the same. Work has now begun
on the production integrated combustor/turbine simulation with the interface and grid shown in
Fig. 4.5.

In addition, the interface between NCC and TFLO for unsteady flow is being tested on the Blue
Pacific IBM SP2 and Frost IBM SP3. For unsteady flow, the interface treatment between NCC
and TFLO is direct and circumferential-averaging is not necessary. Each code simply interpolates
it’s solution onto the other code’s halo cell centers and passes them back. Since the circumferential
extent of the computational grid is uniform, the variable information may be interpolated directly.
A dump combustor/duct model problem was constructed in order to debug the interface between
NCC and TFLO. In this simulation, the reacting flow in the dump combustor (NCC) was interfaced
to the non-reacting flow in the downstream duct (TFLO). Figure 4.6 shows the computational grid
of the dump combustor and duct. The dump combustor NCC simulation uses an unstructured
grid of tetrahedra whereas the TFLO duct simulation uses a 5-block structured-grid. Figure 4.6
shows the temperature contours of the converged integrated simulation along a planar slice through
the middle of both domains. This simulation was performed on Stanford’s SGI Origin computer
using 8 processors. Figure 4.6 shows that the high temperature flow resulting from the reaction
in the dump combustor has convected down through the interface into the TFLO domain and the
temperature in the duct has become essentially uniform. This same debug case is currently being
run on the IBM SP2 and SP3 computers in preparation for the production combustor/turbine
integration.

4.1.3 Compressor/Combustor/Turbine High-Spool Integrated Simulation

The high-pressure compressor, shown and discussed previously, has been prepared for coupling with
the combustor and turbine shown above. The exit of the high-compressor is co-planar with the
entrance to the combustor in a similar fashion as the turbine described above. Figure 4.7 shows the
resulting main flow path of the gas-turbine high-spool. The same steady-flow interface, previously
described for the combustor/turbine steady-flow interaction simulation will be used in this high-
spool integrated simulation. A close-up of the compressor and turbine interface with the combustor
is also shown in Fig 4.7.

The steady-flow solutions of the combustor and turbine have been completed. The steady-
flow simulation of the compressor is underway and due to be completed soon. These simulations
will serve as initial conditions to the integrated simulation and a basis for comparison. Once
the interfaced combustor/turbine steady-flow simulation is underway and the steady-flow interface
treatment has been debugged completely, all of the pieces necessary to perform the integrated
high-spool simulation are available.

111



Computational Grids

Mid-Slice Temperature Contours

Figure 4.6: Model Reacting Flow Dump Combustor (NCC)/Non-Reacting Flow Duct (TFLO) Grid
and Temperature Contours
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Figure 4.7: Compressor/Combustor/Turbine Integrated Computational Grid
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4.2 LES-RANS Integrated Simulations

The integration of two flow solvers based on different modeling approaches such as the Reynolds-
Averaged Navier Stokes (RANS) approach used in our turbomachinery analysis and Large Eddy
Simulations (LES) used for the combustor presents a very challenging problem. In order to repre-
sent flow physics accurately, boundary conditions between zones with different models have to be
carefully formulated.

Two different LES flow solvers are mainly in use at CITS. One is the unstructured CDP flow
solver, which has been already described extensively in Chapter 3. The other is a structured single-
block flow solver written by Charles Pierce [6]. The LES formulation in this latter code is based
on a low-Mach number formulation, and thus is very similar to the formulation of the CDP solver.
Although a single-block structured LES flow solver is difficult to apply to the complex geometries
usually found in industrial devices, the low computational costs associated with a structured LES
flow solver has allowed us to explore the generation of LES boundary conditions from RANS
computations in depth. Hence, it is an ideal testbed for optimizing the coupling process.

The LES routines handling the interface were written in a very generic fashion in order for them
to be portable to the CDP flow solver. All communication routines follow the algorithms defined
by the multi-code interface [9] which will enable compatibility between TFLO, NCC, the struc-
tured LES code and eventually CDP. The implementation of these routines into CDP is currently
underway.

The following sections describe the integration of the structured single-block LES flow solver
with the unsteady RANS flow solver TFLO. The LES code solves the filtered low-Mach number
momentum equations on an axisymmetric structured single-block mesh. A second-order finite-
volume scheme on a staggered grid is used [3] and the subgrid stresses are approximated using a
dynamic eddy-viscosity procedure [5].

4.2.1 LES Boundary Conditions

One of the biggest challenges in the coupling of LES and RANS flow solvers is the formulation of
LES boundary conditions. The different mathematical formulations of these two approaches lead
to the following problem: unsteady LES boundary conditions have to be generated which produce
the statistical properties of the time-averaged solution delivered by the RANS flow solver. Even
if an unsteady RANS computation is assumed, the time-step of the unsteady RANS computation
can be larger than the LES time-step by several orders of magnitude. The LES boundary condition
then has to correspond to the ensemble-averages delivered by the RANS computation.

LES Inflow Conditions from a RANS Zone

The problem of specifying inflow conditions for LES from upstream RANS data is similar to that
of specifying LES inflow conditions from experimental data. These inflow conditions are usually
given in time-averaged form, and the problem has been investigated in some detail. A method that
has been successfully applied in the past, is, for instance, to generate a time-dependent database
for inflow velocity profiles by performing a separate LES simulation in which virtual body forces
are applied to achieve the required time-averaged solution [7]. However, since the RANS flow
solver delivers unsteady ensemble-averaged velocity profiles, the generation of such a database is
impossible. Instead, the statistical properties of the database have to be altered so that they match
the properties of the RANS solution in the following way:
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Figure 4.8: Test of LES inflow conditions: Geometry

ui,LES(t) = ui,RANS︸ ︷︷ ︸
I

+ (ui,DB(t) − ui,DB)︸ ︷︷ ︸
II

·

√
u′2

(i)
RANS√

u′2
(i)

DB︸ ︷︷ ︸
III

(4.1)

with RANS denoting the solution delivered by the RANS computation and with all DB properties
delivered by the existing database. Term II represents the velocity fluctuations in the database,
while term III scales the fluctuation to the actual value needed. When terms II and III are added
to term I, a meaningful unsteady inlet condition is recovered. In order to keep corrections small,
the generated inflow database should have statistical properties close to the actual prediction by
the RANS flow solver.

As a test for the LES inflow boundary conditions, a swirl flow through an expansion is considered
(Figure 4.8). A first LES computation (circles in Figure 4.9) was performed with an inflow profile
from a database obtained from a separate LES computation of a periodic pipe flow. Body forces were
used to drive the pipe-flow to the desired mean velocity profiles in both the axial and circumferential
directions. Hence, once this database has been created, the mean velocity profiles are fixed and
cannot adapt to changes anymore. This is a common procedure to create inflow conditions and has
shown success in predicting swirl flows.

A second computation (dashed lines in Figure 4.9) shows the importance of turbulent fluctua-
tions in the inlet profile. Here the mean inlet profile is the same as the mean velocity profile without
turbulent fluctuations. The developing flow field differs substantially in mean values as well as in
turbulent fluctuations from the first computation.

A third computation (solid lines in Fig. 4.9) shows the flow field using the inlet condition cor-
responding to Equation 4.1. The fluctuations are taken from a database created by a separate LES
computation of a simple turbulent pipe-flow without swirl. Equation 4.1 alters the mean velocity
profiles in the desired way to obtain a swirling turbulent inlet profile. As can be seen in Figure 4.9,
the developing flow field is identical to the first LES computation with the matching velocity pro-
files. The advantage of the formulation corresponding to Equation 4.1 lies in its adaptability to
variations of the mean velocity profile during the computation.
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Figure 4.10: Geometry for integrated LES/RANS computations: a) full geometry, b) reduced LES
domain, c) schematic splitting of domain to two computational domains

LES Outflow Conditions from a RANS Zone

The problem of imposing RANS velocity profiles at the outflow of an LES computation has been
discussed in last year’s report and is also described in [8]. The Reynolds-Averaged flow solution
from the RANS computation are imposed on the developing LES solution by using virtual body
forces at the outflow boundary of the LES domain:

Fi(x) =
1
τF

(ui,RANS(x) − ui,LES(x)) , (4.2)

with ui,RANS being the solution of the RANS flow solver computed in an overlap region between
the LES and RANS domains, and ui,LES is the time-average of the LES solution over a trailing
time-window. This body force ensures that the velocity profiles at the outlet of the LES domain
fulfill the same statistical properties as the velocity profiles in an overlap region computed by a
RANS simulation downstream. This makes it possible to take upstream effects of downstream flow
alterations into account.

4.2.2 RANS Boundary Conditions

The specification of RANS boundary conditions from LES data is relatively straightforward. The
LES flow data is time-averaged over the time-step used by the RANS flow solver. Currently, the
mass-flux vector at every point of the inlet is specified corresponding to the value delivered by the
LES computation. Essentially, this means that the values of ρu, ρv, ρw, (and T ) are imposed at
the inlet, while ρ is allowed to fluctuate. This treatment is necessary to let acoustic waves from the
compressible unsteady RANS computation leave the domain. Typical variations in density are in
the order of < 2%.

4.2.3 Numerical Experiment: Swirl Flow

In order to assess the accuracy and the applicability of integrated flow computations to complex
flows, a swirl flow has been computed with a combination of the two flow solvers. A swirl flow was
chosen, because this is typical of gas turbine combustion chambers and, due to its sensitivity to
boundary conditions, it provides an excellent test-case for the accuracy of the developed boundary
conditions and to validate the importance of integrated flow simulations.

In order to assess the accuracy of the LES boundary conditions, a numerical experiment was
performed which is similar to the simulations performed by Schlüter et al. [8] to study LES outflow
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boundary conditions. A swirl flow at an expansion with a subsequent contraction three diameters
D downstream of the expansion is considered (Figure 4.10a). Inlet velocity profiles are taken from
an actual experiment in a similar geometry [4]. The swirl number of the flow is S = 0.3, which is
just supercritical, meaning that vortex breakdown takes place and a recirculation zone develops.
The extension and strength of this recirculation zone is strongly influenced by the presence of the
downstream contraction. The simplicity of this test-case makes it possible to perform an LES
computation of the complete geometry so that an ’exact’ solution of the flow field is known.

In a validation simulation, only the expansion part of the domain (Figure 4.10b) will be com-
puted with the LES solver. Experience shows that the solution differs substantially if the down-
stream contraction is neglected.

To account for the effect of the downstream contraction, the LES flow solver will be coupled
with the TFLO RANS flow solver which takes care of the computation in the remaining part of the
domain (Figure 4.10c). If the coupling of the two codes is accurately performed, then this coupled
simulation should recover the solution performed for the entire domain using the LES code alone.

Integrated LES/LES Computations

The first test for the interface and the LES boundary conditions is to use an LES flow solver for
the second part of the domain. In these integrated LES/LES computations the same LES flow
solver is used twice. A time-interval can be chosen arbitrarily when communication between the
two instances of the flow solver takes place. Each LES computation can chose a time-step to
advance the solution between iterations, only limited by the CFL condition in its domain. After
the required number of iterations that makes both LES computations have computed the same
total physical time-span, an exchange of time-averaged quantities – the mean velocities u, v, w and
the turbulent kinetic energy k – takes place. While it would have been possible in the case of two
LES computations to exchange more information, especially about turbulent quantities, our aim
was to validate the LES boundary conditions described in Section 4.2.1.

Figure 4.11 shows the velocity profiles for three different computations. The velocity profiles
denoted by the circles represent the LES computation of the entire domain (Figure 4.10a) and
hence, the target for the integrated computations. The dashed lines show the velocity profiles
of an LES computation of the expansion, without any special treatment of the outflow boundary
(Figure 4.10b). It can be seen, that the obtained velocity field differs substantially from the first
simulation.

The solid lines in Figure 4.11 show the integrated LES/LES-computation using two LES solvers
for the two portions of the domain (Figure 4.10c). The location of the interface is denoted with
a dot-dashed line, meaning, that the velocity profiles on the left-hand side of the interface are
computed with the first LES solver and the profiles on the right hand-side are from the second
instance of the LES code. The LES computation of the subsequent contraction delivers a mean
flow field which is used to correct the outflow conditions of the upstream LES computation. As
a result, the velocity profiles of the integrated LES/LES-computation tend towards the velocity
profiles of the LES of the entire domain, although they do not recover them exactly.

Integrated LES/RANS Computations

The final step in determining the feasibility of integrated LES/RANS-computations is to perform a
simulation, where the second LES flow solver is replaced by a RANS flow solver. Figure 4.12 shows
the velocity profiles obtained by an integrated LES-RANS computation. The swirl flow at the
expansion is computed by the LES flow solver while the contraction is computed with the RANS
flow solver TFLO. The velocity profiles provided by the integrated LES/RANS-computation (solid
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Figure 4.11: Integrated LES/LES computations. Velocity components for different downstream
positions. circles: LES of full geometry (Fig. 4.10a), dashed line: LES of expansion (Fig. 4.10b),
solid line: integrated LES-RANS computation (Fig. 4.10c)
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Figure 4.12: Integrated LES/RANS computations. Velocity components for different downstream
positions. circles: LES of full geometry (Fig. 4.10a), dashed line: LES of expansion (Fig. 4.10b),
solid line: integrated LES-RANS computation (Fig. 4.10c)

lines) are essentially identical to the velocity profiles computed by the LES of the entire domain
(circles).

This computation is to the authors’ knowledge the first successful integration of two separate
flow solvers, one based on the RANS approach and the other on the LES approach.

4.2.4 Conclusions and Future Plans

The integration of existing flow solvers to perform simultaneous computations can lead to an
improvement in the efficiency of the solution, if the boundary conditions at the interfaces are
treated adequately. In addition, the fundamental physics contained in the problem can be captured
more accurately when separate codes which were specifically developed for that purpose are used.
We are now in a position to start examining a number of problems of interest to the turbomachinery
community which include integrated components.

The integration effort between TFLO and NCC has been very useful in determining the method-
ology that is necessary for coupling high-fidelity codes. The same integration framework was used
to replace NCC with the LES solver with very little modification. In addition, the effort has served
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to illustrate the difficulties in integrating solvers for which source code was not available. In the
process of setting up code interfaces, the definition of the content and shape of the information to
be exchanged is one of the most challenging tasks. This will be particularly true as the capability
of our interface framework is enhanced to better treat the problem of conservative interfacing for
disparate physical models.

As far as the TFLO-LES integration effort is concerned, the choice of a simplified structured LES
flow solver over the unstructured CDP flow solver made it possible to optimize procedures, boundary
conditions, and models with lower computational costs. The computations reported in this work
show proof of the feasibility, accuracy and efficiency of integrated LES/RANS computations. This
is an important step towards the application of this concept to realistic large scale flow systems.

In the next year, our focus will be placed on a number of issues described below. The ultimate
objective is the coupling of the unsteady RANS solver TFLO and the LES-based CDP so that
compressor-combustor-turbine integrated flows can be simulated in a scalable and efficient manner.
Before this can be done robustly, it is important that the following tasks be accomplished:

• Conservative interpolation procedures: Now that the basic interface framework is in place,
a number of ideas need to be tested in order to improve the accuracy of the interpolation
between non-matching meshes. This is particularly important in cases where the nature of
the different flow solvers on either side of the interface does not allow for exact conservation
of all flow quantities. Issues relating to the optimum way to construct these interpolations
will be important to the success of our integrated simulations.

• Realistic RANS integrated simulations: Additional tests are required to gain the necessary
expertise to properly analyze the results of integrated simulations. This includes small ef-
forts in flow feature extraction, particularly in the case of simulations relating to hot streak
migration.

• Realistic flow geometries for TFLO-LES simulations: As a more realistic test-case, the swirl
combustor experiment by Edwards & Bowman will be considered. The entire swirler geometry
with the guide vanes, which is far upstream of the combustor, will be computed by TFLO, the
flow inside the combustion chamber will be computed by the LES code, and the combustor
outlet and the exhaust pipe will be computed with TFLO. This simulation will test the multi-
code environment using a RANS-LES-RANS chain, which is required for computations of the
gas turbine. It also delivers valuable information on inlet and outlet boundary conditions for
the LES computation of the swirl combustor experiment.

• Integration of the CDP flow solver: The generic nature of the interface routines keeps the
efforts of the integration of the interface into the CDP flow solver at minimum. Some proce-
dures will have to be adapted to take the unstructured nature of the flow solver into account.
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Chapter 5

Streaming Supercomputer

The goal of the streaming supercomputer project is to develop a high-performance computer sys-
tem, hardware and programming system, that achieves two orders of magnitude improvement in
performance/cost compared to today’s supercomputers based on clusters of SMPs. The stream-
ing supercomputer achieves this cost performance advantage through the combination of a stream
processor, which increases the arithmetic intensity of a computation1, and a high-performance
interconnection network, that efficiently provides global bandwidth.

Over the past year we have established the feasibility of the streaming supercomputer concept
and have laid the groundwork for the architecture and programming system of this machine. We
have completed a straw-man specification of the architecture, have constructed a cycle-accurate
simulation of this architecture, and have identified the key issues that must be resolved before we
can complete a detailed architecture. In parallel with this architecture work, we have developed
a new stream programming language, Brook, and have coded three model applications in this
language. We have constructed a prototype stream programming system that maps Brook to a
machine-independent stream virtual machine (SVM), and have constructed a rudimentary back-
end compiler that maps these programs from the SVM to the proposed streaming supercomputer
instruction set. Preliminary results of running our model applications on a single-node streaming
supercomputer simulator have established the feasibility of our approach and its ability to sustain
high-levels of performance.

Now that feasibility is established, we plan to resolve key design issues with the architecture and
programming system over the next fiscal year leading to the goal of generating a final architecture
specification and a usable Brook compiler in FY04. We plan a series of point architecture studies
to resolve issues of register organization, ALU mix, inter-node operations, aspect ratio, remote
operations, and network design. We plan to develop a new compiler infrastructure for our Brook
programming system, port the programming system to this infrastructure, and implement deeper
analyses to enable a number of important program optimizations - such as kernel fusion and kernel
fission. We also plan to carry our model applications to the next step with 3-D implementations
and more detailed models.

5.1 Stream Processing

With modern VLSI technology, arithmetic operations (FLOPS) are very inexpensive but global
bandwidth is costly. In a contemporary 0.13µm CMOS process, a 64-bit floating-point unit that
can operate at 1GHz takes less than 1mm2 of chip area. Hundreds of such arithmetic units can be
placed on a single chip. While 100GFLOPS of arithmetic performance can be realized on one chip,

1The arithmetic intensity of a computation is the ratio of computation to memory bandwidth.
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bandwidth off of the chip is limited to 5-10 GWords/s and on-chip global bandwidth is limited to
about 50GWords/s. Conventional CPUs are limited by global bandwidth (on and off chip) and are
thus unable to exploit the potential of VLSI technology for realizing 100+ GFLOPS chips.

Recent developments enable streaming architectures that efficiently convert the capabilities of
emerging technology into realized performance on scientific applications. Expressing programs in
the stream programming model, as streams of records passing through arithmetic kernels, exposes
parallelism and locality in the application. A stream architecture provides large numbers of arith-
metic units to exploit the parallelism exposed by the stream model. More importantly it provides a
register hierarchy that can exploit the kernel locality and producer-consumer locality exposed by the
stream model to greatly reduce the demand on global bandwidth. While the locality exposed by
the stream model can be applied to reducing bandwidth demands in a conventional architecture, a
stream processor with a large number of arithmetic units and a richer register hierarchy is required
to reap the full benefit.

We envision a streaming supercomputer that delivers orders of magnitude more performance
per dollar than clusters of servers ($20 per GFLOPS and $2 per million GUPS2) and is scalable to
a machine with one PetaFLOPS of peak performance and 1013 GUPS. We expect that applications
will achieve a large fraction of the peak FLOPS (at least 25%) on arithmetic-limited code sections
and a large fraction of peak GUPS on memory-limited code sections.

Streaming supercomputers with this level of performance and efficiency are made possible by
the confluence of three recent innovations: stream architecture, high-speed signaling, and efficient
interconnection network architecture. As described above, stream architectures achieve a high
degree of arithmetic intensity, that is with a high ratio of arithmetic to memory bandwidth. Streams
also offer an easy way to hide the inherent latency of global memory references. Stream architectures
have been proven on signal- and image-processing applications. Our initial investigations show that
they are equally applicable to a broad class of scientific applications. High-speed signaling and
efficient network architecture together enable economical memory systems with very high global
bandwidth.

The streaming architecture we envision leverages commodity technology to economically achieve
high performance. It does not, however, use commodity processors. Processors, in fact, are not
really a commodity - they are not interchangeably available from multiple vendors at prices close
to cost. Commodity technology is leveraged in three ways. First, the main memory of the system
is built entirely out of commodity high-bandwidth memory chips. Such memory chips truly are
a commodity - they are available in volume from a number of different suppliers at competitive
prices. Second, the streaming processor chips are fabricated using a standard CMOS process. As
with memories, CMOS wafers are a commodity - being available in volume from multiple ven-
dors. Finally, the system interconnect is constructed using off-the-shelf connectors and backplane
technology.

Realizing the performance of a streaming supercomputer, of course, requires converting appli-
cations to a stream programming model. This programming model makes communication explicit,
making it easy for the software tools to efficiently map the application to a streaming architecture.

5.2 Streaming Supercomputer Architecture

The streaming supercomputer is a shared memory parallel computer with up to 16K single-chip
stream processing nodes. An overall block diagram of a streaming supercomputer system is shown
in Figure 5.1. Each node is a 128GFLOPS stream processor with 2GBytes of local DRAM memory
that is accessed with 16GBytes/s of local memory bandwidth. The system is built from building

2A GUPS (global updates per second) is the number of single word memory references to random locations across
its entire memory space that a machine can support per second.
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Bandwidth (GBytes/s)

Region Per Node Total

Node 16 16

Board (16 Nodes) 16 256

Backplane (512 Nodes) 4 2,048

System (16K Nodes) 2 32,768

Table 5.1: Per-node and total memory bandwidth by region for the streaming supercomputer.

blocks that are scalable resulting in useful machines ranging in size from a single node (128GFLOPS)
to a single-board computer (2TFLOPS) to a 32-backplane 2-PetaFLOPS machine. The performance
and performance/cost of the streaming supercomputer derives from the bandwidth hierarchy within
each node, which supports high arithmetic intensity, and the interconnection network that provides
nearly flat memory bandwidth across large streaming supercomputer systems.

The streaming supercomputer provides nearly flat memory bandwidth across large configura-
tions of nodes as illustrated in Figure 5.1 and summarized in Table 5.2. The high bandwidth
interconnection network provides completely flat memory bandwidth between the 16-nodes on a
board - every node can simultaneously maintain 16GBytes/s of memory bandwidth accessing ran-
dom locations on the board. Across a 32-board backplane (512 nodes) per-node bandwidth is cut
by a factor of four with each node able to maintain 4GBytes/s of global memory bandwidth within
a backplane. Even in a large system with 32 backplanes (16K nodes), global memory bandwidth is
still 2GBytes/s per node, one eighth of the local bandwidth. This amounts to over 32TBytes/s of
total global memory bandwidth in a 16K-node system, all of which may cross the bisection of the
network.

While the memory system of the streaming supercomputer is designed to meet the bandwidth
demands of the stream processing nodes, it could also be used to provide a high-performance
memory system for conventional scalar or vector processors. Details on the interconnection network
that provides this bandwidth are described in Section 5.2.3.

Much of the performance/cost advantage of the streaming supercomputer is due to its ability
to sustain high arithmetic intensity - i.e., to sustain high arithmetic rates while using modest
amounts of bandwidth. The locality required to achieve this high arithmetic intensity is exposed
by the stream programming model. To exploit this locality most effectively requires a bandwidth
hierarchy that provides very high arithmetic bandwidth with reduced bandwidth at each of several
levels of register and memory hierarchy.

The bandwidth hierarchy of a streaming supercomputer node is illustrated in Figure 5.2 and
summarized in Table 5.2. At the top of the hierarchy, the 240 dual-port local register files pro-
vide almost 4TBytes/s of bandwidth necessary to support the 128GFLOPS of 64-bit arithmetic.
These local registers directly feed the inputs and accept the outputs of the 64, 64-bit floating-point
multiply-adders in each node. The bandwidth then drops by nearly an order of magnitude to
512GBytes/s at the stream register file which holds streams of data between execution kernels.
Bandwidth drops to 64GBytes/s at the stream cache which captures temporal locality in irregular
applications. The final bandwidth is 16GBytes/s at the DRAM memory system. Experiments show
that the bandwidth demands of many streaming applications closely match this bandwidth hierar-
chy. The details of the processing node that provides this hierarchy are described in Section 5.2.1

The streaming supercomputer is balanced in terms of cost and in terms of incremental per-
formance per unit cost. By several conventional notions of balance 2GBytes of memory capacity
would seem too little for a 128GFLOPS node. However, this amount of memory per node domi-
nates machine cost. Increasing the memory per node would substantially increase the cost of the
machine without increasing performance. If a larger memory capacity is needed, it is more efficient

127



S
tr

e
a

m


P
ro

c
e

s
so

r
12

8
G

F
L

O
P

S


1
6 

x
 D

R
D

R
A

M


2
G

B
y

te
s


16

G
B

y
te

s
/s



16
G

B
y

te
s

/s


3
2

+
3

2
 p

a
ir

s

N
o

d
e

O
n

-B
o

a
rd

 N
e

tw
o

rk


N
o

d
e

2
N

o
d

e
16



B
o

a
rd

 1


1
6 

N
o

d
e

s
2

T
F

L
O

P
S


3

2
G

B
y

te
s

In
tr

a
-C

a
b

in
e

t 
N

e
tw

o
rk


32

 R
o

u
te

rs
 (

8
 c

a
rd

s
 o

f 
4

 r
o

u
te

rs
 e

a
ch

)

B
o

a
rd

 3
1


6

4
G

B
y

te
s

/s


1
28

+
1

2
8 

p
a

irs


T
e

ra
d

y
ne

 G
b

X


B
o

a
rd



B
a

c
k

p
la

n
e

In
te

r-
C

a
b

in
e

t N
e

tw
o

rk


5
12

 R
o

u
te

rs


B
a

c
k

p
la

n
e

 2


3
2 

B
o

a
rd

s


51
2

 N
o

d
e

s
64

T
F

L
O

P
S


1T

B
y

te
s


1

T
B

y
te

s
/s


2K

+
2

K
 l

in
k

s
R

ib
b

o
n 

F
ib

e
r

B
is

e
ct

io
n

  
3

2T
B

y
te

s
/s



A
ll

 li
n

k
s 

5
G

b
/s

 p
e

r 
p

a
ir

 o
r 

fi
b

er


A
ll

 b
a

n
d

w
id

th
s

 a
re

 f
u

ll 
d

u
p

le
x

Figure 5.1: Block diagram of a streaming supercomputing system
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Figure 5.2: Bandwidth hierarchy of a streaming supercomputer node.

Level Bandwidth
(GBytes/s)

Local Register Files 3,840

Stream Register File 512

Stream Cache 64

DRAM Memory 16

Table 5.2: Bandwidth hierarchy of a streaming supercomputer node.
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to increase the number of nodes, than to increase the memory per node. The additional arithmetic
units increase performance substantially with very little increase in cost.

Similarly, by conventional measures of balance a memory bandwidth of 16GBytes/s (2GWords/s)
would seem too small for a node with 128GFLOPS. However, again this ratio is cost balanced. In-
creasing the memory bandwidth per node would require multiple chips to interface to the memory,
substantially increasing cost. It is more efficient to populate each chip in the system with inexpen-
sive arithmetic units, i.e., make each chip a node, than to use costly chips just to expand memory
bandwidth. Put differently, if an application demands more memory bandwidth, it is more efficient
to provide this bandwidth by increasing the number of nodes than to increase the bandwidth per
node.

5.2.1 Stream Processor Node Architecture

Figure 5.3 is a block diagram of the stream processor chip that, together with 16 DRAM chips, forms
a node of the streaming supercomputer. A stream processor consists of three independent modules:
the scalar processor, a standard RISC processor core; the stream processor, a set of 16 statically
scheduled SIMD clusters of floating-point units controlled by a programmable microcontroller, and
the memory system, that performs stream load and store instructions. The scalar processor fetches
instructions for all three modules from a single instruction stream and dispatches instructions to
the stream processor and the memory system via a pair of instruction queues.

Stream Register File

Arith.
Cluster

0

Arith.
Cluster

15

Micro-
controller

Scalar
Processor

Scalar
Cache

Memory SystemNetwork

DRAM DRAM

Inter-cluster Crossbar

Stream
Controller

Figure 5.3: SSS Stream Processor

The scalar processor is a conventional 64-bit RISC microprocessor whose instruction set has been
extended to include non-blocking stream instructions and whose register set has been extended to
access scalar registers and stream descriptor registers in the stream processor. The scalar processor
has floating point support and both L1 and L2 caches which are coherent across SSS nodes; the
cache coherence is implemented by restricting the caches to only storing addresses local to the node
and then snooping all memory requests received from remote nodes. The scalar processor’s 64-bit
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address space can be configured to cover some or all of the global shared memory across all the
SSS nodes.
Stream instructions, which include loading and storing streams and invoking kernels, operate

at the granularity of streams of data rather than individual words, and are dispatched by the scalar
processor accompanied by explicit dependency information. The execution of the stream instruc-
tions is handled by the stream controller, which keeps a scoreboard of pending instructions and
their dependencies as well as available resources; a stream instruction is issued to the stream hard-
ware when its dependencies are met and the resources it requires are free. Allowing a single stream
instruction to specify operations on an entire stream of data makes the stream execution units
memory-latency insensitive by amortizing the latency of memory access over the many (possibly
thousands) of individual words accessed by a single stream load or store.
The arithmetic intensity of the stream processor derives from the 16 SIMD clusters each of which

contains 4 floating-point multiply-add units. The data-level parallelism exposed by the stream
programming model is exploited by having all 16 clusters operate on different stream elements in
parallel, and instruction-level parallelism is exploited by the use of multiple functional units within
each cluster.

MUL
ADD

Comm.
Unit

Intra-cluster Interconnect

SRF

Inter-cluster
Crossbar

MUL
ADD

MUL
ADD

MUL
ADD

SQRT, INV
Lookup

Figure 5.4: SSS Cluster Architecutre

Figure 5.4 depicts the architecture of a single SSS cluster. Each cluster consists of 4 fully-
pipelined 64-bit floating point multiply-add units that compute a × b + c for input arguments a,
b, and c, a lookup table that gives a starting point for the iterative computation of 1/x,

√
x, and

1√
x
, and an inter-cluster communication unit. Each cluster also contains 15 2-ported 64-word local

register files (LRFs), one on each input of each functional unit. A local interconnect within the
cluster enables data to be transferred from the output of any function unit to the input of any
LRF. With all 16 clusters operating with perfect occupancy, the peak arithmetic performance of
the stream processor is 128 FLOPS/cycle, or 128 GFLOPS at the target clock rate of 1 GHz. At
this frequency, the effective bandwidth provided by the LRFs to the functional units across the 16
clusters is 576 words/cycle or 4,608 GBytes/s. The 16 clusters are connected to each other by a
full 16x16 crossbar; the inter-cluster communication unit in each cluster can send and receive one
word of data over the crossbar each cycle.

131



The arithmetic units and LRFs in each cluster are controlled by a VLIW microprogram that
is sequenced by the microcontroller in response to a kernel execution instruction from the stream
controller. Each cycle, the microcontroller broadcasts a VLIW instruction across the 16 clusters
in a SIMD manner. The VLIW programs corresponding to each kernel of a stream program are
explicitly staged into the microcode store by stream instructions dispatched by the scalar processor.
In addition to instructions which configure the functional units in the clusters, the microcontroller
supports both conditional and unconditional looping constructs, although arbitrary branches are
not supported in the kernel program due to the SIMD nature of the clusters. The arithmetic
units in the clusters do support a select operation, enabling the use of if-then type constructs via
predicated execution, and the clusters support conditional stream operations.
The stream register file (SRF) – a 512 KB single-ported SRAM – is used to stage stream data

for the clusters of function units. Each cluster can only access its own dedicated bank of the
SRF. Stream memory instructions specify the transfer of data between the SRF and memory, and
the kernel program executed by the microcontroller specifies transfers between the SRF and the
clusters of ALUs. A portion of each bank of the SRF also serves as a local scratch-pad memory for
its associated cluster.
A set of 15 128-word stream buffers (SBs) handle all flow control and data transfers between

the SRF core and its clients. Stream buffer access to the SRF is time-multiplexed but very wide,
effectively allowing the single 64-word-wide SRF port to function as several narrower ports; this
feature takes advantage of the fact that stream accesses to the SRF are sequential. Logically, the
stream buffers function as FIFOs between the SRF and its clients. Additionally, by allowing the
stream buffers to be independant across clusters, conditional streams can be efficiently supported.
Each cluster has an effective bandwidth of 4 words/cycle to its own bank of the SRF, acheiving an
aggregate bandwidth of 512 GB/s at a clock rate of 1GHz.

5.2.2 Memory System Architecture

The memory system of the streaming supercomputer provides high-bandwidth access to a flat
address space to all of the streaming processors and scalar processors in the system. The memory
system provides cache bandwidth of 8 words per cycle (64GBytes/s) on each node and DRAM
memory bandwidth to random locations of 2 words per cycle (16GBytes/s) on each node. Single
word access to remote memory locations is made via the interconnection network (Section 5.2.3).
Figure 5.5 shows a block diagram of one node of the streaming supercomputer memory system.

The system serves memory requests from both the scalar processor and the stream processor.
Stream memory operations are initiated by the two address generators that convert a stream
request into a number of individual word requests using either strided or indexed addressing. Each
address generator generates four individual word requests per cycle. Together they match the cache
bandwidth of eight words per cycle. All requests are routed through a request switch that directs
the request to one of eight stream cache banks based on bits 5-7 of the address. If a reference hits
in a stream cache bank, the requested data (for a read) is returned to a memory reorder buffer via
the reply switch. The reorder buffers assemble replies as they arrive, possibly out of order, and
transfers them to the SRF when a block of contiguous replies have all arrived.
If the request misses in the stream cache bank and the address is in the local DRAM, the request

is forwarded to the DRAM bank associated with this stream cache bank. After reading the data,
it is returned to the reorder buffer. Data read from the local DRAM may be cached in the stream
cache depending on the options of the stream load instruction and the segment descriptor.
If the request is either uncacheable or misses in the cache and is not local to the current node,

it is forwarded to the network interface. The interconnection network delivers the request to the
addressed node where the request switch distributes it to the proper stream cache bank. The request
is then handled as above with the data being fetched either from the stream cache bank (a hit) or
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Figure 5.5: Block diagram of one node of the the streaming supercomputer memory system

from the DRAM on the addressed node. Note that uncacheable data can be held in the stream
cache bank on the same node where the data is present in DRAM since there are no problems with
coherency with such remote-side caching. After the remote memory request is satisfied - either
from the cache or local DRAM, the result is returned to the reply switch which routes it to the
network interface. The network returns the result to the requesting node where the result is stored
in the reorder buffer via the reply switch.

The purpose of the stream cache is to increase available memory bandwidth for access streams
with temporal locality. Stream operations are inherently latency insensitive so there is no need
for a cache to reduce latency. The stream cache has a two-word block size to take advantage of
the higher DRAM bandwidth on sequential accesses without penalizing random single-word access
bandwidth.

Each SSS node has 2 GBytes of external memory distributed across 16 1Gbit DRAM chips.
These chips may be DDR SDRAM or Rambus DRDRAM. Depending on the final choice of DRAM
chip, each node will have 38-40GBytes/s of sequential memory bandwidth and at least 16GBytes/s
of random memory bandwidth. Each memory bank has a DRAM interface which schedules memory
accesses to optimize use of the DRAM row buffers and banks.

SSS memory is protected via segmentation to allow space shared multiple jobs to be run si-
multaneously without the overhead associated with TLBs and paged memory. The segmentation
system also interleaves addresses across nodes in a programmable manner. Segments can be inter-
leaved with a granularity ranging from 1 word to the entire segment in powers of two. All memory
accesses are translated from virtual memory addresses to physical memory addresses via a set of 32
segment registers as shown in Figure 5.6. Each segment register specifies the segment length, the
subset of nodes over which the segment is mapped, the interleave factor for the segment and the
cache state of the segment (e.g., cacheable, read-only, private, etc...). The segmentation translation
is performed in the address generators and by the scalar processor.

The stream caches uses segment cache states to allow the program to specify periods during
which a segment is read-only and periods when a segment is private to enable efficient caching of
shared data without the overhead of a full cache coherence protocol. For example, during many
calculations the current state of a simulated system is read during most of a timestep and then
updated at the end of the timestep. By specifying this data to be read-only during the computation
portion of the timestep and then switching it to read/write for the update, this data can be freely
cached during the computation with no overhead. Similarly the program can specify periods when
a segment is private to a particular node. During these periods, the node can read and write the
private segment in its cache without the need for protocol messages. Typically each node will
map a different portion of a larger data set as a private segment and use this mapping during the
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update portion of a timestep. To support transitions between these cache states, the stream cache
supports write-back of private data, selective invalidation of read-only data, and cache cleaning to
write-back dirty data without invalidation.
The network and memory system incorporate a set of synchronization mechanisms to simplify

the task of coordinating operation between the nodes. Each memory word contains state bits for
safety and coherency. Each memory store and load operations changes the memory state and
illegal operations are detected. Atomic remote operations including fetch & add, add & store, and
compare & swap are also implemented in the memory banks to permit common synchronization
constructs to be implemented without traversing the network multiple times. More complex remote
operations can be implemented using a memory-mapped message send that is received by a message
handling thread on the remote scalar processor.
The streaming supercomputer memory system supports floating-point and integer add & store

operations across multiple nodes at full cache bandwidth. Performance on add & store, which sums
its argument into a memory location, is important to applications like finite-element codes in which
several elements - possibly on different nodes - all sum contributions into the state of a vertex. To
support such operations, the stream cache supports an add & store mode in which an entry is
written on the first add & store, subsequent add & store operations sum their values into the entry,
and finally, when the entry is evicted from the cache, it is summed back to memory, rather than
overwriting the memory location. This method allows multiple nodes to simultaneously sum into
a single memory location all operating at their full cache bandwidth.

5.2.3 Interconnection Network

The interconnection network of the streaming supercomputer provides nearly flat memory band-
width across up to 16K stream processing nodes. The inherent latency hiding of stream memory
operations provides sufficient simultaneous outstanding memory accesses to fully exploit the band-
width of the network.
The network is designed with conservative technology assumptions. All of the technology re-

quired to build the streaming supercomputer network: the signaling technology, the connectors,
the parallel optical transceivers, exists today (in 2002). We expect that by the time we build this
machine in 2005-6, significantly better technology will be available.
The streaming supercomputer network uses a folded Clos topology with concentration as illus-

trated in Figure 5.7. This topology enables the network to make the most efficient use of inexpensive
high bandwidth electrical signaling for short, on-board and in-cabinet, connections reserving the
use of optical interconnect for the inter-cabinet routing. This topology also allows us to smoothly
vary the global bandwidth of the system by varying the number of routers on the board and the
degree of concentration at each router. The folded Clos topology has the further advantage that
it is inherently fault tolerant. The network gracefully routes around one or more failed routers or
channels.
Each line in the figure denotes one or more channels each channel has a raw bandwidth of

2.5GBytes/s and consists of four 5Gbit/s signals. At the board and backplane level each signal
is carried as an electrical differential pair over a differential strip-guide. At the system level, each
signal is carried over a fiber-optic link. The 5Gb/s electrical and optical signaling required by the
network is available today. The connector, board, and backplane densities necessary to realize this
interconnect are modest.
All of the switching in the network is performed by a single component type, a 48-channel

router. This router accepts 48 2.5GByte/s input channels and switches packets any one of these
input channels to any one of 48 2.5GByte/s output channels.
The network consists of three levels of hierarchy - board, backplane, and system. The bottom

level of the hierarhcy, the board level, connects the 16 stream processors on a board together and
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to the backplane. At the board level, each of 16 stream processor chips is connected to each of
four router components by two independent full-duplex channels. Each stream processor has eight
memory channels for a total bandwidth of 20GBytes/s and each router terminates 40 channels, 2
from each of 16 nodes, and 8 channels that run off the board to the backplane switch. This provides
a 4:1 concentration reducing the per-node bandwidth from 20GBytes/s on the board to 5GBytes/s
over the backplane. Each 16 processor board exports a total of 32 full-duplex channels for a total
of 80GBytes/s full-duplex bandwidth that is carried by 256 5Gbit/s differential pairs - 128 in each
direction.

The middle level of hierarchy, the backplane level, connects the 32 boards in a backplane
together and to the system level of interconnect. At the backplane level, each of 32 boards is
connected to each of 32 backplane routers, B0, . . . , B31, by a single 2.5GByte/s channel. Router i
on each board is connected to routers B8i through B8i+7 on the backplane. Each backplane router
also connects to the system-level interconnect via 16 optical channels providing 2:1 concentration
between the backplane and the system-level interconnect. The per-node backplane bandwidth of
5GBytes/s is reduced to a per-node system bandwidth of 2.5GBytes/s (one channel per node) via
this concentration.

To keep the backplane completely passive for reliability and ease of servicing, the backplane
routers are mounted to the backplane via daughter cards, four routers on each card. The 16-
processor boards are connected to the backplane via high-speed backplane connectors, Teradyne
GbX or equivalent. To provide reliable 5Gb/s operation, the backplane is fabricated from a low
loss tangent material, such as Nelco 4000. The router daughter cards also include parallel opti-
cal/electrical (O/E) and electrical/optical (E/O) modules that convert sixteen signals per router to
optical form for transmission over ribbon fiber to the system interconnect cabinet. Each backplane
connects to the system interconnect cabinet via two 2K fiber bundles - one in each direction. Each
bundle includes a 64 fibers from each of the eight router cards.

The top level of the network hierarchy, the system interconnect, connects together up to 32
backplanes. The system interconnect cabinet terminates two 2K-fiber bundles from each backplane
(one in each direction). All of these optical connections are straight across to simplify cabling.
Within the system interconnect cabinet the 512 4-fiber channels to and from each backplane are
distributed across 512 routers S0, . . . , S511. Fiber j from backplane i connects to the ith port
on switch Sj. The system-level routers are packaged four to a card using the same cards as the
backplane-level routers. Since the routers can forward all of the traffic from on one half of the
machine (backplanes 0 through 15) to the other half (backplanes 16 through 31) and vice versa,
the total bisection bandwidth available is 32TBytes/s.

The network is tolerant to single point faults in either routers or channels. In fact, each stream
processor node is connected to four identical, parallel networks. Three of these four networks could
fail completely

The folded Clos configuration provides a great deal of flexiblity in varying the cost and band-
width of the network. For example, we can vary the number of routers on a stream processor board
from one to four to vary the intra-board bandwidth from 5GBytes/s to 20GBytes/s. We can vary
the degree of concentration at the board routers - from the current 4:1 to as much as 32:1 or as
little as 2:1. Similarly we can vary the number of routers at the backplane level (by changing the
concentration at the board level) and vary the concentration at the backplan level - from the current
2:1 to as much as 32:1. This degree of flexibility is very valuable in an experimental machine as
it enables us to adjust the network cost and performance without the need to design new routers.
The flexibility also enables the routing components developed for the streaming supercomputer to
be used as a general-purpose set of building blocks for supercomputer memory systems.

Our initial design for the streaming supercomputer network used a hierarchical network based
on a torus topology at the backplane and system levels. This design was replaced by the current
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Clos configuration after initial design studies showed the Clos was able to achieve the bandwidth
specification at significantly lower cost. At the board level, for example, the board-level routers are
able to implement 4:1 concentration using only 8 channels on the backplane side. To achieve the
same degree of concentration with a torus network required each of the four board-level routers to
provide 24 channels on the backplane side.
The routers in the streaming supercomputer network employ two-phase adaptive routing. Dur-

ing the up phase, a packet is adaptively routed to higher-levels of the hierarchy until it reaches a
common ancestor of the source and destination nodes. The packet is then routed deterministically
along the only path from this ancestor to the destination during the down phase. At each step of
this up phase the least busy upward channel is chosen for the next hop. Ties between equally busy
channels are broken randomly. A packet may travel zero, one, two, or three hops during the up
phase depending on whether the source and destination are on the same node, board, backplane,
or system. Once a packet has reached a common ancestor of the source and destination it begins
the down phase. During each hop of the down phase, the appropriate portion of the node address
field selects the outgoing channel.
Each of the 48-port routers in the streaming supercomputer implements flit-reservation flow

control to reduce memory latency. Packets are separated into control flits - which contain routing
and scheduling information - and data flits that contain only payload data. When a request packet
reaches the stream cache bank on the destination node and incurs a cache miss, a control flit for
a reply packet is sent immediately scheduling the first data flit for a point in the future when the
DRAM access will be completed. This control flit schedules the channels and buffers required by
the data flits, overlapping the time required for network control with the time required by DRAM
access and hence substantially reducing overall memory latency.
Overhead of encoding both the link-level protocol and the end-to-end memory request protocol

degrades the bandwidth available for payload data in the streaming supercomputer network. At
the link level, packets are segmented into 64-bit flits and 8-bits of overhead (VC identifier, flit type,
and check) are appended to each flit for an overhead of 12.5%. The memory request protocol has
an overhead of 100% for single-word accesses which falls off to only 5% for 16-word accesses. For
typical mixes of accesses, we expect to yield between 50% and 80% of the network bandwidth as
actual data bandwidth.

5.2.4 Input/Output

The streaming supercomputer interfaces to industry standard I/O devices via a 10Gbit Ethernet
(XAUI) interface on each SSS router. There will be multiple small Ethernet domains connected to
SSS routers; each domain will contain some subset of hard disk storage, Internet2 connection, and
peripherals.
The XAUI interface on each SSS router acts as a bridge between an external network based

on the 10Gbit Ethernet standard and the internal streaming supercomputer network described in
Section 5.2.3. A scalar processor on any node of the streaming supercomputer can send an ethernet
packet by encapsulating the ethernet packet in a streaming supercomputer packet and sending it
to the ethernet interface. The interface strips the internal network overhead from the packet and
retransmits it over the external network. Similarly, an external message arriving at the interface is
encapsulated in an internal network message and delivered to a scalar processor.
The I/O bandwidth per node can be configured based on the number of 10Gbit connections

employed. Each streaming supercomputer router includes one 10 Gigabit Ethernet XAUI interface,
but the number of these interfaces that are actually connected to an Ethernet switch is configurable.
With 16 nodes and 4 routers per board, we can configure I/O bandwidth from 2.5Gbits/s per
node (all router ports employed) to 625Mbits/s per node (one port per board connected). Multiple
physical disks per node will be required to work in parallel to provide such high bandwidth numbers.
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Each Ethernet domain will connect to network storage devices to provide distributed storage.
These multiple connection points allow parallel file transfers to occur. One or more of the Ethernet
domains will also connect to the Internet2 for SSS users to transfer code and datasets.
Network storage solutions are being investigated: Network Attached Storage (NAS), and Storage

Area Networks (SAN) are both possible choices. Since we wish to support a parallel file system,
we must distribute the connection points of the file system through the streaming supercomputer.
This may be done by placing multiple NAS devices in the streaming supercomputer network. If
SANs exist with multiple parallel network connections, then a similar configuration is possible.
The streaming supercomputer requires a file system that supports efficient parallel file transfers.

The filesystem requirements include the ability to stripe files across disks, allowing many nodes
to access a file simultaneously, and robustness in the case of disk failure. We are investigating
existing filesystems to determine if we can adapt an existing filesystem for use in the streaming
supercomputer.
Streaming supercomputer nodes will be able to remotely access any storage data through

memory-mapped transfers over the SSS network. Ethernet traffic will remain local to the router
and its attached storage devices.

5.3 Stream Programming Systems

5.3.1 Brook: A Stream Programming Language

Perhaps the biggest challenge in the streaming supercomputer project is to develop an appropriate
programming model. The programming environment needs to support high performance programs
that take full advantage of the hardware, as well as being portable to a variety of existing archi-
tectures. In addition, the programming environment should hide machine-specific details so that
programs written in the environment will run efficiently on future hardware.
As discussed previously, streaming architectures achieve high performance by exploiting data

parallelism and high arithmetic intensity. The programming environment therefore should expose
these fundamental machine constraints in order to encourage the programmer to write code which
will run efficiently on such an architecture.
Our goal with the programming environment is not to automatically parallelize existing C or

Fortran programs. Many years of research in vectorizing compilers has had limited success in par-
allelizing existing codes. These languages encourage a sequential, imperative style of programming
that causes the programmer to introduce dependencies and synchronization points, often unwill-
ingly, that make parallelization very difficult. Our goal is to create a programming environment
where parallelism and communication are explicit.
During this first year, we have designed and built a prototype of a new streaming programming

environment entitled “Brook.” The goals for Brook are the following:

1. Brook should encourage the programmer to write code which exposes the data parallelism
and high arithmetic intensity inherent in the underlying algorithm. This programming model
should expose computation and communication within the application in a manner which is
efficient on any streaming architecture, including the streaming supercomputer.

2. Brook should allow a programmer to implement a wide variety of algorithms in a natural and
intuitive way. The language should present a small set of core operators, which when used in
combination, provide a powerful toolbox.

3. Brook’s programming model should be straightforward and natural for veteran programmers.
Adaptation of a new programming language is difficult enough; any similarities to existing
languages would make migration less painful.
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struct Position {

float x, y, z ;

} ;

typedef struct Position PositionT ;

stream PositionT Pos;

stream PositionT Vel;

kernel void UpdatePosition (stream PositionT pos,

stream VelocityT vel,

float timestep,

out stream PositionT new_pos) {

new_pos.x = pos.x + timestep * vel.x ;

new_pos.y = pos.y + timestep * vel.y ;

new_pos.z = pos.z + timestep * vel.z ;

}

Figure 5.8: Declaring a stream and a kernel in Brook

A major goal of the project during the first year was to bootstrap the development of Brook.
Brook is at the nexus between architects and the application developers. Therefore, over the last
year, all the members of the SSS group have been actively involved in the design of Brook.

The current Brook programming environment is embedded in the “C” programming language.
A Brook program largely resembles any other C program which includes a main function, variables
and function definitions. Other than the presence of these new keywords, Brook’s similarity to C
allows any programmer with basic C experience to understand Brook code. Most new developers
learn how to write Brook code in a single sitting.

Streams and Kernels

The basic unit of computational in Brook is the stream. A stream represents a sequence of data
records of the same type. Typically, streams represent the collection of data being operated on, such
as a particle record containing positions and velocities of water molecules in a molecular dynamics
simulation, or finite element cells containing state variables in a fluid simulation. The programmer
executes functions, or kernels, on each element of the stream. Kernels operate on each element of
an input stream and place the result of a computation on an output stream. A molecular dynamics
kernel for example, may update the position of each water molecule based on its velocity vector. A
Brook program consists of defining streams of data and operating on that data with a sequence of
user-defined kernel functions.

Brook extends the “C” syntax with a few new modifier keywords such as stream and kernel

for specifying streaming primitives. In addition, Brook introduces a runtime library of functions
which allow for creation and manipulation of streams.

Figure 5.8 shows a declaration of a stream and a kernel in brook. The variables Pos and Vel

represent an array of floats. However, they are also streams and can be used as arguments to
kernels. Kernel functions resemble C functions with a few subtle differences. The programmer
declares a kernel function with the kernel keyword indicating execution on streaming hardware.
The arguments to kernel functions consist of input streams (pos, vel), scalar constants (timestep),
and output streams (new pos). Stream arguments are explicitly declared as either read only or
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write only with the out keyword. This makes the dataflow explicit for the compiler. The kernel
function will remove one element from each of the input streams, execute the body of the kernel
function, and store the result onto the output stream. This repeats until there are no more elements
left on the input stream.
A critical decision in the Brook design was establishing the constraints for kernel functions. By

placing restrictions on kernels, Brook semantics allow for efficient execution of kernels on streaming
hardware by operating in parallel over the elements in a stream. Although these decisions are still
not finalized, we decided to place some restrictions on kernels:

1. Global variables are not visible within kernels. Only the arguments to the kernel function are
accessible. This restricts the use of pointers to global variables, or references to static global
variables.

2. No dependencies can exists between stream elements. No static variables may be declared
within a kernel. A kernel computation cannot obtain a previous result originating from an
prior element’s computation.

3. Stream arguments are read only or write only. By default, arguments are considered to be
read only, unless specified otherwise by keyword.

These main restrictions ensure data parallelism and high arithmetic intensity for Brook kernels. By
removing any possible dependencies between stream elements, the compiler is free to schedule the
computation in parallel. Furthermore, since kernel execution is entirely local, we limit the number
of global reads required for computation. These design decisions have allowed Brook programmers
to construct programs without constant concern over precisely how the parallel execution proceeds.
A key question in developing Brook was how to support data structures commonly found in

scientific applications. For this reason we have been investigating how to support multidimensional
arrays and meshes.
The general philosophy is to treat streams as views of memory. Conceptually a stream is a

linear sequence of references to data stored in memory. Normally, references are in memory order;
that is, the data is accessed one element at a time in the order it is stored. This definition of
a stream allows streams to be easily formed from 1D and nD arrays. More generally, we want
access functions to data in different orders. For example, strided access to an array would allow
it to be accessed in column- rather than row-major order. Other access patterns could be create
block-access modes.
More generally we want to convert dynamically allocated collections of records such as lists,

trees and graphs to streams. Unstructured finite element meshes are basically graphs of fixed size
records.
By defining accessors for different data structures, we separate the access of the data from the

operations on the data. Thus, it is easy to write a Brook kernel to operate on records independently
of the type of collection of records. This is because each Brook kernel operates only on one record.
In physical simulation, it is often necessary to access a local neighborhood of a record. In the

case of a 1D array, the neighborhood is the previous and next records. In the case of an nD array,
it is a small nD array centered around the record of interest. This neighborhood locality may be
exploited in the architecture to minimize data movement.
Thus, to efficiently support multidimensional arrays in Brook, we may give a stream a shape.

This shape may be used to associate a multidimensional neighborhood or stencil around each
stream element. Although this feature is common in array processing languages, it is a new feature
to streaming languages.
Figure 5.9 shows the declaration of a 2D array and a kernel that access a neighborhod. Note

that the array addresses inside the kernel are relative to the current location.
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stream Cell Grid;

kernel void Flux ( float rate,

stream Cell grid[3][3], out stream Cell newgrad ) {

float k = 1.0f - (rate*4.0f);

newgrid =

grid[1][1] * k +

grid[0][1] * rate +

grid[2][1] * rate +

grid[1][0] * rate +

grid[1][2] * rate;

}

Figure 5.9: Neighborhoods in Brook

Stream Operators

Brook programs consist of a sequence of kernel applications, intermixed with data movement and
reorganization. Some key stream operators are:

1. StreamLoad and StreamStore. These operators create a stream from a base address. StreamStride
forms a stream by taking m records and then skipping n records.

2. A stream of memory references may be created using StreamLoadRef. StreamGather and
StreamScatter loads and stores a stream in the references contained in another stream.
StreamScatterOp implements an op= using memory reference.

3. StreamStencil, StreamGroup/StreamUngroup, StreamReplicate/StreamConcatenate. These
operators perform rerrangements on streams. StreamStencil forms a stream of neighbor-
hoods; the group and ungroup operators combine/uncombine consecutive records into a sin-
gle record; the replicate operators replicates records, and the concatenate operator joins two
streams together.

The goal eventually is to settle on a small complete set of operators in the base system, and
then a library of convenient operators built on top of those operators.

The final important feature of the language is support for reductions. One way to perform a
reduction is to use the codeStreamScatterOp. Another way is to declare a variable in a kernel to
be a reduction variable.

Inside the kernel the += acts as a global reduction. All the standard C op= statements may be
used to form reductions.

Status

The first stage in the development of the Brook language is largely complete. We have flushed out
a basic design and have developed a working prototype. Establishing the programming language
in the early stages of the SSS project has not only provided a basis for the other portions of the
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stream float a[1024];

float sumval;

kernel void sum( stream float a, reduce float *sumval )

{

*sumval += a;

}

project, but has accelerated interest in the streaming supercomputer. In the subsequent sections
we will describe how molecular dynamics and fluid flow are implemented in Brook.

Currently we have almost 15,000 lines of Brook written by 8 different application designers,
on three different OS platforms. We have released documentation of the Brook specification and
have provided a C implementation which runs on Win32, Linux, and Macintosh OS X platforms.
Using the metacompiler technology developed in tandem with this project, application designers
have been writing Brook code for three months, well in advance of any hardware simulator. Most
of our application writers come from the scientific community which vary widely in preferences for
different development platforms. Having a cross platform development environment has proven
vital in recruiting new developers.

5.3.2 A Streaming Virtual Machine

The Stream Virtual Machine (SVM) is a machine-independent model of a parallel streaming com-
puter that is used as an intermediate representation in the compilation process from a high level
stream language like Brook down to a specific stream architecture. By compiling first to the SVM
and then from the SVM to a target architecture as illustrated in Figure 5.10 we can make our
software portable across many different target architectures. Only the back-end of the compiler
needs to change to compile code for a new target architecture. All of the applications, and the
front-end of the compiler are completely portable.

Brook Program

Stream Virtual Machine

Stream Programming

Language

Intermediate

Representation

Machine Binary
Streaming

Super

Computer

Imagine
Smart

Memories
Conventional

Multiprocessor

High Level Compiler

Machine Independent

Parameterized

Virtual Machine

Machine

Specific

Low Level Compiler

Figure 5.10: Compilation Process

The SVM is intended to be representative of several different target architectures including:

Streaming Super Computer Parallel shared-memory machine with stream processors at each
node.
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Imagine Existing stream processor for media applications.

Smart Memories Parallel machine with nodes that can be configured to be either a stream
processor or a threaded processor.

Conventional multiprocessor To run brook programs on conventional machines, test the pro-
grams and get performance benchmarks.

The Stream Virtual Machine represents architectures with variable resources: nodes, computa-
tion, memory and bandwidth . As thus the SVM is parameterizable depending on the end target
configuration. The parameters will be presented in more details but first we will introduce the
concept of a stream node.
A stream node consists of a conventional, scalar processor that is extended with a stream

execution unit and a stream memory unit as illustrated in Figure 5.11. The scalar processor executes
a single instruction stream that contains scalar instructions, executed by the scalar processor, kernel
invocations, that are executed by the stream execution unit, and stream load/store instructions that
are executed by the stream memory unit. The stream node also consists of two local memories: the
kernel program memory and the stream register file. The kernel program memory holds definitions
of kernels to be executed on the stream execution unit. The Stream Register File stages active
portions of the active streams during execution of a stream program.
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Figure 5.11: Stream Virtual Machine Node
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SVM Parameters

The front-end of the compiler makes decisions on how to compile a Brook program into SVM
code based on parameters of the SVM. For example, it chooses a schedule and a stream strip size
based on the available storage in the stream register file. The parameters of an SVM are listed in
Table 5.3.2 and illustrated in Figure 5.12.

 Node

Stream Unit

Stream Execution
Unit

FLOPS

Stream Register File

SSRF

Local Memory
SMEM

BSRF

BMEM

Scalar

Processor

BNODE

NNODE

Figure 5.12: Stream Virtual Machine Parameters

Field Description

NNODE Number of nodes

FLOPS Arithmetic Intensity

SSRF Size of Stream Register File
SMEM Size of main memory in words (per node)

BNODE Bandwidth between nodes
BMEM Bandwidth between memory and SRF
BSRF Bandwidth between SRF and cluster

Table 5.3: SVM Parameters

Scalar Processor

The interactions between the scalar processor and the stream units (stream execution unit and
stream memory unit) is one where the control thread launches operations on the stream units
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and the completions signals are returned to the scalar processor. The stream units works as co-
processors to the scalar processor.
Stream Instructions, the commands to the stream units have dependencies between each other

that are explicitly coded in the control thread SVM code. The stream instructions are C function
calls in the control thread. They are non-blocking to the control thread and return immediately.
Each stream instruction returns a DONE record which gives completion information and error
status. The control thread can thus voluntarily block on the completion of a stream instruction but
by nature none of them are blocking. The dependencies between stream instructions is explicitly
coded by passing as arguments the IDs of the stream instructions which it depends on. This
non-blocking execution model permits kernel invocations to be overlapped with stream memory
operations - hiding memory latency.

Stream Memory Unit

The stream memory unit executes stream load and store instructions received from the scalar
processor. These instructions, listed below, may be strided or indexed (gather/scatter), and include
fetch and add operations.

1. StreamLoad/StreamStore : This loads/stores a stream of data records placed in memory at
a regular stride into/from a compact representation in the Stream Register File (SRF).

2. StreamGather/StreamScatter : This loads/stores a stream of data records whose location in
memory is contained in a stream already in the SRF, into/from a compact stream in the SRF.

3. StreamScatterAdd : Adds a stream of data records in the SRF into a stream in memory
specified by a stream of addresses in the SRF.

4. StreamFetchAdd : Like StreamScatterAdd but also loads the stream of sums back into the
SRF.

5. KernelLoad : This loads a kernel program from main memory to the kernel program memory.

The scatter add operation is useful when many stream elements need to sum their values into
a single memory location. Fetch and op with integer add is used, for example, to update the head
and tail pointers of distributed lists.

Stream Execution Unit

The stream execution unit executes kernels consuming and producing streams in the SRF. The
control thread can start kernels, with a stream instruction by specifying where the input and
output streams of the kernel reside in the SRF. The structure of kernel programs is usually a
preamble, then a loop over the elements of a stream, finally a postscript to finish up.
The special functions of kernels relate mostly on how to access elements in the SRF. Regular

stream accesses consume and produce stream elements in order. Neighboring stream elements can
be accessed with special peek function which imply communication between parallel computation
elements.

Multiprocessor Implementation

The SVM has been implemented for a conventional multiprocessor system in order to simulate
SVM code and get rough performance numbers. The implementation is based on POSIX thread.
Each stream node consists of these POSIX threads:
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1. The Control thread runs the scalar processor code.

2. The Stream Instruction dispatcher keeps track of the launch and completion of stream in-
structions issued by the scalar processor.

3. The stream memory unit which executes the stream memory operations.

4. The stream execution unit executes kernels.

5.3.3 Stream Compilation

We are building a streaming compiler that takes a Brook program as input, and generates ex-
ecutable code for the streaming supercomputer. The compilation process involves three main
phases: parsing of the Brook program, global analyses and optimizations, and code generation to
the SSS architecture. The first two phases are machine independent and generate code for the
streaming virtual machine. The final phase converts streaming virtual machine code to streaming
supercomputer machine code.

The entire planned compilation process is depicted in Figure 5.13, and some of the passes will
be described below.

For our initial implementation we concentrated on only those passes which are absolutely nec-
essary to produce correct, somewhat optimized code targeted at a single node of the streaming
supercomputer. We also chose to leverage as much existing technology as possible, which includes
the metacompiler and a modified version of the Imagine processor programming tools.

The Frontend passes are performed using the metacompiler. The result is a parsed Abstract
Syntax Tree, which is used while still in the metacompilation process to perform critical global
passes and produces StreamC and KernelC code. StreamC is handled by Imagine’s stream compiler,
IStream, and performs the stream scheduling aspect of the global passes. KernelC is used by the
Imagine kernel scheduler, ISched, to compile a VLIW schedule that can be directly run on the
streaming supercomputer clusters.

We will now continue by going into greater detail of the compilation process, and finish with
the current status.

Front-end Parsing

The stream language Brook closely resembles general purpose programming languages like C or
C++. Brook is basically C with a few additional keywords that indicate which functions are
kernels, which variables are streams, and so on. As such, to compile the Brook language, we use an
existing C compiler (gcc) augmented with the Brook specific syntax and semantics. This section
will describe this process in more detail.

The front-end of our compiler for Brook uses a process called metacompilation, a process of
giving a general purpose compiler additional information that can be used to make system specific
decisions. In this case, we tell the compiler additional keywords that are allowed by the language
and how those keywords influence the translation process that the compiler performs. With no
augmentation, our metacompiler takes C source code as input and produces the same C source
code as output. However, the metacompiler can input extensions to the language as well as the
original source code to allow languages that aren’t quite C to be compiled. For example, in Brook,
the following lines are included in the compiler extension:

annotations {

typedef: { "stream" };

function: { "kernel" };
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Figure 5.13: Compilation Process
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decl: { "out" }, { "in" };

}

This code indicates that typedefs may include a new keyword, stream (to indicate that a new
type is a stream type), that functions may be declared with the keyword kernel, and that declara-
tions may include the keywords in and out. This simple syntax does restrict the types of extensions
that are allowed. However, by restricting a language to be close to the original language, much of
the existing compiler may be used to compile the language.

To indicate what the semantics of the language do, compiler extensions may match on certain
constructs and indicate that a different construct should be output instead. This concept is made
clear through a simple example. Imagine we compile the code:

typedef stream float floats;

kernel void add (floats a, floats b, out floats c) {

c = a + b;

}

int main () {

floats a;

floats b;

floats c;

! read data from file into a and b ;

add (a, b, c);

return 1;

}

With no compiler extensions, our C to C compiler would simply output the above functions
unchanged. However, if, in Brook, we know that calls to kernel functions should be wrapped
with code that creates the actual output stream and allocates space for it. We can include this
information in a compiler extension:

{ is_kernel_function_call (current_stmt) } ==>

{ mc_emit (‘‘! create and allocate stream c according to the size of a and b ;’’);

mc_emit_tree (current_stmt);

}

The left hand side of the arrow indicates what should be matched (any statement that is a call
to a kernel function) and the right side is arbitrary C code to tell the compiler what to do when the
construct is matched. In this case, the compiler will simply insert the appropriate code for creating
the output stream, resulting in the above code looking like this:

int main () {

floats a;

floats b;

floats c;
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! code for reading the lengths of a and b ;

! code for creating and allocating c ;

add (a, b, c);

return 1;

}

While this example is contrived, it demonstrates simply the types of changes extensions are
allowed to introduce to the language. The patterns that extensions may use to match source code
constructs are quite powerful. The metacompiler matches these patterns against each tree in the
abstract syntax tree (AST) of the currently parsed function. When the metacompiler finds a match,
it executes the corresponding action code (the code found after the ==>). Extension writers are
allowed to match wildcards (e.g., any pointer, any constant, etc.) and use the matched wildcards
in future patterns.
The next sections describe the use of the meta-compiler and the parsing information for the

global compilation phase and code generation.

Global Compilation Phase

This phase deals with analyses and optimizations common to all stream architectures (Figure 5.13):

• Expand Stream Operators – since our low level stream targets do not directly support many
of Brook’s rich set of stream operators, we must expand these into a set of tailored kernel
calls and memory operations.

• Reduction Analysis – an appropriate mechanism for dealing with reduction streams and vari-
ables must be chosen from the ones available in the hardware.

• Persistent Storage Management – Brook does not have persistent state to aid in parallel com-
pilation. Therefore managing the hardware’s local persistent storage is a crucial compilation
stage.

• Conditional Conversion – stream hardware provides various mechanisms for dealing with
conditionals, such as predication and conditional streams. The conditional statements in
Brook must be analyzed and translated into the most fitting conditional support mechanism.

• Split/Merge Kernels and Records – this pass attempts to repartition the program from a
performance point of view, rather than programmer convenience.

• Data and Task Partitioning – these passes deal exclusively with multi-node support and are
responsible for most efficiently using the parallel resources in the system.

• Synchronization – once the data is laid-out, the tasks selected, and the reduction and memory
operations marked, the compiler must insert appropriate synchronization points for correct
concurrent execution.

• Stream Scheduling – this pass generates the lower level stream code required for code gener-
ation. it includes strip-mining, software pipelining, double-buffering, and SRF allocation.

At this stage of the project we are concentrating on compilation to a single node, and can
therefore leverage the programming tool-chain of Imagine. Our strategy is to analyze the Brook
program using the parse-tree supplied by the metacompiler, and produce StreamC and KernelC
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code. These programs are in a format that is readable by our code-generation tool set, which is a
modified version of the Imagine tools.
The global phase corresponds to generating the StreamC code. StreamC is a stream program-

ming language, but more low level than Brook. Therefore, Our initial compilation consists mainly
of syntax changes, analysis and implementation of the Brook operators, and compliance and uti-
lization of the SSS SIMD cluster architecture. Most of the work concentrates on the latter two,
since StreamC is not as rich as Brook and places many restrictions on stream properties due to
SIMD. We will expand on this in the next few paragraphs.

Expand Brook Stream Operators Most of the Brook stream operators have a straightforward
representation in hardware. The most notable exceptions are StreamProduct and StreamSelfProd-
uct which produce an O(n2) number of stream pair elements. These operators are used to express
certain aspects of the algorithm in a simple way, but will incur a high performance penalty if run
directly on the stream processor. Another complex operator is streamStencil which requires us
to split the input streams into small strips such that we can use local storage in the clusters to
efficiently handle the neighbor communication. We will explain this more in the next section.
We use the metacompiler to emit StreamC code that implements the operators through a

combination of compile-time and run-time structures for holding stream properties, and various
tailored kernels and memory operations for the particular streams encountered.

Reduction Identification and Optimizations Reductions must be identified and then the
appropriate kernels generated. Several optimizations can then be applied:

• Kernel Combining – if the order of generated values is known (or does not matter) the
reduction can be combined with the value calculation.

• Sorting vs. Memory – when the order does matter the compiler must choose whether to
enforce it by sorting the values (based on the reduction element location), or to use an
indexed store to memory. When using a store, it is necessary to first combine the reduction
with the value calculation and then split this kernel at every memory operation.

• Atomic Add&Store – since the hardware supports atomic fetch&op instructions per stream
element, they can be used to reduce the amount of synchronization and message passing.

Syntax Translation StreamC and Brook differ in some important ways in their syntax and
semantics. For example, streams in Brook do not have a defined length, and the length is determined
based on the inputs to their producing kernel. In StreamC, on the other hand, streams are declared
with an associated length.
We take care of such differences by introducing appropriate StreamC code and slight modifica-

tions of Brook, using the metacompiler.

Stream Scheduling Finally, we pass the resulting StreamC to IStream, which performs stream
scheduling resulting in code executable by the streaming supercomputer hardware simulator.
The next section deals with generating kernel code, and also gives more specific examples of

Persistent Storage Management and Conditional Conversion.

Code Generation

We already discussed the stream code generation in the previous section, and will now deal with
the generation of kernel code. The compilation of Brook kernels into streaming supercomputer
kernels can be broadly classified into four major phases:
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• Syntax Transformations – metacompiling the body of Brook kernels into streaming supercom-
puter kernels such that the kernel code that is generated conforms to the syntax requirements
of KernelC. These include sometimes complex transformations such as converting if-then-else
statements into predicated statements.

• Handling Reductions – these include scalar and stream variable reductions, and involves
managing persistent storage and performing inter-cluster communication.

• Handling Multi-dimensional Streams – some of this step is performed during the global phase,
but the kernels must also be modified.

• Optimization and VLIW scheduling – these are done using the kernel scheduler which is based
on Imagine’s ISched tool.

Syntax Transformation Most syntax transformations are simple and involve mostly different
names for certain C operators and math functions. Slightly more complex, is producing wrapper
code which explicitly reads and writes stream elements as opposed to Brook’s more functional
syntax and semantics. Finally, more complex transformations involve allocating local storage and
converting conditionals. For now we only deal with predication leaving conditional streams for
future versions (conditional streams are an efficient mechanism for handling conditionals on SIMD
architectures).

Reductions Reductions, in Brook kernels, can be of two types: scalar/stream reduction and
expanded stream reduction. In scalar/stream reduction, a reduction variable, or a stream of reduction
variables, is passed to the kernel function and written via the reduction operators. This is easily
handled by writing wrappers around the Brook kernels, which initialize the reduction variables, and
communicate the reduced values across clusters before returning from the kernel. As mentioned
before, expanded streams (using streamProduct operators) pose a greater challenge for efficient
compilation. These are dealt by just-in-time expansion of strips of the stream utilizing the clusters
local storage.

Multi-Dimensional Streams Multi-dimensional streams provide the programmer with a simple
interface to manipulate streams that represent inherently multi-dimensional data. The streaming
supercomputer kernels, however, only support linear one-dimensional streams. We must therefore
efficiently map Brook’s multi-dimensional operators and accessors onto the stream processor’s one-
dimensional view.

We perform this mapping by utilizing the inter-cluster communication network, to build the
entire stencil within the clusters’ local storage. In this way we avoid extraneous memory reads and
utilize the available bandwidth most efficiently. To do this we must make sure that the stream is
passed to the kernel in strips which do not overflow local storage.

This is best illustrated with an example. Figure 5.14 shows how a 2-D (640 × 100) stream
is divided into several single dimensional strips, and the order in which the data is read into the
clusters. Specifically,the stencil size in this example is 3∗3. The figure also depicts how the elements
of the single dimensional streams are striped across the 16 clusters of the stream processor. Within
each cluster, the elements are traversed in column major order:
Cluster 0: 1, 101, 201, 301, 2, 102, 202, etc
Cluster 1: 401, 501, 601, 701, 402, 502, 602, etc
and so on. The stencil values for 304, for example, are {203, 303, 403, 204, 304, 404, 205, 305, 405}.
At any given time, a sliding window holds all the elements that are present in the local storage of
clusters.
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Figure 5.14: Stream traversal order for a 640 ∗ 100 stream with stencil size of 3 ∗ 3. The numbers in the
figure represent the position of elements in the 2-D stream.

The traversal order ensures that elements belonging to the same stencil are read close to each
other in time. Consequently, extraneous re-reading of elements is limited only to the elements
along the top and bottom boundaries. In addition, this traversal order also ensures that there is
minimum communication between clusters.

VLIW Scheduling The VLIW scheduler is based on Imagine’s ISched tool. It performs low-level
optimizations such as loop-unrolling and software pipelining, as well as communication sheduling
to produce efficient VLIW code for the streaming supercomputer execution clusters.

Summary and Status

To summarize we will describe the current status of the compiler. The frontend is implemented
using the meta-compiler and is able to parse Brook code and provide us with access to the parsed
Abstract Syntax Tree. We then use this information to perform simple global passes that are
required to produce correct single-node streaming supercomputer code. This is done by creating
a corresponding StreamC program and using the stream scheduler based on Imagine’s IStream to
generate code. We currently do not perform complex optimizations, but instead rely on efficient
implementation of the Brook operators and low level scheduling optimizations. Finally, we also
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perform local persistent storage management, inter-cluster communication, and reduction handling
of Brook kernels to produce KernelC code. This kernel code is then passed to the VLIW scheduler
for low-level optimization and cluster code generation.

5.4 Stream Applications

This section presents the status of four different applications that are coded in Brook. The work on
the applications is helping the hardware group and the language developers in making decisions on
the hardware specifications and on the language features. We are trying to cover as many algorithms
as possible, to study the applicability of the streaming computing model to high performance
computing. As the language and the tools are becoming more robust, we intend to increase the
complexity of the present applications and to add more applications to the list in order to cover a
broader range of scientific discipline.

5.4.1 StreamFEM

StreamFEM is a discontinuous Galerkin (DG) finite element application code written in the Brook
streaming language. The DG method was chosen as it is well suited to solving systems of first-
order conservation laws on general unstructured meshes. Specifically, StreamFEM has the current
capability of solving systems of 2D conservation laws corresponding to scalar transport, compress-
ible gasdynamics and magnetohydrodynamics (MHD) using element approximation spaces ranging
from piecewise constant to piecewise cubic polynomials.

StreamFEM provides useful input to the Streaming Supercomputer project:

• (Memory subsystem evaluation) The use of triangulations in StreamFEM necessitates ir-
regular data access from/to main memory. The Streaming Supercomputer hardware design
includes full support for hardware gather/scatter operations to main memory. In addition, a
stream cache and indexable SRF have been added to the hardware design. One use of the
StreamFEM application (already underway) is the preliminary evaluation of the SRF and
memory subsystem. More generally, StreamFEM and it’s extension to 3D will be used as
part of the evaluation process for future hardware revisions and the final tuning of hardware
components.

• (Brook language functionality) During the development phase of StreamFEM, interaction
with the language developers has helped insure that the Brook language provides the nec-
essary language constructs used frequently in finite element application codes, e.g. scatter-
accumulation, variable degree graphs, global reductions, etc.

An important attribute of StreamFEM is the ability to simulate a variety of physical systems of
increasing complexity using a numerical method with an adjustable order of accuracy. These various
possibilities produce a dramatic variation in the arithmetic intensity (Ops/memory access) in the
overall application. This reflects the reality that in industrial codes a wide variation in arithmetic
complexity is also observed. The ability to simulate this variation to some extent is quite useful in
the evaluation of Streaming Supercomputer hardware designs. Changes in arithmetic intensity are
obtained by

• varying the number of PDEs in the system. Currently StreamFEM supports scalar advection
(1 equation), the Euler equations of gasdynamics (4 equations), and magnetohydrodynamics
(6 equations).
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• varying the order of the polynomial approximation space used in each element. Currently
StreamFEM supports polynomial approximation spaces in each element that are piecewise
constant (1 degree of freedom/equation), piecewise linear (3 degrees of freedom/equation),
piecewise quadratic (6 degrees of freedom/equation), and piecewise cubic (10 degrees of free-
dom/equation).

StreamFEM methodology

StreamFEM implements the discontinuous Galerkin finite element method for solving a system
of m coupled first-order differential equations in 2 space coordinates and time which represents a
conservation law process. Let u(x, t) : IR2 × IR+ 7→ IRm denote the dependent solution variables
and f(u) : IRm 7→ IRm×2 the flux vector. The prototype Cauchy problem is then given by

{

u,t +
∑2

i=1 f
i
,xi
= 0

u(x, 0) = u0(x)
. (5.1)

The StreamFEM implementation of the DG method utilizes piecewise polynomial approximations
of degree k in space and of degree 0 in time with no continuity between space-time elements such
that for a single time slab In = [tn+, t

n+1
− ] with [0, T ] = ∪nI

n and spatial element K

Vh =
{

uh |uh
|K×In

∈
(

Pk(K)
)m

× P0(I
n)
}

.

The DG method is then succintly stated in variational form.

Find uh ∈ Vh such that for all wh ∈ Vh

B(uh,wh)DG = 0 (5.2)

and

B(u,w)DG =

∫

In

∫

Ω
(−u ·w,t − f i(u) ·w,xi

) dx dt

+

∫

Ω

(

w(tn+1− ) · u(tn+1− )−w(tn−) · u(tn−)
)

dx

+

∫

In

∑

e∈E

∫

e

(w(x−)−w(x+)) · h(u(x−),u(x+);n) dx dt

where h(u(x−),u(x+)) denotes a numerical flux function. In the StreamFEM code, a numerical
flux due to Harten, Lax and van Leer [1] is used for all calculations. Boundary conditions (not
shown here) are included in the actual implementation. Implicit “mass” matrices are avoided by
the use of L2 orthogonal basis representations in each element so that the time stepping becomes
explicit.

Current Status

The StreamFEM code has been successfully implemented in the Brook streaming language. Two
algorithms are included in the Brook implementation. One algorithm is parsimonious with respect
to memory access but computes each flux twice during each time step. The second algorithm is
parsimonious with respect to computation but requires approximately twice as much memory access
during each time step as the previous algorithm. The Brook programming environment includes
a C runtime library so that correctness of application codes can be verified. A snapshot from a
StreamFEM transient Euler flow computation is shown in Fig. 5.15 with flow conditions given in
the figure caption.
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Figure 5.15: StreamFEM(k = 0) compressible flow computation of a Mach 3.0 momentum discon-
tinuity ((ρu)left/(ρu)right = 5) impinging on a cylinder geometry in a narrow channel test section
at time T=2. Gouraud shading of the fluid density is depicted in the upper half of the figure and
a triangulation of the geometry is plotted in the lower half of the figure.

A variant of StreamFEM has been ported to StreamC/KernelC so that precise hardware per-
formance can be measured using a suite of simulation tools originally developed for the Stanford
Imagine hardware. One problem encountered in this conversion from Brook to StreamC/KernelC
is the rather large size of the Brook kernels in StreamFEM. One improvement currently underway
to the StreamFEM application includes the restructuring and splitting of some Brook kernels to
improve performance and portability to the Imagine simulator. Another important task is the
extension of StreamFEM to 3D. This extension is vital so that any hardware evaluations computed
using StreamFEM are based on the more demanding 3D computations.

5.4.2 StreamFLO

One of the applications that is under development in Brook is StreamFlo. StreamFlo is a finite
volume 2D Euler solver with a non-linear multigrid. The original Fortran code (FLO82) was written
by Prof. Jameson and his approach is used in many industrial and research codes. The choice of
this code was motivated by the need of a complete application that was going to represent a typical
scientific code (TFLO has a similar structure), without having too much complexity (single block
vs. multiblock, 2D vs. 3D, Euler vs. Navier-Stokes). One of the main outcome of this project has
been the interaction with the Brook developers to improve the expressability of the language and
facilitate the future application developers. The multigrid algorithm will also expose the ”short-
stream” effects. In 3D there is almost an order of magnitude difference in numbers of elements per
level. Even starting from a fine mesh with a billion cells, we can end up with only hundred cells
per level, if the number of levels is big enough.
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Code organization

The code is organized as follow:

• There is an external driver that controls the multigrid strategy and the multigrid data move-
ment (transfer from fine to coarse grid and vice versa). Data is stored in a 1D stream which
holds all the multigrid levels. Each level is selected using the streamDomain command and
reshaped in a 2D stream using streamShape. When the 3D version of StreamFlo will be de-
veloped, the logical structure of this driver will not be changed, we will only need to reshape
each level in a 3D stream. The data movement in a multigrid algorithm consists of two oper-
ations, restriction and prolongation. The restriction operation transfers the data from a fine
to a coarse mesh, while the prolongation operation does the opposite. To implement these
data movements, we added to Brook an operator that performs local grouping.

• On each multigrid level, the code works on a 2D grid, where it needs to compute the time
step, the eulerian and dissipative fluxes, in order to advance the solution in time. This
involves mostly operations performed on stencils. The width of the stencil depends on the
numerical scheme. Most of the operations (computation of admissible time step, eulerian
fluxes, dissipative fluxes used on coarse meshes) are performed on a 3 × 3 stencil. The
computation of the dissipative fluxes on the fine mesh use a more sophisticated algorithm
(symmetric limited positive H-CUSP scheme) that requires a 5× 5 stencil. The code uses O
meshes; this means that the grid is periodic in one dimension and has a wall and an external
boundary in the other direction. To handle this kind of topology, Brook was modified to
implement stencil operators with independent boundary conditions in each logical direction.

Code porting

To port a Fortran/C code to Brook, there are two essential steps:

• Define the data layout and arrange the data in streams

• Define the computation kernel to be performed on the streams.

The decoupling of the data access pattern from the computation, produces a code that is cleaner
and easy to understand. In order to show this and an example of Brook code, let’s take a look at
the code performing the restriction operator in the multigrid. From the analysis of the following
original Fortran code :

C COLLECTS THE RESIDUALS AND TRANSFERS THE SOLUTION TO A COARSER MESH

SUBROUTINE COLLC (IIE,JJE,WW,WWR)

.........

DO N=1,4

JJ = 1

DO J=2,JL,2

JJ = JJ +1

II = 1

DO I=2,IL,2

II = II +1

WWR(II,JJ,N) = DW(I,J ,N) +DW(I+1,J ,N)

+DW(I,J+1,N) +DW(I+1,J+1,N)

END DO

END DO

END DO
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we can understand that all this routine does ( see figure 5.4.2 ), it is to group 4 cells on the fine
grid (A,B,C,D), sum them and store the result in the corresponding cell (AA) on the coarse level,
then move to the next 4 cells and keep moving until it covers all the interior of the domain. The

1 2 IL+1IL

JL+1

JL

1

2 A B

C D
AA

Figure 5.16: Restriction operator

Brook code for the kernel function performing the restriction operator, will sum the 4 element on
the fine grid stream and store the result in the corresponding element on the coarse grid stream.

Φ(AA) = Σ {Φ(A) + Φ(B) + Φ(C) + Φ(D)}

kernel void TransferField(flow2d_s fine_flow, outfixed Flow coarse_flow)

{

coarse_flow.rho= fine_flow[0][0].rho +fine_flow[0][1].rho

+fine_flow[1][0].rho +fine_flow[1][1].rho;

coarse_flow.u = fine_flow[0][0].u +fine_flow[0][1].u

+fine_flow[1][0].u +fine_flow[1][1].u ;

coarse_flow.v = fine_flow[0][0].v +fine_flow[0][1].v

+fine_flow[1][0].v +fine_flow[1][1].v ;

coarse_flow.e = fine_flow[0][0].e +fine_flow[0][1].e

+fine_flow[1][0].e +fine_flow[1][1].e ;

The last operation we need to perform is to create the right stream from the fine grid to feed
the kernel. We want to take the fine and coarse grids, select the interior elements, arrange the fine
grid in 2× 2 groups and apply the TransferField kernel.

// Fine mesh is a 2D stream of size (nx+2,ny+2)

streamSetLength(flow,(nx+2)*(ny+2));

streamShape(flow,2,(nx+2)*(ny+2));

// Coarse mesh is a 2D stream of size (nx/2+2,ny/2+2)

streamSetLength(coarse_flow,(nx/2+2)*(ny/2+2));

streamShape(coarse_flow,2,(nx/2+2),(ny/2+2));

// Select the interior of the two stream

streamDomain(flow,flow,2,2,nx+1,2,ny+1);

streamDomain(coarse_flow,coarse_flow,2,2,(nx/2)+1,2,(ny/2)+1);

// Group elements of the fine grid in a 2x2 stencil
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streamGroup(local_flow2d,flow,STREAM_GROUP_HALO,2,2,2);

// Apply restriction operator

TransferField(local_flow2d, coarse_flow)

The code is less compact of the original Fortran code but easier to understand and to modify.

Implementation of boundary conditions

The implementation of boundary conditions in a SIMD program is not a simple task. The numerical
treatment of the elements close to the boundary is generally different from the one used for the
interior points, in contrast with the SIMD philosophy of applying the same instructions to multiple
data. Inside the kernels, depending on the global position of an element in the original stream,
we may need to have different branches of code to handle this. In Brook, when a stream enters a
kernel, all the information on global position of an element are lost (at least from the programmer
point of view). The solution found to overcome this problem is to encode logical position in the
geometry. The original definition for the mesh:

struct Grid_struct {

float x;

float y;};

typedef stream struct Grid_struct Grid;

was modified to include information on the logical position.

struct Grid_struct {

int i; /* logical position in x direction */

int j; /* logical position in y direction */

float x;

float y;};

typedef stream struct Grid_struct Grid;

In a conventional cache based machine, this modification results in a cache load of all the 4
elements of the Grid struct (they are contiguous in memory) for every reference to any element and
a waste of precious cache space. In the streaming architecture, the compiler will analyze the use
of the elements of the Grid struct and will load in the stream register file only the elements used
by the kernel. If a kernel does not need information on the logical position of a cell but just the
physical coordinates, it will not waste stream register file space with elements that is not going to
use. Another possible solution will be to use a mask array. For some situations, it is also convenient
to write a different kernel that just deals with the boundaries, but this is not always possible.

Status

Streamflo is in the final stage of development, all the major subroutines and all the multigrid
data movement have been coded and debugged. Once the code is completed, we will analyze the
simulator performance to identify bottlenecks and improve performance.

5.4.3 StreamMD

The massive computational power that will be provided by streaming supercomputers will be used
to model the folding of human proteins. Learning more about this process will have a tremendous
impact on biology and medicine and will help medical researchers understand diseases and find

159



cures. Proteins are involved in almost all cellular processes in the body. They are formed by a
chain of amino acids. They fold into complex three-dimensional shapes and even a small change in
its structure can turn a desirable protein into a disease. The numerical simulation of the folding of
a protein is a challenging task and is one of the most significant grand challenge. High-performance
computing technologies are a key element in advancing the solution of this problem.
StreamMD is a Molecular Dynamics (MD) solver written in Brook. It is based on solving the

Newton’s equations of motion:

mi
d2 ri

dt2
= −∇ri

U(r1, . . . , rN )
def
= F (ri)

(mi is the mass of particle i located at ri). The function U is an empirical potential energy which
defines the energy of the system in a given configuration. The velocity Verlet method (or Leap-frog)
is used to integrate in time the equations of motion. Assume we have the position ri(t) and velocity
vi(t) at time t, then we obtain the new values at time t+4t using:

ri(t+4t) = ri(t) +4t vi(t) +
4t2

2

F (ri(t))

mi

vi(t+4t) = vi(t) +
4t

2

F (ri(t)) + F (ri(t+4t))

mi

Using this method, it is possible to simulate the complex trajectories of atoms and molecules
for very long periods of time. However only the advent of more powerful supercomputers will allow
studying molecules over time scales which are biologically and experimentally relevant.
The most expensive part of the simulation is the computation of the forces F (ri). In order to

start with a simple test case, we simulated a box of water molecules. In this case, the potential
energy is defined as the sum of two terms: electrostatic potential and the Van der Waals potential.
A cutoff is applied so that all particles which are at a distance greater than rcutoff do not interact.
The potential energy is then a function of the form:

U =
∑

i,j,|rl(i)−rl(j)|<rcutoff

qiqj
4πε0|rl(i) − rl(j)|

+
∑

i,j,|rm(i)−rm(j)|<rcutoff

4εij

(

(

σij

|rm(i) − rm(j)|

)12

−
(

σij

|rm(i) − rm(j)|

)6
)

where l(i) is a list of all charged particles and m(i) is a list of all oxygen atoms in the system.
To establish whether streaming supercomputing will be successful for MD simulations, we con-

sidered the following issues:

• Can the streaming computing model be applied in a natural way to MD simulations? The
following section illustrates how the code was implemented in Brook and what capabilities
were required. The most difficult point is the implementation of the reduction operations.
These operations are naturally implemented using the gatherOP and scatterOP functionality.

• Is the application arithmetic intensive enough that bandwidth is not the limiting factor?
We performed a study of one key kernel schedule. This study shows that the application is
sufficiently arithmetic intensive. The bandwidth between the SRF and the clusters which is
required is very low and is not the limiting factor.

• Can the computation be split in such a way that we make an efficient use of the ALUs? The
entire application schedule was considered for the simpler case of the Imagine hardware. This
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hardware doesn’t have all the capabilities of the streaming supercomputer. The result shows
that memory operations hinder the calculation and the full utilization of the ALUs. Several
remedies are implemented in the streaming supercomputer so that this limitation is overcome.
In particular, the stream cache will allow a better utilization of the bandwidth.

Brook for StreamMD

Brook was developed with the intent of symplifying the task of implementing parallel codes and
hiding most of hardware issues such as communication from the user. In the case of streamMD,
this was done by implementing two functions, streamGatherOP and streamScatterOP. The rest
of the implementation are standard calls to kernel functions. The result is a simple and efficient
implementation of the MD code for the streaming architecture.

The current implementation utilizes an underlying grid which allows, for each atom, to rapidly
search for all atoms within a distance rcutoff. The construction of the 3D array of grid cells con-
taining the list of all atoms within the cell is naturally implemented using streamGatherOp. This
function computes in parallel and very efficiently the index of each atom within each grid cell. The
implementation is as follows. First we build an array GridCellNumber which contains the grid cell
number of each particle. Then we initialize to zero an array NumberOfAtom of size the total num-
ber of grid cells. StreamGatherOp is then used to fetch for each particle the current index number
in NumberOfAtom and add one. The result is stored in AtomNumber, which then contains for
each atom its unique index in the grid cell.

Once we have this information, for each grid cell, we build a list of all pairs of interacting water
molecules for the current cell and the surrounding cells. This produces a long stream of pairs which
is then passed to a kernel function which computes the interaction forces for all these pairs. A
reduction must then be done on all the computed forces to obtain the total force acting on each
molecule. This is implemented in parallel using streamScatterOp. This function takes the stream
with all the partial forces computed so far and scatters it to memory. StreamScatterOP does it in
such a way that each time a value is sent to memory, it is added to the value currently stored.

Another feature that was added in Brook to help implement efficiently the MD code is the
reference stream construct. Reference streams allow for indirect addressing of memory data. They
are explicitely dereferenced by the streamScatter and streamGather functions.

Performance on the Streaming Supercomputer

To illustrate the performance of the application, we looked at two key schedules: the kernel schedule
for the force computation and the application schedule for kernels and memory operations. This
was done for the Imagine architecture which is simpler and has less capabilities than the Streaming
Supercomputer architecture. Specifically, Imagine does not support GatherOp and ScatterOp which
required us to take a slightly different approach to performing the reductions. This resulted in
increased memory bandwidth requirements on the Imagine.

The results we obtained guided some of the architectural decisions that will be validated by
compiling the full code with the Brook compiler.

Figure 5.17 depicts the VLIW schedule of the force calculation kernel on Imagine. A single force
calculation for the electrostatic potential, which produces partial forces for a pair of molecules,
requires roughly 500 Imagine operations. When optimizations including software pipelining and
loop unrolling are applied, the steady state performance is 13 cycles for a single interaction. This
corresponds to a total of 106 cycles, with 8 computations being performed at one time across the 8
clusters. It is important to note that the main loop is divide-limited. This can be seen by looking
at the sixth column on Figure 5.17. It is constantly filled whereas idle times appear in the first
five columns (3 adds + 2 multiplies). This is in part because the divide functional-unit is not fully
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pipelined. In order to overcome this shortcoming, the architecture for the Streaming Supercomputer
has been revised to include support for software iterative divides instead of a complete hardware
solution. This should allow us to better utilize the available computation resources and to better
pipeline the loop.
Importantly, the SRF bandwidth required by this kernel is low at about 1 word for every 30

instructions, justifying the large bandwidth gap between the local registers and the SRF.
After examining the kernel performance, we looked at the schedule of kernels and memory

operations. Figure 5.18 shows a representative part of the execution of the force calculation. When
these tests were made, the gridding technique had not been implemented. Therefore we used a
kernel, annotated as 1, to generate all possible pairs of molecules within the cutoff radius and filter
out far-away molecule pairs. The result of this kernel is two streams which are processed by two
computation kernels, annotated by 2 and 3. The loop was unrolled twice to allow us to hide some of
the memory latency, hence each kernel appears twice. As can be seen, the execution is hindered by
the memory operations, and does not fully utilize the functional units. This can be seen by looking
at the number of cycles separating calls to kernels. This is due to the fact that the computation
cannot start until all the molecules have been gathered and filtered.
This problem will be solved with SSS, whose bandwidth memory system is larger than Imagine

by a factor of about 2. We also introduced a stream cache on the SSS for an additional bandwidth
amplification. These two elements are likely to eliminate the stalls.
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Figure 5.17: Kernel Schedule for the force calculation. Cycles are marked vertically on the left, and
the different columns correspond to the various Imagine resources used. The 3 left-most columns
are the adders, followed by 2 multipliers, the divide unit, and then communication, scratch-pad,
and SRF resources.
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766 Save to MAR3 from SDR7 for 'tmp_in_forces3*'769 Load from MA R2 to SDR6 w ith SDRIdx27 for 
'pos0_1*'777 Load from MA R5 to SDR29 for  'tmp_in_f orces*'

778 Run 'MedMolclInterac tions ' at MPC 574 w ith SDRs 787 Load from MA R7 to SDR24 w ith SDRIdx27 f or 
796 Load from MA R4 to SDR30 w ith SDRIdx22 f or 

788 Save to MAR6 from SDR24 f or 'pair_molcls2_ib*'
797 Save to MAR5 from SDR30 f or 'tmp_in_forces3b*'

781 Save to MAR0 from SDR31 f or 'tmp_out_forces*'803 Run 'MedMolclInterac tions ' at MPC 574 w ith SDRs 799 Save to MAR0 from SDR31 w ith SDRIdx11 for 
'forces*'

806 Save to MAR1 from SDR8 for 'tmp_out_f orcesb*'825 Run 'GenerateLow erMolclPairs ' at MPC 0 w ith SDRs 810 Save to MAR4 from SDR8 w ith SDRIdx26 for  

854 Run 'GenerateLow erMolclPairs ' at MPC 0 w ith SDRs

872 Load from MA R0 to SDR25 w ith SDRIdx19 f or 873 Save to MAR1 from SDR25 f or 'pair_molcls1_i*'

858 Save to MAR4 from SDR4 for 'close_infob'877 Load from MA R7 to SDR13 w ith SDRIdx19 f or 
'pos0_2*'

882 Load from MA R6 to SDR18 for  'forces*'

878 Save to MAR4 from SDR13 f or 'pair_molcls2_i*'899 Run 'CloseMolclInterac tions ' at MPC 186 w ith SDRs 887 Load from MA R2 to SDR29 w ith SDRIdx5 for 
'forces*'891 Load from MA R0 to SDR10 w ith SDRIdx27 f or 

892 Save to MAR1 from SDR10 f or 'pair_molcls1_ib*'888 Save to MAR5 from SDR29 f or 'tmp_in_forces3*'909 Load from MA R6 to SDR12 w ith SDRIdx27 f or 
'pos0_2*'914 Load from MA R2 to SDR6 f or 'forcesb*'902 Save to MAR7 from SDR11 f or 'tmp_out_forces*'

919 Load from MA R0 to SDR24 w ith SDRIdx16 f or 
'forcesb*'

910 Save to MAR3 from SDR12 f or 'pair_molcls2_ib*'

928 Load from MA R7 to SDR15 for  'base_molc ls2b'920 Save to MAR1 from SDR24 f or 'tmp_in_forces3b*'929 Load from MA R5 to SDR8 f or 'tmp_in_forcesb*'
938 Save to MAR3 from SDR11 w ith SDRIdx3 for  
'forces*'942 Load from MA R2 to SDR25 w ith SDRIdx28 f or 930 Run 'CloseMolclInterac tions ' at MPC 186 w ith SDRs 946 Load from MA R5 to SDR13 w ith SDRIdx28 f or 

'pos0_2*'
943 Save to MAR1 from SDR25 f or 'pair_molcls1_i*'953 Load from MA R3 to SDR29 w ith SDRIdx1 for 
'forces*'947 Save to MAR7 from SDR13 f or 'pair_molcls2_i*'
933 Save to MAR4 from SDR26 f or 'tmp_out_forcesb*'939 Save to MAR0 from SDR26 w ith SDRIdx9 for  

'forcesb*'950 Load from MA R4 to SDR18 for  'forces*'954 Save to MAR0 from SDR29 f or 'tmp_in_forces3*'
957 Load from MA R2 to SDR21 w ith SDRIdx14 f or 962 Run 'MedMolclInterac tions ' at MPC 574 w ith SDRs 972 Load from MA R4 to SDR7 w ith SDRIdx14 for 

'pos0_2*'
958 Save to MAR1 from SDR21 f or 'pair_molcls1_ib*'976 Load from MA R3 to SDR6 f or 'forcesb*'
981 Load from MA R2 to SDR19 w ith SDRIdx17 f or 
'forcesb*'

973 Save to MAR6 from SDR7 for 'pair_molc ls2_ib*'

982 Save to MAR1 from SDR19 f or 'tmp_in_forces3b*'965 Save to MAR5 from SDR11 f or 'tmp_out_forces*'991 Run 'MedMolclInterac tions ' at MPC 574 w ith SDRs
984 Save to MAR5 from SDR11 w ith SDRIdx3 for  

994 Save to MAR7 from SDR27 f or 'tmp_out_forcesb*'1013 Run 'GenerateLow erMolclPairs' at MPC 0 w ith 
SDRs

998 Save to MAR2 from SDR27 w ith SDRIdx16 for 

1042 Run 'GenerateLow erMolclPairs' at MPC 0 w ith 
SDRs 1059 Load from MAR5 to SDR25 w ith SDRIdx28 for  

1060 Save to MAR7 f rom SDR25 for  'pair_molcls1_i*'

1049 Save to MAR0 f rom SDR29 for  'med_infob'1063 Load from MAR4 to SDR13 w ith SDRIdx28 for  
'pos0_2*'

1068 Load from MAR6 to SDR30 for 'forces*'
1073 Load from MAR0 to SDR31 w ith SDRIdx10 for  
'forces*'1064 Save to MAR2 f rom SDR13 for  'pair_molcls2_i*'

1076 Load from MAR5 to SDR21 w ith SDRIdx17 for  
'pos0_1*'

1074 Save to MAR1 f rom SDR31 for  'tmp_in_f orces3*'

1084 Run 'CloseMolclInteractions' at MPC 186 w ith SDRs 1093 Load from MAR3 to SDR7 w ith SDRIdx17 f or 1077 Save to MAR7 f rom SDR21 for  'pair_molcls1_ib*'
1103 Load from MAR7 to SDR15 w ith SDRIdx9 f or 
'forcesb*'

1094 Save to MAR0 f rom SDR7 f or 'pair_molcls2_ib*'

1087 Save to MAR2 f rom SDR11 for  'tmp_out_forces*'1104 Save to MAR4 f rom SDR15 for  'tmp_in_f orces3b*'

1109 Load from MAR2 to SDR23 for 'base_molcls2b'1118 Save to MAR0 f rom SDR11 w ith SDRIdx3 for 1110 Run 'CloseMolclInteractions' at MPC 186 w ith SDRs 1123 Load from MAR1 to SDR4 w ith SDRIdx12 f or 
'pos0_1*'1128 Load from MAR4 to SDR8 w ith SDRIdx12 f or 

'pos0_2*'1124 Save to MAR5 f rom SDR4 f or 'pair_molcls1_i*'1137 Load from MAR0 to SDR18 w ith SDRIdx14 for  
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766 Save to MAR3 from SDR7 for 'tmp_in_forces3*'769 Load from MA R2 to SDR6 w ith SDRIdx27 for 
'pos0_1*'777 Load from MA R5 to SDR29 for  'tmp_in_f orces*'

778 Run 'MedMolclInterac tions ' at MPC 574 w ith SDRs 787 Load from MA R7 to SDR24 w ith SDRIdx27 f or 
796 Load from MA R4 to SDR30 w ith SDRIdx22 f or 

788 Save to MAR6 from SDR24 f or 'pair_molcls2_ib*'
797 Save to MAR5 from SDR30 f or 'tmp_in_forces3b*'

781 Save to MAR0 from SDR31 f or 'tmp_out_forces*'803 Run 'MedMolclInterac tions ' at MPC 574 w ith SDRs 799 Save to MAR0 from SDR31 w ith SDRIdx11 for 
'forces*'

806 Save to MAR1 from SDR8 for 'tmp_out_f orcesb*'825 Run 'GenerateLow erMolclPairs ' at MPC 0 w ith SDRs 810 Save to MAR4 from SDR8 w ith SDRIdx26 for  

854 Run 'GenerateLow erMolclPairs ' at MPC 0 w ith SDRs

872 Load from MA R0 to SDR25 w ith SDRIdx19 f or 873 Save to MAR1 from SDR25 f or 'pair_molcls1_i*'

858 Save to MAR4 from SDR4 for 'close_infob'877 Load from MA R7 to SDR13 w ith SDRIdx19 f or 
'pos0_2*'

882 Load from MA R6 to SDR18 for  'forces*'

878 Save to MAR4 from SDR13 f or 'pair_molcls2_i*'899 Run 'CloseMolclInterac tions ' at MPC 186 w ith SDRs 887 Load from MA R2 to SDR29 w ith SDRIdx5 for 
'forces*'891 Load from MA R0 to SDR10 w ith SDRIdx27 f or 

892 Save to MAR1 from SDR10 f or 'pair_molcls1_ib*'888 Save to MAR5 from SDR29 f or 'tmp_in_forces3*'909 Load from MA R6 to SDR12 w ith SDRIdx27 f or 
'pos0_2*'914 Load from MA R2 to SDR6 f or 'forcesb*'902 Save to MAR7 from SDR11 f or 'tmp_out_forces*'

919 Load from MA R0 to SDR24 w ith SDRIdx16 f or 
'forcesb*'

910 Save to MAR3 from SDR12 f or 'pair_molcls2_ib*'

928 Load from MA R7 to SDR15 for  'base_molc ls2b'920 Save to MAR1 from SDR24 f or 'tmp_in_forces3b*'929 Load from MA R5 to SDR8 f or 'tmp_in_forcesb*'
938 Save to MAR3 from SDR11 w ith SDRIdx3 for  
'forces*'942 Load from MA R2 to SDR25 w ith SDRIdx28 f or 930 Run 'CloseMolclInterac tions ' at MPC 186 w ith SDRs 946 Load from MA R5 to SDR13 w ith SDRIdx28 f or 

'pos0_2*'
943 Save to MAR1 from SDR25 f or 'pair_molcls1_i*'953 Load from MA R3 to SDR29 w ith SDRIdx1 for 
'forces*'947 Save to MAR7 from SDR13 f or 'pair_molcls2_i*'
933 Save to MAR4 from SDR26 f or 'tmp_out_forcesb*'939 Save to MAR0 from SDR26 w ith SDRIdx9 for  

'forcesb*'950 Load from MA R4 to SDR18 for  'forces*'954 Save to MAR0 from SDR29 f or 'tmp_in_forces3*'
957 Load from MA R2 to SDR21 w ith SDRIdx14 f or 962 Run 'MedMolclInterac tions ' at MPC 574 w ith SDRs 972 Load from MA R4 to SDR7 w ith SDRIdx14 for 

'pos0_2*'
958 Save to MAR1 from SDR21 f or 'pair_molcls1_ib*'976 Load from MA R3 to SDR6 f or 'forcesb*'
981 Load from MA R2 to SDR19 w ith SDRIdx17 f or 
'forcesb*'

973 Save to MAR6 from SDR7 for 'pair_molc ls2_ib*'

982 Save to MAR1 from SDR19 f or 'tmp_in_forces3b*'965 Save to MAR5 from SDR11 f or 'tmp_out_forces*'991 Run 'MedMolclInterac tions ' at MPC 574 w ith SDRs
984 Save to MAR5 from SDR11 w ith SDRIdx3 for  

994 Save to MAR7 from SDR27 f or 'tmp_out_forcesb*'1013 Run 'GenerateLow erMolclPairs' at MPC 0 w ith 
SDRs

998 Save to MAR2 from SDR27 w ith SDRIdx16 for 

1042 Run 'GenerateLow erMolclPairs' at MPC 0 w ith 
SDRs 1059 Load from MAR5 to SDR25 w ith SDRIdx28 for  

1060 Save to MAR7 f rom SDR25 for  'pair_molcls1_i*'

1049 Save to MAR0 f rom SDR29 for  'med_infob'1063 Load from MAR4 to SDR13 w ith SDRIdx28 for  
'pos0_2*'

1068 Load from MAR6 to SDR30 for 'forces*'
1073 Load from MAR0 to SDR31 w ith SDRIdx10 for  
'forces*'1064 Save to MAR2 f rom SDR13 for  'pair_molcls2_i*'

1076 Load from MAR5 to SDR21 w ith SDRIdx17 for  
'pos0_1*'

1074 Save to MAR1 f rom SDR31 for  'tmp_in_f orces3*'

1084 Run 'CloseMolclInteractions' at MPC 186 w ith SDRs 1093 Load from MAR3 to SDR7 w ith SDRIdx17 f or 1077 Save to MAR7 f rom SDR21 for  'pair_molcls1_ib*'
1103 Load from MAR7 to SDR15 w ith SDRIdx9 f or 
'forcesb*'

1094 Save to MAR0 f rom SDR7 f or 'pair_molcls2_ib*'

1087 Save to MAR2 f rom SDR11 for  'tmp_out_forces*'1104 Save to MAR4 f rom SDR15 for  'tmp_in_f orces3b*'

1109 Load from MAR2 to SDR23 for 'base_molcls2b'1118 Save to MAR0 f rom SDR11 w ith SDRIdx3 for 1110 Run 'CloseMolclInteractions' at MPC 186 w ith SDRs 1123 Load from MAR1 to SDR4 w ith SDRIdx12 f or 
'pos0_1*'1128 Load from MAR4 to SDR8 w ith SDRIdx12 f or 

'pos0_2*'1124 Save to MAR5 f rom SDR4 f or 'pair_molcls1_i*'1137 Load from MAR0 to SDR18 w ith SDRIdx14 for  
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Figure 5.18: Schedule of the kernels and memory operations for the force calculation. Cycles are
marked vertically on the left, and the different columns correspond to the various Imagine resources
used. The left-most column represents kernels running on the clusters, and the right column is for
memory operations.
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5.4.4 StreamVIZ

After computing volumes of data on large multiprocessor computers, one is left with the daunting
task of analyzing and interpreting the resulting flow fields. For example, consider a variable density
incompressible flow simulation of flow past a sphere on a 10003 grid where one has approximately
109 values for velocity vectors, densities and pressures at every time step. While one might be
interested in the overall drag on a sphere, it makes little sense to report only this number (as
many researchers do), especially when 5 ∗ 109 numbers are available at each simulation time step.
One of our visualization goals is to provide high-level global visualizations of entire flow fields in
order to aid in data interpretation. For example, when carrying out an actual experiment of water
flowing past a sphere, an experimentalist might inject dye into the flow in order to ascertain where
the most interesting parts of the flow are marking them for further study. This can be mimicked
numerically by injecting a passive scalar just upwind of the sphere and rendering it as a smoke
trail entrained in various vortices. These techniques are not meant to replace standard ones; just
as the experimentalists dye does not alleviate the need to measure the drag on the sphere. But
these visualization techniques do provide a global basic understanding of the flow field allowing
one to more easily mark specific regions of the flow for further study. Our goal is not to obtain
the exact physical picture of the simulation, but instead to create plausible visualizations that
provide useful information at a high level. For example, in clean combustion the entire reaction
region is invisible, and it does little good to draw a picture of nothing. Thus, we are working to
visualize these processes in creative ways that draw as much as possible on realistic techniques, but
add nonphysical plausible aspects when deemed necessary. On the other hand, it is important to
keep in mind that more realistic rendering should markedly increase the efficiency of the high-level
interpretation of data.

The goal of the StreamVIZ portion of this project is twofold. First, obviously, it is advanta-
geous to ensure that the new streaming super computer architecture can support all the standard
visualization algorithms used in everyday engineering analysis as well as the new high level photore-
alistic tools that we are currently developing. Second, and maybe more importantly, since the other
streaming applications are fairly specialized, this part of the streaming supercomputer project fo-
cuses more broadly on the fundamental mathematical algorithms and numerical analysis to ensure
that the new computer’s architecture can not only be used to solve the specialized problems we are
focusing on in our particular ASCI center, but also be used by researchers throughout the world
interested in a variety of problems. Thus, this past year while working on algorithms for visualizing
fluid dynamics, we spent considerable time focusing on a number of related numerical algorithms
from the standard mathematical numerical analysis literature. For example, we worked on iterative
methods for solving large sparse linear systems focusing on non-multigrid methods since multigrid
is successfully being pursued by the StreamFlo team. We worked on general finite difference meth-
ods for elliptic, parabolic and hyperbolic partial differential equations including both explicit and
implicit ordinary differential equation solvers. This complements well the fluid dynamics pursuits of
the rest of the center. And we worked on level set methods for solving problems with interfaces, in
particular the particle level set technology for droplet breakup problems. Similarly, when we start
to consider visualization associated with applications currently being pursued by the StreamFEM
team, we will consider algorithms for nonlinear time dependent finite element calculations as well
as algorithms for contact, collision and fracture modeling. In fact, we have already begun working
in this direction simulating soft deformable surfaces with millions of triangles in the simulation
mesh and tens of thousands of resolved collisions per time step with no self-interference allowed.
This work was published in [2], see figure 5.19. And when considering visualization related to the
efforts of the StreamMD team, we will also be considering algorithms for short and long range
interactions, as well as collisions between rigid and articulated bodies (i.e. representing molecules).

We have been working on photorealistic visualization of smoke, water and fire since these rep-
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Figure 5.19: Sample calculations of a thin surface with millions of triangles in the simulation mesh
and tens of thousands of resolved collisions per time step with no self-interference allowed.

resent a large portion of the visual phenomena present in fluids. In this work, we have used custom
algorithms both because they are quite fast and because we want to stress a broad algorithms
base for the streaming supercomputer. Our goal in these simulations is to get as much detail as
possible into the simulation so that the data sets are richer for the visualization phase. Moreover,
this allows us to get complex visualization data with very short simulation times, thus providing a
wealth of data for the visualization process. Of course, this rules out many approaches like using
averaged equations or fully resolving all scales on the computational grid. With this in mind, we
used the vorticity confinement method of Steinhoff to generate visually complex flow fields in our
smoke simulations. Although not completely grounded in rigorous physics, this method has been
shown to produce flow fields which are useful “models” for complex rotating flows. For example,
vorticity confinement is commonly used in the rotocraft industry to generate complex flow fields
that can be used to test controllers whereas other methods usually fail due to their inability to
either resolve the necessary scales or provide useful results in under-resolved calculations. Figure
5.20 shows some typical visualizations of smoke. This work was published in [5].
For the water simulations, we use the high quality particle level set method described in [3] to

carry out the fluid dynamics calculations. This method has been shown to be more accurate than the
volume of fluid method and more robust than the front tracking method especially in three spatial
dimensions. This high degree of accuracy allows us to obtain complex dynamic interfaces rich with
features for our isosurface visualization algorithms. Figure 5.21 shows some typical visualizations
of water.
For the fire simulations, we based our work on our recent paper [10] that improved the work of

[6] allowing for the merging of combustion fronts, the simulation of flames with high curvature, and
a three dimensional implementation. [10] extended the ghost fluid method (invented in [4]) from
incompressible two phase flow [8],[7] to include interfaces where the normal velocity has a jump
discontinuity due to the conversion of one phase into another (in this case, the chemical reaction).
For the purposes of visualization we made a few more modifications to this algorithm [9] both to
improve its efficiency and to increase the amount of detail present for visual analysis. Moreover, we
added programmable density and temperature variables that could be tuned to visualize different
parts of the flow field as if the density variable represented soot that emitted blackbody radiation
based on the temperature field. Some sample simulations are shown in figure 5.22. Note that we
can render the zero isocontour of the level set function as a blue flame core in order to visualize
the thin combustion zone, or we can visualize the flow field using our soot emission model.
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Figure 5.20: Sample calculations of smoke using the vorticity confinement method of Steinhoff. A
high degree of rolling motion can be obtained on coarse grids using this method.

Figure 5.21: Sample calculations of water using the new particle level set method. The zero level
set is used to render the water surface.

Figure 5.22: Sample calculations of fire using the level set method and the ghost fluid method. The
figure on the left shows the zero level set rendered as a blue flame core. The figure on the right
shows typical blackbody radiation.
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