
Preface

This report details the progress of Stanford’s ASCI program for 2003, the sixth operational year of
this Center. The goal of the program is to develop comprehensive numerical simulation tools for
engineering problems of interest to the U.S. Department of Energy’s Defense Programs. A unique
feature of DOE’s ASCI Alliance Program is the requirement of an overarching problem as the focal
point for the research activities of the various efforts within each university. Stanford’s overarching
concern is the simulation of flow and combustion in realistic aircraft gas turbine engines. It con-
sists of research and development of advanced numerical methods for multi-scale, complex physics
flow through geometrically complex passages with realistic chemical reactions, and development of
computer architecture and the associated computer science for making such massive calculations
feasible in the near future.

In March 2003, I assumed the directorship of the Center from Bill Reynolds. Bill was the
primary force responsible for the development of this Center and its progress over the critical first
five years of its existence. As one of the nation’s foremost engineers and a pioneer of numerical
simulation technology for engineering applications and turbulence research, he mentored this Center
to the world class status it now enjoys. I can only aspire to help the Stanford faculty, Research
Associates and students to follow through and complete our mission.

There were other significant personnel changes and reorganization of the center that were carried
out in 2003. We strengthened the code integration effort by assigning an additional experienced
research associate to the program. Professor Heinz Pitsch (formerly a Stanford ASCI Research
Associate) has assumed the leadership role for the integration team. Both the combustor and the
turbomachinery groups assigned full time experienced research associates to the tasks of re-writing
their respective codes for higher efficiency. Several faculty members who contributed to the program
during the first five years completed their projects and are not directly involved with the Center.
In addition, the administrative overhead of the Center was reduced by half.

This Fall the School of Engineering announced the formation of the Institute for Computational
and Mathematical Engineering (ICME), an interdisciplinary institute devoted to the advancement
of scientific computing and applied mathematics in broad areas of engineering and applied sciences.
The institute will have its own faculty billets and degree granting authority. The success of the
ASCI program in multi-disciplinary research and its role as a catalyst in bringing together faculty
members from across the School of Engineering was often cited as a good harbinger for the founding
of the Institute. I expect significant contributions from ICME in the achievement of the ASCI goals.
The ICME will bring new intellectual resources to Stanford in numerical analysis and scientific
computing which will surely benefit the ASCI effort. It is also expected that several ICME faculty
members will be directly involved with ASCI.

The Department of Energy considers the following areas essential for success of the ASCI centers:

1. Progress in integration, including multi-physics, computational science, applied mathematics
and computer science

2. Scientific and Engineering breakthroughs in individual disciplines and across disciplines

3. Demonstration of large-scale, multi-physics simulations on full ASCI systems

4. Validation of the scientific components and full model through comparison with data

5. Contributions to the development of human resources in computer and computational science
and engineering.

Contributions to these five areas are at the core of our Center and constitute the key measure
of the success of our efforts.
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The Stanford ASCI Center consists of three major groups: Turbomachinery, Combustor and
Scientific Streaming Supercomputing (SSS), and two integration groups for the integration of the
application codes which have different treatments of turbulence and numerical methods, and inte-
gration of the application modules in the SSS environment. This report is a detailed account of
their accomplishments in 2003 and provides the status of research and development efforts in the
sixth year of our operation. The following are the most important accomplishments of each group
this year:

• Demonstration of complete multi-physics large eddy simulation in a sector of a Pratt and
Whitney combustor, including liquid fuel spray break-up, coalescence evaporation and chem-
ical reactions.

• Simulation of the flow interaction between the turbine flow-path and the secondary flow
system for a realistic engine geometry, including detailed temperature distributions resulting
from the injection of cooler compressor and combustor by-pass air.

• Successful demonstration of the integration of the turbomachinery RANS and the combustor
LES codes (cover figure)

• Refined the Merrimac hardware architecture (floorplan, indexable SRF) and Brook language
to make it more expressive and easier to compile.

• Demonstration of performance of full 3D applications using irregular data structure on Mer-
rimac.

The Center’s roster for 2003 is provided in the Appendix. This report is also available on line
at Center’s Web site (http://cits.stanford.edu)

Parviz Moin
Director
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Chapter 1

Combustor Simulation

The objective of the combustor group is to calculate the reacting multiphase flow in the combustor
of an aircraft gas turbine engine. In the combustor, pressurized gas from the upstream compressor
is reacted with atomized liquid fuel to produce the combustion products that drive the downstream
turbine. The Large Eddy Simulation (LES) approach is used to simulate the combustor because
of its demonstrated superiority over RANS in predicting turbulent mixing, which is central to
combustion.

This chapter summarizes the accomplishments of the combustor group over the past year, along
with a plan for ongoing and future research. Standing out from these accomplishments are two
major milestones deserving of special mention: 1) Multi-physics simulations including fuel spray
breakup, coalescence, evaporation, and combustion are now being performed in a single periodic
sector (1/18th) of the Pratt & Whitney 6000 combustor geometry, and 2) A major rewrite and
redesign of CDP, the flagship unstructured LES code, has allowed the group to perform cold flow
LES of the complete combustor geometry (all 18 injectors) on grids containing up to 100 million
control volumes.

1.1 Summary of Accomplishments

The following lists the combustor group accomplishments of this year:

1. Multi-physics simulation in complex geometry: The first multi-physics simulations including
fuel spray breakup, coalescence, evaporation, and combustion are now being performed in a
single periodic sector (1/18th) of an actual Pratt & Whitney combustor geometry.

2. Large scale simulation: A major rewrite and redesign of the flagship unstructured LES code
has allowed the group to perform large eddy simulations of the complete combustor geometry
(all 18 injectors) with over 100 million control volumes.

3. Validation studies: Several validation simulations of spray breakup in complex geometry,
droplet evaporation, and turbulent combustion were performed to assess the accuracy of the
models and the code.

4. A priori testing of Flamelet/Progress Variable approach. Identification of model improve-
ments.

5. Improvement of sub-grid models for scalar variance.

1



2 CHAPTER 1. COMBUSTOR SIMULATION

1.2 New CDP Code Development: CDP-α

CDP is the flagship LES code being developed by the combustor group to perform LES of reacting
multiphase flow in complex geometry. CDP is named after the late Charles David Pierce (1969-
2002) who made several lasting contributions to the LES of reacting flows and to this ASCI program.
CDP is a parallel unstructured finite-volume code developed specifically for LES of variable density
low Mach-number flows. It is written in Fortran 90, uses MPI, and has integrated combustion and
spray modules.

In the first five years of ASCI (1997-2002), the principle focus of the combustor group was the
development and validation of an entirely new numerical method with the characteristics necessary
for simultaneously accurate and robust LES on unstructured grids. These competing ends were
both achieved by developing a method around the principle of discrete kinetic energy conservation
[22].

In March of 2003, with the underlying numerics established and validated in a variety of flows,
a major redesign and rewrite of the code was initiated. Called CDP-α, this new version of the code
will have all the capabilities of the current code along with the following improvements, all of which
are considered critical to achieving the stated ASCI goal of a “major advance in engine simulation
technology”:

1. Parallel preprocessing to allow unstructured simulations of 100 million control volumes or
more,

2. Faster, more scalable solvers based on geometric and/or algebraic multigrid methods,

3. Particle/mesh load balancing capabilities,

4. Integrated postprocessing capabilities, including the parallel computation and writing of plane
and isosurface cuts of instantaneous or statistical data, and the seeding and tracking of
massless Lagrangian particles,

5. Generally improved code modularity and design, allowing users several levels of interaction
with the code, and rapid implementation and testing of new models and capabilities,

6. Regression testing and version control.

At the time of writing, the parallel preprocessor has been completed, and a cold flow (incom-
pressible) version of CDP-α has been completed and verified against the old code in a variety of
incompressible flow calculations. This incompressible flow version of CDP-α is also being used
exclusively for the LES component of integration (see chapter 3). A Fortran 90 interface to the
algebraic multigrid solver of LLNL’s CASC group [15] has been added as an option for solving the
Poisson system, resulting in a significant overall speedup, although at a substantial memory over-
head. Particle/mesh load balancing capabilities have been added and tested using model particle
distributions. Details of these capabilities are described in the following subsections.

1.2.1 Parallel Preprocessing

CDP requires as input Np separate grid partition files, where Np is the number of processors that
will be used for the LES. These partition files describe the grid (nodes, faces, control volumes)
associated with a particular partition, and also contain the connectivity graph. The preparation of
these Np partition files is called preprocessing, and consists of four distinct steps:

1. geometry definition
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2. grid generation

3. grid partitioning

4. reordering/redistribution

Up to now, the combustor group simulations have used a single-processor preprocessing strategy
to generate and preprocess hybrid unstructured grids up to a maximum size of about 14 M control
volumes (cv’s). This is approximately the maximum size that can fit within the 8 GByte physical
memory of the high-end workstation used for grid generation. At this size, the grid is extremely
cumbersome to inspect for quality, and a more reasonable limit is about 5 M cv’s.

To preprocess grids of order 100 M cv’s, it was necessary to develop a new parallel preprocessor.
Some recent aircraft simulations in the literature have used unstructured tetrahedral grids close to
this size (25 to 60 M vertices) [24]. These grids were generated using a two step approach. First
an unstructured grid of several million vertices was generated and partitioned on a work-station.
These partitions were subsequently refined using homothetic refinement on a supercomputer. This
approach significantly reduces the cost of the initial grid generation, but gives up individual element
control. This approach also requires a close coupling to the problem geometry during the refinement
of elements along the boundary to ensure the grid remains boundary-conforming.

The present combustor simulations contain substantially more geometric complexity than the
aircraft wing-body geometries typically used for simulation. Consequently, ensuring boundary
conformity during refinement presents a significant challenge. Additionally, there are many regions
of the geometry where control of the final grid distribution is desired, such as the geometric details
of the injectors or dilution holes. Homothetic refinement without subsequent grid smoothing can
introduce step-changes in the grid spacing that may adversely affect LES accuracy. For these
reasons, the present parallel preprocessor was developed based on the idea of decomposing the
combustor geometry into several geometrically-separated regions, and then separately generating
the desired grid in each of these regions, ensuring only that shared surfaces have identical meshes.
These meshes are then reassembled on the parallel computer using fast octree searches on the
common face geometry.

Figure 1.1 illustrates the process of mesh generation using the CDP parallel preprocessor. Grid
generation is still performed on a single high-end workstation using Fluent’s commercial mesh
generation software, GAMBIT. For mesh sizes less than about 5 million control volumes, the
preprocessing is done in an entirely serial way, much as before. For larger meshes, however, the
geometric decomposition approach described earlier is used, and GAMBIT is used to generate a
number of separate mesh files. Our parallel preprocessing program PPAREM (Parallel PArtition
and REorder Mesh) then reads and reconnects the global mesh, produces a high-quality partition
that is independent of the present geometric decomposition using ParMETIS [28], and reorders
and cooperatively writes the partition files using the MPI-I/O routines. Cooperative writing of the
partition files represented a challenging programming task, but is the only theoretically scalable
way to write the final partition.

The parallel preprocessor was used to prepare two large grids on LLNL’s Frost for the cold
flow full combustor simulations described in the next subsection. Grid sizes were approximately
35 M and 100 M cv’s respectively. Due to the memory requirement of ParMETIS (approx. 0.4
GB per million cv’s out of the total requirement of 0.5 GB per million CV’s for PPAREM), it was
necessary in the case of the 100 M cv grid to produce an intermediate partition using a low-memory
but poor quality partitioning algorithm (simply binning the cv’s based on global index). PPAREM
was then run a second time on a larger number of processors using this poor quality partition as
input. With more memory available, a high-quality partition was then calculated using ParMETIS.
An alternative and presumably faster approach would be to increase the memory per processor by
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Figure 1.1: Flowchart for the Parallel Preprocessor based on Fluent’s GAMBIT software for mesh
generation, and our own preprocessing program called PPAREM (Parallel PArtition and REorder
Mesh).

using more nodes. This was tried unsuccessfully up to 6 nodes for the 100 M case (i.e. 3 processors
per node), at which point the “successive partitioning” strategy described previously was adopted.

Tables 1.1 and 1.2 summarize some key indices measured during preprocessing. The most
expensive and apparently least scalable component of preprocessing is the cooperative writing of
the partition files using MPI-I/O. In the worst case, however, preprocessing of the 100 M cv grid
with 1024 partitions required 4.5 hours.

1.2.2 Large-Scale Simulation

In the process of verification and validation of CDP-α, a variety of incompressible cold flow sim-
ulations have been performed. The largest of these have been 35 M cv and 100 M cv simulations
of the full P&W combustor (all 18 injectors). Figure 1.2 presents a snapshot of this simulation
illustrating its substantial geometric complexity and fidelity. The maximum ratio of length scales
(ratio of overall domain size to the smallest control volume sizes) is about 104. When the new
code is completed and contains all the combustion and spray capability of the existing CDP, the
ability to run such large simulations will allow the investigation of important physical phenomena,
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Table 1.1: Parallel preprocessing of 35 M cv grid

exact cv count 35,140,896
number of msh files, Nm 18
number of final partitions, Np 352
I/O:

input msh files 3.72 GB
output partition files 3.01 GB

Wall clock time:
PPAREM on Nm processors:

read/parse msh files 504 s
octree reconnect geometry 28 s
Np partition (ParMETIS) 45 s
write Np partition files 1436 s

Total wall clock time 2013 s (34 min)

including azimuthal combustion instabilities. Their purpose at this point, however, is mainly for
computer science.

Multigrid

Multigrid solvers will play an important role in achieving speed and scalability for the very large
scale simulations made possible with the new code. As part of the CDP-α development, an interface
was written to the hypre solvers of LLNL’s CASC group [15], and specifically the algebraic multigrid
solver (AMG). Tests on large scale cold-flow simulations (35 M cv’s on between 160 and 512
processors of Frost) where the existing preconditioned conjugate gradient solver (PCG) for pressure
was replaced by AMG yielded a consistent overall speedup of over 4 times. At the largest problem
size investigated of 100 M cv’s, however, it was not possible to use AMG due to memory allocation
errors, even when all 64 nodes of Frost were dedicated to this problem. Based on these results, the
following modifications were made to the solver-related research in the combustor group:

• Although the existing CDP code will be phased out in the next few months as the combustion
and spray capabilities are implemented and verified in CDP-α, the CDP-to-hypre interface
was integrated into the old CDP code, where it has resulted in an overall speedup of over 2 ×
for the multiphysics reacting flow simulations. The effect of AMG on both the old and new
codes is shown in figure 1.3.

• The combustor group’s research into geometric multigrid has been given lower priority. While
the performance of geometric multigrid should theoretically be superior to the algebraic
method, both methods have the property of linear scalability, and the promising results from
hypre’s AMG have meant that combustor group computer science resources can be concen-
trated on other non-scalable bottlenecks associated with CDP, including parallel preprocessing
and particle/mesh load balancing.

• LLNL’s CASC group has been involved to help solve the memory problems associated with
the very large scale simulations, and also to provide expertise in optimizing the variety of
AMG settings for our simulations.
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Table 1.2: Parallel preprocessing of 100 M cv grid – 2 cases

exact cv count 100,241,208 100,241,208
number of msh files, Nm 18 18
poor quality partitions, Np′ 96 96
final partitions, Np 512 1024
I/O:

input msh files 14.28 GB 14.28 GB
poor quality partition files 9.65 GB 9.65 GB
final partition files 8.86 GB 8.78 GB

Wall clock time:
1. PPAREM on Nm processors:

read/parse msh files 1550 s 1550 s
octree reconnect geometry 75 s 75 s
poor quality partition 2 s 2 s
write poor partition files 1538 s 1538 s

2. PPAREM on Np′ processors:
read poor quality partition 122 s 183 s
partition (ParMETIS) 387 s 501 s
write Np partition files 6445 s 12385 s

Total wall clock time 10121 s (2.8 h) 16236 s (4.5 h)

Scalability

A scalability study of CDP-α has been performed on Frost. Figure 1.4 summarizes these results for
the 35 M cv full combustor cold flow LES, showing acceptable scalability on up to 480 processors.

Although the full combustor simulation was also run with 100 M cv’s on up to 64 nodes of
Frost, this was only possible with the significantly slower PCG solver for pressure. Investigations
of the code scalability at these larger problem sizes and over a greater range of processors will be
made once the memory problems associated with the AMG solver have been solved.

Code Performance

Table 1.3 gives some of the key computer science indices for the new CDP-α code. The total memory
requirement and total file size scale linearly with problem size, so these indices are reported per M
cv’s. We note that the AMG memory estimate is based on a number of smaller simulations made on
32 processors or fewer. Clearly such an aggregate memory requirement does not give the complete
picture for large-scale simulations. Assuming linear scaling, the 100 M cv simulation should require
100 M × 3.5 GB = 350 GB, less than the physical memory available on 32 and certainly 64 nodes
of Frost1. As discussed earlier, however, attempts to run the 100 M cv simulation with AMG on
both 32 and 64 nodes of Frost resulted in memory allocation errors.

1.2.3 Particle/Mesh Load Balancing

The geometric locality of particles combined with the sequential nature of particle/mesh time
advancement can create load imbalance. By integrating components of the parallel preprocessor
with CDP-α, it was straight-forward to add particle/mesh load balancing capabilities to the new
code. Because the code has very long run times relative to the startup time (i.e. reading the

1Frost has 64 nodes with 16 GB/node and 16 processors/node
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Figure 1.2: Geometry and contours of the instantaneous velocity magnitude on a plane cut through
the full P&W 6000 combustor simulation, 35 M cv’s.

partition and restart files), we developed the load balancing strategy to work like a restart. When
a threshold value of load imbalance is reached, a new partition is calculated using the multi-
constraint option available in ParMETIS. This new partition will have (approximately) the same
number of cv’s and particles on each processor. This new partition is then cooperatively written
to files using the routines developed for the parallel preprocessor. The simulation is then stopped,
and can be restarted using the new partition.

At the time of this writing, these capabilities have been tested on small problems using model
particle cost distributions only. Figure 1.5 illustrates a model particle cost function and an initial
32-partitioning produced by the parallel preprocessor using ParMETIS in single-constraint mode.
ParMETIS was then used to repartition the problem with the dual constraints of equal numbers
of cv’s and particles on each partition. The theoretical simulation timings for the initial partition
and multi-constraint partition are shown in figure 1.6 a) and b) respectively. Times are normalized
relative to the perfectly balanced case. For this particular particle distribution, the initial partition
has a normalized computation time of over 4. Using a multi-constraint repartitioning, the nor-
malized computation time is reduced to 1.04. This implies a speedup of about 4 ×, assuming no
change in parallel efficiency. The multi-constrained partitioning does, however, increase the edge
cut – in this case by about 40%. The extent to which this reduces the theoretical speedup will be
determined when this load balancing capability is tested on real problems.

1.2.4 Regression Testing on CDP-α

Regression testing is a necessary but expensive activity aimed at showing that code has not been
adversely affected by changes. Every time code is modified or used in a new environment, regression
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Figure 1.3: Speedup of the old and new CDP codes by changing the pressure solver from pre-
conditioned conjugate gradient (PCG) to hypre’s algebraic multigrid (AMG): a) Old CDP code,
P&W reacting flow single sector simulation with 2 M cv’s on 80 processors of Frost (≈ 25, 000
cv’s/processor). b) New CDP-α, cold flow LES of full combustor, 35 M cv’s on 480 processors of
Frost (≈ 73, 000 cv’s/processor).

testing should be used to check the code’s integrity. In accordance with this software engineering
principle regression test simulations have been performed on CDP-α using three representative
flows relevant to engine combustor applications. In these calculations the standard dynamic SGS
modeling procedure is applied.

Turbulent channel

Figure 1.7 shows results for the planar turbulent channel flow at Reτ = 180. LES used 6 × 105

elements and the computational domain size is identical to that in the DNS of Kim, Moin & Moser
(1987). The first layer of grid points are located less than 0.2 wall units away from the wall.

Swirling flow

Swirl is an important feature in combustor fluid dynamics. Validation of CDP-α for swirling flows
has been performed in a well-controlled clean setting for which high quality experimental data
are available. Figure 1.8 shows the configuration and results. The flow geometry is an abrupt
axisymmetric expansion formed by two sequentially connected pipes with diameter ratio 1 to 2.
Reynolds number based on the diameter and the average velocity in the upstream pipe is 30,000.
Inflow turbulence in the simulation was generated by using a swirling pipe flow database of Schluter
& Pitsch [37]. Inlet swirl number based on the ratio of axial fluxes of angular to linear momentum
is 0.6. In the figure, CDP-α results obtained from a 1.2 × 106 element mesh are compared with
the LDA experimental data of Dellenback, Metzger & Neitzel [9]. The same flow was computed
earlier by Schluter & Pitsch [37] with the structured cylindrical LES code of Dr. Charles D. Pierce.
Schluter & Pitsch used similar number of grid points as the present LES, and their results are in
the same accuracy range as shown in Figure 1.8.
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Figure 1.4: Scalability of the new CDP-α code on Frost (with hypre AMG solver for pressure).
Problem is the cold flow LES of the full combustor geometry with 35 M cv’s. Scaling is reported
relative to the 160 processor case, which was the smallest number of Frost processors that could
run this problem.

(a) model particle cost (b) initial 32-partitioning

Figure 1.5: Sample problem used to demonstrate particle/mesh load balancing capabilities in CDP-
α.

Jets in crossflow

Aside from swirl, another major feature of engine combustor fluid dynamics is opposed jets discharg-
ing normally into a cross-stream. Such a process occurs in the dilution zone in which relatively
cold air jets penetrate and mix with hot combustion products to achieve an outlet temperature
distribution acceptable to the turbine.

CDP-α computations of incompressible, isothermal opposing jets in crossflow were performed
on a geometry shown in Figure 1.9. The configuration has three planar channels. The upper and
lower channels are connected to the main tunnel through circular holes, staggered in the spanwise
periodic direction. The Reynolds number based on the main tunnel inlet velocity and the main
tunnel height is 4.1 × 104. Upper and lower channel inlet velocities are 78.2% that of the main
inlet. Flow at the channel inlets is assumed to be laminar and uniform. Mass conservation gives a
jet Reynolds number of 58,000 based on jet velocity and hole diameter. Momentum ratio of main
inflow and jet is 42.
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Table 1.3: Some computer science indices for CDP-α

Total memory requirement
- with PCG solver for pressure 1.5 GB per M cv’s
- with AMG solver for pressure 3.5 GB per M cv’s

I/O (MPI-2):
- input partition files 0.10 GB per M cv’s
- input restart or output result files 0.20 GB per M cv’s

Floating point performance (Frost):
- sustained Megaflops per processor 78.9 Mflops
- percentage of peak 5.3 %
- flops to memory references 0.294

Sample wall clock time (35 M cv on
480 processors of Frost, cold flow):

- startup (read partition & restart files) 13 min
- 20,000 time steps at 11 s/step 61 h
- writing result/restart files 5 min
- cooperative writing 2D plane data file 1 min
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Figure 1.6: Computation time on each processor for sample particle/mesh load balancing problem
shown in figure 1.5.

Because the order of magnitude of the critical Reynolds number for a jet is typically 10, transi-
tion to turbulence occurs naturally and rapidly without the introduction of inlet turbulence. This
is beneficial from a computational standpoint because it removes the need for pre-generated turbu-
lence at the inlet, and makes the simulation more self-contained and repeatable. Figure 1.10 shows
the predicted velocity magnitude using CDP-α across the tunnel height at four (x,z) locations
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downstream of the holes, together with the hot-wire experimental data of Pratt Whitney.

Figure 1.9: Geometry of staggered opposing jets in crossflow.

1.3 Numerical Methods and Algorithms

1.3.1 Variable density formulation

The non-linear source terms due to heat-release in simulation of turbulent, reacting flows give
rise to large density variations in the flame region. In addition, in multiphase simulations, spray
vaporization adds source terms into the continuity and conserved scalar equations. The numerical
algorithm for the gas-phase in the variable density code was reformulated to address numerical
problems posed by the time variation in density, and the chemical source terms. The following
consistent, implicit formulation was developed and is being tested. The governing equations in the
zero Mach number limit are given below. The viscous and diffusive terms are treated in implicit
manner and are not given below for clarity:

∂ρ

∂t
+
∂ρuj
∂xj

= 0,

∂ρui
∂t

+
∂ρuiuj
∂xj

= − ∂p

∂xi
∂ρZ

∂t
+
∂ρZuj
∂xj

= 0

∂ρC

∂t
+
∂ρCuj
∂xj

= S(Z,C)

where ρ and ui denote the density and velocity respectively, Z denotes the mixture fraction, and
C denotes the progress variable.

An iterative approach was developed as follows. The continuity equation may be discretized as:
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Figure 1.10: Velocity magnitude of staggered opposing jets in crossflow at 4 different downstream
locations: CDP-α with 0.5× 106 control volumes; ◦ experimental data of Pratt Whitney.

ρn+1 − ρn
∆t

+
1

V

∑

faces of cv

ρn+1/2v
n+1/2
N Af = 0 (1.1)

We have ρn+1/2 = (ρn + ρn+1)/2 and, v
n+1/2
N = (vnN + vn+1N )/2. Let vkN denote the latest guess for

vn+1N . It is readily seen that equation 1.1 may be solved to obtain ρk corresponding to vkN . The
mixture fraction and progress variables equations are solved next. We have

(ρZ)n+1 − (ρZ)n

∆t
+

1

V

∑

faces of cv

(ρZ)n+1/2 v
n+1/2
N Af = 0 (1.2)

Analogous to the continuity equation the mixture fraction equation maybe solved to obtain ρZk.
The progress variable is solved for as

(ρC)n+1 − (ρC)n

∆t
+

1

V

∑

faces of cv

(ρC)n+1/2 v
n+1/2
N Af =

S(Zn, Cn) + S(Zn+1, Cn+1)

2
(1.3)

The source term is nonlinear, and requires Cn+1. The convection term is identical to those in
the continuity and mixture fraction equations. Using ρk to compute Zk from ρZk and ρCk yields
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S(Zk, Ck) as an approximation to the source term at n+1, which is retained on the right–hand side.
The convection and time–derivative terms are combined to solve for ρCk. However, the flamelet
table also provides ρ(Z,C). This new value of ρ is used to compute a new Z and C from ρZ and
ρC, and the system is iterated until ρ and ρC converge. Once ρk+1 is obtained, the momentum
equation is solved using a predictor–corrector approach as:

g∗i − gni
∆t

+
1

2V

∑

faces of cv

[
gni,f + g∗i,f −∆t

(
∂

∂xi
δpk
)

f

]
v
n+1/2
N Af = − 1

V

∑

faces of cv

pnfNiAf (1.4)

and
gk+1i − g∗i

∆t
= −1

2

∂δpk+1

∂xi
(1.5)

Defining, g∗N at the faces using the average of its values at the two neighboring cvs’s and taking
the divergence of the above equation yields a Poisson equation for the pressure correction. Once
δpk+1 is obtained, gN at the faces is obtained, which is used to compute vk+1N and the procedure
is repeated starting from the continuity equation. This formulation is implemented into CDP and
is being validated by simulating a non-premixed, turbulent flame in a coaxial combustor [30]. In
addition, different advection schemes for scalar transport are being considered to avoid spurious
oscillations in the numerical simulations with heat-release to stabilize the code for large density
gradients.

1.3.2 Unstructured Scheme for Scalar Transport

The discretization of transported scalars is handled in a similar way to momentum with one im-
portant exception: some dissipation (or upwinding) is added to the discretization of the convective
term. In the context of LES and DNS at CTR, this was first introduced by Akselvoll [2] using
the second-order accurate QUICK scheme. Akselvoll states that 2-delta oscillations are “sustained
and amplified in the scalar equation because of the absence of a pressure-like term and insufficient
physical diffusion.” Pierce & Moin [30] relate the appearance of wiggles to negative group velocity,
and make the following argument for using QUICK: “It can be argued that, while upwind schemes
are detrimental when used for computation of turbulent velocity fields due to their damping effect
on turbulence spectra (Mittal and Moin 1997) [25], their deleterious effects on scalar advection are
relatively minor, because scalar transport is linear (no scale interaction), and thus, the damping of
small scales does not affect the dynamics of the large scales.” In other reacting flow simulations
such as the Sandia flame D simulations of Pitsch and Steiner [31], a TVD scheme was used to
avoid spurious oscillations, particularly near the nozzle. Higher-order schemes like QUICK use a
stencil that includes 1 downstream point and 2 upstream points, making it awkward to implement
on unstructured grids. In the current version of CDP, upwinding is added to the scalar based on a
user-defined parameter that varies between 0 (central difference) and 1 (first-order upwind). Values
of 0.08 are typical of many simulations, although in some cases values closer to 0.2 are required to
increase robustness. This ad-hoc weighting has been combined with the clipping of certain scalars
(e.g. between 0 and 1) to ensure physically reasonable values (at least in terms of their range).

In the process of developing CDP-α, a WENO-like (weighted essentially non-oscillatory) scheme
was developed and applied to the scalar convection equation. Unlike TVD schemes, WENO schemes
are not guaranteed to avoid oscillations (thus the term ‘essentially’). They choose a discretization
for the face convective flux as a weighted sum of two or more different discretizations, with the
weights calculated using some measure of the oscillation or discontinuity in the solution across the
face. For the present unstructured cv-based code, the convective flux requires the interpolation of
the cv-centered scalar values to the face. We choose 2 second-order discretizations to weight, a
centered average and a 2nd-order upwind extrapolation that uses the least squares gradient at the
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upwind point. For the case of flow from cv 1 to cv 2, the scalar value at the face is calculated as
follows:

φf = (1− α)1
2
(φ1 + φ2) + α(φ1 +

δ

2

∂φ

∂xj

∣∣∣∣
1

nj) (1.6)

where α is the WENO weight, δ is the normal distance between cv’s 1 and 2, and nj the face
normal oriented from cv 1 to cv 2. The scheme is designed such that both discretizations yield
the same face value in a linear field. The gradient required at the cv can be calculated using a
linearly-exact least squares reconstruction. The WENO weight is calculated by comparing the least
squares gradient to the one predicted by central difference as follows:

r =
(δ ∂φ

∂xj

∣∣∣
1
nj)

2

(φ2 − φ1)2 + ε
(1.7)

α =
1

1 + r2
(1.8)

The WENO flux is more expensive than the current approach because it requires the least
squares gradient at the upwind point. When the convective terms are treated implicitly, these
gradients must be recalculated at each iteration. Because the scalar transport is not generally the
most expensive part of the computation, these may not be significant considerations, particularly if
the solution quality is improved significantly. To test the scheme, the convection of a passive scalar
patch (i.e. region of uniform φ = 1) was computed in both a steady laminar but sheared flow, and
a turbulent flow. The geometry was a coaxial mixer, and is illustrated in figure 1.11. A uniform
fluid velocity of U = 1 is applied at the outer annulus, and U = 0.5 at the inner circle. The scalar
patch with radius r = 0.25 is introduced at the inner circle and allowed to convect downstream.
The scalar diffusion constant is set to zero, so any diffusion is known to be numerical. Particles
are also introduced at the inlet along the edge of the patch to track the edges based on the flow
characteristics, although this information is not very helpful in the turbulent flow calculations.

Figure 1.11: Geometry of coaxial mixer used for testing WENO scheme for scalar transport. La-
grangian particles surrounding scalar “patch” in center plane also shown for laminar flow case.

1.3.3 Compressible Formulation

Previously a numerical method has been developed to efficiently solve the compressible Navier-
Stokes equations at low Mach number without introducing any artificial damping of acoustic waves
[45]. This numerical method was designed for the simulation of acoustics combustion instabilities.
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Figure 1.12: Comparison of three different scalar transport schemes showing computed scalar
“patch” after passive advection in a laminar field. Black dots are massless Lagrangian particles
seeded around the perimeter of the scalar patch at the inlet. Mean velocity is from left to right.
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Figure 1.13: Comparison of three different scalar transport schemes showing computed scalar
“patch” after passive advection in a turbulent field. Black dots are massless Lagrangian parti-
cles seeded around the perimeter of the scalar patch at the inlet. Mean velocity is from left to
right.

Acoustics combustion instabilities occur when the interaction between acoustic waves in a combus-
tor and the combustion process interact leading to significant oscillations in pressure, velocity, and
heat release. These instabilities can lead to failure of engine components. An accurate predictive
tool for these instabilities could significantly reduce the expense of combustor design by eliminating
a significant amount of experimentation that is currently required during the design process. The
numerical method that has been developed is attractive for this problem, since typical combustors
operate at low Mach number and since capturing the interaction between acoustic waves and other
flow phenomena is critical to accurately simulating these instabilities.

This numerical method is currently being used to perform LES of the experiments of Besson et
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al. [5]. In these experiments, premixed fuel and air from two fully developed turbulent channels
form a mixing layer just upstream of a sudden expansion. Combustion occurs downstream of the
sudden expansion, and the recirculation zones downstream of the expansion stabilize the flame. The
combustion model used in these simulations is the level-set approach of Pitsch and Duchamp de
Lageneste [33]. Detailed comparisons to experimental data are under way including comparisons
of mean and fluctuating velocity as well as comparisons of velocity spectra. Although detailed
comparisons are not currently available, preliminary results show that the method is capable of
capturing acoustic combustion instabilities, with regular oscillations in pressure, velocity, and heat
release observed in the simulations. Figure 1.14 shows the location of the flame front with unburned
fluid shown in blue and burned fluid shown in red, along with two contour plots of velocity at
different points in the instability cycle. The velocity in the lower contour plot is significantly larger
than the velocity in the upper contour plot as a result of the instability. The method appears to
be promising for predicting acoustic combustion instabilities and validation against experimental
data is underway.

Figure 1.14: Validation of the compressible formulation: top – the location of the flame front;
bottom – contour plots of velocity at different points in the instability cycle.

1.4 Combustion Models for Large-Eddy Simulations

For numerical simulations of combustion in aircraft engines, a general combustion model is required
that describes partially-premixed turbulent spray combustion, and considers the influence of radi-
ation and non-adiabatic walls. Particular challenges are predictions of lifted flames, the influence
of local extinction and re-ignition phenomena, and pollutants such as CO, NOx, and soot. In pre-
vious years we have reported on the development and validation of different combustion models for
large-eddy simulations (LES). These models were mainly designed for application to either perfectly
non-premixed or perfectly premixed cases. For non-premixed combustion, unsteady flamelet meth-
ods have been developed and validated [31, 32, 35]. For premixed combustion, a level-set method
based on the G-equation has been formulated and applied to a turbulent premixed Bunsen burner
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experiment [33]. Based on the same ideas, we have presented a new theory for LES of premixed
turbulent combustion in the previous report [6].

In addition, different models for partially premixed combustion have been presented. The
Flamelet/Progress Variable (FPV) approach developed by Pierce and Moin [30, 6] has been vali-
dated with a non-premixed experiment in a dump combustor geometry. This configuration reveals
flame stabilization downstream of the burner rim and has been shown to be strongly influenced by
partial premixing close to the burner [30]. In the last years, as an alternative model, the Combined
Conserved Scalar/Level-Set Flamelet model [34] has been presented. Preliminary results applying
this approach in simulations of lifted turbulent diffusion flames were presented earlier, and pre-
liminary results from an application to a gas-turbine model combustor has been described in the
previous report.

During this period, the focus of our work was in three different areas. First, we have analyzed
the FPV approach using a DNS data base for non-premixed turbulent combustion in decaying
isotropic turbulence. From this, we have identified possible extensions of the model to account
for local extinction and re-ignition. Secondly, we have assessed the accuracy of commonly used
sub-filter models for parameters appearing in the flamelet models, such as the scalar variance and
dissipation rate. Improved models for use in combustor configurations with minimal computational
expense are proposed. Application to experimental burners shows superior performance in captur-
ing complex turbulence-reaction interactions. In addition, we have further worked on the validation
simulations of the aircraft engine model combustor. A model for radiation has been formulated
and implemented. Comparisons with experimental data of the model predictions have been carried
out.

1.4.1 Apriori study of a Flamelet/Progress Variable Approach

Recently, Pierce and Moin have proposed a flamelet/progress variable (FPV) combustion model,
which has already been implemented into our unstructured LES code CDP, and which is presently
being used in reactive simulations of a Pratt & Whitney aircraft engine combustor. The FPV
approach has been described in our previous progress reports [6] and more details are given in
Pierce and Moin [30]. In this model, a filtered equation for a reaction progress variable is solved.
The progress variable is defined here as the sum of the reaction products CO2, H2O, CO, and
H2. Hence, the progress variable transport equation for LES has an unclosed filtered chemical
source term. This term is closed using a steadystate flamelet model. Commonly, in steady flamelet
models, all reactive scalars are known as a function of mixture fraction and scalar dissipation
rate. This model, however, cannot be applied to problems where local extinction and re-ignition is
important. One of the reasons is that the parameterization with the scalar dissipation rate leads
to a discontinuous temperature jump during extinction and does not allow any state between the
ignition and the extinction temperature. The FPV model, in contrast, introduces a new flamelet
parameter based on the reaction progress variable that replaces the scalar dissipation rate. This
parameter, which we will call λ, can be thought of as a temperature or major reaction product
mass fraction. Since the reaction progress variable varies continuously, any parameter based on
this field will ensure that no local jumps in temperature are present. If we denote the temperature,
the species mass fractions, and the chemical production rates collectively as φ, these will then be
parameterized by the mixture fraction Z and the flamelet parameter λ as

φ = φ(Z, λ) , (1.9)

and the filtered scalars can be determined as

φ̃ =

1∫

0

φ(Z, λ)p(Z, λ)dZdλ , (1.10)
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where φ(Z, λ) is the joint probability density function (PDF) of Z and λ. Without further assump-
tion, the joint PDF can be written as

p(Z, λ) = p(λ|Z)p(Z) . (1.11)

The conditional PDF can be rewritten as an unconditional PDF if λ and Z are statistically
independent. It is hence desirable to choose a definition for the flamelet parameter, which is
independent of Z. However, simply choosing the temperature or a linear combination of reaction
products, such as the reaction progress variable, as the flamelet parameter would lead to a strong
correlation between λ and Z. Hence, λ has to be a quantity characterizing a specific flamelet within
the flamelet library. Here, we choose the value of C at stoichiometric conditions to characterize
the flamelet. Within the context of a flamelet model, Eq. (1.9) shows that for given λ and Z, the
value of the reaction progress variable C is determined by the flamelet library. Conversely, if C
and Z are known, a specific flamelet can be determined and consequently the value of λ can be
determined. If the flamelet assumption holds, it follows that λ and Z are completely independent
and uncorrelated.

In the model proposed by Pierce and Moin [30], p(λ|Z) is assumed to be independent of Z, and
the marginal pdf p(λ) is approximated by a δ-function at a value of λ corresponding to the mean
value of the reaction progress variable. It has been shown that the marginal pdf of the mixture
fraction is well approximated by a β-function [18, 45]. Using these models, the joint pdf is modeled
as

p(Z, λ) = δ(λ− λ(C̃))β(Z; Z̃, Z̃ ′′2) . (1.12)

Essentially, four different assumptions have been used in this model. In order to use Eq. (1.10),
it has to be assumed that the scalar φ is a function of Z and λ only, and that this function is given by
the flamelet library. This assumption will be called the flamelet assumption below. After expressing
the joint PDF by Eq. (1.11), the next assumption is that Z and λ are statistically independent,
which implies that the conditional PDF p(λ|Z) is independent of Z. The third assumption is that
the marginal PDF of λ is expressed as a δ-function. Finally, it is assumed that the marginal pdf of
the mixture fraction can be modeled using a β-function PDF.

The objective here is to assess the performance of the FPV approach against numerical results
from a series of DNS for decaying isotropic turbulence using a one-step chemical reaction with
different levels of local extinction and reignition [43]. Besides investigating each of the above
assumptions individually with respect to the ability to predict extinction and reignition events, we
also propose and test improvements of the model.

For a one-step global reaction, the mass fractions of the chemical species are linearly related to
the temperature, so that only an equation for the temperature needs to be computed. Therefore, for
the comparison with DNS data, we choose the normalized temperature to be the reaction progress
variable. For isotropic turbulence, the transport equation for the mean values of the mixture
fraction and the reaction progress variable simplify to

dZ̃

dt
= 0 , (1.13)

dθ̃

dt
= ω̃θ , (1.14)

where ω̃θ is the filtered or averaged chemical source term.
For a comparison with the DNS data, Eq. (1.14) is integrated numerically using different levels

of assumptions for the closure of the chemical source term in the temperature equation. Remaining
parameters are taken from the DNS data. Two different closure methods are compared with
the DNS data in Fig. 1.15. In the first simulation, the chemical source term is evaluated from
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Figure 1.15: Comparison of DNS results for moderate extinction and re-ignition with the solution
of Eq. (1.14) with different closure models for the chemical source term. Upper figure: Evolution
of the mean normalized temperature θ̃; Lower figure: Conditional temperature at stoichiometric
conditions.

Eq. (1.10), where the joint PDF of Z and λ is taken from the DNS data. Except for very late
times, this simulation is in good agreement with the DNS data. Simulations with the full FPV
approach, that uses the joint PDF modeled according to Eq. (1.12), is also shown. Using this
method, the mean temperature is overpredicted already very early in the simulation. Note that
a small overprediction in the mean temperature can correspond to very large errors of the local
temperature in the reaction zone. This is seen in the lower part of Fig. 1.15, which shows the
conditional mean temperatures at stoiochiometric conditions. By construction of the model, the
results from just invoking the flamelet assumption will match the DNS data exactly.

The FPV model approximates the conditional pdf of the flamelet parameter by a δ-function at
the value of λ, which corresponds to the mean progress variable. Figure 1.16 compares this model
for p(λ|Z) with the pdf evaluated from the DNS data at time τ = 1.0. In addition, iso-contours
of the chemical source term are plotted. It is obvious from this figure that the δ-function is not a
good approximation of the pdf. But it is also observed that the assumption that λ is independent
of Z is satisfied with reasonable accuracy, at least around stoichiometric conditions.

In conclusion, assuming a δ-function for the conditional PDF of the flamelet parameter leads
to significant deviations from DNS data. To improve this assumption, we propose the use of a
β-function as a presumed PDF for the flamelet parameter.

P (λ|Z) = β(λ; λ̃|Z, λ̃′′2|Z) . (1.15)

This model requires an additional transport equation for the variance of the progress variable.
The variance equation has a term involving the co-variance of the progress variable and the chemical
source term. This term will be closed using the flamelet model. In order to assess this new model,
it will be tested using the DNS data. Here, we extract the conditional mean and variance of λ in
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Figure 1.16: Colored lines: Iso-contours of the presumed pdf P (λ|Z) = δ(λ − λ∗) (left) and the
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ωθ from the flamelet library.

addition to Z̃ and Z̃ ′′2 directly from the DNS data base and use these values to solve Eq. (1.14)
with the chemical source term evaluated according to Eq. (1.10) and the conditional PDF of the
flamelet parameter modeled by Eq. (1.15).
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Figure 1.17: Comparison of DNS results for moderate extinction and re-ignition with the solution
of Eq. (1.14) with different closure models for the chemical source term; circles-DNS results, solid
line-flamelet assumption, dashed lines-modified closure with presumed beta pdf for the conditional
pdf.

Figure 1.17 compares the evolution of the mean normalized temperature from this model with
the DNS results and the model discussed earlier, where just the flamelet assumption is invoked. It is
obvious that for the DNS data used here, Eq. (1.15) provides a very good model for the conditional
PDF even in the presence of local extinction and re-ignition. This is confirmed in Fig. 1.18, where
the model for the conditional PDF of the flamelet parameter is compared with the DNS data.

In figure 1.18 the conditional pdf (1.15) is compared to PDNS(λ|Z).
In conclusion, we have analyzed the performance of the FPV turbulent combustion model, have

identified its present shortcomings, and have proposed an improved model. In the future, we will
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have to validate the closure model for the progress variable variance equation. The model will
then be implemented in our structured LES code for a posteriori validation with the Sandia flames
experiments.

1.5 Development of Accurate Models for the Sub-Filter Scalar
Variance

Flamelet based combustion models for LES require the filtered mixture fraction and its sub-grid
variance to determine the local density at any given point in the domain. Mixture fraction, a
conserved quantity, can be easily solved using conventional discretization techniques. The sub-
filter variance is usually modeled using a dynamic procedure assuming local equilibrium at the
sub-filter scale and therefore, does not require a transport equation. Though this assumption
may not be completely valid in inhomogeneous flows, DNS data has shown good agreement [46].
Practical LES simulations typically use a second-order accurate discretization of spatial terms in
the mixture-fraction equation. Since the gradient of the mixture fraction field that is required in
the dynamic model, may not be accurate, the computed variance field might exhibit lower values.
An alternative formulation that makes use of an additional transport equation that is independent
of gradient based source terms is suggested.

1.5.1 Models for the Sub-Filter Scalar Variance

For the sake of discussion, transport of a scalar φ in physical space can be written as

L(φ) =
∂ρφ

∂t
+∇ · (ρUφ)−∇ · (ρD∇φ) . (1.16)

The conserved scalar Z evolves in fluid flow according to the equation

L(Z) = 0 . (1.17)
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From this, an equation for the square of the mixture fraction can easily be derived as

L(Z2) = −2ρD∇Z · ∇Z . (1.18)

Filtering these equations and using standard closure for the turbulent scalar flux, we get an
additional term that enhances the effective diffusivity to D + DT , where DT is the turbulent
diffusivity. The transport operator for the Favre-filtered scalar φ̃, termed Lf (φ̃) is given by

Lf

(
φ̃
)
=
∂ρφ̃

∂t
+∇ · (ρŨφ̃)−∇ ·

(
ρ(D +Dt)∇φ̃

)
. (1.19)

The equations for the mean of Z and Z2 can then be written as

Lf (Z̃) = 0 , (1.20)

Lf

(
Z̃2
)
= −2ρD∇Z · ∇Z = −ρχ̃ . (1.21)

The sink term χ̃ in Eq. (1.21) is the scalar dissipation rate. Using Eqs. (1.20) and (1.20), we can
derive the transport equation for the sub-filter variance by employing the relation

Z̃ ′′2 = ˜
(Z2 − Z̃2) = Z̃2 − Z̃2. (1.22)

Here it is assumed that the filter is projective, although, the same expression can be obtained
by using a filtered-density function [13] without making this assumption. The sub-filter variance
transport equation can then be written as:

Lf (Z̃ ′′2) = 2ρDT∇Z̃ · ∇Z̃ − ρχ̃ . (1.23)

The dynamic model sets L(Z̃ ′′2) to zero and assumes that the scalar dissipation rate follows the
form:

χ̃ = C
DT

∆2
Z̃ ′′2 (1.24)

where C is a constant to be determined, ∆ is the filter width, and DT /∆
2 provides a time scale for

the scalar dissipation rate. This leads to the local equilibrium condition

Z̃ ′′2 = C1∆
2
(
∇Z̃

)2
(1.25)

where C1 is a constant that is determined using a dynamic procedure [26]. The dynamic procedure
involves the computation of the right hand side of Eq. (1.25) at two different filter levels. It is
assumed that the fields filtered at grid level and the test level differ appreciably. Since the mixture
fraction is computed using a second order scheme, the square of the gradient will not be accurate
enough to guarantee this condition. Consequently, the variance field exhibits spikes in regions where
the difference between the two filtered values is very small. In addition, the variance model is based
on the scale-similarity principle, where the square of the mixture fraction field at two different filter
levels are needed [46]. Again the diffusive nature of the scalar field will lead to smaller values
for this term, directly resulting in lowered variance prediction. Since the density field is related
non-linearly to the mixture fraction and variance field, this procedure can lead to large jumps in
density and consequently make the solution scheme unstable.

This problem can be analyzed by solving the variance transport equation, Eq. (1.23). This
equation suffers from the same problem as the dynamic model. The source term for the equation
contains the square of the mixture fraction gradient. In order to overcome this issue of using
gradients of a scalar field, we propose the use of the filtered Z2 equation rather than the variance
transport equation. Equation (1.21) shows that the second moment equation solves for a super-grid
quantity and contains no production terms. The sink term is modeled using the standard model of
proportional flow and scalar time scales, which leads to a form proportional to the sub-filter scalar
variance.
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Figure 1.19: Time series of the sub-filter variance at a randomly chosen point in a shear flow.
The solid line indicates the variance from the dynamic model, dashed lines show the variance

from evaluated from the Z̃2 equation, and dash-dotted lines show results from solving the variance
transport equation.

1.5.2 Numerical experiment

To analyze the problems with the sub-filter variance predictions, a 2-D shear flow was simulated.
Along with the momentum equations, the filtered Z, Z2, and Z ′′2 equations were also solved. The
dynamic procedure was used to obtain the variance as well. A time-series of the sub-filter variance
computed from the three different schemes is shown in Fig. 1.19. The initial variance was set at
the maximum value for the Z2 equation and the variance transport equation. It is clear that the
dynamic model predicts very low sub-grid variance and in addition contains spikes in values. It
is also evident that the variance transport equation is highly diffusive. The predicted variance
quickly decays and is almost of the same order of magnitude as that predicted by the dynamic

model. On the other hand the variance from the Z̃2 equation shows a much higher value. This
clearly indicates that the production term in the variance transport equation cannot sustain the

variance production corresponding to the Z̃2 equation. To further test the numerical diffusion in
the solution of the variance transport equation, the scalar dissipation rate was set to zero. In this
case, any field initialized to the analytical value of

Z̃ ′′2 = Z̃
(
1− Z̃

)
(1.26)

should remain at that value. The variance evaluated from the Z̃2 equation evidently maintains this
value since, in the absence of scalar dissipation the transport equation for filtered Z2 is identical to
the filtered mixture fraction equation and has the same initial and boundary conditions. Fig. 1.20
clearly shows the numerical dissipation when solving the variance transport equation. The initial
condition is set at the analytical value and with time, the variance falls from the analytical limit.
However, it is noted that the variance reaches a lower state and stays at the same level throughout
the simulation. Time-averaged values show a 50% loss in scalar energy.

In conclusion, it has been shown that the problems associated with the dynamic model for the
variance are mainly numerical. The second order scheme leads to a reduction of sub-filter variance
by at least two orders of magnitude. Since the computation of the variance requires the evaluation
of the square of the gradients, the second order scheme is not accurate enough to capture the
sub-filter variance. Similarly, the solution of the variance transport equation is inaccurate, since
the production term involves the computation of mixture fraction gradients. Using the filtered Z2
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Figure 1.20: Time series of the sub-filter variance at a randomly chosen point in a shear flow,

assuming zero scalar dissipation. The solid line indicates the variance evaluated from the Z̃2

equation as well as the analytical value, while dashed lines show the variance from solving the
variance transport equation.

equation with a modeled dissipation term is suggested as an alternative. We have shown that in
the limit of zero scalar dissipation rate, this formulation recovers the analytical solution. Modeling
of the scalar dissipation rate term in this equation follows standard assumptions. The next section
details simulation of an experimental burner using the additional transport equation.

1.5.3 Simulation of Bluff-Body Stabilized Flame

Bluff-body stabilized flames form a challenging test set for computational validation. The complex
nature of the interaction between flow and reaction makes it an ideal test case for model analysis.
In this study, the experimental burner of Dally et al. [8], performed at the University of Sydney is
simulated using the Z−Z2 system of equations. The Sydney burner has been studied using RANS
simulation techniques with several reaction models like the flamelet equations and the conditional
moment closure formulation. However, it is observed that accurate prediction of flow field is pivotal
in capturing the behavior of the system. Here the LES flow solver is used in conjunction with the
single-flamelet based library. The high Damkohler number associated with the flame ensures that
the reaction is fast enough to be parameterized by a single flamelet using a strain rate of 100 s−1.
A beta-pdf is assumed for the sub-filter distribution of the mixture fraction. The mean mixture
fraction field and the computed variance field (as described in the previous section) are used to
compute the local density.

The bluff-body flow consists of two circular inlets separated by a solid body of diameter Db = 50
mm. The central jet has a diameter of 3.6 mm and issues at 108 m/s with a 1:1 CH4 : H2
composition. The outer coflow of air enters at 35 m/s. The velocity measurements are available
as radial profiles at different axial stations. The species radial profiles are measured in a slightly
higher flow-rate due to some experimental limitations. The LES simulations are carried out on
320 × 160 × 64 grid using cylindrical coordinate system. The inlet condition for the central jet
is obtained from running a separate pipe-flow calculation and storing the instantaneous velocity
components from the exit plane of the pipe for several thousand time steps. The coflow is assumed
to have 1/7 profile for the axial component of velocity. The flamelet library is computed using
the GRI-2.11 mechanism. To ensure grid independence, a grid with 20 % more points in each
direction was chosen and cold flow simulations performed. It is found that differences in the time-
averaged profiles were negligible. In addition, a cold-flow experiment with a lower inlet velocity
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Figure 1.21: (Left) Instantaneous temperature profile in a bluff-body stabilized flame. (Right)
Recirculation zone near the bluff-body identified by the vector plot superimposed on the mixture
fraction field.
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performed at the University of Sydney is used to compare the flow profiles. Excellent agreement
with experimental data is observed indicating that the LES solver can indeed capture the flow
characteristics of the bluff-body flow.

The reacting flow simulations are then started from the cold flow solution assuming the highest
sub-filter variance for the mixture fraction. The sub-filter variance then evolves with the flow
to a final statistically stationary state. It is seen that such a scheme led to better stability for
the numerical scheme, as otherwise, large gradients in density needs to be handled in the initial
iterations for transition from cold to reacting flow. The flow is simulated for 4-5 residence times
based on the average axial velocity at the outlet. Time-averaging is then carried out for another
1-2 residence times. It is found that this time duration is sufficient to ensure that a statistically
steady state has been reached and that the low-frequency fluctuations associated with flow are
smoothed out. Figure. 1.21 shows the instantaneous temperature profile in the domain. It can
be seen that the highest temperatures are confined to two different reaction zones. The primary
reaction zone, that is present at the region of interaction of the coflow with the recirculating flow
and the secondary reaction zone, present at the end of the recirculation zone. In these regions,
the lean nature of the fuel leads to high reaction rates and consequently large density gradients.
It is observed that these regions also pose numerical problems due to highly fluctuating density
field. The strong influence of turbulent mixing in these regions makes an accurate prediction of the
sub-filter variance essential in order to describe the mechanism of the system.

Figure. 1.21 shows the recirculation pattern near the bluff-body superimposed on the instan-
taneous mixture fraction field. The recirculation zone extends up to 1.8Db and is considerably
longer than the cold-flow recirculation zone. Time averaged profiles show two counter-rotating
vortices that enhance mixing between the central fuel jet and the coflow oxidizer. This region is
also associated with very low flow rates near the bluff-body. The primary reaction zone forms
a thin layer around this recirculation zone and merges with the secondary reaction zone down-
stream. The secondary reaction zone is characterized by a positive axial velocity component with
partially-premixed reactants. It was observed that the extent and strength of the recirculation zone
fluctuated strongly during the course of the simulation. Interestingly, local events that lead to the
fuel being drawn directly into the recirculating zone with large radial velocities is found to occur
at moderate frequencies. Such events eventually remove heat from the recirculation zone and lead
to near homogeneous temperature field near the bluff body.

The radial comparisons (Fig. 1.22) at three different axial stations for the velocity components
indicate good agreement for the mean the RMS fluctuations as well. Similarly, the scalar profiles
(Fig. 1.23) show good agreement in the region close to the bluff-body. However, further downstream,
the simulations show significantly different behavior. The partially premixed nature of the reaction
zone could lead to slower reactions and consequently, the flamelet model may not be able to predict
the reactions accurately. In general, the simulations are able to capture the essential flow features.
In future, the progress-variable / mixture-fraction approach can be employed to further improve
the downstream predictions. It is observed that the solution of the additional transport equation
roughly took 10 % more time compared to simulation with one scalar transport equation. This
clearly indicates that the use of the modeled equation for the second moment of the mixture fraction
is a viable method for simulating turbulent reacting flows.

1.6 Spray Models in CDP

The objective of the spray simulation effort is to develop a numerical framework based on La-
grangian particle models to perform high-fidelity large-eddy simulation (LES) of reacting mul-
tiphase flows encountered in realistic gas-turbine combustion chambers. Three regimes of flow
development are commonly observed inside these combustors (as shown in Fig. 1.24): 1) ’primary
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Figure 1.22: Time-averaged radial profiles of velocity components and RMS velocity fluctuations
at (left) X=10 mm, (middle) X=40 mm, and (right) X = 90 mm. Solid lines indicate simulation
results and the symbols denote experimental data.



1.6. SPRAY MODELS IN CDP 29

r (mm)

T
(K

)

0 10 20 30
0

250

500

750

1000

1250

1500

1750

2000

r (mm)

ξ

0 10 20 30
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

r (mm)

ξ rm
s

0 10 20 30
0

0.05

0.1

0.15

0.2

0.25

r (mm)

Y
C

O
(%

)

0 10 20 30
0

1

2

3

4

5

6

7

8

9

10

r (mm)
T

(K
)

0 10 20 30
0

250

500

750

1000

1250

1500

1750

2000

r (mm)

ξ

0 10 20 30
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

r (mm)

ξ rm
s

0 10 20 30
0

0.05

0.1

0.15

0.2

0.25

r (mm)

Y
C

O
(%

)

0 10 20 30
0

1

2

3

4

5

6

7

8

9

10

r (mm)

T
(K

)

0 10 20 30
0

250

500

750

1000

1250

1500

1750

2000

r (mm)

ξ

0 10 20 30
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

r (mm)

ξ rm
s

0 10 20 30
0

0.05

0.1

0.15

0.2

0.25

r (mm)

Y
C

O
(%

)

0 10 20 30
0

1

2

3

4

5

6

7

8

9

10

Figure 1.23: Time-averaged radial profiles of selected scalars at (left) X=13 mm, (middle) X=45
mm, and (right) X = 90 mm. Solid lines indicate simulation results and the symbols denote
experimental data.
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Figure 1.24: Regimes of spray formation defined by the ratio of the characteristic length scale of
the liquid, `, to the local grid spacing, ∆x and the liquid phase volume fraction, Θp.

breakup regime’ and ‘dense regime’, where the liquid film exhibits large scale coherent structures
that interact with the gas-phase and disintegrate into filaments by forming Kelvin-Helmholtz type
instability, 2) ‘intermediate regime’ where the liquid blobs formed undergo secondary breakup, and
3) ‘dilute regime’ where the droplets evaporate, the fuel vapor mixes with the surrounding hot gas
giving turbulent spray flames. Droplet deformation and collision are also important features in the
intermediate regime. Figure 1.24 summarizes the characterization of the spray formation into the
three regimes, based on the ratio of the characteristic length scale of the liquid to the available grid
resolution `/∆x and the liquid phase volume fraction Θp.

The main task in FY03 was to integrate models capturing these complex phenomena into the
unstructured LES code (CDP), perform comprehensive validation simulations of each model, and
initiate large-scale turbulent, multiphase, reacting flow simulation in realistic combustor geometry.

A summary of Eulerian/Lagrangian equations with two-way coupling for interphase mass, mo-
mentum, and energy transport is given below. The subgrid models for sprays including secondary
breakup, droplet deformation and drag, droplet evaporation, a hybrid particle-parcel approach for
sprays, and accounting for finite-size effect of droplets in the dense spray regime are described in
brief. Also, two novel approaches to correctly simulate the initial ’primary breakup regime’ and
the ’dense regime’ are briefly outlined.

1.6.1 Modeling Primary Breakup/Dense Regime

The initial breakup of the turbulent liquid film into large coherent structures is called primary
breakup. It is dominated by the interaction of the turbulent liquid film with the surrounding
turbulent gas-phase giving rise to liquid surface instability waves. These interfacial instabilities are
important in the overall spray evolution and droplet formation process. However, the dynamics of
the phase interface is highly complex and as of today not well understood. It in fact remains one
of the outstanding unresolved problems in the area of spray simulation how to model this initial
breakup in turbulent environments correctly. Majority of the atomization modeling effort is based
on Lagrangian particle tracking and secondary breakup mechanisms as described later. Implicit in
these models are the assumptions that a) the characteristic length scale of the liquid, `, is small
compared to the grid size, ∆x, and b) the liquid volume fraction Θp is small. Although these models
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are successful in predicting secondary breakup in the ‘intermediate’ and ‘dilute’ regimes, they are
not applicable in the ‘primary breakup’ and ‘dense’ regime, because their basic assumptions are
invalid.

Two different but in essence complementary approaches are pursued within the group to cor-
rectly predict the ‘primary breakup’ and ‘dense’ regime. On the one hand, a novel Eulerian based
Large Surface Structure model is being developed that explicitly tracks the larger scale dynamics
of the phase interface, `/∆x > 1. On the other hand, Lagrangian spray models are extended to the
‘dense regime’ by accounting for drop/particle sizes that are comparable to but still smaller than
the grid size, `/∆x < 1.

Large Surface Structure Model

The objective of the Large Surface Structure (LSS) Model is to correctly capture the dynamics of
the phase interface in the primary breakup regime. To this end, we propose to follow in principle
the LES approach for turbulent flows. All interface dynamics occurring on scales larger than the
grid size are explicitly resolved and captured by a Eulerian level set approach, whereas interface
dynamics occurring on the subgrid scales are described by an appropriate subgrid model.

On the resolved scale, the level set equation

∂G

∂t
+ [u+ (sSGS + se)n] · ∇G = 0 (1.27)

tracks the location and motion of the phase interface, defined to be the iso-scalar surface G = G0 =
const. The phase interface is passively advected by the local flow velocity u, but also propagates
in its normal direction n = ∇G/|∇G| due to evaporation, se, and subgrid primary breakup, sSGS.
While se accounts for the mass transfer of the liquid-phase into the gas-phase, sSGS accounts for the
mass transfer, ṁSGS = ρlsSGSAG0 , from the coherent, large scale liquid structures of local surface
area AG0 into individual liquid drops of sizes no larger than the grid resolution. Note that this
constitutes a natural boundary condition for the subsequent spray models.

Finally, the effect of the phase interface on the flow field has to be taken into consideration by
an additional source term T ,

T = σκδ(G−G0)n+ T SGS , (1.28)

in the momentum equation. Here, the first term on the right hand side describes the effect of
surface tension due to the resolved local curvature κ of the interface, whereas the second term,
T SGS, accounts for the subgrid scale surface tension effect on the resolved scale flow field.

The objective of the LSS subgrid model is to provide a physically sound model for both the
subgrid primary breakup velocity sSGS and the subgrid surface tension term T SGS as well as the
resulting subgrid drop size distribution P (DSGS). Thus, for the derivation of the LSS subgrid
model it is essential that one can describe and quantify each physical process occurring at the phase
interface itself individually, and on scales all the way down to the smallest interfacial scales possible.
Although the above proposed formulation, equations 1.27 and 1.28, could certainly simulate the
interface dynamics in a DNS context, extracting the physical processes conditioned on the phase
interface itself would be extremely challenging, if not impossible. Therefore, we propose to use a
novel boundary element type approach that allows for the direct identification and analysis of the
physical processes occurring at the phase interface itself. This approach, denoted as level set/vortex
sheet approach, is presented in the following section along with some preliminary verification and
validation results.
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Level Set/Vortex Sheet Approach

The objective of the level set/vortex sheet approach is to provide a framework for the derivation
of the LSS subgrid model. The key element of this approach is the fact that in the inviscid limit,
a phase interface constitutes a vortex sheet.

Analogous to the LSS model on the resolved scale, the location of the phase interface is tracked
by a level set equation,

∂G

∂t
+ u · ∇G = 0 . (1.29)

However, here, u denotes the self-induced velocity of the vortex sheet with vortex sheet strength
η given by [36]

∂η

∂t
+ u · ∇η = −n× [(η × n) · ∇u] + n [(∇u · n) · η] + 2(A+ 1)

We
(n×∇κ) + 2An× a . (1.30)

Here, A = (ρl − ρg)/(ρl + ρg) is the Atwood number, We is the Weber number, and a is the
average acceleration of the liquid and the gas on either side of the interface. Equation 1.30 has the
advantage that it contains explicit individual source terms on the right hand side describing the
physical processes at the interface. These are, from left to right, two stretching terms, a surface
tension term, and a term describing the effect due to the difference in density between the two
phases.

Equations 1.29 and 1.30 are strictly speaking defined only at the location of the phase interface
itself, i.e. G = G0. In order to solve these equations in the whole computational domain, they have
to be extended away from the interface by solving

|∇G| = 1 (1.31)

∇η · ∇G = 0 . (1.32)

Numerically, equations 1.29 and 1.30 are solved in a narrow band [29] by a third-order WENO
scheme [17] using the third-order TVD Runge-Kutta time discretization of Shu [39]. The reinitial-
ization of G, equation 1.31, is solved by an iterative procedure due to Sussman et al. [44] and Peng
et al. [29], whereas the redistribution of η, equation 1.32, is solved by a Fast Marching Method
[1, 38].

To validate the proposed level set/vortex sheet method, the oscillation frequencies of liquid
columns and spheres of mean radius R = 0.25, A = 0, and varying mode numbers n and Weber
numbers We were calculated and compared to theoretical results [21]. All calculations were per-
formed in a unit sized box resolved by 128x128 respectively 128x128x128 equidistant nodes. Figure
1.25 shows the comparison for the oscillating columns on the left-hand side and the oscillating
spheres on the right-hand side. As can be seen, agreement between simulation and theory is very
good.

To demonstrate the capability of the proposed level set/vortex sheet method to simulate the
primary breakup process, figures 1.26 and 1.27 show the temporal evolution of an initially randomly
perturbed flat liquid surface respectively film. The surface is subjected to a fast moving gas stream
at z > 0 moving in the +y-direction, whereas the film of thickness d = 0.1 is subjected to a fast
moving gas stream at |z| > d/2 moving also in the +y-direction. In both simulations, the Atwood
number is A = 0 and the Weber number is We = 500. The simulations were performed in a x- and
y-direction periodic box of size [0,1]x[0,1]x[-1,1] resolved by 64x64x128 equidistant nodes.

As depicted in figure 1.26, the surface shows an initial growth of two-dimensional Kelvin-
Helmholtz instabilities (t = 1). These continue to grow (t = 3) and start to form three-dimensional
structures (t = 5) resulting in elongated fingers (t = 6.5) that finally breakup and generate indi-
vidual drops (t = 8.0).
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Figure 1.25: Oscillation frequency of liquid columns (left) and spheres (right) as a function of mode
number n for varying Weber numbers We. Lines denote theoretical and symbols computational
results.

The liquid film, depicted in figure 1.26, also exhibits the initial formation of two-dimensional
Kelvin-Helmholtz instabilities (t = 1) that continue to grow (t = 3) until the liquid film gets too
thin and ruptures (t = 5). Individual fingers are formed that extend mostly in the transverse
direction (t = 8) and continue to breakup into individual drops of varying sizes (t = 12).

In conclusion, the level set/vortex sheet method, once coupled to an outside turbulent flow field,
will offer a powerful tool to derive the necessary LSS subgrid models.

Modeling Finite-Size Droplets

In a parallel effort, the Lagrangian framework is extended to account for drop/particle sizes that
are comparable to but still smaller than the grid size, `/∆x < 1. The equations are based on
the original spray formulation developed by Dukowicz [10] which consists of Eulerian fluid and
Lagrangian particle calculations, and accounts for the displacement of the fluid by the particles
as well as the momentum interchange between them. The gas-phase equations given above are
modified to take into account the volume fraction (Θ = 1 − Θp), where Θp represents the volume
occupied by the liquid-phase in a given control volume. The gas-phase density, ρg and pressure p
are then replaced by (ρgΘ) and (pΘ) in the gas-phase governing equations. A complete derivation
of this formulation for constant-density flow is given by Joseph & Lundgren [19]. In brief, the
Lagrangian particles are advanced using Lagrangian particle tracking. The particle volume fraction
Θp is then computed on each grid point and then the gas-phase equations are advanced. Use of
volume fraction, however, adds to numerical complexity and accurate numerical schemes conserving
liquid mass are being developed. The different numerical issues that are of importance are,

• The particle volume fraction, Θp, is constrained by the close packing limit of spherical droplets
in a control volume. Numerical strategy (collision model) that prevents overlapping of two or
more particles is necessary. A simple computationally in-expensive collision model [40] based
on the gradient of volume fraction is being investigated.

• The changes in Eulerian volume fraction field obtained from the particle positions should not
cause numerical instabilities as the particles move from one computational cell to another
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Figure 1.26: Temporal evolution of the three-dimensional liquid surface breakup, A = 0, We = 500.
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Figure 1.27: Temporal evolution of the three-dimensional liquid film breakup, A = 0, We = 500.
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and also across processors. Development of smooth interpolation operators for unstructured
grids to compute Eulerian fields from Lagrangian particle locations is necessary.

We have investigated locally and globally conservative operators to compute particle volume frac-
tion and the interphase mass, momentum, energy transport terms in the gas-phase equations.
Accordingly, the volume fraction, Θp (

−→x ) is defined as

Θp (
−→x ) =

Np∑

k=1

VkG∆ (−→x −−→xk) (1.33)

where the summation is over all particles Np. Here xk is the particle location, x centroid of a control
volume, and Vk the volume of a particle. The function G∆ is the interpolation operator. The result-
ing Θp will be smooth and mass-conserving provided G∆ is smooth and

∫
V G∆ (−→x −−→xk) dV = 1.

A Gaussian interpolation function G∆ with filter-width proportional to the droplet diameter [23] is
found to provide smooth Eulerian estimate of the volume fraction field. This model is implemented
into CDP and extensive numerical tests of particulate flows is being performed.

In addition, all interphase exchange terms for two-way coupling are evaluated in the same way.
This was found especially important in the case of evaporation and spray flame simulations where
mass-transfer from droplets to the gas-phase when computed without using the above interpolation
operator would give rise to numerical instabilities as the droplets move from one grid cell to another.
The mass-addition to the gaseous phase changes the local mixture fraction field which in turn affects
the local density. If the interphase transport terms and Θ at a control volume are evaluated by
considering only the particles belonging to the control volume, these estimates would be non-
smooth as particles move from one cell to another. This leads to convergence problems for the
Poisson solver.

1.6.2 Modeling Intermediate Regime

The particle motion is simulated using the Basset-Boussinesq-Oseen (BBO) equations [7]. It is
assumed that the density of the particle is much larger than that of the fluid (ρp/ρg ∼ 103),
particle-size is small compared to the turbulence integral length scale, and that the effect of shear
on particle motion is negligible. The high value of density ratio implies that the Basset force and the
added mass term are small and are therefore neglected. Under these assumptions, the Lagrangian
equations governing the droplet motions become

dxp
dt

= up, (1.34)

dup
dt

= Dp (u− up) +
(
1− ρg

ρp

)
g (1.35)

where mp is the mass of the droplet, up the particle velocity components, u gas-phase velocities
interpolated to the particle location, ρp and ρg the particle and gas-phase densities, and g the
gravitational acceleration. The drag force on a solid particle is modeled using a drag-coefficient,
Cd,

Dpsolid =
3

4
Cd

ρg
ρp

|ug − up|
dp

(1.36)

where Cd is obtained from the nonlinear correlation [7]

Cd =
24

Re

(
1 + aRebp

)
. (1.37)
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Here Rep = dp|ug − up|/µg is the particle Reynolds number. The above correlation is applicable
for Rep ≤ 800. The constants a = 0.15, b = 0.687 yield the drag within 5% from the standard drag
curve. Modifications to the solid particle drag are applied to compute drag on a liquid drop and
are given below.

1.6.3 Deformation and Drag Models

In order to quantify the effect of droplet deformation on drag, Helenbrook & Edwards [16]
performed detailed resolved simulations of axisymmetric liquid drops in uniform gaseous stream
(FY01). The simulations were performed using an hp-finite element method [14]. An unstructured
mesh of triangles which deforms with the interface along with a dynamic mesh adaptation algo-
rithm was used allowing higher-order accuracy to be obtained even though there is a discontinuity
at the interface. This gives results for the drag which are accurate to within 1%. Based on their
computations for a range of density and viscosity ratios, range of Weber (We), Ohnesorge (Oh),
and Reynolds numbers (Re), a correlation was developed that provides the amount of deformation
in the form of ellipticity, E, which is defined as the ratio of the height to width of the drop. This
is given as,

E = 1− 0.11We0.82 + 0.013

√
ρl
ρg

µg
µl
Oh−0.55We1.1 (1.38)

where µl, µg are the viscosities of the liquid and gas and ρl, ρg are the densities, respectively.
The non-dimensional Weber and Ohnesorge numbers are defined as, We = ρgU

2dp/σ and Oh =
µl/
√
ρlσdp, where U is the relative velocity between the gas and liquid, dp the diameter of the

droplet, and σ the surface tension. Accordingly, E < 1 indicates that the drops have more width
than height with deformation in the direction perpendicular to the relative velocity. These shapes
are called oblate shapes. Similarly, E > 1 gives elongation in the direction of the relative velocity
giving rise to prolate shapes. E = 1 implies spherical shapes.

The effect of droplet deformation is to change the drag force. This effect is modeled by using
an effective equatorial droplet diameter, d∗p = dpE

−1/3. The particle Reynolds number is also

modified, Re∗p = RepE
−1/3 [16]. This is used in equations (1.36, 1.37) to obtain the modified drag.

In addition the effect of internal circulation is modeled by changing the drag on a solid sphere as

Ddrop

Dsolid
=

(
2 + 3µl/µg
3 + 3µl/µg

)(
1− 0.03(µg/µl)Re

0.65
p

)
(1.39)

1.6.4 Stochastic Model for Secondary Breakup

Performing simulations of primary atomization where one tracks the liquid-gas interface in realistic
combustor geometries is computationally intensive. Development of numerical techniques based
on hybrid Eulerian/Lagrangian Level-set/Particle tracking schemes to capture the primary atom-
ization process is ongoing and will be implemented into CDP. However, the current status is to
compute the atomization process using advanced stochastic secondary breakup models developed
in FY02 [4]. Emphasis is placed on obtaining the correct spray evolution characteristics such as
liquid mass flux, spray angle, and droplet size distribution. The liquid film is approximated by
large drops with size equal to the nozzle diameter and undergoes deformation and breakup. The
effect of high mass-loading on the gas-phase momentum transport is captured through two-way
coupling between the two phases.

In this model, the characteristic radius of droplets is assumed to be a time-dependent stochastic
variable with a given initial size-distribution. The breakup of parent blobs into secondary droplets
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Figure 1.28: A ‘uniform state’ evaporation model for an isolated drop in quiescent medium (from
Faeth [11, 12]). The composition and temperature of the bulk liquid and the drop surface are
assumed to be same.

is viewed as the temporal and spatial evolution of this distribution function around the parent-
droplet size according to the Fokker-Planck (FP) differential equation. This distribution function
follows a certain long-time behavior, which is characterized by the dominant mechanism of breakup:

∂T (x, t)

∂t
+ ν(ξ)

∂T (x, t)

∂x
=

1

2
ν(ξ2)

∂2T (x, t)

∂x2
. (1.40)

where the breakup frequency (ν) and time (t) are introduced. Here, T (x, t) is the distribution
function for x = log(rj), and rj is the droplet radius. Breakup occurs when t > tbreakup = 1/ν.
The value of the breakup frequency and the critical radius of breakup are obtained by the balance
between the aerodynamic and surface tension forces. The secondary droplets are sampled from the
analytical solution of equation (1.40) corresponding to the breakup time-scale. The parameters
encountered in the FP equation (〈ξ〉 and

〈
ξ2
〉
) are computed by relating them to the local Weber

number for the parent blob, thereby accounting for the capillary forces and turbulent properties.
As new droplets are formed, parent droplets are destroyed and Lagrangian tracking in the physical
space is continued till further breakup events.

1.6.5 Modeling Dilute Regime

Typical spray simulations do not resolve the temperature and species gradients around each droplet
to compute the rate of evaporation. Instead, evaporation rates are estimated based on quasi-steady
analysis of a single isolated drop in a quiescent environment [11, 12]. Multiplicative factors are
then applied to consider the convective and internal circulation effects. We model the droplet
evaporation based on a ‘uniform-state’ model depicted in Fig. 1.28. The Lagrangian equations
governing particle mass and heat transfer processes are well summarized by Oefelein [27] and are
described here briefly.

d

dt
(mp) = −ṁp (1.41)

mpCpl
d

dt
(Tp) = hpπd

2
p(Tg − Tp)− ṁp∆hv (1.42)

where ∆hv is the latent heat of vaporization, mp mass of the droplet, Tp temperature of the
droplet, and Cpl the specific heat of liquid. The diameter of the droplet is obtained from its mass,

dp = (6mp/πρp)
1/3. hp is the effective heat-transfer coefficient and is defined as
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hp = ks

(
dT

dr

)

sg

/ (Tg − Ts) (1.43)

where ks is the effective conductivity of the surrounding gas at the droplet surface. The subscript
‘s’ stands for the surface of the droplet. The solutions to the mass and temperature equations for
quiescent medium are given as

ṁpRep=0
= 2πρpDsmdpln (1 +BM ) (1.44)

NuRep=0 =
hpdp
ks

= 2
ln (1 +BT )

(BT )
(1.45)

where NuRep=0 is the Nusselt number, and Dsm is the effective diffusivity at the droplet surface.
The quantities, BM and BT ,

BM =
YF s − YF g
1− YF s

; BT =
Cps(Tg − Ts)

∆hv
(1.46)

are the Spalding mass and heat transfer numbers, YF s the mass-fraction of the fuel species at
the droplet surface, YF g the mass-fraction of the fuel species in the surrounding mixture. At
equilibrium, BY is related to BT through the relation

ln (1 +BM ) = Leln (1 +BT ) , (1.47)

where Le = kg/ρgCpgDsm is the Lewis number. This relation provides a functional relationship
between the droplet surface temperature, Ts, and the mass fraction, YF s. In addition, the surface
mass-fraction is related to the surface temperature through the Clausius-Clapeyron’s equilibrium
vapor-pressure relationship,

ln

(
pF
pF ref

)
=

∆hv
R

(
1

Tref
− 1

Ts

)
(1.48)

where pF is the fuel vapor pressure which is related to the vapor mass fraction as,

YF s =

(
pF
p

)
MWF

(pFp )MWF +
(
1− pF

p

)
MWm

. (1.49)

Here MWF and MWm are the molecular weights of the fuel vapor and the mixture excluding the
fuel vapor, respectively. The above set of equations is complete to solve for the unknowns Tp and
ṁp. In the uniform state model the surface temperature/mass-fraction are the same as the droplet
bulk temperature/mass-fraction. Finally, convective multiplication factors give the relations at
higher Reynolds numbers:

ṁp[ or hp]

ṁpRep=0
[ or hpRep=0]

= 1 +
0.278Re

1/2
p Sc1/3[ or Pr1/3]

(
1 + 1.232/RepSc4/3[ or Pr4/3]

)1/2 (1.50)

Note that, implicit in these models is the 1/3rd averaging rule used for property evaluation by
defining reference values vapor mass-fraction YR and temperature TR:

TR = Tp + 1/3 (Tg − Tp) ; YR = YF s + 1/3 (Yg − YF s) (1.51)
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1.6.6 Hybrid Particle-Parcel Technique for Spray Simulations

Performing spray breakup computations using Lagrangian tracking of each individual droplet gives
rise to a large number of droplets (≈ 10-30 million) very close to the injector. For LES, simulating
all droplet trajectories would be ideal, however, this gives rise to severe load-balancing problems
on parallel processors. We have developed a hybrid particle-parcel scheme to effectively reduce
the number of particles tracked. A parcel or computational particle represents a group of droplets,
Npar, with similar characteristics (diameter, velocity, temperature). During injection, new particles
added to the computational domain are pure drops (Npar = 1). These drops move downstream and
undergo breakup according to the secondary breakup model and produce new droplets.

The basic idea behind the hybrid-approach, is to collect all droplets in a particular control
volume and group them into bins corresponding to their size and other properties such as velocity,
temperature etc. The droplets in bins are then used to form a parcel by conserving mass, momentum
and energy. The properties of the parcel are obtained by mass-weighted averaging from individual
droplets in the bin. For this procedure, only those control volumes are considered for which the
number of droplets increases above a certain threshold value. The number of parcels created would
depend on the number of bins and the threshold value used to sample them. The parcel thus
created then undergoes breakup according to the above stochastic sub-grid model, however, does
not create new parcels. On the other hand, Npar is increased and the diameter is decreased by mass-
conservation. This strategy reduces the total number of computational particles in the domain. In
a real simulation with breakup and evaporation models, all the particles are clustered in a very
small region close to the injector. This may still give rise to load-imbalance as only a few processors
would solve the Lagrangian particle equations. Domain decomposition methods taking into account
this load imbalance are being developed and will be tested in the present large-scale multi-physics
simulation.

1.6.7 Gas-Phase Equations

We solve the variable density, low-Mach number equations with two-way coupling between the gas-
phase and liquid particles. The formulation is based on the flamelet, progress/variable approach
developed by Pierce & Moin [30] for LES of non-premixed, turbulent combustion. The gas-phase
continuity, scalar, and momentum equations are,

∂ρgũj
∂xj

= −∂ρg
∂t

+ Ṡm (1.52)

∂ρgZ̃

∂t
+
∂ρgZ̃ũj
∂xj

=
∂

∂xj
(ρgα̃Z

∂Z̃

∂xj
)− ∂qZj

∂xj
+ ṠZ (1.53)

∂ρgC̃

∂t
+
∂ρgC̃ũj
∂xj

=
∂

∂xj
(ρgα̃C

∂C̃

∂xj
)− ∂qCj

∂xj
+ ω̇C (1.54)

∂ρgũi
∂t

+
∂ρgũiũj
∂xj

= − ∂p

∂xi
+
∂(2µS̃ij)

∂xj
− ∂qij
∂xj

+ Ṡi (1.55)

ρ̃g = ρ̃g(Z̃, C̃, Z̃”) (1.56)

S̃ij =
1

2
(
∂ũi
∂uj

+
∂ũj
∂ui

)− 1

3
δij
∂ũk
∂xk

(1.57)

where the unclosed transport terms in the momentum and scalar equations are grouped into the
residual stress qij , and residual scalar flux qZj and qCj . The dynamic Smagorinsky model by Moin
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et al. [26] is used to close these subgrid terms as demonstrated by Pierce & Moin [30]. For a
two-fluid (air + fuel) mixture, one conserved scalar (the mixture fraction, Z) and a non-conserved
scalar (the progress variable, C) are solved. The gas-phase properties such specific heat, molecular
weight, density, viscosity, heat-release, and source terms in the progress-variable equation, ω̇C , are
obtained from lookup tables generated using flamelet theory for non-premixed combustion and are
dependent on the local values of Z, C, and the subgrid mixture fraction fluctuations, Z”.

With the presence of the liquid phase and inter-phase mass, momentum, and energy transport,
additional source terms are added into the continuity, scalar transport and momentum equations.
As the droplets evaporate the heat of vaporization is taken from the gas-phase and there is evap-
orative cooling of the surrounding gas. This gives rise to a sink term in the energy equation. By
assuming adiabatic walls and unity Lewis number, the energy and scalar equations have the same
boundary conditions and are linearly dependent [30]. Only one scalar equation (for mixture frac-
tion, Z) is solved and other scalars including temperature are deduced using flamelet tables. The
evaporative cooling effect (heat of vaporization) is accounted for in the equation of state during
the generation of the flamelet tables. The heat content of the liquid fuel is taken into account by
computing an effective gaseous fuel enthalpy and is used in solving the flamelet equations.

1.7 Validation Studies using CDP

A systematic and extensive validation effort of CDP code and the Lagrangian spray modules was
initiated in FY02 and several simulations were performed to compare the LES predictions of gas
and liquid/solid phases with the available experimental data. Apte et. al. [3] first performed
an LES of particle-laden swirling, co-annular jet and compared the results with the experiments
of Sommerfeld et al. [41]. This validated the Lagrangian particle tracking scheme as well as the
accuracy of the numerical method in swirling flows. In addition, development & validation of the
secondary breakup model in simplified combustor geometries was also completed in FY02 [4]. This
spray model validation effort was continued in FY03 and applied to study model predictions for
spray evaporation and breakup in complex geometries.

1.7.1 Validation of Spray Breakup Model in PW Frontend Geometry

The stochastic model along with the hybrid particle-parcel approach were used to simulate spray
evolution from the Pratt andWhitney injector nozzle. Figure 1.29 shows the instantaneous snapshot
of the spray field along with the injector geometry. The experimental data set was obtained by
mounting the injector in a cylindrical plenum through which gas with prescribed mass-flow rate
was injected. The gas goes through the main and guide swirler to create a swirling jet into the
atmosphere. Liquid film is injected through the filmer surface which forms an annular ring. The
liquid mass-flow rate corresponds to certain operating conditions of the gas-turbine engine. For this
case, 3.2M grid points were used with high resolution near the injector. The domain decomposition
is based on the optimal performance of the Eulerian gas-phase solver on 96 processors. Due to
breakup, a large number of droplets are created in the vicinity of the injector. With the hybrid
approach, the total number of computational particles tracked at stationary state is around 3.5M,
which represents approximately 13M droplets. This includes around 150,000 parcels. The load-
imbalance due to atomization was found to be significant as only 1/3rd of the processors had more
than 10,000 computational particles. We are looking into advanced load-balancing techniques to
reduce this computational overhead due to sprays.

Figure (1.30) shows comparisons with the experimental data of radial variation of liquid mass-
flowrates using LES with stochastic model for secondary breakup. Also shown are the predictions
made by Pratt & Whitney’s RANS-based simulation with a Taylor-Analogy Breakup (TAB) model.
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Figure 1.29: Spray evolution from a realistic gas-turbine injector: scatter plot shows the instanta-
neous droplet locations in z = 0 plane. Large size droplets are injected from the nozzle wall in an
annular ring to form a hollow cone spray.
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Figure 1.30: Comparison of radial variation of liquid axial mass flux at various axial locations,
P&W RANS with TAB model , present LES with stochastic model, ◦— ◦ experimental

error bar.

Table 1.4: Comparison of Sauter Mean Diameter with Experimental Data.

Normalized Sauter Mean Diameter Dsmd/Dinitial X=1.1 X=2.1

Experiments 0.06 0.07
Stochastic Model 0.062 0.068
TAB model 0.062 0.062

The LES results are generally in good agreement with the experiments. The liquid mass-flowrates
basically relate to the spray angle and droplet size distributions obtained after breakup. Ta-
ble (1.7.1) shows comparison with experiments and RANS results for the Sauter mean diameter
(SMD) normalized by the initial droplet size. SMD is defined as the ratio of the volume to surface
area of droplets. The LES with stochastic model captures the rise in SMD away from the injector
better than the RANS computations. The diameter distributions when compared with the experi-
mental data indicates a broad size-distribution as opposed to the one predicted by RANS with the
TAB model. The size distribution also indicates presence of large number of small size droplets
which could be attributed to the lack of models addressing droplet collision and coalescence. In
addition, the initial droplet size at the injector nozzle is assumed to be constant in these simula-
tions, whereas it may vary depending on the local conditions governing primary atomization. A
further investigation with inclusion of collision models as well as using a size distribution at the
inlet should be performed in order to accurately predict the spray characteristics.

Figure (1.31) shows comparison of mean axial and swirl velocity components at three axial
locations from the nozzle. At the last measurement plane, the LES results under-predict the swirl
velocity component compared to experiments. The decay in swirl may be attributed to insufficient
grid resolution. However, both the gas and liquid phase statistics are in general good agreement
with the experiments and are better than the RANS computations.

To obtain the amount of droplet deformation during spray evolution from realistic injector
nozzles, ellipticity (E) of droplets was estimated by computing the local Weber and Ohnesorge
numbers and using the relation (1.38). Its mean as a function of the distance from the injector
nozzle is shown in Fig. 1.32. The deformation predicted by equation (1.38) gives E > 1 close to the
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Figure 1.31: Radial variations of mean axial and swirl velocity components at different measurement
planes, Pratt & Whitney RANS, present LES, ◦ experiments.

injector, indicating that the drops elongate in the direction of the relative velocity. The droplets are
large close to the injector and the Ohnesorge numbers are small. The Weber number is much larger
than the critical Weber number (∼ 6) and the drops undergo shear breakup. Further away from
the injector, the drop size and the Weber and Reynolds numbers decrease. This gives E < 1, and
bag breakup is observed. The degree of deformation characterized by the ellipticity is significant
close to the injector and decreases away from the injector. In the combustor, the Capillary number
Ca = µgU/σ is very small, and dimpling of the droplets due to viscous effects is absent.

In order to investigate the effect of deformation on the drag experienced by the droplet, we
gathered time-series data for several droplets after their breakup from the Pratt & Whitney injector
simulation. This was obtained by tagging the droplets and following them as they evolve during
the simulation. Looking at the frequency spectrum of the relative velocity, the dominant mode
of droplet oscillation was then determined. The temporal response of the droplet to underlying
oscillatory flowfield is then investigated by evaluating results obtained from different drag models
and the resolved direct simulations. Results for a single droplet are summarized below.

From the LES simulations, we obtained data corresponding to a droplet with µl/µg ∼ 45,
ρl/ρg ∼ 700, Oh = 0.0624, and mean particle Reynolds number of 25. Based on the frequency
spectrum of the relative velocity, the most dominant mode of oscillation was determined. The mean
and rms relative velocities were 50 and 5 m/s giving Weber number of approximately unity with
20% variation. Accordingly, a normalized gas-phase inflow velocity for a droplet of unit diameter
was chosen to give mean Weber number of unity, ug = 1 + 0.1sin(2πt/100). The frequency of
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Figure 1.32: a) Variation of mean ellipticity with distance from the injector, b) Comparison of
droplet velocity subjected to sinusoidal gas-phase flow: solid body drag (equation 1.36),

deformation and internal circulation model ( equations 1.38, 1.39), ◦ resolved DNS simula-
tions [16].

f = 100 was chosen based on the observed dominant oscillation mode. With these conditions, a
resolved simulation of the droplet deformation was performed using the hp-finite element method
by Helenbrook [14].

Figure (1.32b) shows the effect of various drag models (solid body drag, equation 1.36, deforma-
tion and internal circulation effects, equation 1.39) on the temporal variation of the droplet velocity.
Comparison is also made with the DNS simulation results. The droplet velocity field oscillates with
time and its prediction by using the drag law with deformation and internal circulation effects
agrees well with those obtained from the resolved simulations. The solid body drag over-predicts
the velocity field by as much as 20% at statistically stationary state. Similar over-prediction was
also observed in the particle position. The correction Ddrop/Dsolid given by equation 1.39 oscillates
by only 1% around 0.98. Thus, a 2% reduction in the solid drag law corresponds to 20% change
in the droplet terminal velocity. This could perhaps be explained as follows. Because the drag
force changes somewhat weakly with velocity, small changes in the drag model can lead to large
changes in the velocity when the drop reaches its terminal velocity. This shows that droplet de-
formation and internal circulation effects on spray evolution may be important. This effect may
become pronounced in reacting flow simulations because of changes in gas and liquid properties at
high-temperatures.

1.7.2 Validation of Spray Evaporation Model

In order to validate the evaporation model and the variable density formulation in CDP, simulation
of a coaxial non-swirling jet was performed following the configuration used in the experiments by
[42]. This flow configuration was chosen because of its direct relevance in gas-turbine combustion
chambers. In addition, in these experiments the boundary conditions for the liquid phase specifying
the inlet droplet size distribution and their correlation with droplet velocity is well-defined. The
gas-phase temperatures are not high enough to produce spray flames. This isolates the droplet
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Table 1.5: Flow conditions for the evaporation test case based on the experiments of [42].

Parameters Air Liquid Fuel: ISO-propyl Alcohol

Mass flow rate, g/s 28.3 18
Inlet temperature, 0C 100 34
Density, kg/m3 0.9329 795
Reynolds number 21164 –

evaporation problem from spray breakup and combustion and is very useful in validating the evap-
oration models used in CDP. Accordingly, only one scalar equation (mixture fraction) is solved and
the gas-phase temperature is obtained from the ideal gas law.

Table (1.7.2) gives the physical parameters of the present case. The selection of droplet size and
velocity at the injection surface is based on the given experimental PDF of size-velocity correlations.
The grid used consists of 1.5M hexahedral cells and around 0.5M particles were present in the
computational domain at stationary state. Figure (1.33) shows a snapshot of mixture fraction
contours superimposed by scatter plot of ISO-propyl alcohol particles in a coaxial combustor. The
droplets are injected near the inlet circular wall of cross-sectional diameter 40 mm. The droplet
velocity-size correlation depicts a conical spray with a spray angle of around 600. Figure (1.34)
shows the droplet statistics. The radial variations of mean and rms droplet velocity, mean axial
mass flux, and mean and rms droplet diameter compared with experimental data of Sommerfeld
et al. [42] are shown. The profiles are in good agreement with the experimental data. The droplet
mean diameter profile is typical of the hollow cone atomizer, where smaller droplets are found
in the core region and larger droplets near the edge of the spray. Away from the inlet section,
the droplet mean diameter distribution becomes more uniform over the cross-section and slowly
decreases in the downstream direction because of evaporation. The axial mass-flux also decreases
towards the exit due to evaporation and is well captured by the present simulation. At x = 0 and
x = 0.786 the profiles of droplet mass flux show two-peaks associated to hollow-cone spray. Due
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Figure 1.34: Comparison of radial variation of evaporation statistics at various axial locations with
the experimental data of Sommerfeld et al. [42], LES, ◦ experimental data: a) mean and
rms of axial particle velocity, b) mean axial liquid mass flux, c) mean and rms of particle droplet
diameter.

to the recirculation region downstream of the center-body, the droplet mass-flux becomes negative.
Further downstream spreading of the spray is hindered by the annular air-jets and maximum of
the mass flux moves towards the centerline. These features are well captured by the present LES
computation.

1.8 Large Scale Multi-physics Simulation using CDP

A multi-scale, multi-physics simulation of turbulent reacting flow in a realistic Pratt & Whit-
ney combustor was initiated in FY03. This simulation includes all the complex models for spray
breakup, evaporation, and turbulent combustion described in section(1.6). This simulation will
serve as the first validation study of the reacting multiphase flow solver (CDP) in complex com-
bustor geometry. Figure (1.35) shows the combustor geometry in the symmetry plane z = 0.
The simulation is performed for a single injector which represents one sector of the full combustor
containing 18 injectors.

Liquid fuel (Jet-A) enters the combustion chamber through an annular ring at the injector exit.
This liquid film is approximated by large drops of the size of the annulus radius. These drops are
convected by the surrounding hot air, they break, evaporate, and the fuel vapor thus formed mixes
with the surrounding air giving a non-premixed spray flame. The computational grid consists of
1.9M hybrid elements (hexes, pyramids, and tets) with fine resolution close to the injector.
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The flamelet library for Jet-A fuel at gas-turbine engine operating conditions, was generated by
using a surrogate fuel of 80% n-Decane and 20% 1-2-4 tri-methyl-benzene which closely follows the
chemical kinetics and reaction rates of the Jet-A fuel. Around 1000 elementary reactions among
100 chemical species were used to generate these tables. The chemical kinetics of surrogate fuel
was compared with original fuel in terms of prediction of pollutants in laminar flames and showed
good agreement. In this multiphase simulation, the flamelet tables are generated by considering
the heat of vaporization of the liquid fuel. This is obtained by using heat-content for an equivalent
gaseous fuel which gives large densities in the pure fuel-vapor region (Z = 1).

Figure (1.35) shows instantaneous snapshots of progress variable (C), mixture fraction (Z), nor-
malized temperature (T/T0), and velocity magnitude (umag) in the z = 0 symmetry plane. Scatter
plot of droplets forming a conical spray is also shown. A highly complex unsteady flame is observed
in this simulation. High temperatures in the combustion chamber are reduced by large mass-influx
through the dilution holes. This reduces the exit temperature considerably. Figure (1.36) shows
the contours of density field (ρ) at different axial cross-sections. Strong recirculation zone with
conical spray flame is observed near the nozzle. The droplets evaporate completely close to injector
and do not appear beyond (x = 2). This computation was performed on 80 processors on Frost and
involved around 0.5M computational particles. The algebraic multigrid solver (AMG) developed
at Lawrence Livermore is used to solve the Poisson equation. The convergence rate of the AMG
solver was compared with the conjugate gradient solver (PCG). For each time-step, the conjugate
gradient solver typically requires 2000 iterations, whereas the AMG solver requires 10-12 cycles
corresponding to 500-600 conjugate gradient iterations. The AMG-solver gave an overall speed-up
of 2-3 times over the PCG solver and reduced the computational time substantially. Temporal data
for comparison with the experiments. The experimental data available for validation includes pres-
sure drops across different components, mass-splits through the inner and outer dilution holes, and
swirlers. The comparison of these quantities with the experimental data was shown to be within
10% for the cold flow simulation (FY02). Similar results are obtained for the reacting flow case. In
addition, the exit plane temperature was measured at 5 locations. The contours of time-averaged
temperature profile in the exit plane as well as azimuthally averaged temperature compared with
the experimental data is shown in Fig. (1.37). The temperature field is within 10-15% of the ex-
perimental data near the center. The predicted temperature near the walls is much lower and is
still evolving with time indicating that the flow has not reached the statistically stationary state.

1.9 Future Plans

Our plans for the next year are as follows:

• Perform a comprehensive validation study of CDP for turbulent non-premixed combustion in
a coaxial combustor geometry.

• Perform a systematic evaluation of different equilibrium and non-equilibrium evaporation
models as well as the droplet deformation models in the presence of high-temperature tur-
bulent cross-flow. Develop advanced evaporation models based on micro-mixing in turbulent
flows.

• Validate the low-Mach number, variable density solver along with advanced evaporation,
breakup models for turbulent spray flame simulations in coaxial combustor geometry.

• Develop and implement a numerical scheme that takes into account the liquid volume fraction
and displacement of fluid due to presence of droplets. Evaluate and assess its application to
dense spray regime and primary atomization.
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• Investigate different domain-decomposition strategies developed to overcome the load-imbalance
in spray breakup simulations in realistic combustors. Perform comprehensive investigation of
the gain in overall speed-up due to dynamic load-balancing.

• Develop efficient particle collision models and evaluate their influence on droplet size distri-
butions in coaxial and realistic combustors.

• Develop hybrid Eulerian/Lagrangian formulation based on level-set/particle tracking schemes
to investigate primary and secondary atomization.

• Complete the reacting flow simulation of 1/18th sector Pratt &Whitney geometry and validate
by comparing with the experimental data.

• Initiate multi-scale, multi-physics simulation of turbulent spray flames in multiple injectors of
PW combustor. This will allow us to perform large-scale simulations of combustion dynamics
in a realistic geometry and to investigate dynamics of any azimuthal asymmetries in flow
structure.

• Implement radiation model for optically thin grey gas.

• Validate the combined conserved scalar/level set flamelet model using data for temperature,
major species, and NO of the Stanford confined combustor experiment.

• Complete implementation of all the advanced spray and combustion models into the new
code, CDP−α.
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Figure 1.35: Instantaneous snapshots (from top to bottom) of progress variable, C, mixture fraction,
Z, temperature normalized by inlet air temperature, T/T0, and velocity magnitude,

√
u2 + v2 + w2

superimposed with droplet scatter plot in Pratt & Whitney combustor, z = 0 plane. The geometry
has been distorted.
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Figure 1.36: Instantaneous density contours superimposed with droplet scatter plot at different
axial locations in a realistic Pratt & Whitney combustor obtained from LES of multiphase reacting
flow simulation. The droplets appear only at first two cross-sections.
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Chapter 2

Turbomachinery Simulations

The objective of the Turbomachinery group is to develop advanced solvers for the solution of
the Unsteady Reynolds-Averaged Navier-Stokes (URANS) equations and to use these solvers to
provide insights into unsteady phenomena in turbomachinery components (compressors, turbines,
and secondary flow systems.) In addition, these solvers are part of the integrated simulations efforts
that our Center is carrying out and include interfaces to other RANS and Large Eddy Simulation
(LES) solvers to describe the main flow path, secondary flow systems and cooling passages, and
to structural analysis packages such as MSC/NASTRAN and FEAP for non-linear aeroelastic
predictions.

The main URANS flow solver developed in our group is called TFLO (Turbomachinery FLOw
solver): a three-dimensional, multiblock-structured, MPI-based, parallel solver with demonstrated
scalability up to 1, 024 processors for reasonable problem sizes. TFLO solves the URANS equations
using an implicit discretization and the dual-time stepping approach: an unsteady problem is
solved as a sequence of pseudo-time steady-state solutions. The inner pseudo-time steady-state
iterations are carried out using a modified Runge-Kutta scheme, a full approximation storage
multigrid algorithm, a number of convergence acceleration techniques such as local time stepping
and implicit residual smoothing, and various formulations for artificial dissipation. The Reynolds
stress is modeled with several options including one-, two-, and four-equation turbulence models
which are solved segregated from the mean flow equations.

During the last year, we have re-organized our group to focus on our core competencies in the
development of TFLO. In addition, we have selected a series of physical problems of interest to
both the research and industrial communities that will be tackled with the new TFLO solver. This
chapter of our Annual Report outlines our progress to achieve these goals.

The five-year objective of our group is to produce a state-of-the-art solver whose performance
and capabilities surpass those found in industry and at other academic institutions. We believe
that this goal can be achieved through a combination of better physical modeling, faster algorithms,
and more scalable parallel implementations. We have been working on a number of promising ideas
(both for algorithms and basic science) that we intend to implement and test in the coming years.
However, it had become clear that the TFLO solver that we had developed and adapted (from
FORTRAN77 codes FLO107-MB and TURBO90) during the first 5 years of our Center, lacked the
necessary flexibility to serve as the foundation for both algorithmic and modeling improvements. For
this reason, we have nearly completed a fundamental re-development of the flow solver, TFLO2000,
which is quickly becoming the basis of all of our efforts in the group and which improves upon many
of the fundamental features of the previous TFLO. As TFLO2000 was taking shape, a transition to
the new code was initiated: as of October 2003, all of the students in the turbomachinery group will
be using the new solver. The validation runs, large-scale simulations, integrated computations, and
TFLO-based basic science improvements presented in this report, however, have been carried out

57



58 CHAPTER 2. TURBOMACHINERY SIMULATIONS

using our old solver. As soon as the new sliding mesh capabilities are implemented in TFLO2000
(completion date expected in November 2003), further developments for TFLO will be terminated,
and TFLO2000 will become the default solver for all turbomachinery efforts.

The new flow solver, TFLO2000, will serve as the basis for the implementation of the algorith-
mic improvements that we have investigated and discussed in the past. These algorithmic improve-
ments attempt to provide a combined 20× performance advantage over comparable URANS flow
solvers. Such performance levels can be achieved through the use of faster steady-state convergence
techniques (an LU-SGS solver and both low-speed and block-Jacobi preconditioning) and better
unsteady computation approaches (non-linear frequency domain methods and hybrid-ADI time-
stepping). A substantial portion of this report is devoted to the development of our new solver,
TFLO2000, and to recent modifications to the non-linear frequency domain approach that will
allow us to incorporate both the dual-time stepping method and the non-linear frequency domain
approach into a single source code.

Additional savings in computational time can be realized from the efficient implementation
of the various turbulence models we are supporting. Our Diagonally Dominant ADI (DD-ADI)
implementation of these turbulence models is also presented in a later section. This implementation
is not only more efficient, but also more robust than our previous versions and can therefore be
very important for the computation of complex flows in tip gap regions where instabilities are often
observed due to the extreme variations in flow speed (from Mach 0.0 to Mach 2.0 in about 1 mm.)

Fundamental work on basic fluid flow modeling continues with the clear objective of improving
the quality of the solutions of TFLO. New contributions in this effort include the development of
adaptive wall functions for the computation of flows and heat transfer characteristics on meshes
with high wall spacing ( with y+ > 1). This kind of wall function implementation can result in
significant computational savings for the large rotating stall computations that we are currently
starting. They can also be of great benefit to our RANS-LES integrated simulations which are
discussed in a later Chapter. In addition, different turbulence closure models (second moment)
are being investigated to treat both rotation and stratification effects, which can be substantial in
turbine cooling passages. We are also pursuing a better fundamental understanding of the problem
of bypass transition so that the models in TFLO2000 can incorporate transition criteria based on
this work.

Finally, we have decided to choose a small number of problems on which to focus for the coming
4 years. At a recent meeting of representatives of both industry and academe, several problems
were chosen by industry representatives (GE, P&W, Rolls-Royce) the most pressing and to achieve
performance/cost improvements in turbomachinery systems. The problems mentioned included:

• Heat loads in turbines and interactions with the secondary flow system.

• Flow instabilities resulting from combustor-turbine-secondary flow system interactions.

• Flow control.

• CFD modeling.

• Unsteady interaction (multi-stage, rotating stall, surge.)

• Aeroelastic predictions.

We are currently working on problems in five of these six categories. In later sections of this
Chapter, we present our progress in the large-scale computation of the complete P&W6000 turbine
(unsteady interaction), heat load and heat transfer prediction in turbine cooling passages, CFD
modeling for better transition and turbulent boundary layer modeling, and our preliminary efforts
in the computation of the full three-dimensional rotating stall of the NASA Stage35 compressor.



2.1. MILESTONES 59

In addition, in our integration group, we plan to pursue complete flowpath integration, and, jointly
with SNECMA Moteurs, we are assessing the important of full non-linear aero-structural coupling
in the prediction of flutter and limit cycles in turbomachinery components.

2.1 Milestones

The work of the Turbomachinery group is focused on the development of our new flow solver
TFLO2000, including the addition of basic modeling strategies and advanced algorithms, and on
its use for large-scale computations that can shed light on some of the most important outstanding
issues in turbomachinery. During the course of last year, a number of major tasks have been
completed which are summarized below:

1. Code Development. The replacement for our baseline flow solver, TFLO2000, is nearing
completion. Over 100,000 lines of code have been created which implement the capabilities of
the old TFLO solver with various important improvements (new sliding mesh interfaces, real-
gas model, advanced data structures, etc.) In addition, the Cartesian immersed boundary
code IBRANS has been completed and used for the computation of the flow inside a turbine
blade cooling passage.

2. Physical modeling. Two major efforts have been devoted to the implementation of adap-
tive wall function formulations into TFLO and IBRANS. The adaptive wall functions can
automatically switch from an integration to the wall to a traditional wall function modeling
on the basis of the cell spacing of the first cell of the wall on the mesh. A range of y+ values
for the center of the first cell are now acceptable. Moreover, fundamental studies of the factors
affecting bypass transition (the dominant transition criterion in turbomachinery flows) have
been completed and a better understanding has been developed that can be used for better
modeling of transition in RANS solvers.

3. Large-scale simulations. Using the old TFLO solver we have completed two major sim-
ulations of turbomachinery components. Firstly, the complete P&W 6000 turbine has been
computed and is currently being analyzed. This is the first computation of this magnitude
ever attempted. Secondly, we have post-processed and published the results of the first cou-
pled turbine/secondary flow system simulation. Finally, we are attempting to carry out the
first ever three-dimensional rotating stall simulation of a complete wheel of a compressor
(NASA Stage 35.)

4. Algorithm development. Work on a number of algorithms has continued. In particular, we
have created a framework that will allow us to integrate both the baseline solver TFLO2000
and its frequency-domain implementation in a single solver. Work in the implementation
of preconditioners into TFLO2000 is starting and a theoretical framework for the choice of
scheme coefficients has been demonstrated.

2.2 New TFLO2000 Code development

In this section an overview of the design and capabilities of TFLO2000, the new version of our multi-
block structured code for the turbomachinery computations, is given. TFLO2000 is mainly written
in FORTRAN 90/95. However a few routines in the source were written in the C programming
language.
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2.2.1 Data Structure

Although truly object oriented programming is not possible using FORTRAN 90/95, this lan-
guage does allow a higher level of abstraction than its predecessor FORTRAN 77. The key ele-
ments to achieve this abstraction are derived data types and pointers; both are used extensively in
TFLO2000.

The foundation of the code is the derived data type BLOCK TYPE, which contains all the
information of a computational block, including the nodal coordinates, the cell volumes, the face
normals, the cell-centered solution, boundary condition information, etc. See figure 2.1 for more
details. The entire grid and its coarser versions, needed for multigrid acceleration, are stored
in a two-dimensional array of BLOCK TYPES, called FLODOMS in figure 2.1. As the array
FLODOMS is also stored in the module BLOCK, all the grid data can be accessed by all routines
in the program, which dramatically reduces the amount of subroutine arguments. This leads to
a cleaner and thus more readable code. In addition, it facilitates the implementation of new
algorithms, since, once all the infrastructure is in place, all that is needed is to make modifications
to the solution procedure for a single structured block.

To improve the readability even further, all the info in a block can be accessed via pointers
using one function call. As a consequence the source code of many routines is identical or similar
to the source code of a single block problem without multigrid.

The halo information is also stored in derived data types; matching and non-matching grids use
their own type, because the latter need more information storage. However the concept is identical
and is shown in figure 2.2. The derived data type COMM LIST TYPE stores the actual halo
information including the block number and indices of both the halo cell and its corresponding
donor in the neighboring block. For non-matching grids it also stores the linear interpolation
weights required to obtain the halo information.

Because of domain decomposition, donor cells may be stored on different processors and their
data must be communicated. The derived data type COMM TYPE takes care of these issues.
NPROCS COM is the number of processors from which data is received and the halo information
obtained from these processors are stored in an array of COMM LIST TYPES, i.e. COMM DATA;
the size of COMM DATA is NPROCS COM. In reality the data received is stored in a buffer, not

MODULE BLOCK
    IMPLICIT NONE

    TYPE BLOCK_TYPE

        ! BLOCK DIMENSIONS
        ! BLOCK BOUNDARY CONDITIONS
        ! SUBFACE CONNECTIVITY
        ! NODAL COORDINATES
        ! CELL VOLUMES AND FACE NORMALS
        ! SOLUTION VARIABLES
        ! RESIDUAL AND MULTIGRID VARIABLES
        ! TURBULENCE MODEL VARIABLES

    END TYPE BLOCK_TYPE

    TYPE(BLOCK_TYPE), DIMENSION(:,:), ALLOCATABLE :: FLODOMS

END MODULE BLOCK

Figure 2.1: Derived datatype structure to store the information of the blocks.
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MODULE COMMUNICATION
    IMPLICIT NONE

    TYPE COMM_LIST_TYPE

        ! STORE THE HALO DATA FOR 1 PROCESSOR FOR 1 GRID LEVEL

    END TYPE COMM_LIST_TYPE

    TYPE COMM_TYPE

        ! STORE THE COMMUNICATION PATTERN FOR 1 GRID LEVEL.

        INTEGER :: NPROCS_COM
        TYPE(COMM_LIST_TYPE), DIMENSION(:), POINTER :: COMM_DATA

    END TYPE COMM_TYPE

END MODULE COMMUNICATION

    TYPE(COMM_TYPE), DIMENSION(:), ALLOCATABLE :: COMM_PATTERN 

Figure 2.2: Data structure to store the communication pattern.

in a block, and, of course, the processor itself must send data to other processors as well. However
these are details that do not influence the concept of the data structure and are therefore not shown
in figure 2.2.

Finally, every grid level has its own communication pattern, which is stored in COMM PATTERN,
an array of the derived data type COMM TYPE. The dimension of COMM PATTERN is equal to
the number of grid levels used.

Although many more derived data types are present, these are mainly used in subparts of the
code and their data is not known to all routines. This is accomplished by storing the source code
of the subparts, or libraries, in separate subdirectories, whose objects are archived and stored in a
.a file. The final executable is then obtained by linking the main object file with these archives.

2.2.2 Parallel computing

The parallelization strategy of TFLO2000 is based on the goal that all CPU and/or memory
intensive parts of the code must be truly parallel to avoid bottlenecks, both in terms of execution
time and memory. Furthermore the parallelization is hidden as much as possible from the end user;
there is one file containing the grid and restart information and when the computation is finished
only one solution file is written. Consequently the preprocessing portion is fully integrated in the
code and hence parallel.

The mapping of blocks onto the processors is done using Metis, a freely available partitioning
tool [1]. The input for Metis is a graph of the mesh and the desired number of partitions; it returns
for every node of the graph, which corresponds to a block in the mesh, the partition where it should
be stored.

As the block sizes of a multiblock structured mesh can be arbitrary, the graph must be weighted
by an estimate of the computational cost required for every iteration in every block. Ideally both
the number of cells and number of faces should be equal on all processors for an optimal load
balance. This is, in effect, a multi-constraint partitioning problem, which can be handled by Metis
by imposing multiple weights on the nodes of the graph, see figure 2.3. The first weight is the
number of faces and the second weight the number of cells of the block. Another important task
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of the partitioning software is to minimize the communication costs. It is assumed that these costs
are proportional to the size of the message sent, i.e. the latency is not taken into account. In the
graph this can be modeled by assigning weights on the edges. This edge weight is proportional to
the number of halo cells to be communicated between blocks. Only face halos are considered here;
edge and corner halos are neglected.

1

2

3

5

6

4

7

(450,250)

(400,225)

(150,80)

(500,270)

(600,300)

(300,180)

(350, 200)

50

100

75

110

90

120

30

80

20

65

25

Figure 2.3: Weighted graph model of a 7 block structured mesh. The numbers between brackets
are the nodal weights and the numbers on the edges are the edge weights.

Metis is able to produce very good distributions when the number of blocks is quite a bit
higher than the number of processors. However when the number of blocks is about equal or even
less than the number of processors a good distribution cannot be obtained in general. Therefore
TFLO2000 is able to split blocks automatically during runtime to obtain a pre-specified measure
of load balance. Since it is a requirement that the output solution file matches the input grid file,
solution data is automatically gathered when a solution is written to file. The end user is unaware
of this additional block splittings, but reasonable load balance is guaranteed. This feature was
added since we had had this problem in several situations with the old TFLO code.

As soon as the block distribution is known, every processor reads the data of the blocks it is
responsible for and stores it in the derived data type BLOCK TYPE (see section 2.2.1 for more
details.) From this information the communication data structure is created, the face normals and
cell volumes are computed and the coarser meshes are constructed.

For a turbulent computation the distance to the nearest wall might be needed for every cell.
This value is computed using an octree data structure which contains all surface faces on viscous
boundaries. Currently the entire octree is stored on all processors, which may lead to memory
problems for very large grids with more than one million surface points. If this is the case a parallel
version of the octree search will be implemented, which leads to a O(NPROC logN) algorithm
instead of O(logN), where NPROC is the number of processors on which wall points are present.

In the solver kernel the data of the halo cells is exchanged on every stage of the Runge-Kutta
iteration and on every multigrid level such that the convergence history is completely independent of
the number of processors. Since the solver is the CPU-intensive part of the code, it is important that
the communication be performed efficiently. Although it is possible to distinguish between internal
and border cells in a block (an internal cell is not needed in the communication pattern while a
border cell is) and thus one can optimize the overlap between communication and computation,
tests carried out in our group have been found to decrease the overall performance for a multiblock
structured grid. The main reason for this unintuitive loss of performance is that for the distinction
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between internal and border cells an additional unstructured data structure must be introduced,
which results in the above mentioned performance loss.

Therefore the only overlap for communication between processors is provided by internal com-
munication and possibly some computations related to periodic boundary conditions (see figure 2.4
for more details.) After the data has been sent to other processors and the nonblocking receives

− Send the data using nonblocking sends.

− Post the nonblocking receives.

− Copy the local data and possibly correct the internal periodic halo cells.   

− Complete the nonblocking receives using MPI_WAITANY and

− Complete the nonblocking sends.

   possibly correct the external periodic halo cells.

Figure 2.4: Sequence of the communication exchange.

have been posted, the halo values whose donor cell is stored on the same processor are copied. Also
the periodic transformation for the velocity vector is applied for internal/periodic halo cells at this
point.

As soon as the internal data has been copied, a loop over the number of processors from
which the current processor receives data is executed. In combination with the MPI-function
MPI WAITANY any of the receive requests is completed and its data is copied into the halo cells.
After all receive requests have been completed the external periodic halo cells are corrected. The
last thing to be done is to complete the nonblocking sends, which is achieved by a number of calls
to MPI WAITANY.

Furthermore, the communication of sliding mesh halo values (see section 2.2.5) is performed
separately from the standard neighbor to neighbor communication described above. The reason is
that the communication pattern of the sliding mesh interfaces changes every time step, while the
neighbor to neighbor communication remains fixed during the entire computation. Consequently
the former must be recomputed every time step, while the latter must be computed only once and
therefore both are stored in different data structures.

During a data exchange the neighbor to neighbor communication is performed first. After this
is finished the sliding mesh communication is executed. Although this could lead to a small effi-
ciency decrease compared to a simultaneous execution, the decoupled approach has been chosen for
simplicity. In case of periodic boundary conditions, which occur in a turbomachinery computation
when only a part of the machine is modeled, the periodic halo values can now be used in the sliding
mesh communication pattern. This leads to an easier interpolation, because the periodicity does
not need to be taken into account.

An additional advantage of the decoupled approach is that the communication buffers can be
reused, which leads to a smaller memory usage.

2.2.3 I/O standards

CGNS, CFD General Notation System [2], has been chosen as the file format to store both the grid
and the solution files. CGNS is a software implementing a set of conventions to store CFD data. It
produces platform independent binary files and it is self-descriptive, i.e. the file contains reference
conditions, units, nondimensionalization characteristics, etc. Furthermore, many grid generators
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and post-processing software have I/O filters to write and/or read CGNS files, which removes the
need for additional conversion software.

Older versions of CGNS were known to have performance problems, especially when many
blocks, or zones in CGNS terminology, are present. This problem was identified and the performance
of the current release, version 2.3, is comparable with native binary I/O for a sequential program.
For parallel codes the situation is suboptimal, especially for writing. Reading is usually not a
problem for multiblock structured grids, because every processor can open the CGNS file and
navigate to the data it is responsible for and read it. However writing a file is more problematic.
Currently the most efficient way to do this is to gather all the data on a master processor, which
performs the writing. In order not to run into memory problems a loop over the blocks is performed.
The data of the active block is sent to the master processor, which writes it to file. At most, this
clearly leads to performance equal to sequential writing, which is known to be a bottleneck for
massively parallel computations.

Fortunately there is already a preliminary implementation of the CGNS standard that uses
HDF5 [3] as a base for CGNS instead of the current ADF-layer. A major advantage of HDF5 is
that a version for parallel I/O (PHDF5) has already been developed and thus a parallel version
of CGNS will automatically be available as soon as the change the HDF5 is complete. The time
scale of these efforts is or order one year, which will closely match our development plans. If the
development of the PHDF5 version of CGNS is delayed, it might be necessary to implement an
option to use a native format in combination with the parallel MPIO-routines as we had done in
the old TFLO code.

2.2.4 Variable Cp

The majority of CFD computations are performed assuming that the gas is calorically perfect, i.e.
the perfect gas law is valid and the specific heats are constant. The former assumption is usually
valid, but the latter is violated when the vibrational modes are excited. For air this phenomenon
starts to occur at around 500 K. Especially in the high-temperature turbine, significantly higher
temperatures are present and therefore a more accurate physical model should be used. The old
TFLO solver always operated with a constant value of the ratio of specific heats, γ.

The following polynomial curve fit for Cp/R, where R is the specific gas constant, has been
chosen:

Cp
R

=

N∑

j=1

AjT
kj . (2.1)

The constants Aj , the exponents kj (which are integers because of efficiency reasons) and the
number of terms in the curve fit are input parameters for the code. The dimension of the constants
Aj is such that the temperature T is in degrees Kelvin.

Equation 2.1 is only valid for a certain temperature range, whose boundaries must also be
given. It is possible to specify multiple curve fits, each with its own temperature range. The
only condition is that the temperature at the endpoints must match; although desirable, it is not
necessary that the Cp values are continuous at these endpoints. An example of a fourth order fit
with two temperature ranges for air is shown in figure 2.5.

The internal energy per unit mass, eint, is defined as

deint = CvdT. (2.2)

Using the relation Cv = Cp − R and the curve fit for Cp in equation 2.1, the internal energy
per unit mass can be computed by integrating equation 2.2. Expressions for other important
thermodynamic quantities, especially those for the total temperature and total pressure, can be
found in reference [4].
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Figure 2.5: Fourth order curve fit with two temperature ranges for Cp/R as a function of temper-
ature for air.

Theoretically the Riemann invariants for the constant Cp case are not valid anymore for variable
Cp and thus the boundary condition treatment should be changed. However, it is assumed that
at boundaries a linearization can be performed around the local value of Cp and the Riemann
invariants corresponding to this local value are then used to apply the boundary conditions. It is
believed that this approach does not introduce any significant errors.

2.2.5 Conservative interfacing for sliding meshes

The unsteady simulation of a turbomachinery flow requires the presence of sliding mesh interfaces,
i.e. surfaces where the rotor mesh slides past the stator mesh (see figure 2.6.) State of the art
CFD codes use a non-conservative treatment of these interfaces, i.e. the state vector in the halo
cells is determined using trilinear interpolation. It is known that even for smooth flows this can
lead to significant errors in the mass flow and, especially on relatively coarse grids, this results in a
less accurate solution than the solution obtained with a conservative treatment of the interface [5].
Furthermore in our cases of interests it is very well possible that a shock wave crosses the interface,
for which a conservative treatment is a prerequisite.

The approach considered for TFLO2000 is that of a common tessellation, i.e. the surface grid at
the interface is split into elementary surface parts. An elementary surface part is a surface element,
which has only one neighboring volume element in both the stator part and the rotor part. For the
case shown in figure 2.6 this means that the original quadrilateral surface mesh must be split into
smaller pieces, ignoring for the moment the non-overlapping regions at the boundaries. The flux
is computed for each of the elementary surface parts and scattered to the corresponding rotor and
stator volume elements. Consequently, conservation is guaranteed. The states to the left and right
of the elements of the common tessellation are computed using trilinear interpolation, for which
exactly the same algorithm can be used as for the nonconservative treatment.

First consider the easiest case possible, namely a radially matched grid which rotates around the
axis normal to the plane (see figure 2.6.) The metrics are computed in the Cartesian frame, which is
indicated by the use of straight lines between the grid points. It is clear that due to the rotation of
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Stator

Rotor

Figure 2.6: Rotating circular meshes. The axis of rotation is normal to the plane. Metrics computed
in the Cartesian frame.

the meshes parts of the slices do not overlap anymore. This leads to problems for the interpolation
algorithms even for the nonconservative case. Also the creation of a common tessellation becomes
difficult, if not impossible or ill-defined. Furthermore, the meshes in figure 2.6 coincide for certain
values of the rotation angle. However, this is not the case in general and, consequently, it is not
guaranteed that the discrete values of the normal surfaces of the rotor and stator are identical
when the metrics is computed in the Cartesian frame (see figure 2.7.) As a consequence, even if

Stator

Rotor

Figure 2.7: Different discrete areas for grids with different resolution if the metrics are computed
in the Cartesian frame.

it is possible to define an interpolation scheme, it is not possible to create a scheme that is both
conservative and consistent, i.e. free stream preserving. This is easily seen: suppose the normal
areas of the rotor part and stator part differ. Therefore the mass flow will be different for a uniform
flow field and hence the scheme is not conservative.

The problem shown in figure 2.6 is shown again in figure 2.8, but now in a cylindrical coordinate
system. It is clear that both the interpolation and the construction of the common tessellation is
now straightforward and a conservative scheme can be constructed fairly easily in this situation.
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Figure 2.8: Rotating circular meshes. The axis of rotation is normal to the plane. Metrics computed
in the cylindrical frame.

Figure 2.8 is of course an idealized situation. However a key observation is that the outer
boundaries of a rotating mesh part must be straight lines in the cylindrical coordinate system and
therefore it is impossible that gaps occur as in the Cartesian frame. A more general situation is
shown in figure 2.9. Although more complicated than in the case of the radially matched grid, it is

ϕ

r

Stator

Rotor

Figure 2.9: Rotating circular meshes in the cylindrical frame, general situation with non-matching
grid lines.

still feasible to compute the common tessellation, although it will result in an unstructured grid.
The conclusion is that for a consistent conservative treatment of sliding mesh interfaces both

the metrics and the interpolation scheme must be computed in the cylindrical coordinate system.
As the normals of every control volume must sum up to zero, this means that the metrics of the
entire grid must be computed in the cylindrical coordinate system and not only the normals on the
sliding mesh interfaces.

The conservative treatment described above can also be applied to non-matching block bound-
aries, which occur when local refinement is applied to a block. Especially in tip gap regions this
could be used to improve the grid resolution without the need for complex block topologies to keep
the total number of grid points acceptable.

2.2.6 Preliminary Speed-up and Performance Tests

An initial test of the performance of TFLO2000 has been carried out for a wing-body-nacelle-pylon
viscous configuration (see figure 2.10 which shows the surface grid.) The volume grid consist of
1017 blocks and 4,787,392 cells. This number of cells is so large that at least 4 processors of the
Beowulf cluster redhot.stanford.edu of the Stanford Aerospace Computing Laboratory had to
be used. This Beowulf cluster uses Myrinet for communication which has been measured to provide
MPI latency and bandwidth of 12µsec and 70Mb/sec.



68 CHAPTER 2. TURBOMACHINERY SIMULATIONS

The computation has been performed as well on 8, 16, 32 and 48 processors, the maximum
number of processors available on redhot.stanford.edu. Figure 2.11 shows the speed up as a
function of the number of processors, where the 4 processor run has been taken as a reference. It
is clear that for 16, 32 and 48 processors the ideal speed up is not obtained. The main cause is
load imbalance, which is 7, 8 and 12 percent for these cases respectively. It is certainly possible
to obtain a better load balance, but at the price of increased communication cost (see table 2.1.)
This table shows the results of different weightings of the communication costs on 32 processors for

Graph partitioning Graph partitioning Bisection
without communication

Load imbalance 0.08 0.01 0.04

Wall clock time (s) 145.31 147.31 148.20

Table 2.1: Load imbalance and wall clock time (for 10 multigrid cycles) for different partitioning
strategies on 32 processors.

the grid described above. When these costs are not taken into account in the partitioning a more
or less perfect load balance is obtained. However the increased communication leads to an actual
larger wall-clock time, which is also the case when a bisection algorithm is used instead of a graph
partitioning one. Especially on the coarser grid levels the increased communication results in lower
overall performance.

For this test case, the Mflop rate has been determined on redhot.stanford.edu which is
equipped with 1.73 GHz Athlon XP2100 processors. TFLO2000 runs at approximately 160 MFLOPS
on these processors in combination with the INTEL IFC compiler; the Portland Group compiler is
about 30 percent slower. It must be taken into account that the usage of pointers as described in
section 2.2.1 has some influence on the performance; tests have shown that a code without point-
ers runs approximately 15 percent faster for the IFC compiler. However it was decided that the

XY

Z

Figure 2.10: Surface grid for the wing-body-nacelle-pylon configuration used for the performance
test.
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increased readability and thus maintainability is worth this performance loss.
Correcting for the load imbalance in the computations, one can extrapolate that the new solver,

TFLO2000, will scale properly as long as each processor contains at least 30, 000 cells of the
multiblock mesh. This situation will only improve if the ratio of computational power to network
performance is more favorable, as is the case in all DoE ASCI machines.

2.2.7 Adaptive wall functions

During the last year work in turbulence modeling has concentrated on the development of adaptive
wall functions for RANS. This effort was motivated by the desire to carry out large-scale compu-
tations with TFLO2000 using coarser grids in the near wall regions. For example, predictions of
phenomena such as rotating stall can easily exceed the limits of available computational resources
since computational predictions require the simulation of an entire compressor wheel which, for a
single blade row, may consist of more than 40 blade passages and a fully-resolved RANS computa-
tion of the flow through each blade passage requires a few million grid points. In addition, rotating
stall is an unsteady flow phenomena and the integration time interval may need to span several
wheel revolutions.

In wall bounded flows, most of the computational cells are generally used to resolve the boundary
layers. Wall integration of turbulence models requires that the first computational cell above the
wall be located in the laminar sublayer at about y+ = 1. With the use of wall functions, this cell
can be placed well into the logarithmic layer leading to a significant reduction in the number of
cells in the boundary layer. Thus, for a typical wall integration grid with a near wall stretching of
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Figure 2.11: Speed up, relative to the 4 processor run, as function of the number of processors.
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1.18 there are about 37 cells located in the boundary layer for a Reynolds number of Re = 6× 106

and only 12 cells for a corresponding wall-function grid with the first cell at y+ = 111. The gain in
computational efficiency is not only achieved by the smaller grid size but also by a decrease of the
cell aspect ratio near the wall improving multigrid efficiency.

Wall functions for RANS were initially developed many years ago [10] and several approaches
for adaptive wall functions, which do not restrict the location of the first grid point between wall
and logarithmic layer, have been published in the literature [15]. Our work addresses some of the
shortcomings of the published adaptive wall functions and aims at the development of an efficient
and robust approach that is applicable to different turbulence models.

For zero pressure gradient flow the location of the outer edge of the logarithmic layer depends
on the Reynolds number as shown in Fig. 2.12. The region between the wall and the outer edge
of the logarithmic layer is universal for the scaled flow variables. It is this universality that allows
the derivation of wall functions. In the region between the viscous wall and the outer edge of the
log layer the RANS equations simplify for zero pressure gradient flow :

∂

∂y

(
(µ+ µt)

∂u

∂y

)
= 0 (2.3)

Integration along the wall normal coordinate y yields:

(µ+ µt)
∂u

∂y
= ρu2τ (2.4)

This equation states that the sum of the laminar and turbulent shear stresses is constant and equal

to the wall shear stress τw = µ
(
∂u
∂y

)
w

= ρu2τ . The linear law U+ = y+ follows for the viscous

sublayer with νt << ν and the usual log-law U+ = 1
κ log(y

+) +Blog, with the experimentally fitted
constant Blog = 5.0, follows for the logarithmic region in which ν+t = κy+. A universal function
that reproduces the linear and logarithmic law and provides data for the intermediate region has
been formulated by Spalding [13]:

y+ = U+ + e−κB[eκU
+ − 1− κU+ − 1

2
(κU+)2 − 1

6
(κU+)3 − 1

24
(κU+)4] (2.5)

An explicit procedure for the determination of the wall shear stress can be obtained from this
equation by multiplying both sides by U+. This results in an implicit function of U+ for the local
Reynolds number Rey = y+U+ = uy/ν. A spline curve fit through data obtained from the function
Rey(U

+) provides an explicit function for U+(Rey) [14].
The eddy-viscosity is also explicitly related to the universal function for the velocity profile.

In the entire region between the wall an the outer edge of the logarithmic boundary layer the
eddy-viscosity is linked to the velocity gradient following equation (2.4):

νt = (
dy+

dU+
− 1)ν. (2.6)

Thus, the friction velocity, which determines the momentum flux at the wall, can be explicitly
related to the tangential velocity and wall distance in the first cell above the wall using a look-up
table for the universal velocity profile. The table also provides a velocity gradient that determines
the eddy-viscosity in the first cell center.

Implementation

Three aspects need to be considered for the implementation of wall functions. In addition to the
physical model and numerical scheme there are different ways wall functions can be implemented
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that affect code readability and the amount of modifications to an existing RANS code. In this
report we consider some of these aspects for wall functions for the velocity and turbulence variables
for the Spalart-Allmaras [12] turbulence model. Wall functions for the modified v2-f [11] and k-ω
[16] models have been derived similarly. They will be described in an upcoming journal article [9].

The Spalart-Allmaras turbulence model predicts a velocity profile that slightly deviates from
Spalding’s profile as shown in Fig. 2.12b. The look-up table for U+(Re) is therefore generated from
a numerical wall integration solution for zero pressure gradient flow. The model is implemented
with an off-wall boundary condition, by imposing the values of the turbulence variables in the first
cell center above the wall. The eddy-viscosity is obtained from equation (2.6):

νt1 = (
dy+1
dU+1

− 1)ν (2.7)

where the gradient dy+1 /dU
+
1 is provided by the look-up table. The field variable ν̃ can be obtained

from the eddy-viscosity definition:

νt = ν̃
( ν̃ν )

3

( ν̃ν )
3 + cv13

(2.8)

which rearranged provides an iterative equation for ν̃1:

ν̃1 = (νt1(ν̃1
3 + (νcv1)

3))0.25 (2.9)

This equation converges for any non-negative initial guess since νt1 is smaller than 1. For an implicit
solution of the turbulence transport equation the matrix elements for the first cell above the wall
need to be modified. The central element and the right hand side are set to 1 and ν̃1, respectively.
The other matrix elements are set to zero.

A look-up table for the eddy-viscosity νt1 and field variable ν̃1 can also be generated from the
wall integration of a zero pressure gradient boundary layer. Values from this table can be used as
an alternative to the off body boundary conditions (2.7) and (2.9). However, the above equations
may be extended in the future to more complex flow situations.

In the general coordinate code TFLO2000 the momentum flux is modified with a stress cor-
rection that is obtained from the shear stress in a wall-aligned coordinate system. In each com-
putational cell attached to the wall this coordinate system is defined by the wall normal vector:
~n = ∇d /|∇d|, where d is the wall distance, and the tangential unit vector ~t = ~ut/|~ut| which is
computed from the tangential velocity ~ut = ~u − un~n with the wall normal projection un = ~u · ~n.
The third direction is defined by the cross product ~s = ~t× ~n: The stress tensor in the wall-aligned
coordinate system can be written as τ = RτRT , where R is the rotation matrix. The wall shear
stress in the t− n− s system can be written:

τtn = txnxτxx + tynyτyy + tznzτzz + (txny + tynx)τxy + (txnz + tznx)τxz + (tynz + tzny)τyz (2.10)

This stress is substituted with the shear stress τwftn defined by the wall function. The shear stress

difference ∆τtn = τwftn − τtn is rotated back to the x − y − z coordinate system according to the
rotation rule: τ = RT τR. Finally, the stress corrections

∆τxx = 2txnx∆τtn ; ∆τyy = 2tyny∆τtn ; ∆τzz = 2tznz∆τtn (2.11)

∆τxy = (txny + tynx)∆τtn ; ∆τxz = (txnz + tznx)∆τtn ; ∆τyz = (tynz + tzny)∆τtn (2.12)

are added to the original stresses.
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Results

Wall functions are designed to be used with coarse near-wall grids. The numerical solution of the
discrete RANS equations has an associated numerical error that increases with decreasing grid
resolution. The difficulty in testing wall function implementations is to distinguish between this
numerical error and inaccuracies that may result from the physical model. A so-called delta grid
concept has been developed to eliminate the numerical error and to provide a test for the correctness
of the applied boundary conditions. In this concept, a wall-integration grid is shifted by a distance
δ into the flow to provide the desired y+ location of the first cell as shown in Fig. 2.13a. The wall
function provides the desired flux at the boundary face. The numerical error is the same as for the
wall integration provided the mesh normal to the wall is reasonable fine (uniform in the exact case).
The velocity and eddy-viscosity profiles for y+ = 1.1, 2.5, 5, 11, 25, 111 are shown in Fig. 2.13b. All
curves match the wall integration results. Only the eddy-viscosity deviates slightly for y+ = 111.

The velocity and eddy-viscosity profiles for “classic” coarsened grids with cell center at y+ =
1.1, 2.5, 5, 11, 25, 111 are shown in Fig. 2.14. Results obtained through the standard application of
the described adaptive wall functions by enforcing the flux at the wall and modified eddy-viscosity
in the first cell center are shown in Fig. 2.14a. Deviations from the exact solution can be see
for y+ = 5 and 11. The velocity gradient rapidly changes for these y+ values and the second
derivative has a peak value at y+ = 10 (Fig. 2.12b). Both solutions can be improved (Fig. 2.14b)
by increasing the numerical accuracy of the flux computation at the interface between first and
second cell above the wall. The velocity between both cells has been locally approximated with a
third order polynomial using velocity gradients from the look-up table in the first and second cell
center above the wall.

2.2.8 Turbulence modeling for TFLO

In the last year, the Spalart-Allmaras, k-ω (k-ω SST) and v2-f models have been transfered from
the old TFLO into TFLO2000. The test phase has concluded for the first two models. All models
are implemented using the DD-ADI scheme developed earlier for the v2-f model [8].

Improvements in the numerics

An improvement in code robustness has been achieved by modifying the time-step calculation for
the turbulence models. While in the old TFLO the time-step for the advancement of the turbulence
variables is determined by scaling the local time-step from the mean flow with a constant factor,
the new method determines the time-step through implicit under-relaxation:

∆t =
α

b(1− α) (2.13)

where the relaxation parameter is 0 < α < 1 and b is the diagonal element of the implicit ma-
trix. The relation between the time step ∆t and the relaxation parameter α can be established
considering the implicitly discretized one-dimensional steady convection-diffusion equation:

aφn+1i−1 + bφnewi + cφn+1i+1 = 0 (2.14)

The unknown φnewi in cell i is implicitly under-relaxed with:

φn+1 = φn + α(φnew − φn) (2.15)

resulting in:

aφn+1i−1 +
b

α
φn+1i + cφn+1i+1 =

b(1− α)
α

φni (2.16)
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The implicit discretization of a corresponding unsteady problem with a first order backward differ-
ence for the time derivative gives:

aφn+1i−1 +

(
1

∆t
− b
)
φn+1i + cφn+1i+1 =

φni
∆t

(2.17)

which is equivalent to equation (2.16) with the above definition of the time-step. The local time
step for the turbulence equations is determined by the numerical properties of the discretized
turbulence equations rather than through mean flow criteria and numerical experimentation for
the scaling factor. The DD-ADI scheme requires the computation of the full diagonal element
b before factorization. This allows the use of implicit under-relaxation with a DD-ADI scheme
without extra cost.

Application for heat transfer

A challenging heat transfer case for the GE-E3 first stage turbine rotor tip flow has been set up to
validate TFLO2000 and extend its capabilities. Experimental data for flow and heat transfer with
and without tip cooling is available for this blade [7]. Fig. 2.15 shows the measured pressure and
heat transfer data for various rates of mass injection through the tip holes. The GE-E3 blade used
in the experiments has a cord length of 8.6cm, a span of 12.2cm and a 1.5% tip gap of 0.183cm. The
flow conditions are subsonic at the in- and outlet with a Mach number of 0.25 and 0.59, respectively.
The Reynolds number based on the exit velocity and axial chord length is 1.1× 106 and the total
turning angle of the blade is 97.7o.

The blade geometry is two-dimensional and this facilitates grid generation and flow visualization.
Nevertheless, the flow is complex and strongly three dimensional due to the presence of the endwalls
and tip gap. An initial grid for the base case with the tip gap and without the tip holes has been
generated with GRIDGEN. A H-O grid structure has been employed for a high quality grid on the
blade surface and the tip gap region. Grid details are shown in Fig. 2.16. The mesh is divided in
40 blocks with a total of 2.2 million cells; there are 64 cells along the blade span and 32 in the tip
gap. The plane of cells containing the first cells above the tip spreads gradually (up to a cell 50
times larger) as the distance from the tip increases. This increases the local time step in the cells
away from the tip, preventing the appearance of artificial gradients in this high speed flow areas.
This is one of the grid features that had to be introduced to obtain a converged solution. Initial
results obtained with the old TFLO code are presented in Fig. 2.17. The convergence plot on the
left shows the density residual drop for three turbulence models. Fig. 2.17b shows a qualitative
solution of the flow field using the v2-f model. The pressure is plotted on the blade and endwall.
The three dimensionality of the flow is shown with a plane of streamlines at two span locations;
the streamlines near the tip and the turbulent kinetic energy contours at the exit plane visualize
the vortex structure induced by the tip gap.

Future work

The work on adaptive wall functions is still in progress. The wall functions developed for the mo-
mentum and turbulence equations allow incompressible, adiabatic flow computations. Wall function
computations of compressible flow require modification to the energy equation. Wall functions for
the temperature are also needed for heat transfer computations. The adaptive wall functions are be-
ing tested for complex applications. Depending on the success with these computations future work
in wall functions may focus on modifications considering pressure gradients or near-wall subgrid
solutions [6].

The grid and input for the basic E3 case without tip cooling has been converted for TFLO2000
and heat transfer computations are planned. These computations will validate the heat transfer
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Figure 2.12: Velocity profile for flat plate for different Reynolds numbers (left) and derivatives of
Spalding’s formula and Spalart-Allmaras velocity profile (right).
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Figure 2.13: Delta grid methodology: grid used for wall integration shifted the distance δ (left)
and the corresponding velocity and eddy-viscosity profiles for y+ = 1.1, 2.5, 5, 11, 25, 111 (right)
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Figure 2.14: Velocity and eddy-viscosity profiles for coarsened grids with cell center at y+ =
1.1, 2.5, 5, 11, 25, 111; standard application of adaptive wall functions (left) and with additional
increase in numerical accuracy between first and second cell above the wall (right)
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Figure 2.15: Heat transfer coefficient (left) and pressure distributions on shroud surface (right) for
coolant injection through tip holes (Experimental data by Kwak & Han [7])
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Figure 2.16: Periodic mesh for E3 blade with tip gap but without tip holes
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Figure 2.17: Density convergence for S-A, k-ω and v2-f models and flow field solution for v2-f
model (old TFLO)
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capabilities of TFLO2000. Coarse grid computations will validate the wall functions. An extensive
comparison with experimental data for the basic case without tip cooling and computations with
the tip cooling are planned.

The adaptive wall functions are also currently being implemented into the immersed boundary
code IBRANS. This will push the application range of the Cartesian immerse boundary technique
to higher Reynolds number flows. IBRANS has also been extended with heat transfer capabili-
ties. Future work will test this new technique for conjugated heat transfer for industry relevant
applications.

2.3 Algorithmic Improvements for TFLO2000

As mentioned earlier in this Chapter, one of the objectives of the Turbomachinery group is to
achieve a 20× speed advantage, with comparable accuracy, for the computation of unsteady flows
in turbomachinery. This speedup will be measured in comparison with state-of-the-art software in
industry and academe.

A significant part of this improvement can be derived from the use of adaptive wall functions,
which may reduce the computational mesh size and the inherent stiffness in computations in highly
stretched meshes. Moreover, the development of fast convergence algorithms for the turbulence
models in our solver can also contribute to our performance goal. The attempts to use these
methods have been described in an earlier section.

The remaining portion of the performance improvement will result from innovative algorithms
for both the inner, steady-state iteration and for the time advancement of the unsteady solution.
In last year’s report, we outlined several algorithms that can be used to achieve this goal including:

• LU-SGS core solver. A non-linear Symmetric Gauss-Seidel iteration can be applied to the
pseudo-time, steady-state equations to achieve faster convergence. In two- and three di-
mensional inviscid test cases this method has been shown to be much more efficient than
our baseline modified Runge-Kutta method. Viscous tests are proceeding along and will be
completed this coming year.

• Non-Linear Frequency Domain approach for periodic flow solutions. Given that the flows that
we are interested in solving are mostly periodic in nature, we have developed a formulation
that allows for the transformation between time and frequency space in such a way that the
nonlinear interaction between temporal modes can be accounted for. The implementation of
this algorithm requires dramatic changes to the baseline flow solver, since complex variables
are needed for the computation in frequency space.

• Hybrid-ADI scheme. Second-order accuracy in time can be formally guaranteed if the time
advancement of the solution is initiated with an ADI step. Convergence to the solution at the
end of the time step can be ensured by following the initial ADI step with a number of relax-
ation iterations. This approach has shown the potential for a 3× decrease in computational
time when compared with our baseline dual-time stepping algorithm.

• Preconditioning and Preconditioning Squared. Both low-speed preconditioning by itself and
in combination with a Block-Jacobi preconditioner for the RANS equations can be used to
improve the convergence rates of the steady-state flow solver and to increase the robustness
of the algorithm.

Testing of these various ideas has continued during this past year in three different PhD theses. Our
understanding of the algorithms has now matured to the point that they can be implemented in
a three-dimensional solver such as TFLO2000. Now that TFLO2000 is essentially ready for these
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algorithmic improvements, we will focus on both the LU-SGS and non-linear frequency domain
(NLFD) algorithms in the coming year.

A major stumbling block for the incorporation of the NLFD algorithm into TFLO2000 is the
fact that the underlying structure of the code needs to be changed since, in frequency space, the
operations required by the algorithm need to occur on complex representations of the solution.
This would force us into a situation in which different versions of the code would have to be
maintained, which is highly undesirable. Later in this section we outline an algorithmic effort
which is currently under development to avoid this duplication of source code. This Chapter also
presents a discussion of the fundamental algorithms for time stepping of the flow solution, together
with potential alternatives to speed up the calculation. In addition, we present recent efforts in
using optimization algorithms for the choice of multistage coefficients for the modified Runge-Kutta
iteration. The choice of these coefficients has a large impact on the convergence rate of the scheme.
Although there is a wealth of information for the choice of these coefficients for the steady-state
Euler equations, no such information exists for the case of the preconditioned RANS equations.
The work of one of our PhD students is directed towards this goal.

2.3.1 Implicit Schemes Based on the Backward Difference Formula (BDF)

In general, suppose that the semi-discretization

dw

dt
+R(w) = 0

is fully discretized implicitly as

Dtw
n+1 +R(wn+1) = 0.

Here Dt is a k
th order accurate Backward Difference Formula (BDF) of the form

Dt =
1

∆t

k∑

q=1

1

q
(∆−)q,

where

∆−wn+1 = wn+1 − wn.

The schemes with k = 1, 2 are A-stable. Dahlquist has shown that A-stable linear multi-step
schemes are at best second-order accurate. Gear, however, has shown that the schemes with k ≤ 6
are stiffly stable, and one of the higher order schemes may offer a better compromise between
accuracy and stability. In fact, in our old TFLO solver, the third order accurate scheme was used
most of the time since it provided the optimal trade-off between storage and CPU time.

ADI Scheme with the Backward Difference Formula

If one replaces the left hand side of the linearized BDF by an approximate factorization, it can lead
to the ADI-BDF scheme

(
I +

2∆t

3V
DxA

)(
I +

2∆t

3V
DyB

)
∆wn =

1

3
∆wn−1 − 2∆t

3V
R(wn) (2.18)

where R(wn) = Dxf(w
n) + Dyg(w

n). One advantage of this approach is that the scheme is
nominally second-order accurate in time with 3 sources of error: the discretization error of the
BDF, the linearization error, and the factorization error. Also the scheme can be solved at low
computational cost in two steps.
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However, there are two major disadvantages. First, the factorization error dominates at large
CFL numbers, thus preventing the accurate use of very large time steps. Second, the scheme isn’t
amenable to parallel processing: it may lose its stability if applied separately in each of a large
numbers of blocks, as is the case in typical TFLO calculations.

Dual Time Stepping BDF Scheme

In the case of the dual time stepping BDF scheme, one solves the full nonlinear BDF by inner
iterations which advance in pseudo time t∗.

For the second order BDF, one solves

dw

dt∗
+R∗(w) = 0

where

R∗(w) =

[
3w − 4wn + wn−1

2∆t
+R(w)

]
(2.19)

On convergence to a steady state, ∂w
∂t∗ = 0, and the solution of the BDF is recovered. We solve

(2.19) using either the RK–BDF scheme (explicit multistage scheme with variable local ∆t∗, implicit
residual averaging, and multigrid) or using the SGS–BDF scheme (nonlinear SGS scheme and
multigrid).

2.3.2 Results from the nonlinear SGS scheme

The nonlinear SGS scheme has been implemented in two-dimensional Euler and RANS solvers, as
well as in a three-dimensional Euler solver. In the Euler solvers (both 2D and 3D) it has been
shown to result in large improvements in performance when compared to the baseline scheme in
TFLO. The results for RANS calculations are encouraging, but have not yet produced the same
improvement in performance. Work on viscous flow implementations will continue this year.

The figures below are representative of the results that are obtained with the nonlinear SGS
scheme for two-dimensional calculations. The figures show the coefficient of pressure distributions
Cp on both RAE2822 and NACA 0012 airfoils in transonic flow conditions, after only 3 and 5
multigrid cycles. It can be seen that the Cp distributions are very nearly matched after 3 multigrid
cycles. The surface total pressure distributions are also closely matched with the exact solution
(in solid lines) after only 5 multigrid cycles. The accompanying table clearly shows that this is
not simply qualitative agreement: in fact, the results produce solutions with engineering accuracy
(up to four decimal digits) after such low numbers of iterations. Our intent is to achieve similar
speedups for the unsteady flow calculations that our group is focusing on.

Case Fig. MG Cycles CL CD

RAE 2822; M∞ = 0.75; α = 3.00 – 100 1.1417 0.04851
2.3.2 5 1.1429 0.04851
2.3.2 3 1.1451 0.04886

NACA 0012; M∞ = 0.80; α = 1.25 – 100 0.3725 0.02377
2.3.2 5 0.3746 0.02391
2.3.2 3 0.3770 0.02387

Table 2.2: Force coefficients for the fast, preconditioned multigrid solutions using CUSP spatial
discretization
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Figure 2.18: Pressure distribution for flow past the RAE 2822 and NACA 0012 airfoil

In general, the SGS scheme converges four to five times faster than the modified RK scheme.
Although this appears to be a significant improvement over our current baseline solver, the following
reasons force us to exercise caution in the replacement of the baseline solver:

• The RK scheme is fully parallelizable.

• The RK scheme can be used on arbitrary unstructured grids without modification.

• While the SGS scheme could be vectorized by solving along diagonals, it is harder to paral-
lelize.

• On an arbitrary grid there is no obvious ordering of the cells for the SGS scheme.

These questions are the subject of ongoing investigations.

2.3.3 Test case for Unsteady flow Simulations

The unsteady flow past the pitching airfoil provides a useful test case for time-integration methods.
Results are presented below for the case of pitching airfoil (NACA64A010) at M∞ =0.796, α =
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± 1.01 degrees, and reduced frequency ωr = ωchord
2u∞

= 0.202, for which experimental data is also
available (AGARD case CT6).

 

 

Figure 2.19: Pressure Contours at various time instances

Results of the SGS-BDF Method

The figure below shows the oval curve traced by the lift coefficient due to its phase lag as the angle
of attack varies sinusoidally. These results were obtained using the third-order accurate backward
difference formula. It can be seen that the results over-plot when 24 or 36 time steps are used in
each pitching cycle. In the case of 24 steps the maximum CFL number is 4153 in the vicinity of
the trailing edge. It can also be seen that the results using 3 multigrid cycles in each time step are
almost identical to those using 9 multigrid cycles in each time step.
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2.3.4 Consequences of Inexact Solution of the BDF

Notice that the use of the BDF approach has the following advantage: if the inner iterations
converge fast enough, we solve the fully nonlinear BDF, giving an efficient A-stable or stiffly stable
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scheme which allows very large ∆t. However, it is hard to assess accuracy unless the inner iterations
are fully converged. Furthermore, if a large number of inner iterations are required, the scheme
becomes expensive.

With the nonlinear system it is impossible to solve the BDF exactly. Instead we obtain per-
turbed values ŵ(n+1) which may be sufficiently converged, but that may affect both the stability
and accuracy of the time integration. Bertil Gustafsson has analyzed the effect on the stability re-
gion (Stanford, ASCI Report, 2002)and initial indications are that the perturbation of the stability
region is small but possibly unfavorable.

The error in the solution of the BDF scheme

en = ŵn − wn

may be treated in the same way as round off errors. Assuming that

||en|| ≤ K∆tq+1,

Henrici (1962) derives a bound of order of order ∆tq. With a pth order BDF this suggests that
the dual time stepping scheme should be continued until ||en|| is of order ∆tp+1. Only the residual
R∗(w) can be measured during the iterations. To derive a bound on ||e|| assume that the operator
R̂(w) = 3

2∆tw +R(w) satisfies the condition

||R̂(w)− R̂(ŵ)|| ≥ K||w − ŵ||

For the exact solution R∗(wn) = 0. Then

R∗(ŵn) = R∗(wn) = R̂(ŵn)− R̂(wn)− 2

∆t
en−1 +

1

2∆t
en−2

Hence the error may be bounded as

||en|| ≤ 1

K||R
∗(ŵn) +

2

∆t
en−1 +

1

2∆t
en−2||

In this case the iterations should be continued at least until ||R∗(ŵ)|| = O(∆tp+1).
In the case of the diffusion equation

∂w

∂t
= σ∆w

the second order BDF has the modified residual

R∗(w) =
3w − 4wn + wn−1

2∆t
− Lw

where L is the discrete Laplacian and is negative definite. Hence the accuracy condition is satisfied
with an additional margin supplied by the leading term 3

2∆tw.
In the case of the Euler equations there exist shapes admitting non-unique transonic solutions

(Jameson, 1991, Hafez 2002). Thus we have

||R(w1)−R(w2)|| = 0 with ||w1 − w2|| > 0

violating the accuracy assumption.
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2.3.5 Optimized Multistage Coefficients for the Preconditioned RANS Equa-
tions

During the last decade, explicit multigrid methods have carved their niche in the solution of complex
inviscid and viscous flows. In the solution of the Reynolds Averaged Navier-Stokes equations (due
to both the presence of viscous effects and the existence of highly stretched meshes) [25], the cost
of solution using these explicit multigrid methods rivals those of implicit solvers. Moreover, explicit
methods achieve much more scalable parallel implementations and therefore have been a popular
choice for the solution of large-scale, complex configuration problems.

Multistage schemes for the numerical solution of ordinary differential equations are usually
designed to yield a high order of accuracy. Since in our case the objective is simply to obtain a
steady state as rapidly as possible, the order of accuracy is not important. This allows the use
of schemes selected purely for their properties of stability and damping. For this purpose it pays
to distinguish the hyperbolic and parabolic parts stemming respectively from the convective and
dissipative terms, and to treat them differently.

A majority of the most efficient existing explicit multigrid solvers are based on the use of a
modified Runge-Kutta relaxation scheme which often treats the convective and dissipative portions
of the residual separately so that optimum convergence rates at minimum computational cost can be
achieved [17, 18]. A number of 3-, 4-, and 5-stage Runge-Kutta schemes have been developed in the
past and have shown good convergence properties. The choice of the coefficients for these multistage
schemes was based on the one-dimensional scalar model equation and the current state of the art
coefficients have been found via trial and error. In some cases, simplified geometric methods [19]
were used or optimizations were performed for classical Runge-Kutta multistage schemes only, but
not for the computationally advantageous modified Runge-Kutta schemes. [20]

In this effort, we formalize the choice of coefficients for these multistage schemes, by casting
the problem into a constrained optimization framework. The optimum coefficients are those that
maximize both the damping and the convergence rates of the scheme subject to appropriate con-
straints. Using the values of the multistage coefficients as design variables, a non-linear constrained
optimizer can be used in such a way that the convergence rates are optimized. It must be noted
that the choice of cost function and constraints that maximize the convergence rate of a scheme is
never straightforward. In fact, it has been noted in the past that for explicit multigrid schemes, it
is important to select coefficients that efficiently damp the high-frequency modes in each grid level.
However, little attention has been paid to the more important issue of propagative efficiency.

Governing Equations

Let us start by considering the case of the Euler equations for the two-dimensional flow of an inviscid
ideal gas. If we discretize the spatial derivatives in the equations and add artificial dissipation terms,
we can write the semi-discrete form as

dWj,k

dt
+Rj,k = 0

Rj,k = R(Wj,k) = Qj,k +Dj,k. (2.20)

The remainder of this section will be concerned with the stability, damping, and propagative
efficiency of numerical schemes used to drive this equation to a steady-state.
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Modified Runge-Kutta Schemes

Let Wn be the value of W after n time steps. Dropping the subscripts j, k the general m-stage
modified scheme [18] can be written as

W (n+1,0) = Wn

W (n+1,1) = W (0) − α1∆tR(0)
...

W (n+1,l) = W (0) − αl∆tR(l−1) (2.21)

...

W (n+1,m) = W (0) − ∆tR(m−1)

Wn+1 = W (n+1,m),

with

R(l) = Q(l) +D(l)

Q(0) = Q(Wn)

D(0) = D(Wn)

Q(l) = Q(W (n+1,l))

D(l) = βlD(W (n+1,l)) + (1− βl)D(W (n+1,l−1)).

Note how this method distinguishes between the convective and dissipative terms by using two
sets of coefficients αl and βl. Such non-standard multistage schemes have much larger stability
regions than conventional Runge-Kutta schemes. Moreover, by forcing some of the βl to be zero,
we can avoid the computation of dissipative terms on the corresponding stages and thus reduce
computational costs [17]. Note that if we set all βl to 1 we simply find the classical Runge-Kutta
equations.

5-stage Martinelli-Jameson coefficients

One very popular modified Runge-Kutta scheme known for its high propagative and damping
efficiencies and large stability domain is a 5-stage scheme proposed by Martinelli and Jameson with
the following coefficients

α1 = 1/4

α2 = 1/6

α3 = 3/8

α4 = 1/2

α5 = 1

β1 = 1

β2 = 0

β3 = 14/25

β4 = 0

β5 = 11/25.

(2.22)

We will refer to the above coefficients as the 5-stage MJ coefficients. For these coefficients,
we can note that every other βl is equal to zero, this means that we save on computational costs
by computing the dissipative fluxes only on every other stage. We can also note that consistency
requirements impose that α5 = β1 = 1.

We will use the MJ coefficients as our principal reference in order to assess the efficiency of an
optimized set of coefficients. Thus, in this section, we will concentrate only on 5-stage schemes that
have β2 = β4 = 0.
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Optimization Framework

The optimization framework is based on a traditional non-linear programming setup with an objec-
tive function to minimize (or maximize) and a set of linear and/or non-linear constraints. We want
to maximize convergence speed and all we know is that it is a function of propagation and damping.
But since there exists no clear analytical expression linking convergence speed to propagation and
damping, we have defined several sets of objective functions and constraints. These use as variables
the CFL number λ, the dissipation coefficient µ, and the multistage coefficients αl and βl.

The constraints below are common to all of our objective functions:

λ > 0 (2.23)

0.5

32
≤ µ ≤ 2

32
(2.24)

0 ≤ αl, βl ≤ 1 (2.25)

|g| ≤ 1 (2.26)

α5 = β1 = 1 (2.27)

β2 = β4 = 0. (2.28)

Note that the inequality in eq. 2.26 will be strict except for ξ = 0. Our 8 variables are α1, α2,
α3, α4, β3, β5, λ, and µ. Our optimization results for the scalar one-dimensional wave equation
were obtained using MATLAB’s gradient-based optimization function fmincon for constrained
minimization and have been reported elsewhere [21]. Our work on the two-dimensional Euler
equations is based on the snOpt optimizer of Murray et al. [22].

Two-dimensional Euler equations

The finite difference form of the Euler equations can be written as

∂W

∂t
+A

∂W

∂x
+B

∂W

∂y
= 0, (2.29)

where A and B are the flux Jacobians of Fx and Fy with respect toW . For the discretized equations,
using central differencing, we have

(
A
∂W

∂x

)

j,k

=
1

∆x

(
Fx

j+1
2
,k
− Fx

j− 1
2
,k

)
, (2.30)

and for the scheme with 3rd order matrix dissipation we have

Fx
j+1

2
,k
= A

(
Wj+1,k +Wj,k

2

)

−µ
2
|A|
(
∆Wj+ 3

2
,k − 2∆Wj+ 1

2
,k +∆Wj− 1

2
,k

)
, (2.31)

and

Fx
j− 1

2
,k
= A

(
Wj,k +Wj−1,k

2

)

−µ
2
|A|
(
∆Wj+ 1

2
,k − 2∆Wj− 1

2
,k +∆Wj− 3

2
,k

)
. (2.32)

If we denote by T and T−1, the matrices of the left and the right eigenvectors of A, we have
A = TΛT−1 where Λ is the diagonal matrix of the eigenvalues of A. We then define |A| such that
|A| = T |Λ|T−1 where |Λ| is the diagonal matrix of the absolute values of the eigenvalues of A.
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If we use scalar dissipation rather than matrix dissipation, then |A| and |B| must be replaced
by ρ(A)I4 and ρ(B)I4 where ρ(A) and ρ(B) are the spectral radii of A and B and I4 is the 4 by 4
identity matrix.

Now, if we consider a Fourier mode Ŵ = eipxeiry and set ξ = p∆x and η = r∆y, we have

(
A
∂Ŵ

∂x

)

j,k

=
1

∆x

(
iA sin ξ + 4µ |A| (1− cos ξ)2

)
, (2.33)

and similarly (
B
∂Ŵ

∂y

)

j,k

=
1

∆y

(
iB sin η + 4µ |B| (1− cos η)2

)
. (2.34)

Instead of having a scalar z, we have a Z matrix such that

∆t
dŴ

dt
= ZŴ , (2.35)

and

Z(ξ, η) = −∆t

∆x

[
iA sin ξ + 4µ |A| (1− cos ξ)2

]

−∆t

∆y

[
iB sin η + 4µ |B| (1− cos η)2

]
. (2.36)

Here the eigenvalues of Z play the role of the scalar z of the one-dimensional case. Since they are
functions of both ξ and η, each of them will have a locus that will cover a surface on the stability
domain instead of producing just a single curve, as is the case in scalar equation models.

Evaluation of the eigenvalues of Z

In order to properly and efficiently compute the eigenvalues of Z, the best strategy is to use the
Jacobians Ae and Be for entropy variables rather than the commonly used conservative variables.
We can express the entropy variables in differential form as

dWe =




dp
ρc

du
dv
dw

dp− c2dρ



. (2.37)

The flux Jacobians Ae and Be in entropy variables are simply

Ae =




u c 0 0
c u 0 0
0 0 u 0
0 0 0 u


 (2.38)

Be =




v 0 c 0
0 v 0 0
c 0 v 0
0 0 0 v


 . (2.39)
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With such simple expressions for the Jacobians, it is easy to verify that the eigenvalues of Ae and
Be (thus of A and B) are (u, u, u+ c, u− c) and (v, v, v + c, v − c) respectively. As for the spectral
radii, if we assume that u and v are positive, we have

ρ(A) = u+ c (2.40)

ρ(B) = v + c. (2.41)

One very important factor in the evaluation of the eigenvalues of Z is the proper definition of
the two-dimensional CFL number λ. Many flow solvers use a conservative definition of the time
step limit from which λ is derived as follows.

λ = ∆t

(
u+ c

∆x
+
v + c

∆y

)
. (2.42)

Using the above definition to eliminate ∆t from eq. 2.36 would allow to produce loci of the eigen-
values of Z that remain in the stability domain even for λ that are unusually large compared to
the one-dimensional case and that do not correspond to what can be actually used in a flow solver.

A proper definition of λ for stability analysis should rather be based on the largest eigenvalue
of the matrix

1

∆x
A+

1

∆y
B. (2.43)

The proper definition of λ then becomes

λ = ∆t

(
u∆y + v∆x+ c

√
∆x2 +∆y2

∆x∆y

)
. (2.44)

It now becomes apparent that the eigenvalues of Z will be uniquely defined as functions of ξ and

η for a given computational cell where we know the Mach number M =
√
u2+v2

c , the flow angle
ϕ = arctan

(
v
u

)
, and the aspect ratio AR = ∆x

∆y . This means that it is possible to produce a
different set of optimized multistage coefficients for each computational cell. Using this analysis,
we can now formulate the optimization problem for the optimal choice of multistage coefficients
for this equation model. We have, in fact, done this [21] and the results are not shown here for
brevity. It is noteworthy to say that the cost function the resulted in coefficients that provided the
optimum convergence rate of the flow solver were those that tended to emphasize the propagative
speeds of the error modes in the computation. For viscous flows, initial indications are that the
damping ratio of the scheme plays a more important role.

Extension to Preconditioned Schemes

The main motivation of this effort is not to create a different way of arriving at multistage coef-
ficients that have been developed for years, but to setup a framework with which to obtain these
coefficients for schemes that are driven by modified Runge-Kutta methods, but that whose analysis
and trial-and-error choice is complicated by the existence of potentially multiple preconditioners.
The sections below outline the types of preconditioners that we have been implementing in our
solvers and for which we intend to carry out this type of analysis.

Condition number improvement

Preconditioning was originally introduced as a method to accelerate the iterative solution of
positive definite elliptic problems of the type

Au = f (2.45)



2.3. ALGORITHMIC IMPROVEMENTS FOR TFLO2000 87

where A is a positive definite matrix.
The convergence rate for the solution of such problems is a function of the condition number of

A defined as

κ (A) =
λmax
λmin

, (2.46)

where λ are the eigenvalues of A. Now let us replace eq. 2.45 by

PAu = Pf (2.47)

where P is a well-chosen preconditioning matrix such that

κ (PA) << κ (A) . (2.48)

Although the solutions of eqs. 2.45 and 2.47 are the same, eq. 2.45 is more suitable for finding
a numerical solution as it offers a better convergence rate. In the case of a hyperbolic system of
equations of the type

∂u

∂t
+
∂f

∂x
+
∂g

∂y
= 0 (2.49)

we shall only consider local preconditioners to reduce the condition number at each node.

Eigenvalue clustering

The condition number argument is based on a continuous system of equations. If we consider a
discretized system of equations instead, we can use Fourier stability analysis to study the conver-
gence characteristics of a given discretization stencil for an iteration strategy such as multistaging.
Then, for a well-chosen matrix preconditioner we can ’cluster’ the eigenvalues of our discretized
system in regions of fast convergence of the Fourier stability domain, i.e. regions of high damping
and propagative efficiencies.

Case of the preconditioned 2-D Euler equations

The Euler equations are presented here for simplicity. Similar analysis has been carried out for
the RANS equations. If we apply a preconditioner to the system of Euler equations we can write

P−1∂W
∂t

+A
∂W

∂x
+B

∂W

∂y
= 0, (2.50)

or
∂W

∂t
+ P

(
A
∂W

∂x
+B

∂W

∂y

)
= 0. (2.51)

For the analysis of various preconditioners, it is practical to use entropy variables instead of the
widely used conservative variables because they allow us to simplify the expressions for the Euler
flux Jacobians as well as our preconditioners. We can express the entropy variables in differential
form as

dWe =




dp
ρc

du
dv
dw

dp− c2dρ




(2.52)

The flux Jacobians Ae and Be in entropy variables are simply

Ae =




u c 0 0
c u 0 0
0 0 u 0
0 0 0 u


 (2.53)
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Be =




v 0 c 0
0 v 0 0
c 0 v 0
0 0 0 v


 (2.54)

Low-speed preconditioners

In the limit of low Mach numbers, the system of Euler equations is ill-conditioned. It can be
shown that the condition number of the un-preconditioned Euler equations is equal to

κ =
M + 1

min (M, |M − 1|) . (2.55)

As M approaches 0 or 1, κ goes to infinity. Moreover, most Euler and Navier-Stokes solvers lose
their accuracy as M approaches 0. This is due to the fact that most compressible flow solvers
were developed without having in mind that one might need to use them for problems involving
mixed flows where both low and high speeds are present. There exists several families of low-speed
preconditioners that not only produce good condition numbers in the vicinity of M = 0, but also
retain accuracy in the limit of low Mach numbers by modifying the artificial diffusion flux terms so
that all fluxes scale properly as M approaches 0. Among these low-speed preconditioners we can
name the Merkle-Choi, the Turkel, the Weiss-Smith, and the Van Leer-Lee-Roe preconditioners.
The simplest low-speed preconditioner is a one- coefficient preconditioner that can be considered
as either a simplified Turkel or a simplified Weiss-Smith preconditioner. In entropy variables, we
can express it as

PTe =




ε 0 0 0
0 1 0 0
0 0 1 0
0 0 0 1


 (2.56)

with ε = 2M2

1−2M2 for M < 0.5 and ε = 1 for M > 0.5.
All low-speed preconditioners have robustness issues, especially in the vicinity of stagnation

points, therefore some sort of limiter must be used to address this problem. [24, 26]
As for the accuracy problem in the incompressible limit, let us first consider a typical first order

artificial viscosity flux term through a cell face for the un-preconditioned system of Euler equations

d =
1

2
σ (A) (WR −WL) (2.57)

where σ (A) can be either a scalar value such as ρ (A), the spectral radius of the flux Jacobian
matrix A, or a matrix value such as |A|, the absolute value of A. |A| is defined such that if
A = TΛT−1, then |A| = T |Λ|T−1 with Λ being the diagonal matrix of the eigenvalues of A. For
the preconditioned system of equations, we simply rewrite d as

d =
1

2
P−1σ (PA) (WR −WL) (2.58)

For all the low-speed preconditioners mentioned above, an artificial viscosity term defined as in
eq. 2.58 produces properly scaled fluxes in the limit of low Mach numbers.

Block-Jacobi preconditioner

The Block-Jacobi preconditioner has excellent eigenvalue clustering characteristics and improves
the convergence rate of high frequency errors. [23, 25] One of its main advantages over low-speed
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preconditioners is its robustness. On the other hand it does not address the problems encountered
in the limit of low Mach numbers. It can be expressed as

PBJ
−1 =

1

λ

( |A|
∆x

+
|B|
∆y

)
(2.59)

where λ is the CFL number.

Square preconditioner

Square preconditioning combines the advantages of low-speed and Block-Jacobi precondition-
ers. [24, 26] We can express a square preconditioner as

PS
−1 =

1

λ

(
PT

−1 |PTA|
∆x

+
PT

−1 |PTB|
∆y

)
(2.60)

We are currently pursuing the implementation and testing of these preconditioners in TFLO2000
and expect our baseline convergence rates to improve significantly, particularly in situations where
mixed high- and low-speed flows are present, such as in the turbine main flowpath and secondary
flow system computations that are presented later in this Chapter.

2.4 Basic science for turbomachinery simulation

This section describes several efforts that enhance the turbomachinery research program, beyond
the TFLO2000 code development effort. In some cases they are directed to advancing the closure
models that are integral to RANS methodology; another explores an idea to facilitate computer
aided analysis, and others address fundamentals of turbomachinery flow.

2.4.1 Cartesian and immersed boundary methods

Cartesian methods have had some success in inviscid fluid mechanics. They have, however, not
been developed for Reynolds Averaged (RANS) simulation. We have initiated an effort in the
latter direction. This is a new component of our ASCI program which may be result in integrated
simulations with TFLO2000; this section serves as an initial progress report.

The geometry in this approach is represented on the grid by an interpolation method. This
provides an approximated representation of the surface – it is not a zeroth order, staircase repre-
sentation. There is a prospect for this method to reduce the effort in performing computer aided
analysis of complex geometries, bypassing some very time-consuming aspects of mesh generation.

Our starting point is an incompressible flow code, with MPI parallelization, and a pre-processing
algorithm to embed the geometry in a given Cartesian grid. The latter has been developed and
made efficient by segmenting the geometry and using ray segments to tag nodes: they are either
inside, outside, or components of a cell that contains the surface (see figure 2.20). The last category
requires special treatment. Another part of the preprocessor sets up an interpolation scheme to
set values of the third node type. This is done so as to impose boundary conditions. We have
developed a generalized ghost cell method that allows treatment of arbitrary immersed boundaries.
At present they are assumed to be represented by a triangulated surface.

Figure 2.21 illustrates the ability to solve curvilinear geometries on a Cartesian mesh. In figures
2.21 and 2.22 the contour plots are of the RANS computation at the top (with the k−g model model
of Georgi Kalitzin) and at the bottom are experiments provided by Chris Elkins. The geometry is
a ribbed passage, representative of the inside of cooled turbine blades. The data were obtained by
a novel MRI methodology, described elsewhere. This experiment has provided an extensive data
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Figure 2.20: Filled points are inside, open points are outside. The chain-dashed line represents a
boundary

set for detailed assessment of the Cartesian code. It can be seen that the main features of the flow
are captured by the computed flow field.

The MRI method provides on the order of 1 million data points. The Cartesian code has been
run with up to 40 million grid points; it has nearly linear speed up on the LANL Q-machine.

The primary stumbling block in applying Cartesian methods to viscous flow is the need for
high resolution near to walls. It is too expensive to use a fine grid throughout the flow, so local
refinement is needed. We have developed a method for treating grids like that illustrated in figure
2.23, which represents it as a structured grid. A full grid, at the finest level, is imagined to exist.
Then portions of the grid are blanked to produce a coarser grid where local refinement is not
needed. The underlying fine grid is not actually present, so there is no memory penalty.

By maintaining structured connectivity, implicit, line-solvers can be used, despite the existence
of hanging nodes. This is a very useful capability because implicit, line relaxation methods are
more robust than explicit solvers for RANS models. The k−ω, k−g and v2−f have been included
in the code. The illustrations in figures 2.21 and 2.22 show the effectiveness of the k − g model.

2.4.2 Simulations and modeling for heat transfer applications

The efforts in this area consist of a DNS of an idealized internal passage: the infinite serpentine; and
of closure modeling for flows affected by buoyancy and rotation. The intention in these simulations
is to provide fundamental information regarding the physics and modeling of RANS flows so that
the obtained data can be used in improving the heat transfer models in TFLO2000.

The infinite serpentine

The infinite serpentine provides basic data on flow with rotation and curvature. The ‘infinite’
aspect comes from the fact that periodic inflow-outflow conditions are applied. This avoids the
dependence on inlet conditions, which have plagued laboratory experimentation. For periodicity
to be obtained, in the presence of rotation, it is necessary for the computational domain to be a
complete ‘S’ of the serpentine (figure 2.24). On one bend, the curvature is parallel to the rotation;
on the other it is opposite. The simulations will provide data on these two, opposing combinations
of rotation and curvature.

Direct simulations are being conducted with a modified version of the code described in last
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Figure 2.21: Flow in a serpentine passage computed by Cartesian code, with immersed boundaries
(upper), compared to MRI data (lower). Plan view section

year’s report. It solves the incompressible Navier-Stokes equations by the method of [31]. The
code was modified to treat inflow-outflow periodicity: essentially, the geometry extends slightly
beyond the periodic point; data are copied from the periodic plane to the inlet. For this project,
the OpenMP version is being run on the LANL, SGI theta-machine. Grids of up to 88 million
nodes are being used.

Contours of instantaneous surface pressure in figure 2.24 illustrate the geometry and flow field.
This figure does not illustrate the separations that occur at the bend, and the corresponding regions
of turbulence production. These will be provided elsewhere, when the final simulation results are
reported.

The code was extensively validated, including grid refinement studies and checks on the periodic,
inflow-outflow condition. Figure 2.25 is a allusion to the validation effort. It compares an unsteady,
laminar computation to the same with a RANS code (also run for laminar flow). The usual tests
of independence of spanwise domain size and grid resolution have been conducted also.

Figure 2.26 provides some initial data. It shows the high level of turbulent energy at the
bends. This is a non-rotating solution, so the bends should be, and are statistically identical. With
rotation, they are no longer the same, and the full geometry is needed. This figure serves as a brief
progress report: the work is part of a PhD research project, and will be reported comprehensively
elsewhere. The simulations are currently in progress; full data, visualizations and post-processed
fields will be produced in due course.

Closure models for turbulence in rotating, stratified flow

Practical predictions of turbulent flows are almost always done with RANS models. However, the
scalar models, used in TFLO, do not represent the effects of rotation and stratification on the
turbulence. Sometimes mean flow predictions will be acceptable, nevertheless; however, in turbine
passages the evidence is that this will not be so. Full Second Moment Closure is an appropriate
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Figure 2.22: Side views of center of ribbed passage.

Figure 2.23: Locally refined mesh capability.

level of modeling to capture buoyancy and rotation effects.
This type of model is a closure of the transport equations for turbulent stresses and fluxes. In

homogeneous turbulence they are

dtuiuj = Pij +Rij +Gij − 2/3εδij + φij

dtuiθ = Piθ +Riθ +Giθ + φiθ (2.61)

where

Pij = −(uiuk∂kUj + ujuk∂kUi)

Rij = −2ΩF
k (εjkluiul + εiklujul) (2.62)

Gij = −β(giujθ + gjuiθ)

Pij , Rij and Gij are production by shear, rotation and buoyancy. In the present work, φij and φiθ
are closed by the General Linear Model [27].
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Figure 2.24: Instantaneous contours, to indicate the nature of the simulation.

Equilibrium and bifurcation analysis is a powerful tool in developing second moment closures.
We were able to find a closed form solution to the General Linear Model, of the form

(
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∞
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(2.63)

where each • is a known function the model constants. Four roots are found as a function of rotation
(Ω/S) and stratification (Rig). This solution enables us to identify faults of existing models: for a
properly posed model, only one root should be real, positive and stable.

When we applied equilibrium and bifurcation analysis to the General Linear Model, with con-
stants from the literature, we obtained curious results: for some combinations of rotation and
stratification either no steady solutions existed, or no real solutions existed, or no stable equilibria
existed. These are decidedly not the correct mathematical properties for a useful RANS closure.
Figure 2.27 alludes to this analysis. The side lobes on the contours for the IP model — one of
the most popular, shown on the left of figure 2.27 — are unphysical regions, where no real, stable
solution exists. Time integrations of the turbulence model in these regions produced a diverging
solution. Hence, the combined effects of rotation and stratification cause this model to fail. We
have found a set of coefficients that is consistent with experimental data — see figure 2.28 — and
produces an acceptable bifurcation surface. This work is also a PhD research project — which is
at an early stage.
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Figure 2.25: Validation study.
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Figure 2.26: Preliminary example of statistical data.

2.4.3 Transition analysis and simulation

The process by which free-stream, vortical disturbances induce transition to turbulence in an un-
derlying boundary layer, without the intervention of instability waves, is called bypass transition.
A good deal of information about bypass transition is available from experiments and computer
simulations. Transition is preceded by the formation of velocity perturbations that are very long in
the streamwise direction. They can be regarded as forward and backward jets in the perturbation
field. These are probably what originally were called ‘breathing modes’, and have also been named
‘Klebanoff modes’. They are not modes, in the sense of being eigenfunctions of a response equation.
They have been explained as displacements of mean momentum. Their long streamwise extent can
be understood by rapid distortion theory: this theory shows that disturbances with small kx are
subjected to prolonged growth by lift-up of momentum, without producing a restoring pressure.
The process by which disturbances enter the boundary layer, prior to their amplification by lift-up,
has been a matter of uncertainty and speculation. This section is a contribution to the theoretical
framework and to our ability to simulate bypass transition on the computer.

Transition plays a substantial role in the low pressure turbine and compressor. This work is
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Figure 2.27: Bifurcation surfaces of Sk/ε in Rig-Ω/S plane.
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Figure 2.28: New model compared to data.

described more completely in [34].
The governing equations for small disturbances to a boundary layer can be manipulated into

the Orr-Sommerfeld—Squires eigenvalue problem

−iω
[
φ(y)
χ(y)

]
=

[
L 0
−C S

] [
φ(y)
χ(y)

]
. (2.64)

where

L = ∆−1 {ikxU ′′ + [∆(∆)/R]− ikxU∆
}
,

S = [(∆/R)− ikxU ] ,

C = ikzU
′.

The solution consists of a discrete spectrum, with eigenvalues ωn, n = 1, 2, 3 . . . N , and a continuous
spectrum ωky . The eigenfunctions satisfy limy→∞ φn, χn(y) = 0, limy→∞ φky , χky(y) bounded. The
latter are oscillatory in the free-stream and provide a Fourier basis for disturbances.
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It can be shown that the C term causes secular growth. This leads us to define a coupling
coefficient, Θ, as

Θ ≡
∣∣∣∣
−i〈χ†, Cφ〉

ωios

∣∣∣∣ =
∣∣∣∣kz
〈χ†, U ′φ〉
ωios

∣∣∣∣ . (2.65)

where χ† is the adjoint Squires eigenfunction, φ is the Orr-Sommerfeld eigenfunction, and ωios is
the imaginary part of the eigenvalue. The latter accounts for viscous damping, which limits the
resonant growth of the Squires mode. The coupling coefficient represents the receptivity of the
boundary layer to free-stream turbulence. Contours of Θ are illustrated in figure 2.29.

In [34] we show that large values of Θ lead to the formation of perturbation jets in the boundary
layer. This is a first stage, leading to transition. To complete the process a secondary coupling
to higher frequency disturbances in needed. Figure 2.30 gives a physical understanding of the
coupling. It shows mode shapes for different values of ky. Modes that penetrate into the boundary
layer tend to have higher Θ.
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Figure 2.29: The coupling coefficient for R = 1000, kx = π/10. Contour levels correspond to
0.38 ≤ Θ ≤ 3.8 at an increment of 0.38 .

We have conducted full numerical simulations (DNS) of pairwise mode interaction. At the
inlet two Orr-Sommerfeld modes are prescribed. If they are both penetrating, perturbation jets
appear, but do not transition within the computational domain. If neither is penetrating, they
simply decay. Only the case of one penetrating and one non-penetrating mode lead to transition
in our computer experiments. This is consistent with the theory of [28]: backward perturbation
jets are associated with upward displacement. When these jets approach the top of the boundary
layer, they are subject to inflection point instability, triggered by higher frequency, non-penetrating
disturbances. Hence, both high and low frequency disturbances are needed. We found that an inlet
with just two modes of this ilk, suffices to produce bypass transition. This is illustrated by figure
2.31.

The DNS code is that described in our 2002 annual report, where simulations of a turbine
passage were discussed. The algorithm is that of [31]; it now has been rewritten using MPI, and
has been made more efficient.
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Figure 2.30: Effect of ky on penetration depth: ky = π/2, ky = π, ky = 4π. The
eigenfunction χ is plotted

2.4.4 LES for blade passages

The objective of this effort is the development of an accurate robust method for large eddy sim-
ulation (LES) of turbine blades. LES of flow in turbine blade passages under various conditions
(including a wide range of Mach and Reynolds numbers) would provide the ability to test turbulence
models against higher fidelity data. Towards this end, a framework for high-order LES (annual re-
ports 01 and 02) has been developed. This employs a staggered arrangement of conserved variables
along with a high-order compact scheme [30], allowing us to simulate flows at Reynolds numbers
previously unattained with such schemes. The method is applied in general curvilinear coordinates,
enabling simulations of bodies with the geometrical complexities of a turbine blade. To preserve
the robustness of the staggered arrangement of variables, the equations are cast in terms of the
contravariant velocity components. A zonal approach with implicit/explicit time stepping allows
change of time marching from implicit in the near wall region to explicit away from the wall, thus
keeping costs down.

Algorithmic Improvements

The following improvements have been made to the algorithm since last year’s annual report:

• Better approximation of the flux jacobians for improved convergence of the implicit subiter-
ation.

• Capability to change resolution between different zones.

• Further improvements in boundary conditions and description of inflow turbulence [33] now
allows specification of statistically stationary turbulent field at the inflow.

• The order of accuracy of boundary schemes has been improved for better specification of wall
boundary conditions and faster convergence at the wall.

Current Research and Future Work

An LES code has been developed using the framework described herein. It is being used to inves-
tigate the effect of leading edge bluntness on bypass transition (caused by free-stream turbulence)
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Figure 2.31: Top: instantaneous (solid) and time averaged (dashed) skin friction profiles. Inlet
modes: ω = 0.032, ky = π/2, kz = 2π/3.2,Θ = 21.59 and ω = 0.64, ky = π/3, kz = π,Θ = 0.309.
Bottom: instantaneous v contours. The spanwise coordinate is enlarged by a factor of 3

of the boundary layer on a flat plate. A schematic of the problem under consideration is shown in
figure 2.32. Results from two cases are presented here.

• Case I - Flat plate with a super ellipse leading edge of aspect ratio 8 (diameter of leading
edge is D = 0.09375). The free-stream turbulence level is Tu = 2.2% and the integral length
scale is L ∼ 0.1. The number of grid points used is 3.6 million

• Case II - Flat plate with a super ellipse leading edge of aspect ratio 10 (D = 0.06), with
Tu = 1.8%, L ∼ 0.04 and 5 million grid points.

Figure 2.33 shows the development of wall-normal profiles of mean and rms fluctuations in stream-
wise velocity in case I. The pre-transitional profiles are in good qualitative agreement with ex-
periments [29] and theory which predict linear increase of u′

2
. In the transition region, the peak

in the RMS velocity profile moves closer to the wall as observed in experiments. Figure 2.34(a)
shows a snapshot of contours of spanwise velocity inside the boundary layer. Clearly visible are the
turbulent boundary layer and an incipient spot. The process of transition is through instability on
backward jets as observed in [28]. In case II, shown in figure 2.34(b), no transition is observed. This
is due to the difference in leading edge geometry and also the smaller length scale of the incoming
turbulent stream.
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Figure 2.32: Schematic of bypass transition domain

Figure 2.33: Development of mean velocity profile and RMS fluctuations in pretransitional bound-
ary layer

2.5 Large-Scale Simulations

The process of developing the capability to perform integrated, multi-component simulations of
major or whole sections of a gas-turbine engine includes intermediate steps. These steps consist
of validation, verification, and demonstration of the ability to compute the flow through major
sections or entire components of the engine, such as the complete high- or low-pressure turbine or
combustor. The validation and verification process consists of comparing details of the predicted
steady- and/or unsteady-flows with both experimental data and results from similar numerical
prediction techniques. These intermediate steps are tedious and time-consuming but are critical to
establish the prediction accuracy and speed that is required to develop a useful engineering tool and
a procedure that can ultimately step up to the larger, multi-component problems of interest. This
section will present some of the results obtained during the past year from steady- and unsteady-flow
simulations of isolated and coupled components.
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Figure 2.34: Contours of spanwise velocity fluctuations inside boundary layer for cases I & II. Note
the small scales generated by transition in case I.

2.5.1 Steady-Flow Simulation of Coupled Main and Secondary-Air System Flow-
Paths in High-Pressure Turbine

Combustor burners often produce temperature peaked profiles that can enter the turbine where
they interact with the turbine blade and accumulate (in the time-averaged flow) toward the blade
pressure side and near the tip. The temperature profile at the exit of the combustor may be biased
by design toward the hub endwall of the turbine to avoid blade tip and outer air-seal burning due
to hot-streak migration. In this case, however, the hot gases from the combustor can be ingested
into the rim-cavity that separates the high-pressure turbine vane and blade. If large amounts of
gases are ingested, the temperature near the hub and in the rim-cavity can become supercritical
leading to burning of the hub platform and blade disk.

To avoid hot-gas ingestion into the rim-cavity, compressor bypass air is used to purge the disk
and rim-cavities and maintain a positive leakage flow back into the turbine main flow path. During
the design, a one-dimensional flow network analysis is typically used to predict the pressure and
flow-rate necessary to maintain this positive leakage flow and prevent hot-gas ingestion into the
rim-cavity. In predictions of the turbine main flow path, leakage flows through gaps in the hub
and casing endwalls between the rotating and stationary blade rows are typically modeled using
a prescribed transpiration or injection boundary condition treatment in the computational fluid
dynamic procedure. The mass flow and stagnation temperature of the leakage flow are typically
based upon the one-dimensional network analysis.

Because of the limitations in the one-dimensional network analysis and the complex flow physics
at the hub where the rim-cavity flow interacts with the main flow-path, designs can often have either
too little purge flow resulting in hot-gas ingestion and disk and/or hub burning, or too much purge
flow resulting in lost engine thrust and degraded engine efficiency. Any inaccuracy in the network
analysis prediction in purge flow also effects the main flow-path predictions. Thus, there has been
a desire to use more sophisticated analyses, including computational fluid dynamics, to predict the
flow in the secondary air-system and its interaction with the main flow path. It is believed that
with additional fidelity in the analysis, the reliability and accuracy of the predictions can increase
thereby leading to further optimization in the amount of purge flow and the secondary-air system
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Figure 2.35: Main Flow-Path and Secondary-Air System Computational Grid (every other grid
point shown)

geometry.
As shown in Figure 2.35, flow enters the secondary air-system near the centerline and mid-way

radially in the lower secondary air-system cavity. This air comes from the high-pressure compressor.
In addition, air enters the tangential on-board injection (TOBI) nozzle from the combustor burner
bypass. Flow exists the high-pressure secondary air-system near the centerline where it passes to
the low-pressure turbine secondary air-system. In addition, flow exists between the TOBI pump
and the blade disk near the top of the TOBI pump where it proceeds into the high-pressure turbine
blade as film-cooling air (not modeled in the current simulation). Finally, some of the air from the
secondary air-system exits into the main flow-path at the top of the rim-cavity. This air is critical
to maintain a positive purge from the secondary air-system into the main flow-path in order to
keep combustor hot gases from being ingested into the rim-cavity and burning the blade disk. The
boundary conditions used for the inlets and exits of the secondary air-system were determined from
a one-dimensional network analysis used during the preliminary design of the secondary air-system.

Figure 2.35 shows the multi-block structured-grid used in the main/secondary air-system flow
paths (note that every-other grid point is shown). The secondary air-system computational grid is
point-matched to a grid block constructed to extend across the main flow path between the end of
the HPT stator hub and the beginning of the rotating HPT blade hub. Communication between
the main and secondary air-system flows in TFLO do not have to be performed directly using
point-matched grids. A special interface that allows point mis-matched grids to be used across any
block boundary [36] may be used as an alternative to point-matched grids in order to eliminate grid
stretching or skew problems that might occur. This special interface allows different computational
grid systems or non-point-matched grids to communicate with each other through use of a three-
dimensional interpolation process. In addition, this interface allows for multiple TFLO executions
(each possibly corresponding to a different flow region) to run and communicate with each other
in parallel.

An H-grid was used to discretize the three blade-rows and transition duct in the main flow-path
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Figure 2.36: Main Flow-Path and Secondary-Air System Absolute Temperature Contours

of the turbine. This computational grid consisted of 55 structured-grid blocks with approximately
3 million grid points. The secondary-air system grid consisted of 183 structured-grid blocks with
approximately 6 million grid points. This resulted in a total of approximately 9 million points for
the coupled simulation. The steady-flow simulation was executed on 9 nodes (144 processors) of
the DoE Frost Pacific IBM SP3 at Lawrence Livermore Laboratory.

The absolute temperature contours throughout the main and secondary-air system flow-paths
of the converged solution are shown in Figure 2.36. The locations where solution convergence was
monitored are delineated as SW (stationary-wall), DP (disk-pump), and BHLE (blade hub leading
edge). The temperature is non-dimensionalized by the inlet velocity-squared to the main flow-path
divided by the real-gas constant in all of the visualization figures. The effects of the hot combustor
gas is shown to greatly increase the surface temperature in the high-pressure turbine. However,
the cooler temperature from the high-compressor permeates the secondary-air system cavities and
keeps the temperature much lower. Figure 2.36 shows that the cooler secondary-air system flow
lowers the hub endwall temperature through the blade and into the transition duct.

Contours of the absolute and relative Mach number along with streamlines constrained to the
X, R plane are shown in Figure 2.37. The Mach number in the secondary-air system is lowest
near the engine centerline and is high at the exit of the TOBI nozzle as the flow enters the TOBI
pump slot as well as in the vicinity of the seals. The streamlines shown in this figure illustrate
the various recirculating regions in the secondary-air system flow. However, the streamlines as
shown constrained to the X, R plane are somewhat misleading. By far, the largest component of
the velocity in most regions of the secondary-air system except in the TOBI nozzle and near each
inlet, is the circumferential (swirl) velocity. The unconstrained streamlines project primarily in the
circumferential direction and only show this recirculating pattern of Figure 2.37 when constrained
to the X, R plane. The flow in the secondary-air system is difficult to visualize since one wall is
stationary and the opposite wall (blade disk and TOBI pump) is rotating at the blade wheel speed.
At the exit of the rim-cavity where the flow merges with the main flow path, it is useful to visualize
the flow in both the stationary and rotating reference frames.
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Secondary-Air System Absolute Mach Number
and Streamlines (Confined to X, R plane)

Secondary-Air System Relative Mach Number

Figure 2.37: Secondary-Air System Mach Number Contours and Streamlines (Limited to Axisym-
metric Plane)
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A close-up of the Mach number contours along with the streamlines around the brush and
labyrinth seals and the rim-cavity are shown in Figure 2.38. This figure shows the complexity of
the flow with large gradients and multiple regions of swirling, recirculating flow. In addition to the
issues related to solution convergence mentioned above, these large gradients in the flow can lead to
numerical instabilities during convergence that also restrict the convergence rate of the procedure.

Figure 2.39 shows a close-up of the velocity vectors and relative stagnation temperature contours
at the junction between the rim-cavity exit and the main flow-path upstream of the blade hub. This
figure and Figure 2.40 which shows the streamlines, give some indication of the complexity of the
flow at this junction. The flow exiting the high-pressure vane, flows over the rim-cavity exit where
it stagnates on the blade hub endwall near the leading edge. At this location, the flow splits with
some of the flow reversing into the rim-cavity where it meets with the rim-cavity exit flow leading
to a separation and a flow recirculation. This flow recirculation region is largest near the blade and
smaller near mid-pitch. The complex streamline pattern at this junction is shown in Figure 2.40.
This figure shows that the flow emerging from the rim-cavity is not uniform across the pitch of the
blade but is affected by the blade endwall secondary flow and pressure field. Although it is believed
that ingestion of main flow-path hot gases into the rim-cavity is probably induced by an unsteady
interaction, Figures 2.39 and 2.40 show that another contributing factor may be the interaction
between the rim-cavity exit flow and the secondary flow of the blade (and possibly the vane).

The absolute temperature distribution on the hub of the main flow-path is shown in Figure 2.41.
Of particular interest is the temperature on the hub of the blade. As mentioned above, the cooler
temperature flow from the secondary-air system tends to be split by the secondary flow in the
turbine blade passage. Figure 2.41 shows that the secondary-air flow is split by the blade and
migrates toward the suction-side/hub corner of the blade passage. This leads to a temperature
gradient across the pitch of the blade hub surface. For comparison, the temperature contours along
the hub resulting from the more traditional simulation of the isolated main flow-path with the
secondary-air leakage flow modeled as a transpiration boundary condition is shown in Figure 2.42.
The high-pressure turbine vane and blade endwall temperature distributions resulting from the
coupled secondary-air system/main flow-path simulation is quite different than that predicted from
the main flow-path simulation. Even though the flow-rates entering the main flow-path in the two
simulations are the same, the leakage stagnation pressure, stagnation temperature and velocity
of the coupled simulation are predicted to be greater than those prescribed for the transpiration
leakage flow. As a result, the momentum of the secondary-air system flow entering the main flow-
path is greater in the coupled simulation. As shown in Figures 2.39 and 2.40, the rim-cavity exit
flow and its interaction with the blade secondary flow is quite complex and not likely to be modeled
by transpiration leakage boundary conditions.

2.5.2 Unsteady-Flow Simulation of High- and Low-Pressure Turbine

The unsteady simulation of the Pratt & Whitney high- and low-pressure turbine components has
continued over the last year. Approximately 1050 time-steps were computed during the past year
which represents 18% percent of the total required to reach a time-periodic solution. This is the
first time that the unsteady-flow for an entire turbomachinery component has been simulated with
this detail. A total of nine blade rows were included. In order to arrive at a common circumferential
pitch (domain) for all nine blade rows, the unsteady simulation required that 1

6th of the engine
circumference be included. Approximately 100 time-steps are required to resolve the temporal
solution for a single vane/blade passing. This temporal requirement along with the large spatial
extent of the domain leads to long solution times in order to achieve accurate time-periodic solutions.
Approximately 94 million grid points are used with nearly 2200 grid blocks. Approximately six
blocks were placed on each of the 384 processors used on the Lawrence Livermore Frost IBM SP3.
A total of 30 pseudo-time (inner) iterations were used for each global time-step for the implicit,
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Labyrinth Seal Absolute Mach Number and
Streamlines (Confined to X, R plane)

Brush Seal Absolute Mach Number and
Streamlines (Confined to X, R plane)

Rim-Cavity Absolute Mach Number and
Streamlines (Confined to X, R plane)

Figure 2.38: Main Flow-Path and Secondary-Air System Temperature Contours
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Figure 2.39: Velocity Vectors at Rim-Cavity Exit along Plane Aligned with Blade Leading Edge and
Relative Stagnation Temperature Contours (Vectors Colored by Relative Stagnation Temperature
Level

Figure 2.40: Streamlines at Rim-Cavity Exit and Relative Stagnation Temperature Contours
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Figure 2.41: Main Flow-Path Hub Absolute Stagnation Temperature Contours from Coupled
Main/Secondary Simulation

Figure 2.42: Main Flow-Path Hub Absolute Stagnation Temperature Contours from Isolated Main
Flow-Path Simulation with Secondary-Air Modeled as Transpiration Leakage
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dual-time step algorithm. Each global time-step requires approximately 34 minutes of wall-clock
time (219 CPU hours) on the Frost IBM SP3 computer at Lawrence Livermore National Lab. The
simulation is currently approximately 70% complete with 4360 time-steps having been executed.

Figure 2.43 shows a global view as well as close-up views of the instantaneous entropy contours
in the turbine. This turbine is counter-rotating in the sense that the high-pressure turbine blade
rotates in the opposite direction as the low-pressure turbine blades. Entropy is higher in the regions
of viscous flows and shocks. The entropy contours shown in this figure thus highlight the airfoil
wakes as they migrate through the machine and interact with the downstream airfoil rows. The
response of any given airfoil to the incoming entropic waves leads to an unsteady pressure field.
This unsteady pressure response in turn, can lead to a degradation in aerodynamic performance as
well as an increase in structural stress.

Once the unsteady solution has become periodic throughout the machine, the flow will be time-
averaged to obtain the mean pressure field and the time-averaged aerodynamic performance. The
unsteady pressure field in each blade-row will be decomposed into Fourier modes to highlight the
areas of strong interaction and for use in structural analysis of the blades.

2.5.3 Steady-Flow Simulation of Compressor Stage Over Speedline and Into
Stall

The TFLO code has also been validated against experimental data for the NASA-Glenn Stage35
rotor/stator compressor stage. A set of steady-flow simulations have been executed for the com-
pressor stage over a range of mass-flow rates from choke to stall. The computational model used for
these calculations matched the features of the compressor rig at NASA-Glenn including an extended
inlet and an extended outlet with a variable area nozzle to allow the mass-flow rate to be altered
and controlled. Figure 2.44 shows the computational model used in this investigation. The stage35
compressor stage consists of 36 rotors and 46 stators. A single passage of the rotor and stator were
used for these steady-flow simulations. The inlet had a circumferential pitch equal to the rotor and
the extended exit and nozzle were part of the stator grid. The downstream variable-area nozzle
was used to control the flow oscillations that occur due to the natural flow unsteadiness at stall
conditions.

An H-grid topology was used in the extended inlet region with 249 (axial), 33 (blade-to-blade),
and 81 (spanwise) points. An O-H grid topology was used for the first time with the TFLO
procedure for the rotor and stator. In the rotor passage, an O-grid consisting of 153 (around), 17
(outward from airfoil), and 81 (spanwise) points wraps around the rotor. An H-Grid, consisting of
101 (streamwise), 33 (blade-to-blade), and 81 (spanwise) points extended from upstream, between
the airfoil 0-grids, and downstream. In the stator passage, the O-grid consisted of 153 (around),
17 (outward from airfoil), and 81 (spanwise) points. The H-grid extending from the rotor exit
to the downstream nozzle consisted of 213 (streamwise), 33 (blade-to-blade), and 81 (spanwise)
points. This brought the total number of points to discretize the configuration to approximately
1.9 million. The computational grid was decomposed into 181 blocks with 32 processors on the
IBM SP2 Blue Pacific at Lawrence Livermore National Lab.

A comparison between the predicted absolute total pressure rise (exit/inlet ratio) across the
rotor and the relative total pressure loss (exit/inlet ratio) with experimental data taken at NASA-
Glenn is shown in Figure 2.45. For the rotor, the total pressure ratio is consistently under-predicted
over the entire speedline by approximately 3.5%. This indicates that the relative total pressure
loss through the rotor due to the shock, viscous, and tip-clearance flow is over-predicted. The
agreement between the predicted stator relative loss and the experimental data is good with only a
slight under-prediction of approximately 0.6%. Figure 2.45 shows predicted results using both the
Jameson-Schmidt-Turkel (JST) (triangles) and the Jameson [38] cusp artificial dissipation (squares)
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Global View

Close-Up of High-Pressure Turbine Close-Up of Low-Pressure Turbine

Figure 2.43: Instantaneous Entropy Contours at Midspan of High- and Low-Pressure Turbine
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Figure 2.44: Model of NASA Compressor Stage35

models. The cusp dissipation model typically resulted in lower predicted mass flow through the
compressor compared to that predicted with the JST scheme indicating slightly higher levels of
dissipation and relative-flow losses.

Figure 2.46 shows the predicted and experimental circumferentially-averaged profiles of absolute
total pressure, total temperature, and Mach number upstream and downstream of the rotor for
experimental point 3975 corresponding to a corrected mass flow rate of 19.64 kg/s. In these figures,
the span is measured relative to the hub. The predicted absolute total pressure at the exit of the
rotor is lower than the experimental exit total pressure from 30% span outward to the tip. The
relative flow total pressure losses in this region of the rotor passage are dominated by the shock,
shock-boundary-layer interaction, and the tip-clearance flow.

Figure 2.47 shows relative Mach number contours at midspan of the rotor and stator and
pressure contours on the airfoils for flow conditions corresponding to experimental point 3975 (19.64
kg/s). The rotor leading-edge shock, the shock-boundary-layer interaction near mid-chord on the
suction side of the rotor, and the viscous wakes (shown in blue) are illustrated. The boundary-
layer on the suction side of the rotor where the shock strikes the surface rapidly grows in thickness.
This rapid growth in the boundary layer leads to under-turning (deviation) of the flow in the rotor
passage and a subsequent increase in the incidence of the downstream stator. Near the tip (not
shown), the tip vortex interacts with this shock-boundary-layer system leading to a complex flow.
The Mach number contours are discontinuous between the rotor and stator blade-rows due to the
circumferential mixing (averaging) plane treatment used in steady-flow simulations.

Over-prediction of the relative total pressure loss related to these phenomena could be due
to computational grid density, artificial dissipation, and/or the turbulence model. The explicit
implementation of Wilcox’s k−ω turbulence model [37] was used in the present set of simulations.
The absolute total temperature at the exit is also under-predicted from 30% span out to the tip
indicating again that the flow is under-turning in this region. This is consistent with the over-
prediction of losses. Comparison between the predicted and measured Mach number up- and
downstream of the rotor shows that the predicted inlet Mach number is lower than what was
measured. However, the exit Mach number profile has been predicted very well. The differences
at the inlet can be explained by an under-prediction of the static pressure rise across the stage
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Rotor Stator

Figure 2.45: Comparison of Predicted Rotor and Stator Total Pressure Ratio with Experimental
Data for NASA Compressor Stage35

consistent with the absolute total pressure.
Further steady-flow simulations will be performed to determine the source of discrepancy be-

tween the predicted and measured total pressure rise across the rotor. The turbulence and dissipa-
tion model will be varied along with the computational grid density to determine the most likely
reason for these differences.
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Abs. Total Pressure Abs. Total Temperature

Abs. Mach Number

Figure 2.46: Comparison of Predicted Rotor Absolute Total Pressure, Total Temperature and Mach
Number Profiles with Experimental Data for NASA Compressor Stage35
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Figure 2.47: Predicted Midspan Relative Mach Number Contours (with Pressure Contours on
Airfoil Surfaces) for NASA Compressor Stage35
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Chapter 3

Integrated Simulations

One of the major goals of our center is the demonstration of large-scale, multi-physics, integrated
simulations and the development of the methods required for these. The example we have chosen
for this demonstration is the simulation of the aero-thermal flow through an entire aircraft gas
turbine engine. This problem involves many different physical processes, which are described using
different models and even different computer codes. It has long been realized that to describe the
combustion process in a gas-turbine engine, Reynolds averaged (RANS) methods are not accurate
enough and large-eddy simulations (LES) have to be used. The reasons are that the strongly
swirling flow, the occurrence of multiple recirculation regions, mixing with secondary air in the
form of jets in cross-flow, the flow field dynamics, and the mixing of scalar quantities important for
the combustion process cannot be adequately described by Reynolds averaged methods. However,
LES remains very costly compared with RANS, and needs particularly fine resolution, especially
in boundary layers near solid walls. RANS simulations have also been found to describe the flow
in turbomachinery components quite accurately. The intention in this effort is hence to use the
RANS code TFLO for compressor and turbine simulations, and the LES code CDP to describe the
reactive flow inside of the combustor (Fig. 3.1).

3.1 Major Accomplishments

The work of the integration group focuses on the coupling of the different flow solvers developed
at the Center. The theoretical and practical challenges in the coupling of these very different flow
solvers are addressed. Compared to last year the following accomplishments were made:

1. Practical Code Implementation: The interface routines have been reorganized and gen-
eralized to allow an arbitrary number of flow solvers run in an arbitrary order. The interface
has been implemented into CDP-α and validated.

2. Fundamental Research: Studies on the propagation of unsteady perturbations over the
interface were performed and methodologies developed to conserve amplitude, frequency and
phase of the perturbation. Since the prediction of unsteady phenomena is one of the major
advantages of truly unsteady RANS-LES computations the conservation of these properties
is of major importance. Furthermore, boundary conditions for LES and RANS were refined.

3. Application to Complex Geometries: Preliminary integrated RANS-LES computations
were performed for a turbo-machinery case consisting of a scaled rotor and stator of the
NASA Stage 35 compressor computed by the RANS flow solver coupled with a prediffuser
computed by the LES flow solver. The practical issues arising in the computation of complex
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Figure 3.1: Decomposition of aircraft engine into components. Each component is computed by a
separate flow solver.

geometries were assessed and the initial results demonstrate the advantages of coupled RANS-
LES computations.

3.2 Motivation and Challenges of Integrated Simulations

The CDP/TFLO environment developed at the center is intended for use in multi-component sim-
ulations of aircraft engines. Simulations of this sort will be of major importance in the future
design of low emissions, high performance, and high efficiency engines. The development of single
components, such as the combustor or compressor, is typically done in isolation from other com-
ponents preventing fine tuning of individual components and optimal design, since it requires the
use of safety margins accounting for the unknown interaction of different components. Numerical
simulations can help assess how important component interactions are and find out what are the
important parameters for these interactions. In addition, these simulations will ultimately be used
in the actual design process in order to make safety margins smaller, which can lead to improved
engines.

Three examples of possible and interesting technical applications are presented here. All three
of these examples will be addressed in our future research efforts. The pre-diffuser of an aircraft
engine combustor converts high speed compressor exit air to low speed air at even higher pressure.
It operates most efficiently very close to the condition where separation would occur. However, close
to separation, the flow is very sensitive to disturbances, and might hence be strongly influenced
by harmonic velocity perturbations from the compressor. This interaction is usually not examined
in the diffuser design and might well be studied by numerical simulations. A second example is
the combustor/turbine interaction. The pattern factor, which is a measure of spatial and temporal
temperature variations at the combustor exit, is a very important consideration in combustor
design, which effectively determines the length of the combustor. However, not only the magnitude
of the temperature variations is important, but how patches or streaks of hot gases develop in the
turbine. This interaction can also be assessed in much more depth using coupled combustor/turbine
simulations than with single component simulations. The third example is that of combustion
instabilities. These can arise through the interaction of localized heat release with pressure waves,
which have originated from the same heat release region, but which are being reflected from the
downstream or upstream geometry. Typically, simulations addressing combustion instabilities are
performed for the combustor geometry only. However, if the turbine is outside of the computational
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domain, the boundary conditions for pressure and velocity are not clear. By using different inflow
and outflow boundary conditions for pressure and velocity, results can change drastically. Hence,
for a meaningful simulation, the first stages of the turbine and the last stages of the compressor
have to be considered.

The main challenges in integrating these codes come first of all from the different models of
turbulence used in these codes. TFLO only computes ensemble averaged fields, whereas CDP
resolves the large scale turbulent motions in space and time. In addition, because of the high
Mach numbers encountered in the turbomachinery components, TFLO is a fully compressible code,
whereas the present version of CDP is based on a variable density, low Mach number formulation,
which does not resolve acoustic pressure variations, but makes the code substantially faster for the
flow situations of a typical combustor. However, since this method cannot be used for predictions
of combustion instabilities, our future CDP code will have the option of being used as a fully
compressible solver, which will require the specification of different boundary conditions at the
code interfaces.

One of the very important, and at the same time more difficult, challenges of our efforts is the
validation of the methods we are developing. Typically, there are no detailed experimental data
available for integrated systems on a scale smaller than the full engine. However, the codes used
in the integrated simulations have been extensively validated with simple and complex validation
experiments. The development of appropriate boundary conditions and code coupling schemes can
also be validated with some confidence. Typically, this validation is done for a domain which can
be computed entirely by an LES code. The solution of this full LES is then regarded as the exact
solution. The same flow domain is then computed in a coupled simulation, partly by LES, partly
by RANS. If the coupling scheme and the boundary conditions are well formulated, we can expect
to obtain the same results as with the full LES. This validation approach only suffers from the fact
that the RANS solver, which is part of the integrated simulation, must be allowed to yield different
results, because of the different nature of the applied turbulence model.

A detailed roadmap for future simulations and theoretic developments is given at the end of
this chapter.

3.3 Interface Development

The first obvious task in coupling separate flow solvers is to establish a link between these si-
multaneously running flow solvers. Based on the initial framework developed by Shankaran and
Alonso [36] the algorithms used to establish the initial link have been generalized and extended this
year. With the revised handshake and communication algorithms it is possible to run an arbitrary
number of flow solvers in an arbitrary sequence. This is necessary, since in the final application,
the computation of complete flowpath of the gas turbine engine, as much as four flow solvers may
be needed: one RANS flow solver for the compressor, one LES flow solver for the combustor, one
RANS flow solver for the turbine, and another flow solver for the secondary flow system.

The message passing between two separate flow solvers (peer-to-peer message passing) is very
similar to the information exchange between processors of a parallel computation. Many flow
solvers are parallelized and use MPI for process-to-process message passing. MPI can be used for
communication between different flow solvers as well.

Before establishing a link between two flow solvers, one must ensure that the MPI contexts
for message passing within each of the two codes do not interfere with each other. Using MPI
it is possible to limit the extent of these contexts of message passing using communicators. The
most commonly used communicator in MPI is the default communicator MPI COMM WORLD which
includes all processors of all codes that are launched from the same mpirun command. Using this
communicator for internal message passing will inevitably result in confusion between the two codes.
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Create intra−commun icator LOCAL_WORLD for internal messag e 
passing

Determine rank of l ocal root process

IF local processor = global root
false true

IF local processor 
   = local root

% SEND rank of local root to
global root

RECV list of ranks of peer
root ranks from glo bal root

FOR 2 to total no. of codes

RECV rank of root o f peer 
code from peer root  
(using MPI_ANY_SOUR CE)

FOR 2 to total no. of codes

SEND list of ranks of peer
root ranks to peer root ranks 

BCAST list of peer root ranks to all l ocal processors

FOR 1 to total no. of codes
IF peer root 
 < > local root

%

truef.

f. true

create inter−commun icator PEER_WORLD(i ) with peer root

Figure 3.2: Structure Chart for exchange of root ranks needed for creation of inter-communicators

Hence, each code has to create its own local communicator (intra-communicator) to encapsulate
the internal message passing.

In the next step, a communicator is created for the peer-to-peer message passing (inter-communicator).
Say, for example, that a case with three flow solvers is to be run with a first RANS code using two
processors (ranks 0 and 1, local root process 0), an LES code using four processors (ranks 2, 3, 4
and 5, local root process 2) and a second RANS code using three processors (ranks 6, 7, and 8, local
root process 6.) In order to create the inter-communicator, it is necessary, that every processor
knows the rank of the root processes of the other codes. A global root process is appointed (rank
0) which collects the ranks of the root processes of all participating codes (here: ranks 0, 2 and 6),
compiles them into a list and broadcasts them to the local root processes. A structure chart for this
procedure is shown in Fig. 3.2. Since there is no inter-communicator available yet, this communi-
cation has to be done with the standard communicator MPI COMM WORLD. With the knowledge of the
ranks of all root processes it is possible to then create create the necessary inter-communicators.

3.3.1 Interface Handshake

Efficient parallelization of a flow solver seeks to limit the information exchange between parallel
processes to a minimum, since the information exchange incurs additional cost that would not be
present in a serial simulation. Similarly, it is also desirable to minimize the communication between
flow solvers that are running simultaneously. Since the flow solvers have to exchange flow informa-
tion rather often (either after each iteration or after a chosen time-step) the aim is to minimize the
communication efforts by using an initial handshake which optimizes the communication during
the actual flow computation.

The simplest way to organize the information exchange would be to let only the root processes
communicate. However, this would mean that prior to the peer-to-peer communication the root
processes would have to gather the flow information to hand over from the parallel processes in
their own solver, and after the peer-to-peer communication, they would have to broadcast the
obtained information back to their participating processes. The solution we have developed avoids
this additional communication by using direct communication between the neighboring processors
on both sides of the interface.

The initial handshake routine establishes the communication pattern for subsequent solution
updates across the interface (Fig. 3.3). Firstly, each processor in each solver has to identify all the
points at which flow information from the peers will be needed to define the interface boundary
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%
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WAIT for IRECV to complete
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  peer process > 0
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%

IF no. peer points served by
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%
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%

Check, if all local points are served by peer processes

FOR 1 to total no. of peer processes of peer code
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FOR 1 to total no. of codes

FOR 1 to total no. of peer processes of peer code
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Figure 3.3: Structure Chart for the initial handshake to establish direct communication between
interface processors.
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%

IF no. peer points served by
 local process > 0

false true

%

IF no. of local poi nts served by 
  peer process > 0

false true

%

Transform flow data  of peer process to  local standards
(non−dimensionaliza tion etc.)

Figure 3.4: Structure Chart for the communication of flow data between iterations.

condition. Only the processors participating in this communication pattern need to be involved at
this point. The location of each of these points for which information is requested is stored in a
data structure containing three integers and three double precision numbers. The three integers are
an ’ip’ number, which determines what kind of flow variables are requested for this point, an ’id’
number, which contains a unique identification number for each point, and a ’flow solver’ number
denoting the flow solver requesting this point. The three real numbers contain the x, y, z-coordinates
of the point in Cartesian coordinates using metric dimensions.

The handshake takes place in four steps. First, each processor communicates the number of
points in its own domain requesting flow data to each processor of the peer code. This allows each
code to dynamically allocate arrays to store received information. In the second step each processor
receives a data package containing the location of the requested points from each peer processor
that asks for a non-zero number of points.

In an intermediate step, each processor identifies, whether a requested point lies within its own
domain and can be served. During the identification, the interpolation schemes required to obtain
the data for this point are also being determined and stored for later use. This approach is optimum
for performance at a later stage since, assuming that the interfaces are not changing with time,
this information does not need to be recomputed.

In the third communication step each processor communicates the number of points found
within its domain to all peer processes requesting data. Again, this permits the dynamic allocation
of arrays for the last and fourth step. In the fourth communication step, each processor sends out
an array to each peer processor it can serve. The array consists of two integers containing ip and id
of the point. Finally, each processor to determines whether all of its requested points can be served
by peer processors and sends out an error message if any of the point data that it needs cannot be
provided by any of the peer processes.

3.3.2 Communication

The communication of flow data between iterations is rather straight forward once the initial
handshake is completed (Fig. 3.4). Since it is known to every processor what kind of data has to
be provided to which peer processor, and from which peer processor flow data can be expected, the
data packages can be sent directly without going through the root process.

Each processor has to compile the data to be sent into a data structure. This data structure
may vary between different flow solvers and has to be defined beforehand. However, as a standard
data structure a set of 7 variables has been established. These variables contain ρ, ρu, ρv, ρw, ρE, k,
and νt in this order, with ρ being the density, u, v, w the Cartesian velocity components in the
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x−, y−, z−directions, respectively, E the total Energy, k the turbulent kinetic energy, and νt the
eddy viscosity. This set of variables gives the freedom to chose between several RANS turbulence
models without changing the interface routines, e.g. boundary conditions can be defined from this
set of data for both the k − ε and k − ω turbulence models. More complex data sets are possible:
this is controlled by the details sent in the initial handshake routine.

3.4 Integration of RANS and LES Flow Solvers

3.4.1 Introduction

In recent years the focus of the integration work has shifted from the integration of two separate
RANS flow solvers to the integration of LES and RANS flow solvers. While the integration of RANS
flow solvers is challenging in the sense of the decomposition of the domains and the organization of
the communication, the integration of flow solvers based on different concepts such as RANS and
LES adds the difficulty of data processing in order to define appropriate boundary conditions for
these two approaches.

In the following, boundary conditions for integrated RANS-LES computations are discussed
and data processing for the conservation of dynamic properties over the interface is investigated.

3.4.2 Conservative Interfaces for the Integration of RANS and LES Flow Solvers

Conservative treatment of the interface between RANS and LES solvers is a complex issue which
has not been specifically investigated yet, especially not regarding aspects of local conservation.
However, powerful conservative methods have been developed for the general case of overlapping
meshes.

In this general configuration, two meshes arbitrarily intersect each other, and interpolation is
required to transfer data from one mesh to the other, which induces conservation errors.

These errors have been proven to be generally one order lower than the conservative scheme
used in the two overlapping domains. For a second-order scheme for example, the conservation
error is first order, and both conservative and non-conservative algorithms will converge to the
same solution in the limit of grid refinement. However, for mesh sizes of practical interest in most
engineering applications, conservative algorithms give both better results and faster convergence
rates, which are highly desirable properties.

Different methods for conservative interfacing have been proposed in the literature. Two of these
seem to be attractive for our applications. A first method to achieve global and local conservation
has been developed by Zang et al. [24, 25] for the multi-zonal overlapping grid Chimera approach.
From two overlapping grids, they construct two adjacent (or patched) grids by cutting one grid along
the boundary of the other. The conservation conditions reduce in that case to flux conservation
along the common patched boundary. The flux is computed across each small face joining the
intersections of the boundary with any of the two meshes. In Zang’s case, the flow variables on
each side of the boundary are obtained by constant or linear cell-wise reconstruction and the flux is
computed using Roe’s Riemann solver. Finally, each cell, whether it is cut or not, reconstructs the
flux across all of its faces. The implementation of this conservative scheme can be simple or very
challenging to do, depending on the dimension and the complexity of the two abutting meshes.

Jiao and Heath [26] investigated the problem of transferring data between non-matching meshes,
and demonstrated the efficiency of weighted-residual methods compared to the conventional point-
wise interpolation methods. They present a weighted residual formulation based on common-
refinement discretization. A common refinement of two meshes consists in building a mesh com-
posed of elements that subdivide the elements of both original meshes simultaneously. This method
is proven to be conservative and more accurate in most cases. However, it requires that the error
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Figure 3.5: Geometry of test case for validation of LES inflow boundary conditions.

Figure 3.6: Mesh for validation of LES inflow boundary conditions, every 4th mesh line shown.

minimization procedure be carefully chosen depending on the characteristics of the problem. This
approach is being used in the development of conservative sliding mesh interfacing procedures for
our turbomachinery flow solver, TFLO2000.

The main problem in LES-RANS integration remains the formulation of an appropriate set of
boundary conditions, from LES to RANS as well as from RANS to LES. We have devoted some
work to this problem in the past, but some issues are still remaining. Once this problem is solved,
the possibility of implementing a locally conservative interface can be considered and both of the
above methods will be investigated.

3.4.3 LES Boundary Conditions

The proper definition of LES boundary conditions has been a focus of the research of the integration
group at our ASCI Center for quite some time. So far, an LES outflow boundary treatment has
been developed. Our approach uses body forces within the LES domain near the outlet to drive the
LES solution to a known RANS target solution delivered by the RANS computation downstream.
Details of this method are well documented in previous reports and in the literature [12, 16, 19].

LES inflow boundary conditions have been adjusted for use in integrated RANS-LES compu-
tations as well. The procedure to define these boundary conditions is similar to the definition of
boundary conditions from experimental data, which is usually given in time-averaged form: a sepa-
rate LES computation of a periodic, turbulent pipe flow creates a data-base which is used to define
the inflow boundary conditions of the actual LES computation. Using an LES flow solver specialized
for this task, the computational costs are negligible compared to the actual LES computation.

In integrated RANS-LES computations, where the upstream RANS computation is specifying
the inflow data for the LES computation, the LES inflow boundary condition has to be adjusted
in order to take long-wave fluctuations of the RANS flow field into account [11, 17, 18]:

ui,LES(t) = ui,RANS︸ ︷︷ ︸
I

(t) + (ui,DB(t)− ui,DB)︸ ︷︷ ︸
II

·

√
u′2(i)

RANS

(t)
√
u′2(i)

DB︸ ︷︷ ︸
III

(3.1)
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Figure 3.7: LES results for a confined non-swirling jet with inflow conditions from matching
database method (circles), quasi-laminar method (dashed lines), and adjusted database method
(solid lines) compared with experimental data (squares).

with the sub-script RANS denoting the solution obtained from the RANS computation and quan-
tities with sub-script DB are from the database. Here, t is the time, ui stands for the velocity
components, and the ui is the ensemble average of the velocity component ui.

This LES inflow boundary condition has been verified with other LES computations and re-
ported in the 2002 annual report. In order to validate the boundary condition against experimental
data, a confined jet flow and a confined swirl flow are considered, where experimental data is
available from literature [4, 3].

Two flow configurations are computed:

1. No swirl (S = 0.0) at a Reynolds-number Re = 30, 000

2. Strong swirl (S = 0.6), at Re = 30, 000, and

with the swirl number S defined as

S =
1

R

∫ R
0 r2uxuφ dr∫ R
0 ru2x dr

, (3.2)

where ux is the axial velocity component, uφ the azimuthal velocity component, and R is the radius
of the nozzle.

The computational mesh used for all simulations consists of a 384×64×64 cylindrical single
block mesh (Fig. 3.6) adding up to approximately 1.5 million cells, with the smallest cell next
to the edge of the jet. The cell size near the wall upstream of the expansion is approximately
y+ = 25, which means, that the boundary layer is still under-resolved. The outlet boundary
condition corresponds to a convective outflow condition. The time-step is limited by the CFL
condition and is approximately ∆t∗ = 0.0015 with t∗ = t · Dref/Uref , with Dref the diameter of
the jet nozzle and Uref the maximum velocity of the axial velocity component. The choice of the
reference parameter was done conform to the experimental data [3].
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A structured LES flow solver developed by Pierce and Moin [7, 8] has been used. The code
solves the filtered momentum equations with a low-Mach number assumption on an axisymmetric
structured non-equidistant mesh. A second-order finite-volume scheme, staggered in space and
time is used [2, 8]. The subgrid stresses are computed with an eddy-viscosity approach, where the
eddy viscosity is determined using the dynamic procedure [5, 6].

The first test of the inlet boundary conditions is performed for a confined jet without swirl for
which it is well known that the jet spreading rate is dependent on the turbulence present in the jet
inflow.

Fig. 3.7 shows the velocity fields obtained for this case. Experimental results are shown as
square symbols. The leftmost velocity profile is located upstream of the expansion and defines the
inlet condition for the LES.

First a data-base for turbulent fluctuations is created. The first data base is created to match
the inflow profile exactly. The auxiliary LES computation is created using body forces to drive the
flow field in a turbulent periodic pipe to the measured profile upstream of the expansion. Since
no detailed information of the boundary layer is available here, the flow near the wall is unaltered
and develops naturally according to the flow field imposed away from the wall. The auxiliary LES
computation to create the data-base for this case used about 3% of the computational cost of the
actual LES computation.

The filled circles in Fig. 3.7 denote the simulation with the inlet conditions from this matching
database method. Note that this method to specify inflow boundary conditions can be used here,
since the mean inflow profiles do not change with time. It can be seen that the simulation reproduces
the experimental data well for both mean profiles and turbulent fluctuations. The reattachment of
the flow behind the step is also well predicted.

The second LES computation uses a quasi-laminar method for the inflow boundary condition,
which means it specifies the inflow boundary condition according to the turbulent velocity profile,
but neglects entirely the small-scale turbulence resolved by LES. (dashed lines in Fig. 3.7). Since
the initial turbulence in the flow does not reach the desired level near the step, the spreading
rate of the jet is underestimated and the jet core penetrates much too far into the chamber. The
reattachment length is overestimated. As a result of neglecting turbulent fluctuations at the inlet,
the axial turbulent fluctuations are underestimated especially in the initial spreading of the shear
layer. It should also be noted that the random-fluctuation method essentially leads to the same
results. The imposed velocity fluctuations decay immediately downstream of the inlet plane and
the quasi-laminar solution is recovered.

The third computation has been performed specifying the velocity inflow conditions using the
adjusted database method. To demonstrate the robustness of the method, a database, which does
not correspond to the investigated flow, has to be chosen. Here, a database created for a strongly
swirling flow, test case 2, and is used, while the presently computed flow is non-swirling. The
results of this simulation are given by the solid lines in Fig. 3.7. Compared with the experimental
data and the LES using the matching database method, the results from the adjusted database
method show excellent agreement for the mean velocity fields. There are some small differences in
the turbulent fluctuations due to the different descriptions of the turbulence at the inlet, but the
overall agreement is still very good.

This test case demonstrates that the adjusted database method is capable of reproducing the
desired flow field, even when the flow conditions applied in generating the database are rather
different from the investigated case. The importance of a proper description of the turbulence in
the inlet boundary conditions is emphasized by the strong discrepancies in the results obtained
from the quasi-laminar and the random-fluctuation methods.

As a second test case, a swirl flow at an expansion with a swirl number S = 0.6 is considered.
Swirl flows at high swirl numbers (S > 0.25) create central recirculation zones, which lead to high
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Figure 3.8: LES results for a confined strongly swirling flow (S = 0.6) with inflow conditions from
matching database method (circles), quasi-laminar method (dashed lines), and adjusted database
method (solid lines) compared with experimental data (squares).



130 CHAPTER 3. INTEGRATED SIMULATIONS

shear regions, and, hence, to high levels of turbulence production.
Fig. 3.8 shows the results of this series of computations. As before, the LES computation

that uses the matching database method (black dots) agrees very well with the experimental data
(squares).

Surprisingly, the LES computation using the quasi-laminar method to specify inflow conditions
(dashed lines) also yields a comparable flow field, and, despite of some discrepancies especially in
the jet spreading rate, agrees reasonably well with the experimental data. The explanation is that
the level of turbulence production in this type of flow is rather high behind the expansion. The
location of the inner recirculation zone in highly swirling flows is essentially fixed at the location
of the expansion. This means that the regions of high turbulence production and the shear layers
created by the recirculating fluid and the issuing jet, are well determined and basically independent
of the inflow conditions. High levels of turbulence are then generated in the shear layers behind
the step, which make the flow almost independent of the initial turbulence intensity.

The third computation uses the adjusted database method, where the database has been taken
from the previous test case, the non-swirling flow. The mean inlet velocity profiles and the velocity
fluctuations are then imposed using Eq. 3.1. Although a database for a non-swirling flow has been
applied here to a swirling flow, the results are in very good agreement with experiments and the
results obtained using the matching database method.

These test-cases validate the proposed inflow boundary condition against experiments and give
confidence that the physical properties of the inflow are captured properly.

3.4.4 Phase Correction for LES Inflow Boundary Conditions

One of the promises of integrated flow simulations is the prediction of unsteady phenomena in large-
scale applications. In order to not interfere with the propagation of these unsteady perturbations,
the interface has to pass the perturbation across the interface while conserving frequency, amplitude,
and phase of the perturbation.

In this section, the phase error introduced by the explicit coupling is explained and measures
to circumvent the phase error are evaluated [13].

Eq. 3.1 implies that ui,RANS(τ) changes slowly. As soon as ui,RANS(τ) is updated, the change
takes effect. However, if predominant frequencies are present in the flow, the change of ui,RANS(τ)
may introduce abrupt changes of the mean value at the LES inflow. If the updated value ui,RANS(τ)
differs significantly from the previous solution, sudden jumps in the velocity will occur. As a result
of that, large and frequent perturbations with the interface frequency - the frequency at which the
RANS solution is updated - are introduced. In order to avoid these abrupt changes of ui,RANS(τ)
an interpolation has to be introduced in Eq. 3.1. For a linear interpolation this results in:

ui,LES(t) = ui,RANS(τ −∆τ) +

+ (ui,RANS(τ)− ui,RANS(τ −∆τ)) · t− τ
∆τ

+

+u′i,DB(t)︸ ︷︷ ︸
IV

(3.3)

with t the LES time scale, τ is the RANS time scale, ∆τ is the RANS time-step which is equal to
the reciprocal interface frequency (fINTERFACE = 1/∆τ) and term IV is the short form of terms II
and III of Eq. 3.1.

Presenting the LES inflow boundary condition in this form reveals another problem related to
the phase transfer of a perturbation. Eq. 3.3 is applied as an LES boundary condition between
τ < t < τ + ∆τ . Comparing the time-lines used by both codes (Fig. 3.9) it becomes apparent
that this form results in a time-delay of ∆τ for a perturbation passing the interface. For example,
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Figure 3.9: Timelines of simultaneous running LES and RANS flow solvers; information exchange
at each RANS time-step ∆τ .

the inflow condition of the LES flow solver between τ2 < t < τ3 will use values computed by
the RANS flow solver between τ1 and τ2. However, in order to capture all instabilities resulting
from interactions between components of a gas turbine, the proper transfer of phase information is
crucial. Hence, the boundary condition has to be adapted to use a predicted value ui,RANS(τ +∆τ).
Eq. 3.3 becomes:

ui,LES(t) = ui,RANS(τ) +

+ (ui,PREDICT(τ +∆τ)− ui,RANS(τ)) ·
t− τ
∆τ

+

+u′i,DB(t)︸ ︷︷ ︸
IV

+

+(ui,PREDICT(τ)− (ui,RANS(τ)) ·
(
1− t− τ

∆τ

)

︸ ︷︷ ︸
V

(3.4)

with ui,PREDICT a predicted value for ui,RANS at τ +∆τ . Since the predicted value at τ +∆τ is going
to differ from the actual computed value by the RANS code, a corrector term is needed to fulfill a
continuous transition of the inflow boundary condition (Term V ).

The prediction of the ui,PREDICT at τ +∆τ is done with an extrapolation using a Taylor series.
The optimal order of the Taylor series can be determined by a comparison of the predicted values
with the actual computed values. Fig. 3.10 shows such an error estimate.

First, a harmonic oscillation (u = 1.0 + 0.3 · sin(ωt)) is considered. This signal is sampled at
20 points per period. For each point at time τ a prediction is made for τ + ∆τ with a Taylor
series. The predicted values are compared to the actual values at τ +∆τ . The average error is then
defined as the errors averaged over one period of an oscillation. This procedure is repeated with
different orders of extrapolation starting at zeroth order (no extrapolation) and up to fourth order.
The circles in Fig. 3.10 show the average error depending on the order of extrapolation. As one
could expect, the error of the prediction on such a harmonic oscillation decreases logarithmically
with increasing order.

However, the signal sampled from a turbulent LES or RANS computation is certainly not
as regular as a harmonic oscillation. For the second error estimate, a turbulent pipe flow at a
Reynolds-number of Re = 20, 000 is considered. The inlet of the pipe is periodically excited with
a Strouhal number St = 1.0 and St = f ·D/UBULK. Eq. 3.3 is used as the inflow condition, with
ui,RANS(τ) = 1.0 + 0.3 · sin(ωτ). This means that the mean velocity oscillates periodically, while
small-scale turbulent fluctuations are present from a data-base created by a turbulent pipe flow.
The LES data at the outlet of the upstream domain is then sampled with 20 points per period. The
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Figure 3.10: Error estimate for different orders of extrapolation; circles: harmonic oscillation;
squares: sampled LES data from excited turbulent pipe flow; All predictions based on 20 points
per period.

sampling is done with a running average over ∆τ . The sampled data is written into a data-base for
further analysis. The analysis of the LES data is done in a manner similar to the analysis of the
harmonic oscillation, which means, predictions are made for τ +∆τ and compared with the actual
values computed by LES. Here, the average error is defined as the error averaged over one period
of the excitation and averaged spatially over all points of the outlet.

The results show (squares in Fig. 3.10) that the error decreases using a linear (first order)
prediction. However, for a second order extrapolation the error increases again. With increasing
order of extrapolation the error grows until, for the fourth order extrapolation, the error is larger
than for the case where no extrapolation is used. This increase of error can be found in the deviation
of the harmonic signals due to turbulence. Even at this moderate Reynolds number, turbulence
creates enough waviness in the signal to render high order extrapolations useless. Hence, a linear
extrapolation can be seen as an optimal solution for the prediction of the inflow velocity.

As a final test, a transient signal is tracked over the interface. Using Eq. 3.4, amplitude and
phase information should be preserved. As a test case, a turbulent pipe flow is considered. The
pipe is split in two: one upstream part an one downstream part (Fig. 3.11a) ). Both pipes are 3
diameters D long with a 1 D overlap. Each part is computed using a separate LES flow solver. The
two flow solvers exchange flow variables at the interface, which are averaged over the preceding
time span ∆τ . The inlet of the upstream flow solver is periodically excited using Eq. 3.3 with
ui,RANS(τ) = 1.0 + 0.3 · sin(ωτ). The periodic excitation travels downstream to the outlet of the
first LES domain. The transient signal is then handed over to the second LES flow solver using
the interface. The downstream flow solver uses Eq. 3.4 as inflow condition in order to correct the
phase delay. In the current case, the feedback from the downstream LES domain to the upstream
LES domain was suppressed in order to associate the effects directly to the the variations of the
LES inflow conditions. This means that the downstream flow solver obtains always exactly the
same input, even when the definition of the LES inflow conditions of its own domain varies.

Fig. 3.11b shows the energy spectra taken from the two computational domains. Both spectra
are taken at the same physical location in the overlap region of the two domains. They show a
distinct peak at a Strouhal number St = 1.0, the forcing frequency at the inlet of the upstream
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Figure 3.11: Test-case for study to minimize phase delay.

domain. This distinct frequency passes the interface without a loss of energy. Both long wave
spectra resemble each other. In the current case, the interface frequency was chosen to be St = 20.0,
which means, that one period of the forcing frequency is resolved with 20 points. Hence, a large
portion of the long wave spectrum is resolved and handed over to the downstream solver. Due to
the averaging over ∆τ adjacent frequencies are averaged, which gives the downstream spectrum
a smoother appearance. The downstream LES flow solver then reconstructs its inlet boundary
condition using Eq. 3.4. The data-base used by the downstream LES flow solver to reconstruct the
inlet boundary conditions was that of a swirl flow, again, to show the robustness of the method.
This explains the differences of the two spectra in the high-frequency range.

Next, the transfer of the phase of the periodic excitation is examined. To do this, a Fourier trans-
formation into phase space has been performed and the values obtained for the forcing frequency
have been compared at both sides of the interface. Several computations have been performed with
different orders of extrapolation on the downstream inlet. The following table shows the resulting
phase delay depending on the order of extrapolation.

Order time delay ·∆τ
0. 1.0607
1. 0.1157
2. 0.2342

The results show, that for no extrapolation (zeroth order) the time delay causing an error in
the phase transfer is approximately ∆τ . Choosing linear extrapolation instead reduces the error by
one order of magnitude. Increasing the order of extrapolation also increases the phase delay due
to the higher error of the prediction.

Hence, a linear extrapolation method provides the optimal prediction for ui,PREDICT at τ +∆τ .
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Figure 3.12: Geometry of the anti-aliasing study.

Choosing a higher-order extrapolation, which would be a natural choice to improve the prediction,
does not result in higher accuracy, but in an increased error and an increased time-delay.

So far, the phase correction has been implemented only for the LES inflow boundary of the
structured LES flow solver used at the Center for Turbulence Research. Future work will implement
the correction at the LES outflow boundary and the RANS interfaces.

3.4.5 LES Anti-Aliasing Filtering

While in the definition of the LES boundary conditions the question arose how to specify high-
amplitude turbulent fluctuations, which are not present in the RANS solution, in the reverse di-
rection when the LES flow solver has to provide data to the RANS flow solver, the high frequent
fluctuations have to be disposed of properly in order to avoid aliasing. Aliasing may introduce a
frequency and amplitude error. In the following the aliasing problem is demonstrated and filters
are presented to conserve frequency, amplitude and phase of a perturbation at the interface [15, 14].

LES flow solvers usually apply a much smaller time-step than RANS flow solvers. The smaller
time-step of the LES flow solver results in the necessity of the LES flow solver to average its own
LES data over the RANS time-step in order to provide data for the RANS flow solver at the
requested times. However, the sampling process may introduce errors in the frequency spectra.

As an analogy, one can think of the problems that arise in the discretization of a continuous
signal. Here, the highest frequency recorded without error is the Nyquist frequency, defined as half
of the sampling frequency. Experimentalists use low pass filters in order to free the continuous
signal from high frequency disturbances before the sampling process. Omitting the filtering would
result in aliasing errors: under-resolved frequencies (f > fNYQUIST) would be found in the long wave
spectrum. Hence, low-pass filtering prior to signal discretization is necessary.

For the communication between LES and RANS solvers a similar procedure has to be found
in order to avoid aliasing of frequencies in the sampling of the LES data. The current study
investigates the use of filters to ensure the proper communication of flow variables.

In order to investigate the aliasing problem in integrated LES-RANS computations consider
the following situation: a pipe is split into an upstream domain computed by one flow solver and a
downstream domain computed by another flow solver. Both pipe segments are 3 diameters D long
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Figure 3.13: Energy spectrum at a point (x = 2D, r = 0.5R;φ = 0) in the interface plane of the
upstream domain.
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Figure 3.14: Energy spectrum at the interface plane of the downstream domain. Physically identical
point as Fig. 3.13 (x = 2D, r = 0.5R;φ = 0). No filter used.

with an overlap of 1 D (Fig. 3.12). The upstream flow domain possesses two dominant frequencies,
one at a Strouhal number St = 1.0 with St = fD/Ubulk and another at St = 7.5. The interface
frequency is set to St = 10.0 which leads to a Nyquist frequency of St = 5.0. Hence, the long
wave frequency at St = 1.0 is well resolved and can be handed over to the downstream domain.
However, the second frequency is under-resolved and will lead to aliasing.

To demonstrate this, such a flow calculation was performed under laminar conditions at a
Reynolds-number Re = 1000. Laminar conditions have been chosen for clarity. A turbulent flow is
examined in a later section.

Fig. 3.13 shows the energy spectrum in the upstream domain at a point in the interface plane
(x = 2D, r = 0.5R;φ = 0). The two distinct peaks can be associated to the forcing frequencies. A
successful signal processing will hand over the long-wave frequency (St = 1.0) with no energy loss,
while suppressing the high frequent disturbance (St = 7.5).

Fig. 3.14 shows the energy spectrum for the same physical point, but in the downstream
domain. Since the flow solver computing the upstream domain has handed over the signal without
any treatment, the high frequency perturbation in the upstream domain has been aliased and can
be found now in the long wave spectrum at St = 2.5.

This may cause considerable problems, since this frequency is resolved by any unsteady RANS
flow solver operating at a time-step corresponding to the interface frequency. Since this peak in
the long wave spectrum is not present in the upstream domain, this error has been introduced
entirely by the sampling process. Hence, the upstream flow solver has to treat the signal during
the sampling process in order to suppress the high frequency perturbation, while keeping the low-
frequency oscillation unharmed.
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Temporal Filters

A common procedure in order to avoid aliasing errors in experiments is to use a low-pass filter
prior to the sampling process. The low-pass filter suppresses all frequencies above the Nyquist
frequency while letting all lower frequencies pass. This filtering process has to be done prior to the
sampling process, since otherwise the aliasing error would have already taken place and would be
indistinguishable from the rest of the long wave spectrum.

Using the same strategy for the sampling of LES data leads to the need for a digital filter. A
digital filter can be defined as:

r(tk) =
N∑

n=0

bns(tk−n) +
M∑

m=1

amr(tk−m) (3.5)

where r is the filter response, s is the original signal, bn and an are the filter constants, and tk is
the time, where tk − tk−1 is the LES time-step ∆t. Since in LES computations the time-step is
usually not constant, but varies in order to maintain the highest possible time-step that satisfies
the CFL condition, a pre-sampling process has to be made. This pre-sampling averages the data
with a higher frequency than the actual sampling frequency. In order to avoid aliasing in the pre-
sampling process, the frequency of the pre-sampling has to be chosen well within the energy decay,
so that the energy of frequencies higher than the Nyquist frequency are considerably smaller than
the energy of the lower frequencies. A filter such as Eq. 3.5 can then be applied.

While a filter in the form of Eq. 3.5, which uses the history of the signal and the history of
prior filter responses in order to define the filter, a so called infinite response filter (IIR filter), can
be used, a simplified filter, which uses only the history of the signal, a so called finite response filter
(FIR filter) may have advantages:

r(tk) =
N∑

n=0

bns(tk−n) (3.6)

First, FIR filters are always stable. Due to the absence of the filter response, no feedback is possible
and hence, this kind of filters will never be allowed to amplify errors. Second, FIR filters have a
linear phase response. The advantage resulting out of this property will be made clear later.

Due to the high number of points at the interface the filter has to be applied to, the order
N of the filter is sought to be small, since N determines the number of time-steps that have to
be recorded. The determination of the filter constants can be done with any filter design tool
such as Matlab(R)[22] . The usage of filter design tools allows for the usage of more sophisticated
windowing functions which are necessary to dampen the Gibb’s phenomenon[23], which is most
pronounced for filters of low order. For the current investigation, two different filters have been
used.

The first filter is designed using the Fourier Series Method [10] . The coefficients are defined as:

bn =
1

2π

∫

2π
H(λ)[cos(mλ) + jsin(mλ)]dλ (3.7)

with m = n− N − 1

2
(3.8)

with H(λ) the desired filter response and λ the normalized frequency, here normalized to the pre-
sampled frequency. The optimal filter response would have a cutoff frequency of 1/2 · finterface. The
pre-sampling frequency was chosen to be twice the interface frequency, which results in a cutoff
frequency λcutoff = 1/4. Eq. 3.7 then becomes:

bn =
1

2π

∫ π
4

π
4

cos(mλ)dλ+ j
1

2π

∫ π
4

π
4

sin(mλ)dλ (3.9)
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Figure 3.15: Left hand side: Filter response of filter designed with Fourier Series Method (solid
line). N = 21. Cutoff frequency: 0.25. Dashed line: ideal filter response. Right hand side: filter
coefficients

The second integral is zero, since the integrand is an odd function and the limits of integration are
symmetric. Eq. 3.9 then becomes:

bn =
sin(mλ)

2mπ

∣∣∣
λ=π

4

λ=−π
4

=
sin(mπ

4 )

mπ
(3.10)

Note that the definition of the filters does not include knowledge of the actual sampling frequency,
but only the value of the cutoff frequency relative to the sampling frequency. This means that if
the interface frequency is changed, the filters will adapt automatically.

The filter response of this filter is shown in Fig. 3.4.5. The dashed line denotes the ideal filter
response: below the cutoff frequency it is unity, above it is zero. Since only a limited number of
filter coefficients are available, here N = 21, the actual filter response differs from the ideal filter.
Most notably, there is an overshoot right next to the cutoff frequency: Gibb’s phenomenon. In
order to smooth the filter response a window method has to be employed.

The second filter used in this study uses a window method. One of the major shortcomings of
the Fourier Series Method is the assumption that the signal is periodic. This creates some problems
due to an discontinuity at the end and at the beginning of the recorded signal. One possibility to
dampen this effect is to use window functions:

r(tk) =
N∑

n=0

bnwns(tk−n) (3.11)

with wn the window function. Some of the most common window functions are the Hann, Hamming
or Parzen windows. Here, a Kaiser window has been employed[23], since this window creates the
smoothest filter response (Fig. 3.4.5). However, as a drawback, the slope of the filter response is
not as steep as before.

The window function is usually combined with the filter coefficients leading to a new set of
coefficients (Fig. 3.4.5)
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Figure 3.16: Left hand side: Filter response of filter designed with Window Method (solid line)
using a Kaiser window. N = 21. Cutoff frequency: 0.25. Dashed line: ideal filter response. Right
hand side: filter coefficients
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Figure 3.17: Energy spectrum at the interface plane of the downstream domain. Filter designed
with FSM (Fig. 3.4.5) used.
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Figure 3.18: Energy spectrum at the interface plane of the downstream domain. Filter designed
using Kaiser Window (Fig. 3.4.5) used.
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Figure 3.19: Phase response of filter designed with Window Method (solid line) using a Kaiser
window. N = 21.

In the next step, the filters were applied to the LES computation of the upstream domain. Each
filter was applied separately to the LES data in two LES computations. Since the filters have been
designed to avoid aliasing, the quality of the signal has been improved.

The signal response of both computations using the two different filters show the desired results
(Fig. 3.17 and 3.18.) The long wave perturbation at St = 1.0 –the frequency which is desired to
be transmitted– can be found in the downstream domain without loss of energy. Since the filters
have filtered out the high frequency perturbation prior to the actual sampling process, no aliasing
can be observed.

These results show that digital filters are able to improve the quality of the signal taken from
LES data in order to correct the amplitude response and avoid aliasing.

However, the application of these filters has a major drawback. Fig. 3.19 shows the phase
response of both filters. The phase response is linear in the passing frequency range. This translates
to a constant time delay of:

∆t =
N − 1

2 · fsample
(3.12)

This means that the signal coming from the upstream flow solver arrives in the downstream flow
solver somewhat delayed. The time-delay can be minimized by decreasing the order of the filter.
However, in our opinion, the filters presented here with an order of N = 21 are already the minimum
order for a filter with an acceptable quality of amplitude response.

If unsteady coupling effects are investigated, this time delay introduced by the filter is usually
not acceptable, especially since a previous investigation went to great lengths to avoid the smaller
time delay caused by the explicit coupling of the two flow solvers[13] .

Since the phase delay is unavoidable using these temporal filters, the application of these filters
is limited to the following scenarios. Most unsteady RANS flow solvers do not claim to compute a
truly unsteady flow, but an ensemble-average or a phase-average. In phase-averaged flows a number
of averages of the flow are taken in relation to the phase of a base frequency fbase. Assuming, that
the upstream LES delivers data to a downstream RANS flow solver computing phase-averages, the
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LES flow solver can compute phase-averages on the basis of the LES data at the interface. Then,
a filter is designed which creates the time-delay for one full period of the base frequency. Here, the
advantage of a linear phase response of a FIR filter is apparent: the linear phase response translates
to a constant time delay, which can be controlled by the order of the filter. The order of the filter
is then determined by:

N = 2 · fsample
fbase

+ 1 (3.13)

The time delay created by the explicit coupling of the flow solvers[13] can be also corrected in this
filter delay, if the order is reduced by 1.

While this procedure might be working for a number of applications, many unsteady LES-RANS
computations will neither tolerate the time-delay nor the usage of phase-averages at the interface.

Spatial Filters

The major reason why temporal filters are creating a time-delay is the lack of information for the
signal in the future. A relationship known as the Taylor-hypothesis may help in fluid mechanic
applications:

∂.

∂t
= −uc

∂.

∂x
(3.14)

with uc the local convection velocity. The Taylor-hypothesis is valid in the absence of diffusion and
uc as the only convection. This relationship translates a temporal signal into a spatial signal. The
temporal filter then becomes the spatial filter:

r(tk) =
N∑

n=0

bns(xk−n) (3.15)

with xn − xn − 1 =
uc

fsample
(3.16)

Instead of using the time history of the signal, the downstream development is sampled. Unlike
the case of the temporal filters, where the time history of the interface points has to be stored, no
additional memory is necessary for the spatial form of the filter.

So far, the phase delay is still present, unless the origin of the filter is shifted upstream putting
the filter centrally around the desired interface point:

x0,new = x0,old −
N − 1

2

uc
fsample

(3.17)

Here, the locations of the sampling points are defined by the sampling frequency. In many flow
solvers, especially when using structured meshes, it may be of advantage to define the sampling
frequency based on the mesh spacing. The locations of the sampling points are then defined as
points on the mesh and the sampling frequency is defined by the distance between neighboring
points:

fsample =
uc
∆x

(3.18)

The advantage of this definition is first of all practical in nature since it is easier to retrieve data
from these points. Furthermore, no error due to aliasing in the pre-sampling process is introduced,
since the sampling points resolve the entire spectrum on the given mesh.

The disadvantage of this definition of the sampling points is the independence of the sampling
frequency from the interface frequency. A variation of the RANS time-step (and hence, a variation
of the interface frequency) requires a new definition of the filter, since the desired cutoff frequency
has changed, while the sampling frequency remained constant.
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Figure 3.20: Left hand side: Filter response of spatial filter based on a running average (solid line).
Dashed line: ideal filter response. Right hand side: filter coefficients
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Figure 3.21: Energy spectrum at the interface plane of the downstream domain. Spatial running
average filter (Fig. 3.4.5) used.

For the current study, the spacing of mesh points in the axial direction was ∆x = 3D/128.
With uc = Ubulk = 1.0 this results in a Strouhal number of Stsample = 42.67. The cutoff frequency
of St = 5.0 results in a normalized cutoff frequency fcutoff = 0.117.

The number of sampling point was limited to N = 17. A small number of sampling points is
desirable since the Taylor-hypothesis loses validity with increasing distance to the interface point.
Furthermore, the extent of the spatial filter is sought to be small for several reasons. First, in
geometries more complex than the current pipe flow, the spatial filter has to fit into an area where
the flow is nearly parallel and has a nearly constant convection velocity over the spatial extent of the
filter, which may not be the case over a large portion of the flow. Second, in parallel computations
the extent of a spatial filter may be larger than the extent of the flow field computed on a single
processor, so that interactions between parallel processors may be necessary.

Since it is rather difficult to design a filter with a low cutoff frequency such as fcutoff = 0.117
on the basis of a few sampling points, a running average filter was employed (bn = 1/N), since it
was the only filter which could ensure that the mean velocity is unchanged. The resulting filter
response can be seen in Fig. 3.4.5. This filter is still in need of improvement, but shall be sufficient
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Figure 3.22: RANS boundary conditions: Convergence history and pressure contours

for the current investigation.
The spatial filter was implemented in the upstream LES flow solver computing the pipe flow.

The integrated LES-LES computation was performed and the received signal at the inlet of the
downstream flow solver was examined (Fig. 3.21). It can be seen, that the low frequency perturba-
tion has been transferred properly, although, due to the filtering, some energy has been lost (≈ 3%).
The high frequency perturbation has been filtered out sufficiently so that aliasing is successfully
suppressed.

This result shows that anti-aliasing with spatial filters is possible, allowing the proper transfer
of amplitude and phase of long wave perturbations, and hence, allowing a true unsteady coupling
between LES and RANS flow solvers.

So far, these filters have been implemented in the structured LES flow solver used at the Center
for Turbulence Research. Its implementation into the unstructured flow solver meets some practical
problems, especially in defining the extent of the spatial filter. These problems will be addressed
in FY2004.

3.4.6 RANS Boundary Conditions

The specification of RANS boundary conditions from LES data is essentially straight-forward. The
unsteady LES solution is filtered by the LES solver using the filters described in Section 3.4.5 and
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can be employed directly as a RANS boundary condition.
In our current study, however, the situation is significantly complicated by the fact that the

RANS code, TFLO, solves the compressible Reynolds-Averaged Navier-Stokes equations, while the
low-Mach-number formulation of the LES code is essentially incompressible. Note the substantial
impact of this disparity in the formulations: the RANS code allows for variable-density acoustic
waves to propagate throughout the domain while the density field of the LES solution is entirely
defined by chemical reactions and not by acoustics. This leads to the need for RANS inflow and
outflow boundary conditions to allow acoustic waves to propagate outside of the RANS domain
without reflections.

In most of our calculations, the mass-flux vector (ρu1, ρu2, ρu3) at every point of an LES-RANS
interface is specified by the value delivered from the LES computation: ρui (and T) are effectively
imposed at the boundaries. The density ρ is allowed to fluctuate to allow for passing acoustic
waves. The velocity components ui are adjusted accordingly in order to have a mass-conserving
interface. Typical variations of ρ in our most recent calculations are of the order of < 2%.

Other boundary conditions providing more accurate treatment of acoustic waves are also pos-
sible. Methods based on characteristic theory of hyperbolic systems have been extensively studied
for the Euler equations. A recent extension to the Navier-Stokes equations has been presented
by Poinsot and Lele [9]. In order to impose boundary conditions in viscous flows they applied
inviscid characteristic analysis to the Navier-Stokes equations and supplemented the Navier-Stokes
Characteristic Boundary Condition (NSCBC) method with additional viscous conditions.

Following the alternatives in the reference, three cases of inflow and one case of outflow non-
reflecting boundary conditions were tested with the results shown in the following table. These
results have been computed for a constant diameter pipe geometry which had been artificially
divided into two pieces that were computed by separate instances of our RANS flow solver, TFLO.

Inflow case 1 ui and T imposed
Inflow case 2 ui and ρ imposed
Inflow case 3 Pt, Tt, and inflow angles imposed
Outflow pexit imposed

Numerical results show that the solutions for the single pipe calculation converged well with
all of the cases tested. For example, using the case 3 inflow and outflow boundary condition the
solution converged to 10−5 in the average density residual in 3000 multigrid cycles and the pipe flow
had fully developed as shown in Figure 3.22. A version of the non-reflecting boundary conditions
was also tested and the results are shown in Figure 3.23. As seen by the x-momentum contours, the
flow is fully developed, without glitches introduced by at the inflow or outflow boundaries, while
the mass flow rate disturbances are (note the magnified scale) less than 0.02%.

Additional work to enhance these boundary conditions for flows including unsteadiness is cur-
rently being conducted.

3.4.7 CDP-α Interface Verification

While most of the fundamental investigations on the coupling of RANS and LES flow solvers were
done using a structured single-block LES flow solver to facilitate code implementation and decrease
computational costs, the application of integrated RANS-LES computations to gas turbine engines
calls for the usage of an unstructured LES flow solver, such as CDP.

Since the LES flow solver, CDP, underwent a major makeover within the last year, efforts to
implement the interface into CDP was started only when a new working version of CDP-α was
available.
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Figure 3.23: RANS boundary conditions: X momentum contour and mass flow rate
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Figure 3.24: Interface verification for CDP-α: Integrated RANS-LES computation of a confined
jet.

The high degree of abstraction of the interface procedures facilitated their porting to CDP-α.
Even though the underlying organization of the unstructured CDP-α is more complicated than
a structured LES code, such complexity posed little difficulty to the porting process. Care has
been taken in the implementation to keep the interface code separate and avoid modifying CDP-α,
especially its core section. This is motivated by the software engineering principle of modularity and
encapsulation so that the interface code is not mixed with the original CDP-α. The result is that
the main source tree section of CDP-α is left untouched except for the initialization of MPI where
extra inter-communicators (with the RANS code) are created. All the other interface subroutines
are added through the user-hooks section of CDP-α where user-defined customary routines are
expected by code design. For example, calling of the communication with a RANS code is made in
temporal-hooks in the user section instead of being made directly inside the momentum equation
solver. Implementation of the two-way coupling in CDP-α is also assisted by several utility functions
in the original unstructured code such as interpolation and searching, which had been originally
developed for particle tracking.

LES inflow boundary conditions corresponding to Eq. 3.1 have been implemented using the
same data-bases for turbulent fluctuations as in the structured LES flow solver.

Initial tests on the two-way coupling capability of the instrumented CDP-α were performed
together with TFLO and the structured LES flow solver using turbulent flows through a pipe.

As a validation of the interface and the LES inflow boundary condition, a coupled TFLO-CDP
computation of an axisymmetric expansion has been performed. The test-case is identical to the
test case used in section 3.4.3, which corresponds to an experimental investigation [3]. Here, a
part of the flow domain upstream of the expansion is computed with a RANS code (Fig. 3.24).
The inlet velocity profiles in the RANS section are specified according to the experimental data at
this location. The RANS flow solver TFLO computes the pipe flow and at its outlet hands over
the data to the subsequent LES flow solver. The RANS domain is relatively short (0.5D, with D
being the diameter of the pipe upstream of the expansion.) The LES flow solver CDP obtains its
inflow velocity profiles from the RANS flow solver and specifies its LES inflow boundary conditions
according to Eq. 3.1.

The results of the integrated computation are then validated against the experimental data and
verified against an LES computation using an inflow data-base at the inlet in which the data-base
statistics are corresponding to the experimental data at the inlet plane.

The RANS mesh contains 350,000 mesh points and is refined near the wall. The LES mesh
contains 1.1 million mesh points with the mesh points concentrated near the spreading region of
the jet. The far field of the jet is relatively coarse.

Fig. 3.25 shows the LES velocity profiles obtained from this computation. The integrated
TFLO-CDP computation computes essentially the same results as the single LES computation and
matches the experimental data well. Please note that the far field of the jet is not well resolved and
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Figure 3.25: Velocity profiles of computation of a confined jet. Circles: experiment, solid line: CDP
defining inlet from experiments, dashed line: integrated TFLO-CDP computation.

hence, the turbulent fluctuations in the far field are underestimated by both LES computations.
This test-case validated the interface for a case where the upstream domain is computed with

TFLO and the downstream domain with CDP. In order to test the reverse direction, an upstream
LES and a downstream RANS, LES outflow boundary conditions have to be implemented according
to previous research [12, 16, 19]. The implementation of the LES outflow boundary conditions into
CDP and its validation will be part of the work program of FY2004.

3.5 Integrated Computation of a Realistic Turbomachinery Ge-
ometry

In order to test the applicability of coupled RANS-LES computations in realistic geometries, a
realistic geometry turbomachinery case has been investigated. The goal of this study is to test the
interface routines for the flow between the compressor and the combustor. The test-case consists of
a compressor geometry computed by a RANS flow solver and a pre-diffuser, which is a component
upstream of the injector to the combustor, computed by an LES flow solver.

This case is relevant for industrial purposes, since typically these two components are developed
in isolation and tested only in the final application, when the prototype of the gas turbine is built.
Hence, numerical predictions of the interactions of these two components are very valuable. One
of the biggest questions in compressor-prediffuser flows is whether separation in the diffuser takes
place. Since the inflow of the pre-diffuser is inhomogeneous and periodically perturbed by blade
passings, the integrated computation of this geometry can offer insights on how to modify the
geometry in order to develop a compact, non-separating diffuser.

The drawback of the choice of this configuration is that no experimental data exists to validate
the computation. The quality of the computed results can only be guaranteed on the basis of the
separate validation process that the component codes have undergone and the detailed testing of
the interface routines that has been presented earlier in this Chapter. The RANS flow solver TFLO
has been in use for turbomachinery applications for years and in the course of its use has shown its



3.5. INTEGRATED COMPUTATION OF A REALISTIC TURBOMACHINERY GEOMETRY147

RANS Domain LES Domain

NASA Stage 35
 (Compressor)

Generic Diffuser

10
o

Figure 3.26: Geometry of the NASA stage 35 - prediffuser geometry. RANS domain includes one
stage of a compressor, consisting of one rotor stage and one stator stage. LES domain includes the
diffuser. A 10◦ axi-symmetric sector is computed.

accuracy for this kind of application (see Chapter 2.) The LES flow solvers used in this investigation
have also been thoroughly validated and represent the state of the art in LES (see Chapter 1.) The
interface has been developed and tested in detail in the last two years [1, 20, 21]. While many of the
techniques necessary for coupling these two flow solvers are still under development, for the chosen
test-case all necessary elements, such as the coupling procedure and the boundary conditions on
both sides are currently in place.

The goal of this computation is to demonstrate the feasibility of integrated RANS-LES compu-
tations in a turbomachinery environment and to identify the practical problems involved in these
calculations. Moreover, we want this calculation to serve as proof that predominant frequencies
in the upstream RANS computation can be transferred to the downstream LES domain without
attenuation or aliasing.

3.5.1 Geometry

The compressor geometry for the computed test-case corresponds to that of a modified NASA
experimental rig stage 35. The rig consists of a row of 46 rotors and a row of 36 stators. In order
to simplify this geometry the rotor stage has been rescaled to a 36 blade count which allows us to
compute an axisymmetic segment of 10◦ using periodic boundary conditions at the corresponding
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azimuthal planes.
For this integrated computation, the rotor tip-gap has been closed in order to decrease the

overall computational costs. As it has been shown in Chapter 2, the inclusion of the tip-gap is
addressed in the TFLO flow solver and poses no additional problem from the integration point of
view. The RANS time step was chosen to resolve one blade passing with 50 intervals.

The RANS mesh is a structured multi-block mesh consisting of approximately 1.5 million control
volumes and had been generated by R. Davis for the computations presented in Chapter 2. The
speed of the rotor was set to a relatively low 5000 RPM in order to keep the flow at the interface
within the low-Mach number regime that the LES solver is able to handle. This decrease in
rotational speed had to be done for the current case. In the P&W6000 engine, the high temperature
of the air in this section of the flow path and the lower average velocities lead to Mach numbers
around 0.15-0.2 which will ensure that the low-Mach number approximation is not violated, even
when the engine is at full load.

For the RANS domain, the flow solver TFLO has been used. On the LES side, computations
with two LES flow solvers have been performed: one with the structured LES flow solver, which
has been used already for many investigations of fundamental issues, and the other one with CDP.
Since the structured flow solver is much faster than CDP, finer meshes can be used.

The diffuser expands one stator chord length behind the stator. The LES domain starts 1/3
chord behind the stator. The RANS domain reaches 2/3 of the chord length into the LES domain,
which essentially means that the RANS outlet plane is just at the expansion of the diffuser.

The diffuser geometry has been chosen a with a relatively wide opening such that separation
may occur. The diffuser opens towards the centerline of the compressor. Over 3 chord lengths, the
diffuser opens up 0.5 chord lengths. The outer wall of the diffuser is straight.

The LES mesh for the structured LES flow solver consists of 3.5 million mesh points. The
diffuser is approximated by a step function.

The LES mesh for the CDP flow solver consists of 500,000 control volumes and is concentrated
near the walls. The mesh follows the body-fitted the expansion. LES inflow boundary conditions
for both flow solvers were defined corresponding to Eq. 3.1.

In order to initialize the solutions in both domains, separate computations were performed. On
the basis of the initial, separate computations, the computational needs for each domain and solver
were assessed in order to balance the split of processors for the computation. The load balancing
between the two flow solvers has to be done manually, since the current version of MPI does not
support a dynamic splitting of the processors using multiple codes.

3.5.2 Results

At the time of print of the current report, the computations using the CDP flow solver were still
ongoing. Hence, only the results using the structured LES flow solver are reported here.

The computation using TFLO and the structured LES flow solver was carried out using 15
processors for the RANS domain and 3 processors for the LES domain. In total, 6 blade passings
were computed. The computation was performed on an SGI Origin 3000 and needed 60 hours of
wall-clock time.

The actual Mach number at the interface was Ma= 0.1 ensuring the validity of the low-Mach
number approximation in the LES domain. The mass flux over the interface was conserved with
an error of ≈ 0.5%.

Fig 3.27 and Fig. 3.28 show the axial velocity distributions at 10% span of the compressor blades
for an instantaneous snapshot of the computation. The upstream RANS solution corresponds to a
phase averaged solution while the downstream LES solution is truly unsteady.

The wakes of the stators can be identified in the RANS domain clearly downstream of the
stators. The communication of the flow solvers at the interface ensures that the full 3D features are
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Figure 3.27: Integrated RANS-LES computation: velocity distribution in the NASA stage 35 -
prediffuser geometry. The axisymmetric domain is copied and rotated around the circumference
for visualization purposes.
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Figure 3.28: Integrated RANS-LES computation: velocity distribution in the NASA stage 35 -
prediffuser geometry. Close-up of the interface.

handed over from the upstream flow solver to the downstream domain. The LES flow solver defines
its boundary conditions according to the data and is able to recover these 3D features. Hence, the
wake of the stator propagates over the interface and can be tracked down far downstream in the
diffuser. It can also be seen, that the turbulence, which is resolved in the LES domain, creates a
more disturbed velocity distribution.

The differences in the description of turbulence are more apparent in Fig. 3.29, which shows
the vorticity distribution at 10% span of the stator. In the RANS domain, the vorticity is created
due to the mean flow features, such as wall boundary layers, and secondary flows and vortices. The
stator creates two vorticity sheets, one on the extrado, one on the intrado. Both vorticity sheets
propagate downstream over the interface.

The vorticity distribution in the LES domain is characterized by small scale turbulence. Tur-
bulence present in the upstream RANS domain and modeled by a RANS turbulence model has
to be regenerated. The small scale turbulence has been reconstructed at the interface using the
LES inflow boundary condition (Eq. 3.1.) It can be seen that the small-scale turbulence interferes
with the stator wakes. The turbulent diffusion of the stator wakes had been modeled in the RANS
domain with an eddy viscosity model, which gives them a very smooth appearance. In the LES do-
main, the turbulent transport is specified by the resolved turbulence, and hence, vortical turbulent
structures can be identified.

Time data recorded on the LES side of the interface did not reveal a predominant frequency
such as the blade passing frequency. This could be due to the relatively short computed time-span
of 6 blade passings or due to the low rotational speed of the compressor. Future investigations will
study the presence of predominant frequencies in the flow due to blade passings in more detail.

The computation of the NASA stage 35 - Prediffuser geometry demonstrated the concept of
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Figure 3.29: Integrated RANS-LES computation: vorticity magnitude distribution in the NASA
stage 35 - prediffuser geometry. Vorticity created by the stator wake can be found in the LES
domain. The fine scale vortical structures in the LES domain visualized.
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integrated RANS-LES computations in a realistic environment. Future work will use the geometry
of a real engine, such as the PW6000, in order to characterize the flow in the prediffuser.

3.6 Integrated Simulations: Conclusions

The complex multi-physics which have to be taken account at the interface of integrated RANS-LES
computations require a thorough investigation of a number of effects.

In the past year efforts were made to address some fundamental issues in the conservation
of dynamic properties over the interface. Since the prediction of unsteady phenomena is one of
the major advantages of truly unsteady RANS-LES computations, studies on the propagation
of unsteady perturbations over the interface were performed and solutions offered to conserve
amplitude, frequency and phase of the perturbation. Furthermore, boundary conditions for LES
and RANS were refined.

Apart from the investigations of fundamental issues, the application of integrated RANS-LES
computations to a turbomachinery case was studied in order to identify practical problems in the
execution. The initial results of a generic compressor-diffuser computation are promising.

Work over the course of the next year will include fundamental studies on interface bound-
ary conditions for reacting flows and flows with temperature differences in order to prepare for
combustor-turbine computations. On the application side, the compressor-combustor flow in a real
PW6000 gas turbine engine will be computed in order to obtain insight on the practical issues of
the implementation.

3.7 Roadmap to Large-Scale Integrated Simulations

The major milestone large-scale simulations have already been described in the introduction to this
chapter. The main simulations that we will perform in the remaining part of the project and the
theoretical studies that have to be carried out to accomplish these simulations are described in this
short section. All of these simulations will be performed using our flagship codes TFLO2000 and
CDP. The simulations will be done in close collaboration with our industrial partners.

FY04 Integrated simulations of the last portion of the compressor and the entire combustor. The
emphasis of these simulations is on the flow physics of the combustor inlet diffuser. The
key questions are how the unsteady inflow conditions impact pressure recovery, flow splits,
separation in the diffuser, and the diffuser exit velocity field. At the same time we will
study LES outflow conditions for variable temperature, variable density flows and develop
and implement fully conservative and accurate interfaces.

FY05 Integrated simulations of the reactive flow in the combustor with the first portion of the
turbine. Key questions will be about the development of hot streaks and hot patches from
the combustor into the turbine. We will develop interface boundary conditions for a fully
compressible LES code. We will also finish the development of fully conservative and accurate
interfaces.

FY06 Integrated simulation of the last portion of the compressor with the entire combustor and the
first part of the turbine. The key question to be answered will be regarding the influence of
the unsteadiness of upstream and downstream turbomachinery components on combustion
instabilities. We will also implement the code coupling interface in the Brook TFLO and
CDP implementations should a streaming supercomputer be available.

FY07 Full scale simulation of the aero-thermal flow through the entire gas-turbine engine on the
Merrimac supercomputer or other available system.
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Chapter 4

Merrimac: The Streaming
Supercomputer

The Merrimac1 project aims to develop software and hardware technology to apply a stream archi-
tecture [14] to scientific computing. Our expectation, based on the first two years of the project, is
that a streaming supercomputer such as Merrimac will offer more than 10× the performance per
unit cost as cluster-based supercomputers while, at the same time, offering much greater capability
— scalability and sustained performance. Stream processing holds the potential to improve the effi-
ciency of scientific computing from desktop workstations to room-sized supercomputers. The design
we have sketched for Merrimac can be used to build a $40K2 2TFLOPS single-board workstation
or a $40M 2PFLOPS supercomputer (composed from 1024 workstation boards).

The efficiency of Merrimac derives from its stream architecture and high-bandwidth network. A
stream processor uses a deep register hierarchy to capture two types of locality, kernel locality and
producer-consumer locality, that are not captured by conventional cache architectures. Capturing
this locality increases the computational intensity of a program, the ratio of arithmetic operations
to memory accesses. As a result, we can integrate much more arithmetic capability on each com-
pute node for a given memory bandwidth: 128 GFLOPS per Merrimac node with 16GBytes/s
(40GBytes/s peak) of memory bandwidth. Stream processors are well matched to the capabili-
ties of modern VLSI technology where arithmetic is very inexpensive (a 1GFLOPS FPU requires
0.5mm2 of chip area and 100mW of power) but off-chip bandwidth is very expensive (10GWords/sec
per 150mm2 chip and 1W per GWord/sec3). To date converting an application to run as a stream
program has involved manually restructuring the program and coding it in a stream programming
language. We are optimistic, however, that this process can be automated and that vectorizable
and parallelizable codes can be automatically converted to stream programs.

On codes that are inherently memory intensive, Merrimac also gains efficiency from its high
memory and network bandwidth. These are features that are independent of stream processing
but are not found in commercial-off-the-shelf microprocessors. Each Merrimac node includes 16
DRAM channels for a peak local memory bandwidth of 40GBytes/s (16GBytes/s on random single-
word accesses). In contrast, a typical high-end microprocessor has a peak memory bandwidth of
5GBytes/s. Merrimac holds the random-access memory bandwidth flat (at 16GBytes/s) across a
16-node board, and has only an 8:1 reduction in bandwidth across a PFLOPS machine — each
node can sustain 2GBytes/s of single-word random-access bandwidth to any location in a PFLOPS
machine. We expect this high global bandwidth to simplify programming by reducing performance
sensitivity to data placement. In particular, this will simplify load balance for irregular codes with

1Merrimac is a Native American word meaning “swiftly flowing stream”.
2These dollar figures reflect 2.5× parts cost without I/O.
3throughout this document each word is 64 bits long
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dynamically varying loads (e.g., AMR codes). This high global bandwidth is achieved using a
high-radix interconnection network that is independent of stream processing and could be applied,
for example, to build clusters with high global bandwidth.

The goals of the Merrimac project are to demonstrate the feasibility of a streaming supercom-
puter, to solve the key technical problems involved in building and programming such a machine,
and to reduce the risk of the technology to the point where it appears attractive to industry. We do
not propose to actually carry out the detailed design or construction of a streaming supercomputer.
Such an effort would be of many times larger scale than our present feasibility study.

The Merrimac project has three main components: architecture, system software, and appli-
cations. The architecture effort has focused on working out the straw-man design of a streaming
supercomputer node and addressing issues such as instruction-set design, register organization,
cache design, and network topology. The system software effort has concentrated on the develop-
ment of a stream programming system for scientific applications. This includes the development of
a stream programming language, Brook, and a compiler to map Brook programs to the Merrimac
architecture in an optimized manner. Our applications component has demonstrated a number of
modest-sized kernels and applications on a simulated Merrimac machine. These applications serve
to evaluate and provide feedback on both the programming system and the architecture.

The Merrimac program was launched in September 2001 and is now completing its second year.
During the first year of the program we sketched the architecture, developed a rudimentary pro-
gramming system, demonstrated a few simple applications on a simulated machine, and identified
key technical issues. That effort met our goal of completing a quick feasibility test on the technol-
ogy, but did not leave us with an infrastructure on which to build. During this second year of the
program our efforts have focused on building a robust experimental infrastructure. We have refined
the Brook language to make it both more expressive and easier to compile. We have scrapped
our rudimentary compiler (based on Metacompilation) and are in the process of co-developing a
new compiler, capable of deeper analyses, with Reservoir Labs. In parallel with this infrastructure
building, we have addressed a number of key technical issues on both the hardware and software
side, and have demonstrated more significant (3-D and irregular) applications and kernels.

While we have continued to make some progress in parallel with our infrastructure building, the
compiler has become a bottleneck for both applications and architecture studies. Developing the
compiler has taken longer than we expected, in part due to two false starts (using the Metacompiler,
and using the open research compiler (ORC) infrastructure). As a result, many architecture studies
are on hold awaiting the completion of the new compiler. Also much serious applications work
cannot complete until the new compiler is stable. Overall, compiler delays have put us about six
months behind our original plan. We expect a basic version of the Reservoir Brook compiler to be
available soon which will remove this bottleneck.

The remainder of this chapter describes in more detail our progress over the second year of the
Merrimac project.

4.1 Merrimac Architecture

The proposed Merrimac streaming supercomputer is constructed from just two custom chip types,
a stream processor node, and a router. A block diagram of the proposed machine is illustrated in
Figure 4.1. Each node consists of a single 128GFLOPS stream processor chip (described in more
detail in Section 4.1.1) and 16 1Gbit DRAM chips (2GBytes of memory) organized as 16 separate
parallel DRAM channels (40GBytes/s peak, 16GBytes/s random access memory bandwidth). This
ratio of 128GFLOPS to 2GBytes of memory appears unbalanced compared to conventional ma-
chines. However, it is in fact well balanced by both cost and power. The majority of node cost
and node power is consumed by the memory. Increasing the amount of memory per node would
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decrease the performance per unit cost. The very high bandwidth to remote memory (flat on each
board) reduces the impact of a small amount of memory per node. Large computations need large
amounts of total memory, and high global bandwidth, not large amounts of memory per node.

Sixteen nodes (16 processor chips and 256 memory chips) are packaged together on a single
board. This board also contains four high-radix router chips (not shown) that connect the proces-
sors on the board with a flat (16GBytes/s) memory bandwidth and provide a tapered bandwidth
(4GBytes/s per node, 64Gbytes/s total) off the board. Each router also contains a 10Gigabit Eth-
ernet (XAUI) channel for I/O connection, and an I/O processor. Each board has an aggregate
capacity of 2TFLOPS and 32GBytes. We see this single-board unit as an attractive desk-side
workstation as well as a building block for larger systems.

Up to 32 boards can be combined in a cabinet, along with 8 router boards that provide inter-
connection. Each cabinet (standard 19-inch rack) holds 512 nodes and has an aggregate capacity
of 64TFLOPS and 1TByte of memory. Finally, up to 32 cabinets can be connected via optical
interconnect to a central switch cabinet. The central switch is composed of the same routers used
on each 16-node board, and for intra-cabinet switching. Such a 32-cabinet system contains 16K
processors and has an aggregate capacity of 2PFLOPS and 32TBytes of memory. One attractive
property of stream processors is that they can reach PFLOPS performance levels with a reasonable
number of processors (8K) simplifying issues of reliability and load balance. We also expect them to
sustain a larger fraction of this PFLOPS on real applications than machines based on conventional
microprocessors.

It is instructive in understanding the efficiency advantage of a stream processor to compare the
proposed design of Merrimac to a conventional cluster-based machine. At the node level, Merrimac
offers more than an order of magnitude more peak performance 128GFLOPS vs 4GFLOPS and
significantly more peak memory bandwidth 40GBytes/s vs 5GBytes/s. More importantly, on ap-
plications with producer-consumer locality, stream processing enables Merrimac to sustain a much
higher fraction of peak performance by reducing the demand on memory bandwidth (effectively
multiplying the already high memory bandwidth by a significant constant).

At the system level, the high radix network offers flat memory bandwidth of 16GBytes/s across
a board (16 nodes) and nearly flat (8:1 local/global ratio — 2GBytes/s) memory bandwidth across
the entire machine. In contrast, a typical cluster offers a global memory bandwidth of less than
100MBytes/s per node and often hides this bandwidth under significant MPI software overhead.
The high global bandwidth of Merrimac, even on single word random references, enables it to
sustain a high fraction of peak performance on global applications, and simplifies programming by
reducing the importance of data placement.

The remainder of this section describes our work on the Merrimac architecture over the past
year. Starting in Section 4.1.1 we describe the design of the Merrimac node in more detail and
discuss the results of a study to establish the feasibility of constructing the node by accurately
estimating its area and power. The results of a study on register organization are described in
Section 4.1.2. This study shows that by providing the ability to index into the SRF, the advantages
of stream locality can be realized by a broader class of applications. We have found that this
capability is particularly useful with numerical codes that access data with a regular stencil pattern.
Section 4.1.3 studies the use of fused-multiply add instructions in the FPUs of Merrimac and shows
that with an appropriate compilation strategy they can improve performance significantly. We look
at using these multiply-add units to perform operations like divide and square-root in Section 4.1.4.
The architecture of the stream cache and the use of remote memory operations is investigated in
Section 4.1.5.
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Figure 4.1: Block diagram of Merrimac

4.1.1 Floorplan, Area, and Power Estimates for Merrimac Node

In order to assess the cost and feasibility of the proposed Merrimac node, we have performed an
analysis to estimate the die area and cost of the Merrimac stream processor chip. This chip contains
a pair4 of 64-bit scalar processors, a stream co-processor, a cache subsystem, a memory controller
and a network interface.

Our estimates are based on an ASIC standard cell design methodology and a 90nm [23] (drawn
gate length) CMOS technology. The 90nm CMOS technology will be in production in 2004-5 and
is a conservative technology for Merrimac which is targeted for 2006. In a typical 90nm CMOS
process, the delay of an inverter with a fan out of 4 (driving 4 identical inverters) is 27ps. We
refer to this unit of delay as a FO4 and express other delays in units of F04s. The target operating
frequency for Merrimac is 1GHz, or 37 FO4s. This is a very conservative number. Cycle times of
20FO4s are quite common, and very aggressive designs approach 10FO4s.

Our area and power estimates are based primarily on the area and power of corresponding units
in the Imagine stream processor [16], a stream processor designed at Stanford for signal and image
processing. Imagine was designed in a 180nm5 standard cell process and shares many common
structures with Merrimac. The area and power numbers for Imagine structures were scaled to

4A pair of processors is used for fault detection.
5The Imagine process has 180nm metal rules and 150nm drawn gate length. The metal rules largely determine

the area and power of the processor.
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account for process scaling from 180nm to 90nm and for an increase in word width from 32-bits
(Imagine) to 64-bits (Merrimac). The area and power of memory arrays and register files are
estimated from published data on 90nm memory arrays.

The only function-unit in the the stream co-processor is a multiply-add unit that operates on
64-bit floating point and integer numbers. Reciprocal, square-root, and other related operations
are performed as described in Section 4.1.4 by using a lookup table for an initial estimate and then
a succession of multiplies and adds.

A_sig B_sig

FP: 53 bit significant extended to 64 bits
INT: 64 bits 2s complement

2 bits Booth encoding
Generate 32 partial products

64

64 646464 ...
CSA tree 32:2 compressor

A_exp B_exp

Add exponents:
11 bits addition

(12 bits with extended)

| AB_exp - C_exp |
11 (or 12 bits)

C_expAB_exp

Shifter

53
high

C_sig
53

high

Carry Save Adder

AB0
64 low

AB1
64 low

Op == int

Full Adder

Op == AB - C

64

Leading 1 Detector

Shifter

Exp adjust

Out of Add or Madd

Out for MUL /
int Add, Madd

Shifter

Figure 4.2: Multiply-Add Unit

Floating point numbers are represented using the IEEE double-precision format (11 bits ex-
ponent, 53 bits mantissa including leading one). To deal with unnormalized numbers, inside the
clusters, the exponent is extended by one bit to 12 bits and the numbers are converted between
IEEE representation and extended exponent representation at the interface between the cluster
and the stream register file.

The micro-architecture of the multiply-add unit is shown in Figure 4.2. In the first stage the
multiplication is carried out on 64 bit mantissa although only 53 bits are used for floating point
numbers. 32 partial products are produced by 2 bits Booth encoders, then those 32 partial products
are reduced down to 2 through a carry save adder tree. This carry save adder tree also contains
XORs necessary for the inversion of the A*B product in the case of an C-AB operation.

In the case of a floating point addition, the difference of the exponents will determine which
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Exponent Mantissa Pipeline Stage

Unit FO4 Unit FO4 Total

12 bit adder 10 Buffer A to all of B 8

2 bits Booth encoding 2

12 bit subtract 12 Carry Save Adder tree 18

MUX 2 30

Shifter 0-53 24

MUX 2

Carry Save Adder 2 30

Full Adder 64 bits 30 30

Leading one detector 12

Exponent Adjust 12 Shifter 0-53 24 36

Table 4.1: Multiply-Add unit timing estimates

operand needs to be shift aligned and the shift amount. Both partial products need to be shifted in
case that the A*B product needs to be shifted. This second shifter structure is necessary because
we don’t want to do the full carry propagating addition until the end.

For an integer operation, the addition is performed on the lower 64 bits of the 128 bit result
(AB0 low and AB1 low) of the multiplication as opposed to the upper 64 bits for a floating point
multiplication followed by an addition.

Next the 2 partial products and C are added by a carry save adder followed by a full adder. At
this point the result of a floating point multiplication and all integer operations will be available.
Finally for a floating point addition of multiply-addition, the mantissa needs to be normalized and
the exponent adjusted.

Table 4.1 estimates the time taken by each unit and the pipeline stages assuming a 1 GHz clock
at 37 FO4 per clock cycle in 90 nm technology. Floating point multiply, and all integer operations
take 3 clock cycles while floating point addition and multiply-add take 4 cycles. The compiler that
schedules instructions on the clusters, adapted from the Imagine kernel scheduler, takes advantage
of operations with different latencies to optimally schedule kernels on the stream co-processor.

Figure 4.3 shows the Merrimac floorplan and the details of the clusters. Each cluster contains
four multiply-add units (FPUs), their associated local register files (LRFs), and one bank of the
stream register file (SRF). Scaling from the Imagine FPUs, each Merrimac FPU is expected to be
0.9mm × 0.6mm (about 0.5mm2). Each bank of the SRF is integrated into its associated cluster to
reduce latency and power dissipation. The SRF bank attached to each cluster has a capacity of 8k
words (a total of 128K words across 16 clusters), and includes stream buffers to interface the SRF
with the register file and the memory controllers. The intra-cluster switch that connects the FPUs,
LRFs, and SRF within a cluster is routed on upper metal layers over the top of the FPUs and
LRFs. Adding the four FPUs, the SRF, the register files, and overhead, each cluster is expected to
measure 1.6mm × 2.3mm (3.7mm2).

The LRFs are currently organized as three two-port (one read, one write) 64-word register files
per FPU — one LRF for each of the three inputs of the FPU. Each register file has a read port
connected to an FPU input and a write port that accepts values from the intra-cluster switch.
These values may come from any ALU output, the SRF, or from another cluster via the inter-
cluster switch. This organization is borrowed from Imagine. We expect that more efficient register
organizations exist and we are currently evaluating alternative organizations. We are also revisiting
the choice of 64 registers per LRF (768 registers per cluster). We expect that we will be able to
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Figure 4.3: Merrimac stream processor floorplan

reduce the register count significantly as the compiler register allocation algorithms improve.
At the top-level of the Merrimac node floorplan, the clusters are organized in an array to

minimize the latency and power for inter-cluster communication. This cluster array occupies the
right 60% of the Merrimac die. In the center of the array is the microcontroller which provides the
clusters with VLIW instructions from its internal microcode store. The small gaps between the
clusters contains the inter-cluster switch which can exchange one word per cluster per clock cycle.

The left 40% of the Merrimac processor chip contains the two scalar processors, the memory
system, and the network interface.

Two scalar CPUs are used to make the scalar processor self-checking. One processor is the
master. The other operates as a shadow processor (receiving the same inputs but generating no
outputs). The two processor’s results (and many internal signals) are compared each cycle. Any
mismatch on the comparison triggers an error recovery. To achieve adequate reliability in large
configurations self checking operation is required or the rate of undetected soft errors in the scalar
processor will be unacceptably high.

To estimate the area and power for each of the two scalar CPUs we use data from the most
complex synthesizeable 64 bits processor core available to us: MIPS64 20kc.

The stream memory system connects the SRF to external memory. Address generators fill or
empty the SRF’s data by issuing memory addresses to the 8 cache banks through the memory
switch. Memory addresses and data go through the network interface or the appropriate RDRAM
controller.

The memory system reorders memory accesses to take advantage of higher throughput on certain
access patterns. Reads returning from memory are then reordered into their original request order
in the reorder buffers. On memory reads, the data gets corrected by a SECDED6 code.

The overall area of the Merrimac processor chip is 10.2mm × 12.5mm (128mm2). This is a very
small die compared to conventional microprocessors that range from 200 to over 300mm2 in area.
With this small die area, we expect to be able to produce Merrimac processor chips in quantity
for less than $200 each. This small die area also makes it possible to expand the architecture. We

6Single error correcting, double error detecting.
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have adequate room to add clusters, add arithmetic units within the clusters, increase the size of
the memory arrays, and/or add other features, and still hit our cost targets.

Unit Count Power(each) (W) Power(total) (W)

Scalar CPU 2 1.10 2.20

Microcontroller 1 0.60 0.60

MADD ALU 4/cluster 0.11 7.04

Local Register Files (per MADD ALU) 4/cluster 0.02 1.28

SRF bank 1/cluster 0.09 1.44

Intra-cluster switch 1/cluster 0.04 0.64

Cluster 16 0.67

Inter-cluster switch 1 0.69 0.69

Cache bank 8 0.12 0.96

Memory controller 1 5.00 5.00

Network controller 1 5.00 5.00

Total Merrimac Chip 25.09 W

DRAM chip 16/Merrimac Node 1.00 16.00

Total Merrimac Node 41.09 W

Table 4.2: Power Breakdown

The power estimates for a Merrimac node chip are broken down in table 4.2. Again these
numbers are based on a 90nm technology with a supply voltage of 1.0V and a clock frequency
of 1GHz. At 26W, the chip can be cooled with a simple heat sink and conventional forced-air
convection cooling. The total node budget of 41W gives a 16-node board power of roughly, 650W
which is a concern and may require a more expensive cooling system.

4.1.2 Indexed SRF

The stream register file (SRF) is a key component of the storage hierarchy of a stream processor.
It captures producer-consumer locality between kernels, and provides latency tolerance by allowing
transfers to and from memory to be overlapped with computation on data already in the SRF.
(This latency hiding is similar to that provided by a vector register file on a vector computer such
as the X-1). Conventional stream or vector register file implementations restrict accesses to streams
or vectors to be sequential (or some small number of predetermined access patterns). However,
several classes of applications within the domain of scientific computing, as well as in other fields
such as signal processing and cryptography, exhibit data reuse patterns that are not amenable to
sequential accesses. Therefore, the sequential access restriction of the SRF presents an artificial
impediment to extending the stream programming model to such applications that would otherwise
be promising candidates.

In order to efficiently support this wider class of applications, the Merrimac architecture sup-
ports explicitly indexed, arbitrary order access to data in the SRF as well as sequential stream
accesses. The following subsections provide a qualitative discussion of the benefits of indexed SRF
access, examples of application constructs that benefit from indexed accesses, and an evaluation of
the concept using a set of benchmarks from target application classes.

Benefits of Indexed SRF access

Temporal locality available in applications at the stream level can be broadly categorized based on
the ordering of reused data as follows:
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In-order stream locality: Multiple accesses to a stream in the same order by one or more kernels.
Reordered stream locality: Multiple accesses to data within a stream in different order(s) by one

or more kernels.
Intra-stream locality: Repeated access to subsets of data elements within a stream during a

single kernel execution.

Strictly sequentially accessed SRFs only exploit in-order stream locality. The key performance
benefits of indexed SRF access come from three main sources:

Capture more temporal locality: Unlike a sequentially accessed SRF, which requires writing the
data out to memory and re-reading in the desired order, indexed SRF access allows reordered
stream locality to be captured in the SRF. This results in a reduction in memory bandwidth
and a resulting performance improvement for memory-limited applications.

Reduced data replication: Repeated access to the same data within a stream requires that data be
replicated in a sequential SRF. Indexed access, on the other hand, allows repeated reference
to a single copy of the data, reducing capacity pressure in the SRF. Most applications have
at least some data sets that are too large to fit in the SRF. These data sets are partitioned
into multiple strips. With indexed SRF access, eliminating replication results in a smaller
number of larger strips, reducing associated overheads. There is also a reduction in memory
traffic as redundant reads from memory are eliminated.

Efficient support for conditional and complex accesses: SRF index computation provides a power-
ful technique for expressing conditional and complex access patterns at a very fine granular-
ity. In addition, it is sometimes beneficial to structure memory accesses to optimize DRAM
throughput and perform complex permutations via SRF indexing.

Application Constructs

Indexed SRF access enables efficient support for several constructs commonly used in classes of
applications that are amenable to stream programming. A few of these are summarized below.

Multi-dimensional array accesses: Accesses along different dimensions of a multi-dimensional data
array can be supported efficiently by capturing reordered stream locality in the SRF.

Neighbor accesses in multi-dimensional arrays: Accessing data points neighboring a given element
in a multi-dimensional array with sequential streams requires reordering to place adjacent
values in all dimensions contiguously within the stream. In addition, avoiding data replication
without SRF indexing requires complex state management in the kernels using local scratch-
pad memories. Indexed SRF access makes it trivial to perform the neighbor accesses directly
from a single copy of the data in the SRF.

Table lookups: Data-dependent table lookups are used in a wide variety of applications both due to
algorithmic requirements and as an optimization to store pre-computed values. With indexed
SRF access, lookups can be performed from the SRF if the table or a useful partitioning of
it can be accommodated in the SRF.

Neighbor accesses in irregular graphs: Accessing neighbors of nodes in irregular graph structures
using sequential streams result in nodes that neighbor multiple other nodes being replicated.
The intra-stream locality of these accesses is captured easily in an indexed SRF.

Conditional accesses: Conditional control flow is an expensive operation in SIMD processors [11],
[24]. In some cases, conditional SRF index computation provides a powerful and convenient
technique for expressing conditionals with low overheads.
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Evaluation

This section presents the performance of several applications and synthetic benchmarks with and
without indexed SRF access. Please note that these results are from a general study on indexed
SRF access that was performed on an 8-cluster machine. However, the compute and communication
resources as well as register and memory bandwidths are identical to Merrimac when scaled to 16
clusters.

We consider two levels of indexing freedom. In-lane indexing allows a compute cluster to index
into its local bank of the SRF only. Cross-lane indexing allows any cluster to index into any
bank of the SRF. Estimates of SRF implementation overheads show that in-lane and cross-lane
indexing can be supported with 11% and 22% increases in area over a sequentially accessed SRF
respectively. This increase in SRF area corresponds to a 1.5% to 3% increase in overall die area
based on data extrapolated from the Imagine processor implementation [15]. Note that the area
estimates presented in Subsection 4.1.1.

Base Sequential SRF backed by off-chip DRAM

ISRF1
Indexed SRF with one word per cycle per lane in-lane and cross-lane indexed bandwidth
backed by off-chip DRAM

ISRF4
Indexed SRF with up to 4 words per cycle in-lane and 1 word per cycle cross-lane
indexed bandwidth backed by off-chip DRAM

Cache Sequential SRF backed by on-chip cache and off-chip DRAM

Table 4.3: Machine configurations simulated

2D FFT 2-dimensional FFT on 64x64 data array (corner-turn after 1-D computation)

Rijndael Block cipher with large number of table lookups

Sort Merge-sort of 4096 values

Filter 5x5 convolution filter on 256x256 2-D array

IG SML Neighbor access in irregular graph (avg. graph degree 4, FP ops per neighbor 16)

IG SCL Neighbor access in irregular graph (avg. graph degree 4, FP ops per neighbor 51)

IG DMS Neighbor access in irregular graph (avg. graph degree 16, FP ops per neighbor 16)

IG DCS Neighbor access in irregular graph (avg. graph degree 16, FP ops per neighbor 51)

Table 4.4: Benchmark descriptions

The performance of benchmarks is evaluated for four machine configurations. Table 4.3 describes
the machine configurations, and Table 4.4 briefly describes the benchmarks. All simulations were
performed using a cycle accurate simulator. Benchmark kernels were written in KernelC and
scheduled using a automated scheduler based on [21].
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Figure 4.4 shows the off-chip memory bandwidth requirements of the benchmarks for ISRF
and Cache configurations, normalized to the Base case (note that ISRF1 and ISRF4 have identical
memory bandwidth requirements). Indexed SRF access provides significant bandwidth savings for
all benchmarks except Sort and Filter, which have no reordered or intra-stream reuse. 2D FFT,
Rijndael, and all IG benchmarks benefit from capturing reordered or intra-stream locality in the
SRF. The Cache configuration also reduced bandwidth as much as the ISRF did for statically
analyzable benchmarks (2D FFT and Rijndael), and captured even more locality than ISRF for
irregular, data-dependent benchmarks by exploiting partial inter-stream locality as well.

We expect a combination of indexed SRF and cache, as is the case in Merrimac, to reduce
bandwidth slightly from the cache-only case for the IG benchmarks by reducing conflict misses in
the cache, partially offset by the overhead of an additional index stream required to index into the
SRF. The current IG data sets, however, are too small to evaluate this effect, and we are currently
exploring this issue using larger data sets. The other benchmarks in figure 4.4 do not benefit further
beyond the indexed-SRF-only or cache-only case in terms of bandwidth savings.
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Figure 4.5 shows the breakdown of execution time for all four configurations. ISRF1 and ISRF4
differ only for benchmarks with more than one indexed stream (in our benchmark set, only Rijndael
and Filter have this requirement).

ISRF4 provides speedups over the Base configuration for all benchmarks. FFT 2D and Rijndael
on the Base machine are constrained by memory bandwidth, and reducing memory traffic via
indexed SRF access provides speedups of 2.24x and 4.11x respectively.

Improvements in the Sort benchmark on ISRF4 are due to efficient conditional SRF access,
resulting in reduced kernel loop execution time. The speedup of the Filter benchmark is due to
efficient access of neighbor values directly from the SRF, also reducing kernel loop execution time.

The IG benchmarks span a wide range of application characteristics. IG SML and IG DMS have
low compute density and are constrained by memory bandwidth. Capturing intra-stream locality of
these data sets in the SRF improves performance of both. Another factor contributing to improved
performance on ISRF4 is the increased strip sizes that can be accommodated in the SRF as a result
of eliminating replication, which amortizes kernel start and end overheads over larger batches of
useful computation. The two dominant components of these overheads for this benchmark are
software pipeline overhead and load imbalance between lanes. While we do implement dynamic
load balancing using the technique presented in [11], some imbalance still exists at the end of each
strip as all lanes remain occupied until the last lane has competed processing its final input. These
overheads represent a more significant portion of the run time for IG DMS and IG DCS which have
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shorter strip sizes. Other overheads such as application initialization operations are minimal in this
benchmark, but may be significant in real applications, which would further benefit ISRF4.

IG SCL represents a scenario where SRF indexing provides very little performance benefit since
it is compute-limited and has long strips even on the Base configuration.

ISRF4 also outperforms the Cache configuration for most benchmarks. The only exception is
IG SML where the added locality captured in the cache provides an advantage as that benchmark
is memory limited on all machine configurations. FFT 2D data set reordering is fully captured in
the cache, but it is not eliminated as in the case of ISRF4. Therefore, the software pipeline loop in
the Cache configuration is longer than in ISRF4, limiting the performance benefit from the cache
as the iteration interval is bounded by the number of data sets that fit in the SRF simultaneously.
For Rijndael, the cache fully captures the table lookups, but does not have adequate bandwidth
to eliminate all memory stalls. The cache does not provide the conditional and complex SRF
accesses enabled by ISRF4 that benefit Sort and Filter, and does not provide any speedup for these
benchmarks. The cache also does not eliminate data replication in the SRF, and therefore does not
provide the strip size improvements that benefit IG DMS and IG DCS on ISRF4.

Finally, none of the benchmarks suffer significantly from a lack of indexed SRF bandwidth
on ISRF4. Rijndael and Filter spend 42% and 18% of execution time on SRF stalls on ISRF1
demonstrating the benefit of high indexed SRF bandwidth for some benchmarks.

Conclusions

Indexed SRF access provides significant performance improvements for applications that require
non-sequential stream reuse or complex/conditional access patterns. In-lane indexed access largely
benefits applications with access reorderings that can be statically analyzed, and data placement
orchestrated at compile-time. In-lane indexing is also sufficient for much of the complex and condi-
tional access patterns, and incurs very little overhead in terms of area and design complexity. On
the other hand, cross-lane indexing further extends the class of applications that can be efficiently
streamed by providing support for irregular, data-dependent access patterns, but at an increased
area and complexity cost.

Since the Merrimac architecture contains a cache that provides much of the additional benefits
provided by cross-lane indexing, the current design proposal calls for in-lane indexed SRF access
only. Cross-lane indexed access is fully supported in the tool chain (compiler and cycle-accurate
simulator), and is being investigated further as the set of application under investigation broadens
and new requirements emerge.

For a more detailed treatment of the issues discussed in this section, as well as sensitivity
analyses and a description of the hardware implementation, please refer to [10].

4.1.3 Fused Multiply-Add

The multiply-add operation is important in many scientific and engineering applications. Recently,
the floating-point unit of several commercial processors include a floating-point multiply-add-fused
(MADD) unit, which executes the double-precision multiply-add f = A+(BC) as a single instruction.
This fused implementation has two main advantages:

• The operation combines two basic floating-point operations in one, with only one rounding
error as opposed to two. This tends to reduce overall rounding errors. In common cases this
difference may be relatively unimportant, but in special situations, the lack of an intermediate
rounding makes possible a number of techniques that are difficult or costly on a traditional
architecture.
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• There is reduction in the delay and hardware required by sharing several components. In typi-
cal implementations, the final addition can be combined into the floating-point multiplication
operation without significantly increasing its latency. Thus, a single fused multiply-add is
faster than a multiplication and an addition executed successively.

As described in detail in Subsection 4.1.1, each Merrimac compute cluster includes four multiply-
add functional units. In this section we will describe several algorithms that have been incorporated
into our kernel scheduler, and automatically detect opportunities for fusing operations.

Fusing floating-point operations

Figure 4.6: Fusing floating-point operations

In a VLIW architecture, the operations to be executed should be known before scheduling them
on to the different functional units available. In order to take advantage of the MADD units,
potential floating-point multiply and add/sub operations need to be fused as a pre-scheduling step,
as shown in Figure 4.1.3 and in the example in Figure 4.7. Note that fusing replaces the add/sub
operations with the fused add/sub operation. The multiply operation can be removed if there are
no remaining operations dependent on it. Thus, the number of operations either remains constant
or decreases.

Greedy Approach (Greedy)

The most obvious approach is to have a graph traversing algorithm that traverses the data-
flow graph and on incurring a floating-point multiply operation, fuses all successor floating-point
add/sub operations together. Note that there are two obvious drawbacks to this scheme.

Our main objective is to get the best schedule possible, i.e the shortest schedule possible. This
requires that the most critical path be reduced to its full potential. By fusing operations in a greedy
way, we may be losing many opportunities for fusing along the critical path. An example of this is
shown in Figure 4.8 where both operands of an addition are both results of a multiply operation.
The greedy algorithm will fuse the first multiply it comes across which is not necessarily on the
critical path.

The second problem is that depending on the order in which operations are traversed we may
miss fusing opportunities. For example, consider the case where a multiply operation produces a
result that is consumed by several addition operations whose second operand is also a result of a
multiplication. If the first multiply is fused with all of its dependent additions no other multiply
can be fused, leading to many lost opportunities (Figure 4.9).
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Figure 4.7: Example - Multiply Operation Feeding Many Addition Operations

Note that this is a very simple scheme and if the order in which the operations in the graph
are traversed is picked properly, we can achieve good schedules. For our experiments, we perform
a breadth-first traversal from top to bottom of each basic block. The results presented later show
that this is a very effective scheme when used on the compute-intensive test kernels.

Critical Path Sensitive Approach (Crit)

This scheme fixes the first problem. Instead of traversing in random order and exploring each
operation and all its children (those who feed on the result produced by the operation), it traverses
the graph in the critical path order. This can be done by putting weights on each of the edges in the
data-flow graph, denoting their criticality. Criticality is a measure of the latency from the current
operation to the leaf operation (last operation in the basic block). On encountering any possibility
of fusing as in Figure 4.10, we fuse the operations on the critical path and then recalculate the
weights since the latencies have changed. Since we want to go over all the operations, once we reach
a leaf, we traverse the next most critical path and go on doing so until all paths are traversed.

This scheme has the overhead of recalculating the weights after every fusing opportunity has
been explored. This adds to the run-time complexity, which in the worst case will be in the order
of half the edges in the data-flow graph. Moreover, it traverses each path as opposed to each node.
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Figure 4.8: Both operands result of multiply

Initiation Interval Approaches

Performance of software pipelined blocks is dependent on both the initiation interval (II) as well
as the block length. The II is the interval between consecutive initiations of the software pipelined
loop. The run time of a kernel is determined by the II:

run time = number of iterations× II + block length (4.1)

Reducing the II improves the performance for each iteration and hence is more critical than the
block length. The II is determined by both the SWP dependency paths and resource constraints
[17].

SWP Dependencies (RecurII)

If the II is determined by the SWP dependencies, it is most beneficial to reduce the length of the
dependency path. Thus, the first step for a software-pipelined block is to fuse as many operations
as possible along the II critical path. This can be done by traversing only this path just like the
most critical path in the Crit approach. Once the II critical path is shortened to its minimum, the
II determined by dependencies in the data-flow graph cannot be reduced any further. Hence, we
follow it with the Crit approach, resulting in a scheme that is II and critical-path sensitive.

Resource Constraints (RedII and CritII)

Let us now explore the other factor which determines the II: the number of functional units available.
To explain this, let us first divide a basic block into n stages, where each stage is as long as the
II. At any given cycle, operations from different iterations of the loop can be overlapped (software-
pipelined), provided they belong to different stages. Thus, the number n is also the number of
iterations that can be overlapped at any given cycle. However, a valid schedule must also conform
to the resource constraints of the architecture, we must able to schedule all operations in a single
cycle on the limited number of functional units. Thus, we cannot always achieve the minimal II
set by SWP dependencies prolonging the II and hence the schedule. Since we are fusing operations
during a pre-scheduling step, we cannot determine on which functional unit any given operation will
be scheduled. We will assume the best case scenario where all operations are uniformly distributed
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Figure 4.9: Lost Fusing Opportunities with Greedy Approach

over the functional units they can be scheduled on. This gives us the best possible II due to
resource constraints. Now, in order to decrease this II, we must decrease the number of operations
contending for the same functional unit. Since the most important unit in our VLIW cluster is the
MADD unit, we should cut down the number of multiply operations by simply fusing as many of
them as possible.

This leads us to a new scheme, called RedII. Note that we still have the problem illustrated in
Figure 4.8, i.e both of an add/sub operation operands are generated by multiply operations and we
must choose which one to fuse. If one of the multiply operations feeds its result only to add/sub we
will be able remove the multiply operation once it is fused with all its dependents, thus achieving
our goal. When both the multiply operations exhibit the same credentials we choose using the
critical path criterion.

Since one of our goals is to minimize the total number of operations, all multiply operations
whose results are used by a single add/sub operation should be fused allowing us to remove the
multiply operation. Thus, in cases like Figure 4.8, the very first thing we need to check is whether
the other multiply operation(m1) has only one successor in the form of an add/sub operation. If so,
clearly the other other multiply operation is fused. Note that this sacrifices reduction in the critical
path, which is not our primary goal. Next we need to find out if the current multiply operation
itself can be removed, i.e if all its successors are add/sub operations and hence can be fused. Again,
there can be other multiply operations generating results for the same add/sub operations and can
themselves be removable, i.e have all fusible successors. An interesting scenario occurs when the
other multiply operation(s) are also in the critical path. Note that we have two fusing opportunities
here, thus reducing the critical path twice. However, if any one of them fuses all its successors and
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Figure 4.10: Critical path sensitive approach

removes the multiply operation, we will be able to reduce the critical path only once. Moreover,
note that reducing a single operation does not necessarily reduce the II, i.e we need at least as
many operations as the MADD units to reduce the II by one (pertaining to our assumption of
uniform distribution). This introduces a tradeoff and our new scheme, CritII, opts to reduce the
critical path twice, while RedII removes the current multiply operation, thus losing the other fusing
opportunity and critical path reduction.

Results

The five different algorithms were implemented in the kernel scheduler. We studied their respective
performance on different kernels of two of our applications: streamMD and streamFEM-2D. The
streamMD kernels are:

1. Compute force SP

2. Compute force SP strip

The streamFEM-2D kernels are a function of the polynomial order, and the 1-D and 2-D quadrature
points, each increasing the kernel size and complexity monotonically. Three different point sets were
tried: (0, 1, 1), (2, 3, 7) and (3, 4, 16). The 2-D streamFEM kernels are:

1. GC nq

2. GFI nq

3. GFB nq

4. GFAC nq

5. GFACI ne nq

For the third point set in streamFEM-2D, the scheduler faced register allocation problems with
the GC and GFAC kernels. All the above-mentioned kernels were software pipelined and their IIs
were determined by resource constraints due the sheer volume of instruction-level parallelism (ILP)
available. The VLIW cluster currently has only 4 MADD units and other configurations have not
been explored. The following sub-sections analyze the different performance metrics for each of the
5 fusing algorithms.
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Multiply Operations Reduced

Figure 4.11 gives us an indication of how efficient the algorithms are in terms of reducing the
number of operations and hence the II. As expected, RedII is a clear winner here, and its impact
is most pronounced in the GFB kernels. Also note that CritII performs better than Crit since all
the kernels are software-pipelined and hence II limited. However, the decisions made in favor of
critical path degrade the performance of CritII as compared to RedII. Another interesting result
to note is that Greedy performs better than the other schemes, except RedII, for kernels like GFB
and GFI. This is a clear indication of the weakness in the critical-path sensitive approaches for
software-pipelined blocks.
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Figure 4.11: Percentage of Multiply Operations Removed

Figure 4.12 takes a closer look at the results of RedII, which achieves close to 40% reduction in
number of operations on average.
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Figure 4.12: Percentage of Multiply Operations Removed by RedII

Addition Operations fused

It is not surprising to note that the number of addition operations does not change with the
different schemes because all the schemes stop fusing when there are no more add/sub operations
to be fused. It is only the choice of multiply operation with which they are fused that changes
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between the different algorithms. So, we only present the results for RedII in Figure 4.13. It is
interesting to note that close to 80% of the add/sub operations were involved in fusing, and the
full 100% for the GC and GFAC kernels. Most importantly, this result verifies the correctness of
the different schemes in exploring every possible fusing opportunity.
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Figure 4.13: Percentage of Additions Fused by RedII

Improvement in II
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Figure 4.14: Percentage improvement in Achieved II

This is the main performance metric since we want the best possible schedule for each of our
kernels. Note that this is the II achieved by the scheduler, and not the minimum II possible due
to dependencies alone. We explore this first and then we take a look at the improvement in the
best minimal II for each of these schemes. Since it has already been established that the IIs for
each of the kernels studied is determined by the resource constraints and the maximum reduction
in multiply operations is achieved by RedII, it is no surprise to find it the best performer in terms



174 CHAPTER 4. MERRIMAC: THE STREAMING SUPERCOMPUTER

of II improvement as well (Figure 4.14). The effect is again most pronounced in the GFB kernels.
While close to 20% reduction is registered on average, around 50% reduction is achieved in a
couple of cases. These results seem to be in conflict with the reduction in multiply operations.
On further investigation, we concluded that the new schedules are now limited by other functional
units, namely the scratch-pad unit. This is quite evident in the case of GFI.

Conclusions and Future Work

It is clear from the above results that for software-pipelined blocks, it is critical to have schemes
which can reduce the II (Initiation Interval) as opposed to just the critical path. For kernels limited
by the available number of resources, RedII, which tries to remove as many multiply operations as
possible, is the best algorithm tested.

However, when the II is limited by the SWP dependencies, we should first try to reduce the II
critical path. RedII and CritII are devised to achieve this, but the effect was not visible in any of
the scientific kernels since all of them have very large amounts of ILP. It is expected that CritII will
perform better when the II is only limited by SWP dependencies since it also tries to minimize the
critical path (basic block length), unlike RedII. Note that it is easy to automatically choose which
of the two schemes to apply, as we first estimate the II and can determine the limiting factor.

For non-software pipelined blocks, both Crit and CritII will perform better than the other
techniques since they minimize the critical path and which determines the basic block length. Since
CritII is more aggressive than Crit in terms of reducing the number of operations it is expected to
reduce the load on the functional units more, and hence may result in a better schedule. On the
other hand, Crit fuses operations in critical path order and hence may perform better when there
are more than one critical paths closely interacting. These effects need to be analyzed further by
exploring more kernels. However, since kernels for scientific applications are by nature compute-
intensive and hence provide numerous opportunities for ILP we do not expect these experiments
to yield positive results.
Greedy is a much simpler scheme with smaller run-time costs and is effective when the achieved

IIs are compared. Though the top-to-bottom ordering of visiting each operation contributes to this
behavior, the randomness in breadth-first traversal can contribute to bad results in some cases.
However, for compute-intensive kernels like the ones explored, there are many opportunities of
fusing and Greedy has a high probability of taking advantage of most of them.

The extra register file added for the MADD unit is not fully utilized by our current scheduler.
This register file can also be used to store the conditional code (CC) variables, currently stored in
the CCRF. Not only will this increase the occupancy of the extra register file, it will also be helpful
in removing the global connections between the CCRF and each of the MADD units.

One issue that remains to be explored is the tradeoffs regarding the higher power consumption
of the fused multiply-add functional units.

4.1.4 Iterative Operations

The sixteen clusters of the Merrimac stream processor exploit instruction-level parallelism (ILP)
using a very-long instruction word (VLIW). One issue with such an organization is to determine
the mix of functional units. The Imagine stream processor, for example uses clusters containing
three floating-point adders, two floating-point multipliers, and one floating-point divider/square-
root unit. While this 3+,2×,1÷/√ worked well for the signal processing applications for which
Imagine was designed we found that it often led to load imbalance on the scientific applications for
which Merrimac is targeted. The StreamMD application (Section 4.4.4) for example, requires many
divides and square roots fully subscribing the divide/square root unit while leaving the multipliers
idle. Other applications use primarily multiplies and adds, leaving the divide/square root unit
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idle. In addition to leading to such load imbalance on different programs, dedicated divide/square
root units are also very costly to implement in terms of die area — particularly if they are fully
pipelined.

To solve this load balance problem while keeping a small cluster area, we have studied an
alternative implementation for Merrimac that uses four identical FPUs each of which can perform
a multiply-add, A×B+C (or subtract, A×B−C) operation. These four identical units perform all
arithmetic functions. Multiplies and adds are performed directly (possibly fused) while reciprocals,
square-roots, and a number of other elementary functions are performed as a sequence of table
lookups, multiplies, and adds. There are currently 2 methods being evaluated to perform division
and elementary operations, the Newton-Raphson method and Taylor series expansion.

Newton-Raphson

The Newton-Raphson Method works by solving the equation f(X) = 0, for any function f , using
gradient search. The Algorithm starts with an initial approximation of the root X0. The next
approximation to the root, X1, is found by projecting the tangent of the function f(X) at X0, to
the x-axis. Each iteration reduces the error until the root has been found to a desired precision.

Xi+1 = Xi −
f(X)

f ′(X)

for division, we find 1
b by setting X = 1

b , f(X) = 1
X − b then f ′(X) = − 1

X2

Xi+1 = Xi −
1
Xi
− b

− 1
X2
i

= Xi(2− bXi)

This error has been proven to converge quadratically (Ei+1 = |bE2i |) in [9]. Using a MADD
unit, each iteration takes 1 MUL-ADD and 1 MUL. Hence the latency to get a

b given more than
one unit (compute a ∗Xi in parallel with (2− bXi) for the last iteration) is for L iterations:

tdivNR = tlookuptable + L(tmadd + tmul)

It occupies 2L + 1 multiply slots.
Similarly for X = 1√

b
, we set f(X) = X−2 − b, f ′(X) = −2X−3

Xi+1 = Xi −
X−2 − b
−2X−3 =

1

2
Xi(3−X2

i b)

Hence each iteration requires 4 operations (unless there is an automatic divide by 2, then 3).

tsqrtNR = tlookuptable + 4Ltmul

It occupies 4L + 1 multiply slots.

Taylor Series Expansion

This comes from Albert Liddicoat’s PhD thesis [19]. Basically we start with the nth order Taylor
polynomial approximation of function f at 0.

pn(x) = f(0) + f ′(0)x+ f ′′(0)
x2

2!
+ ...+ f (n)(0)

xn

n!

Remembering that for division we use b = 1 + x, here are basic functions’ Taylor series expan-
sions:
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1

1 +X
= 1−X +X2 −X3 +X4 − ...

√
x = 1 +

x

2
− x2

8
+
x3

16
− 15x4

128
+ ...

1√
x
= 1− x

2
+

3x2

8
− 5x3

16
+

35x4

128
− ...

The basic form is thus

f(x) = a0 + a1x+ a2x
2 + a3x

3 + a4x
4 + ...

To accelerate convergence, x can be pre-scaled, then the series computation can be post-scaled
by multiplying the computed series by the appropriate post-scaling constant.

a

b
= aX0(1 + d+ d2 + d3 + d4)

√
b = Y0(1−

1

2
d− 1

8
d2 − 1

16
d3 − 15

128
d4)

1√
b
= Z0(1 +

1

2
d+

3

8
d2 +

5

16
d3 +

35

128
d4)

d = (1− bX0)

X0 ≈
1

b

Y0 ≈
√
b

Z0 ≈
1√
b

In the divide case, it takes 2 parallel MADD to evaluate d and aX0, another MUL for X
The error for division is Eq = abEk+1

lookuptable for the kth order approximation. The kth order
approximation multiplies the bits of precision of X0 by (k + 1)

Now the convergence of the error is not as fast as Newton Raphson, but it can be done in
parallel and with much simpler units. Because we are elevating numbers of limited precision to
powers (or multiplying them by simple coefficient, this can be done very effectively by simple logic
as shown in [19].

Proposed Alternatives

We consider two alternative implementations.

Simple: At the minimal case, we could have a 8/9 bits lookup table for an approximation to 1√
x
.

To get an approximation for division we would have to square the look-up value. We would
then need 3 iterations to get 64 bits of precision for either reciprocal or square root.

Accelerated: An 11-bit table is used for 1
x , and a separate 8-bit table for 1√

x
. This method would

require 5 products of the Taylor Series expansion method. The multiplication of a ∗X0 and
the (1 − bX0) would be done on MADD units as well as the final multiplication. A special
ALU would compute the polynomial product.
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Figure 4.15: Block diagram of stream cache bank

Here is a summary of characteristics for the implementations where N is the number of MADD
units per cluster

Solution Operation MADD Latency Sustained throughput

Simple Division 8 tLU + 7tMADD N/8

Inverse Sqrt 10 tLU + 9tMADD N/10

Accelerated Division 3 tLU + 2tMADD + tspec N/3

Inverse Sqrt 3 tLU + 2tMADD + tspec N/3

The plan of record is to use the indexable SRF to store the approximates and then use the
Newton-Raphson method on the Multiply add units. This requires only a special addressing mode
to use the most significant bits as the index for the lookup.We have yet to evaluate the area cost of
a specialized ALU unit and see if it makes sense to use it to speed up division and other elementary
functions.

4.1.5 Stream Memory Architecture

The Merrimac memory system handles memory requests such as stream loads and stream stores
by receiving streams from or sending streams to the stream register file. Because the memory
system treats streams instead of individual words, it is optimized for throughput rather than
latency. Memory latency is hidden by the parallelism of stream operations and thus is not an
issue. Each Merrimac processor chip includes 16 DRAM interfaces that together provide a peak
off-chip memory bandwidth of 38.4GB/s. This is nearly an order of magnitude more local memory
bandwidth than peak bandwidth typical high-end microprocessors offer on their front-side buses
(3-6GB/s). Random access bandwidth is considerably lower than peak bandwidth in both cases,
about 16GB/s for Merrimac.

In addition to high DRAM bandwidth, the Merrimac memory system includes a stream cache
that acts as a bandwidth multiplier for streams with re-use and an add & store unit that supports
remote memory operations. The stream cache consists of eight cache banks that are interleaved on
the low bits of the 2-word cache line address. Each cache bank has a throughput of one word per
cycle for an aggregate cache bandwidth of 64GB/s. Because a stream processor is not sensitive to
latency, the purpose of the stream cache is entirely bandwidth amplification. This is in contrast to
a conventional processor cache which primarily functions to reduce latency. For applications with
re-use, the stream cache boosts memory bandwidth by up to a factor of four. To effectively use the
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stream cache, it must be managed by software, both to ensure coherence and to avoid polluting the
cache with data that is re-used through the SRF. Compiler algorithms for managing the cache are
a subject of current study.

The stream add & store unit is designed to process remote memory operations (add & store and
fetch & add operations). Add & store is an atomic operation that adds its operand to the contents
of the effective memory address (M ← M +D) rather than replacing the contents of the effective
memory address with the operand as in a write (M ← D). Fetch & add is an atomic operation that
returns the result (M +D) of an add & store operation. The address generators expand a single
stream add & store or fetch & add operation into an array of scalar operations. Each scalar remote
memory operation is then handled by the memory system. A stream add & store operation is also
called a scatter-add or scatter-op operation when the target addresses of the operation is spread
over memory space using an indexed stream addressing mode. Remote operations are performed
by an integer and floating-point add unit in each cache bank as shown in Figure 4.15.

The fetch & add primitive is particularly useful when adding or removing elements from shared
queues A fetch & add to the queue pointer atomically increments the pointer and returns the
address at which the next element should be read or written. With this approach multiple nodes
can simultaneously add or remove elements from the same queue without needing to first acquire
a lock.

The store & add primitive is useful for operations like computing a histogram of a set of values.
Each element of the set simply performs an add & store on the memory location holding the appro-
priate histogram bin. As with fetch & add, multiple nodes can increment this bin simultaneously.
The memory system combines references to the same bin.

Privatization and sort&count algorithms have been introduced for computing histograms on
vector architectures, and these algorithms can be used on a stream architecture without store &
add. However, these privatization algorithms do not perform as well as directly computing the
histogram using store & add. The privatization algorithm counts the number of elements whose
values fall in each bin and repeats this process over the range of values elements can have. In this
algorithm the execution time is proportional to both N and the range of element values. We can
get the histogram of a stream with the time complexity of O(N) if the stream is sorted over the
element values, but sorting takes O(NlogN).

Execution times for different histogram algorithms are compared using the Merrimac cycle
accurate simulator. Figure 4.16 shows that the execution time of privatization algorithms increases
in proportion to both the range of the element values and the length of the stream, while for the
algorithm using the hardware stream add&store it is only proportional to the length of the stream
and not to the range of the element values. Getting the histogram of a stream using the hardware
supported stream add&store operation takes less time than sorting the stream over the element
values using merge sort(figure 4.17), which is a part of sort&count algorithm.

In addition to computing histograms, the scatter-add (indexed add & store) also works well in
scientific applications where data is being pushed out to a shared data structure. For example in a
particle-in-cell application, there is a phase in which the value of each particle is added to the value
of the grid closest to that particle (right arrow of Figure 4.18). If there are more grid points than
particles, scattering the values of particles into the grid points is more attractive than gathering
nearby particles per grid and updating their value. Because several particles might try to update
the value in a particular grid simultaneously, it is necessary on a conventional parallel architecture
to lock the grids on each update in order to prevent a race. The stream add & store operation
solves this problem without requiring a lock.

We have introduced a stream cache in order to improve performance on memory access patterns
which are not regular but have temporal locality. For example when an element gathers the
information of neighbors connected using irregular mesh structure, element data can be accessed
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Figure 4.16: Execution cycles of privatization and hardware scatter&add on histogram

several times within a short amount time.
Table 4.1.5 shows the performance improvement gained by using the stream cache with a sparse

matrix vector multiplication application. One of the common ways to multiply sparse matrices with
vectors is the compressed sparse row method (CSR), which compresses non-zero elements of rows
by indexing their position. In our example application, the number of rows and columns are both
9978 and the number of non-zero elements in the sparse matrix is 441,676, so that the average
number of non-zero elements per row or column is 44.26. In CSR, an element of the output vector
is computed by the inner product of a row of the matrix with the input vector. Rows of the matrix
are stored in the compressed form and the subsets of the vector for different rows are gathered
by fetching the vector data using index streams. The performance of this problem is completely
limited by memory bandwidth because three words of data are needed per every two arithmetic
operations, one multiplication and one addition.

# of mem accesses # of cache accesses cache hit rate execution cycles

without cache 1835856 0 N/A 666125
with cache 1835856 648112 93% 348345

Table 4.5: Compressed sparse row method results with and without cache

Because only the vector part has temporal locality and we can set the cacheablity of each
stream, only one third of total memory accesses are set to be cached. Over 90% of cache accesses
were serviced by the cache, and did not require off-chip data. This resulted in an execution time
decreased of over 40%. The reason why the execution time decreases more than the percentage
of cacheable memory accesses is because the memory access pattern of fetching the subset of the
vector is not sequential and the performance degradation on non-sequential accesses is more severe
than for sequential accesses when going from the on-chip stream cache to the off-chip DRAM.
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Figure 4.18: Illustration of interaction between particles and grids

4.2 Interconnection Network

The current sketch of the Merrimac interconnection network, shown in Figure 4.2, was described in
detail in last year’s annual report. The network is four-way channel sliced. Each node connects to
the network via four 5GByte/s full-duplex channels. The four channels connect to four completely
separate network planes. This provides a degree of fault tolerance. If one plane fails, the system
can continue operating (with reduced bandwidth) using the remaining three planes.

The basic building block of the network is a 48-port × 5GByte/s per port router chip. The
router supports a folded Clos [8] network7, providing 32 downstream ports and 16 upstream ports.
Four copies of the router are used on each node board. Two downstream channels are connected to
each of the 16 nodes on a board to provide flat bandwidth within the board. Eight of the upstream
channels from each of these routers provide off-board links with 1/4 the aggregate node bandwidth.
(The remaining eight upstream channels are unused). At the cabinet level, 32 routers (Packaged
on eight boards) connect their 32 downstream links to the 32 boards in the cabinet. Each router

7Sometimes called a Fat Tree [18].
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Figure 4.19: Merrimac interconnection network.

connects to a particular upstream link of each of the 32 boards. All 16 of the upstream links of these
routers are connected off-cabinet via optical links.8 At the system level, 512 of these routers9 are
packaged 4 to a board in the system interconnect cabinet. These routers use only their downstream
ports, each connecting to a particular upstream port of the 32 cabinets.

Over the past year, our research on interconnection networks has focused on three areas: topol-
ogy, routing algorithms, and router micro-architecture. In the area of topology we have been
investigating alternatives to the folded Clos topology of our straw-man network sketch. We have
found that the optimal topology is very sensitive to assumptions about available signaling and
packaging technology. For example, as the critical length of electrical signals becomes shorter,
using Torus local networks becomes attractive. As another example, the optimal degree of channel
slicing is dependent on chip and board pin limitations. To deal with this sensitivity to unknown
packaging parameters, we are designing a methodology for topology selection — with supporting
tools — rather than designing a specific topology. When complete, our methodology will accept a
set of signaling and packaging technology parameters and output the optimal topology for those
parameters. This will allow us to quickly select an optimal topology as packaging parameters shift.

For topologies like a Torus where multiple minimal and non-minimal paths exist to the des-

8To save cost, the O/E and E/O modules are not installed in single-cabinet systems.
9Smaller configurations use fewer routers.
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tination, occasionally (at high loads) some amount of traffic must be routed non-minimally to
load-balance the network. We have developed a new method of adaptive routing that we refer to as
global adaptive load balance (GAL). Unlike previous adaptive routing algorithms that make routing
decisions based on local information (typically channel queue depth), GAL uses global information
in making routing decisions. This global information enables GAL to achieve the performance
(latency and throughput) of minimal adaptive routing on benign traffic patterns while performing
as well as the best obliviously load-balanced routing algorithms (Valiant or GOAL) on adversarial
traffic.

Finally, we have started investigating the micro-architecture of high-radix routers. Most con-
temporary routers have a radix (or degree) of eight or less. That is, at each router, there are at
most eight exit ports. Our straw-man network uses a radix-48 router. This high-radix enables us
to build a low-diameter, and hence low-latency and low-cost, network. However, the high degree
of the router raises a number of interesting questions of router organization. Current methods
of constructing router switch fabrics and allocators do not efficiently scale to 48 ports. We are
currently studying new methods to construct routers of this scale.

4.3 Software System

The software system of Merrimac is designed for ease of programming while achieving high perfor-
mance on the Merrimac hardware. It is composed of three main parts: a programming language
for expressing the problem, a compiler, and a stream virtual machine.

One of the main goals of the Merrimac project is to provide an easy-to-use programming system.
There are two aspects of this goal that we plan to address. The first, which we have been working
on over the last two years, is to define Brook the general streaming language for Merrimac. Brook
allows the user to express the important characteristics of the program, which are parallelism and
locality, in a way which is consistent, natural, and analyzable by the compiler. It is also important
to note that Brook does not require a complete rewrite of the code base, as it is inherently com-
patible with C and provides a path to incrementally port an application to Merrimac. Essentially,
only a minimal set of compute-intensive kernels need to be recoded, while most of the code base
remains in its original C representation. We also provide a similar mechanism for Fortran programs
through Brooktran, which is the Fortran90 equivalent of Brook. In the coming year we plan to start
addressing the problem of automatic compilation of non-stream code to our streaming hardware.

The compiler takes code programmed by a user and performs high-level optimizations based on
the SVM model and semantics, but targeted to a specific and detailed configuration of the system.
After the high-level optimizations are performed, the code-generator produces the machine-code
representation to be run on the hardware. This partitioning of the compiler into a high- and low-
level sections, allows us to decouple some of the development effort and be able to leverage off
existing compilation infrastructures.

The stream virtual machine presents the compiler an abstract, yet detailed, view of the hard-
ware. This allows for general and effective high level optimization techniques to be common to
multiple targets and system configurations, and represents a clean and uniform target that may
be used by external compilers as well. In addition, the SVM provides a path for rapid software
prototyping and user directed optimizations.

4.3.1 Brook: A Streaming Programming Language

An essential contribution of the streaming supercomputer project is defining an appropriate pro-
gramming model for streaming computation. The programming platform must be able to capture
all of the underlying hardware capabilities and performance, as well as provide a general interface
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to map to a variety of existing architectures other than the streaming supercomputer.
During the first year of this project, we built a prototype of a new streaming programming

environment entitled Brook. The Brook prototype defined many of the operations that we identified
as fundamental for a streaming programming language. The second year of the project has been
spent working with the compiler group to formalize the language into a mature, well defined,
platform.

In the rest of this section, we will describe the Brook language and specifically highlight the
aspects which evolved over the past year.

Brook Semantics

Brook is an extension of standard ANSI C and is designed to incorporate the ideas of data parallel
computing and arithmetic intensity into a familiar, efficient language. The general computational
model, referred to as streaming, provides two main benefits over traditional conventional languages:

1. Data Parallelism: Allows the programmer to specify how to perform the same operations in
parallel on different data.

2. Arithmetic Intensity : Encourages programmers to specify operations on data which minimize
global communication and maximize localized computation.

The basic computational unit in Brook is the stream. A stream represents an ordered list of
elements requiring similar computation. The programmer executes functions, or kernels, on each
element of the stream. Kernels operate on each element of an input stream and place the result of
a computation on an output stream. The core of any Brook program consists of building streams
of data and operating on that data with a variety of user-defined kernel functions. Kernels operate
implicitly over the entire set of input streams. The kernel will execute once for each element in the
input stream(s).

Kernel functions are declared similar to standard C-functions. An example kernel is shown
below:

void kernel foo (float a<>,

out float b<>,

float p) {

b = a + p;

}

The parameter ’a’ is the input stream, ’b’ the output stream, ’p’ a constant parameter. The
body of the kernel foo will be executed for each input element of ’a’, producing a new stream,
’b’, which contains the set floats which are p larger than the corresponding ’a’ elements. The <>

operators specify the variable as a stream. Calling a kernel on a collection of elements is a identical
to calling any other C function, though the kernel is implicitly called on each element of the input
stream(s).

float x[] = {...}; // An array of floats

float a<300>; // A stream of 300 floats

float b<300>;

float p = 3.02;

streamReadAll(a, x); // Set the stream a to the array x
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foo(a, b, p);

Built on top of the concept of streams and kernels, Brook also permits the ability to perform
reductions, computing a single value from a stream of elements, as well as providing stream operators
which facilitate in the loading/storing and reordering streams and their elements for a particular
computation.

Brook Development

This past year has been spent working with the compiler group and the application team to refine
Brook from its prototype status to a complete, fully specified, language. This work culminated in
the release of the v0.2 Brook spec. Below is an account of some of the developments that occurred
this summer.

• The Brook C interface

Previously, Brook was a stand-alone language requiring the application writer to port their
entire application to use the Brook compiler. This posed a couple of challenges. First, many
legacy applications were simply too large to even consider porting to Brook. By requiring
the compiler to work with complete applications, we were forcing the compiler to support
arbitrary C code as well as our streaming extensions. The solution was to separate the
Brook portions from the existing C code with a distinct calling convention. This allows the
application writer to only move the portions of the code which can benefit from streaming
without having to run the entire application through our research compiler. Furthermore, the
compiler can place some simple restrictions on the C language for the Brook routines. This
allows the system to better analyze the streams and kernels which permits efficient scheduling
of the hardware.

• Stream Shape

Brook supports multidimensional streams in which a stream can consist of not just a 1D array
of data but an nD collection. However previously, the shape, or dimensionality, of a stream
was a mutable property of the variable. One could change the shape of any stream variable
with the reshape command. This was both difficult for application developers to understand
given the lack of any C parallels, and challenging for the compiler group to work with. The
solution was in incorporate the shape into the stream type.

float s<300, 400, 200>;

A stream of 24 million floats in the shape of 300x400x200.

Linking the stream shape to the type provided clarification to C veterans as well as simplified
the task for the compiler group. A survey of the application writers discovered that there was
little use for the reshape command. However, the current version of the language in which
stream shapes are required to be compile-time constants is overly restrictive. We expect to
allow stream shapes to be specified statically by run-time variables in the future.

• Stream declaration syntax

The new stream declaration syntax also clarified the stream declaration syntax which was
awkward with the previous stream keyword syntax.
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float a<>; // Stream of floats

float b<>[3][2]; // Stream of float array[3][2]

float c[2]<>; // Array of streams ***

float d<><>; // Stream of streams ***

typedef float mytype[3][2];

mytype e<>; // Stream of float array[3][2]

typedef float mystreamtype <>[3,2];

mystreamtype f; // Stream of float array[3][2];

mystreamtype g<>; // Stream of streams ***

mystreamtype h[2]; // Array of streams ***

***: Not currently supported in Brook but may be

included in future versions.

• Reductions

Before this year Brook supported reduction arguments to kernels which permitted a read/modify/write
variable for computing arbitrary values from a stream. It was discovered during the compiler
implementation that the existing mechanism seriously limited the parallelism achievable with
the hardware. As a result, the reduction mechanism was redesigned.

Reductions can be performed from within kernel functions via reduction variables or via user
specified reduction functions. Below is a simple reduction which computes the sum of a float
stream using a kernel reduction variable.

void kernel sum (float a<>,

reduce float result) {

result += a;

}

The reduction variable, result, is specified with the reduce keyword. A kernel function is
permitted to have multiple reduction variables declared in the argument string. Operations
on reduction variables are limited to permit the compiler the opportunity to parallelize the
computation. This example updates the value of the reduction variable with the incoming
stream of floats to produce the sum of all the elements in the input stream a. Though the
reduction can be perceived as sequential, Brook does not guarantee the order of operations
on reductions. Though addition is both commutative and associative theoretically, due to the
IEEE fp32 limitations, the reduction result is an approximation of the mathematical result.

Reduction functions are user specified reduction operators which can be called from within a
kernel function or directly from the Brook code to perform a reduction directly on a stream.
Reduction functions only support reductions which are both associative and commutative.
The compiler must be able to compute the reduction in any order. Reduction functions
are specified similar to kernel functions with few additional restrictions. Below is a sample
reduction function which computes the sum of a float stream.

void reduce sum (float a<>,

reduce float result) {

result = result + a;

}
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Specification & Compiler Development

Brook has definitely matured in the past year to a point in which is it is a robust data parallel
language. The first year of the project, Brook was largely driven by application developers. The
year, the language has been driven most by the compiler team which has helped center the language
which is complete and analyzable. Of course, there will certainly be more aspects of the language
that we may find deficient as the compiler gets closer to functioning output.

4.3.2 Brooktran

Brook is an extension of C which allows incremental porting of pre-existing C codes: compu-
tationally intensive functions can be individually replaced with kernels to take advantage of the
stream processors (a ”kernel” is a piece of code that will be executed on the streaming processor
unit). This incremental “streamification,” similar to the incremental parallelization possible with
OpenMP, greatly simplifies porting an existing C code to Merrimac. The code will run with no
changes on Merrimac, and increasing performance can be obtained by converting regular functions
to kernels.

For pre-existing codes written in Fortran the situation is completely different. The whole code
needs to be rewritten in C and Brook, with their many differences from Fortran, making the task
even harder than, say, parallelizing a serial code using MPI. Fortran is still very popular in the
High Performance Computing community. The national laboratories, national agencies (such as
NASA), universities, and many industries have millions of lines of existing, valuable Fortran codes.
This investment in Fortran can be expected to continue with the advent of the Fortran 90 and 95
standards, which include modern memory management and data and control structures. Porting
all these codes to C/Brook is not feasible, particularly considering the validation efforts that have
been spent bringing the codes to their current state of acceptability. Some of these codes are used
for mission critical tasks which require their results to have a very high level of reliability.

The purpose of Brooktran, a streaming extension of Fortran, is to give an incremental porting
path to the Fortran community. In order to have an interface consistent with the C counterpart,
we will adapt certain Fortran 90 features, such as the ”intent” attribute, to the language. This also
facilitates use in a mixed-language environment.

The kernels are written using a Fortran syntax and have the same constraints as Brook kernels.
As in Brook, the setup of streams is done through library calls. To add streaming capabilities to
Fortran, we need a few new keywords and to define some rules for kernel invocation.
The following keywords have been added to Fortran:

• stream : used to define a stream. It is a native compound object like array. By default
streams are one dimensional. Other dimensionalities are defined by the dimension given in
the declaration, e.g.,

stream, real, dimension(:,:) :: a

defines a two dimensional stream of reals. For streams that are generated from stencil or
group operators, we can specify the shape of each element, e.g.,

stream, real, dimension(:,:) :: b(3,3)

defines a stream of 3 × 3 reals which could be used to access multiple elements of a stream
via a streamStencil call.
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• kernel : used to specify that a function or subroutine can be executed on the streaming
processor unit. There are certain restrictions associated with kernels; for instance, all the
arguments of a kernel must have their access specified explicitly, and no common blocks or
modules may be used inside a kernel.

Stream manipulation functions and operators

As in Brook, stream manipulations are performed through a library of stream operators. For
example if the source is an array X(100,200) the following code will generate a stream Y from X
with 100*200 elements:

call streamRead(Y,X,100*200)

We can also use the intrinsic array processing of Fortran 90 to select a specific subset of an array:

Y2 = streamRead(X(51:100,101:200),50*100)

The superior array syntax of Fortran 90 should permit expressing most of Brook’s streamDomain
operations using array syntax.

Kernel functions or subroutines:

Kernel functions or subroutines are declared like regular Fortran functions/subroutines by placing
the “kernel” keyword first. The restrictions on the arguments of the call are the same ones present
in Brook. The Fortran “intent” attribute is used to specify the access attributes of streams, e.g.,
read only or write only. Each argument of a kernel must have its access specified explicitly as being
either “in”, “out”, or “reduce”, where “reduce” specifies a reduction variable to accumulate sums,
products, etc.

program sample

real, allocatable, dimension(:):: a,b,c

stream, real, dimension(:) :: stream_a, stream_b, stream_c

integer :: n

real :: total_sum

n = 1000

allocate(a(n),b(n),c(n))

.......

call streamRead(stream_a, a, n)

call streamRead(stream_b, b, n)

call add_array(stream_a, stream_b, stream_c, total_sum)

call StreamWrite(stream_c,c,n)

end program sample

kernel subroutine add_array( a ,b, c, sum)

stream, real, intent (in) :: a,b

stream, real, intent (out) :: c

real, intent(reduce):: sum

c = a + b

sum = sum + c

end subroutine add_array
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The initial development of Brooktran was done using the Open64 compiler infrastructure to
generate an additional phase able to parse Brooktran and produce WHIRL intermediate code.
With the decision to switch to a different compiler infrastructure we need to revise our plan.
The effort is now focused on producing a Brooktran to Brook translator. One possible means of
producing such a translator is to continue to use the Open64-based Brooktran parser to produce
WHIRL, and to enhance the WHIRL-to-C pass of Open64 to produce Brook.

4.3.3 Compiler

The Merrimac compilation system has two main purposes. The first is to compile a Brook or
Brooktran program directly to a Merrimac executable. The second is to provide the programmer
with a system for debugging and verifying the code, as well as performing fast analysis of program
performance and behavior without use of the Merrimac hardware. This second goal is accomplished
by compiling down to standard C combined with a run-time library as well as the SVM and using
a fast SVM simulator native to the development hardware system.

In the first year of the project we took the approach of quick experimentation in order to
validate the general ideas incorporated into the system – the stream programming language Brook,
and the streaming hardware specialized for scientific applications. In the last year we took a step
back, analyzed our results, started a design plan for the permanent compiler, evaluated compiler
framework options and started the implementation.

In the rest of this section we will describe the evolution of the compilation system, summarize
the current implementation status, and detail the phases and analyses planned.

Compiler Evolution

The initial compilation system was put together in order to quickly evaluate and validate the
general ideas of supercomputing with streams. For this purpose it was based on a collection of
tools that were relatively easy for us to modify to suit the task of performing simple non-optimizing
compilation of Brook. The system comprised of a meta-compiler [7] and the Imagine programming
system [21]. The meta-compiler allowed us to parse the original version of Brook and perform very
simple code transformations based solely on information gathered from parsing the code line by
line. This allowed us to take a Brook program and produce somewhat optimized StreamC and
KernelC code, which was then run on the Merrimac hardware simulator using modified versions of
the Imagine StreamC compiler and kernel scheduler as described in the 2002 annual report.

We used this initial system, and with some manual assistance, compiled the two original driving
applications – streamFLO and StreamMD. We then used these results as part of the proof of concept
of the Merrimac system and scientific stream computation in general. After achieving this initial
goal we evaluated the suitability of our initial compilation system and decided we had to abandon
it in favor of a more solid compilation infrastructure. The two main reasons for this were due to
limitations of the meta-compiler:

• The meta-compiler only accepts syntax that is a small deviation from C, limiting the devel-
opment of Brook and Brooktran

• The tools available within the meta-compiler framework were not enough to perform the
global analysis required for producing efficient Merrimac code

The experience we gained was invaluable, both in providing feedback to the application writers
and Brook developers and in understanding the types of analyses and optimizations required for
compiling to the Merrimac architecture. The most important lesson we learned is that we need to
base our compilation system on a solid infrastructure that provides tools for global analysis.
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The next step we took is to define a set of criteria by which we could evaluate a number of
available compilation frameworks and choose the one most suitable for the Merrimac compiler.
Our evaluation criteria included availability of a Fortran frontend and ability to modify the C and
Fortran syntax, extensibility of the intermediate representation to include streaming information,
amount of infrastructure already in place to perform the required analyses, and general support in
the industry and academic community. After examining several compilation frameworks (GCC [1],
TenDRA [6], SUIF [4][5], and Open64/ORC [3][2]) we came to the conclusion that Open64 was the
most suitable framework choice for a long-term compilation infrastructure.

In collaboration with Alan Wray of NASA Ames Research Center, we proceeded to modify
Open64 to serve as the Merrimac compiler. We developed a complete Brook and Brooktran fron-
tend, defined a streaming intermediate representation, and began work on a few of the necessary
tools and analyses phases. Before completing an end-to-end simple compilation we halted work on
the Open64 platform.

There were two reasons for shifting our focus again. The first was that the Brook specifications
were changing rapidly and we had to wait for both the semantics and syntax to stabilize. The
second reason was that Reservoir Labs was contracted by DARPA to develop a Brook to SVM
compiler. We decided to leverage their experienced compiler team and re-target their compiler to
Merrimac.

Merrimac Compilation System Design

As mentioned before, the Merrimac compilation system takes a Brook or Brooktran program as
input and supports output for three different targets:

• Brook Run Time (BRT) – the Brook runtime allows for rapid development of Brook and
Brooktran programs. The source code is compiled to a C version of the program with calls
to a library which implements the functionality of Brook. The C code is then compiled to an
executable using a native C compiler (Figure 4.20).

• Stream Virtual Machine (SVM) – the SVM sets an intermediate target with a repre-
sentation that is common to all stream architectures. It can be used as a debugging tool
for the application and compiler algorithms, for fast simulations of large multi-node systems,
and most importantly allows for a single set of high-level compilation phases to be shared by
several physical machine targets.

The compilation path involves several necessary phases and a set of optional optimizations.
These phases are designed specifically with the Merrimac hardware in mind, but the compiler
output a C like program that conforms to the SVM semantics and syntax as described in
Section 4.3.4 (Figure 4.21).

• Merrimac – compiling to the Merrimac hardware involves producing two separate types of
code: scalar and stream instructions that call kernels, and kernel code that is run on the
compute clusters. The scalar/stream code path is similar to the one used to produce SVM
code. To produce the kernel micro-code communication scheduling is performed. Initially,
we will use an external tool to perform this. The Merrimac compiler will output kernel code
as KernelC [21] that will feed into the kernel scheduler. At a later stage the communica-
tion scheduling ([22]) will be integrated into the compiler, which will then directly output
micro-code. The main reason for integrating the kernel scheduler is to provide tighter collab-
oration and more effective feedback between the high-level and low-level optimizations and
transformations. Both paths are depicted in Figure 4.22.
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Figure 4.21: SVM Compilation Path

The common phase to compiling code for all three targets is the frontend parsing. In this phase
the program is transformed down to a representation that is tuned for analyses and optimizations.
This very high level intermediate representation is referred to as an abstract syntax tree (AST) and
is completely equivalent to the original source. The frontend may also perform simple optimizations
that do not change the semantics of the program.

The next set of compilation phases lowers the AST representation so that it conforms to the
semantics and architectural limitations of the target. We identified a number of necessary phases
as well as optimizations that can be applied. A brief description of these is provided below. Note
that compiling down to C with a run-time library requires none of these phases.

Conditionals
Conditional control flow, other than loops, within kernels is not allowed on the Merrimac
hardware. Therefore, the compiler must transform conditional code into either predication
(software selects) or conditional streams [11]. The simple non-optimizing phase will simply
expand all conditionals into software predication using Merrimac’s select instructions.
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Figure 4.22: Merrimac Compilation Paths. (a) – current path (b) – future path

Brook Operators
A major compilation phase is to translate the Brook operators down to machine primitives.
There are three main types of operators, which are discussed below.

• Multi-dimensional Operators
Multi-dimensional streams and operators are commonly used in Brook to efficiently
express algorithms dealing with physical data. The hardware only supports single-
dimensional streams, and efficiently converting between the two is critical to achieving
high performance. In the last year we developed compiler algorithms for handling multi-
dimensional streams using hardware with a conventional stream register file (SRF). After
analyzing the performance of these automatic transformations we realized that a more
advanced method that also takes advantage of Merrimac’s indexable SRF is required for
achieving the desired performance. We are currently exploring such algorithms as well
as studying various SRF and cache organizations in the hardware (Section 4.1.2).

• Memory Operators
All Brook memory operators have are directly and fully supported by Merrimac’s address
generators and memory system.

Stream Lengths
Stream Scheduling is highly dependent on the stream lengths. This phase attempts to derive
the lengths of streams based on the flow of the code, categorizes the streams, and assigns
them properties as follows:

• Constant length – the stream length is constant. The constant may be both a compile-
time or a load-time constant. The initial version of the compiler will only be able to
deal with streams of this type.
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• Relative length – the stream length is unknown, but it is a constant factor of the
length of another stream.

• Variable length – the stream length is completely dynamic. If the compiler can derive
a maximum or expected length that information is stored as well.

Note that the stream lengths and properties are per semantic stream in the program, and not
per named stream. If a stream’s property or length changes during the program it is assigned
different properties at different points in the intermediate representation.

Double Buffering
The execution model of Merrimac only allows a kernel to run when all its input streams are
loaded into the SRF and there is enough space allocated in the SRF for the outputs. When the
inputs are too long, or the outputs are not bounded, the system must orchestrate memory
operations with the multiple invocations of the kernel. Double buffering is the simplest
general way to deal with both long streams, and variable length streams. The amount of
work this phase requires depends on the underlying machine capabilities. Merrimac supports
transparent double-buffering from the kernel perspective and requires the compiler to insert
the appropriate memory operations and kernel (re)invocations instructions.

Scalar/Stream Synchronization
In Merrimac, there is one instruction stream controlling both the execution of scalar code and
stream code (stream memory operations and kernel invocations). However, the completion of
the two types of instructions is asynchronous, where memory operations (scalar and stream)
as well as kernels have a dynamic completion time. Care must be taken to synchronize be-
tween the issued instruction stream and the completion of dynamic latency instructions. For
example, a scalar read to a memory location that is being scattered to cannot proceed until
the scatter operation completes. This compilation phase analyzes the Brook code (flow anal-
ysis) to determine instruction dependencies and possibly insert synchronization instructions
(barriers).

Memory Allocation
The compiler must handle the memory allocation for both blocks and streams. Block al-
location will be handled transparently using standard C mechanisms, but calls to allocate
memory for backing up streams or for temporary memory buffers must be inserted into the
program representation.

Multi-node Support
Multi-node support requires three basic operations, which are straight forward to implement
in a non-optimized manner:

• Data partitioning across the nodes of the system. As a first implementation this
partitioning can be done arbitrarily.

• Work partitioning across the nodes. Again a simple implementation would be to
assign work by the location of one of the output or input elements.

• Synchronization between the concurrently running nodes. A conservative and sim-
ple implementation is fairly straight forward and at worst will synchronize after every
memory store.

Stream Scheduling
Stream scheduling encompasses SRF allocation, stream memory operation scheduling, and
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kernel invocation scheduling. It is a fairly complicated process that has been studied inten-
sively under the Imagine project. The plan for the Merrimac compiler is to adopt much of
that body of work [13].

Conditionals Optimization
The non-optimized conditional phase transforms all conditionals into software predication.
The Merrimac hardware also provides support for more sophisticated ways of dealing with
conditionals – conditional streams and conditional load-balancing. A few suggestions for
compiler algorithms that automatically optimize for these techniques, as well as predication,
will be presented in [12].

Strip-Mining Optimization
While double-buffering is a generic technique for dealing with long and variable length
streams, it is not necessarily the most efficient. The problem with double-buffering is that all
the input and output elements are communicated via memory, thus limiting performance to
the memory bandwidth. The compilation system can take advantage of producer-consumer
locality between kernels to reduce this memory traffic. The method of doing so is referred to
as strip-mining or blocking [20].

Software Pipelining Optimization
Automatic software pipelining and unrolling of stream-level loops can be a very effective
technique of increasing cluster utilization by overlapping memory transfers with kernel invo-
cations.

Kernel Partitioning Optimization
This pass analyzes a kernel and, if necessary, partitions it into two or more simpler kernels.
The partitioning decision is based on balancing the amount of work that needs to be redone,
the amount of data stored and loaded, and ensuring that the kernels meet the resource limits
of the hardware. This pass requires flow analysis as well as good models of the clusters.

Kernel Coalescing Optimization
This phase is similar to kernel partitioning, and aims to increase short-term producer-consumer
locality and decrease kernel invocation overheads.

Operator Combining Optimization
Combine and collapse a sequence of Brook operators and kernels. Includes optimizing reduc-
tions and automatic use of Merrimac’s ScatterOp capabilities.

Record Partitioning Optimization
Record partitioning (and coalescing) can be used to reduce memory traffic when a series of
kernels is called that only uses a subset of the record’s fields. This optimization phase allows
the programmer to specify records in a way that makes sense from a software engineering
perspective, and relies on the compilation system to optimize memory traffic and SRF usage.

Multi Node Optimization
Better algorithms for automatic partitioning and removal of synchronization points. We have
not addressed these issues at all in our compiler development thus far.

Stream Scheduling Optimization
This phase is an enhancement of the simple stream scheduling and includes reordering stream
operations, kernel invocations, and synchronization points to minimize stalls. This phase will
also insert hints for using the stream cache and deal with the coherency issues that arise from
replicating data on different nodes.
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The final compilation step is code generation (back-end), which lowers the compiler intermediate
representation down to machine instructions. In the case of the Merrimac compilation system, three
different back-ends are provided as explained in the beginning of the section. The most interesting
of these code-generators is the one producing Merrimac cluster µ-code. While it is desirable for
this code to be generated at the same time as the Merrimac stream and scalar codes, the initial
infrastructure will use a stand alone kernel scheduler to perform this step.

Current Status

The current compiler based on the Reservoir infrastructure is at a very early stage. The system can
parse the latest specification of Brook into an intermediate representation, and produce SVM code
for a limited set of specific examples. We are currently in the process of spiking the compiler (run-
ning a single program through the compiler from parser to code generation) using the streamFEM
application, which has been recoded to conform to the latest version of Brook.

The compilation infrastructure does not currently support Brooktran and our plan is to use
our Open64 frontend to parse Brooktran code, and to modify the Open64 C-printer so that it can
output Brook. In this way we can form a path from Brooktran to SVM and to the hardware with
little effort.

Another piece on which we are actively working is the code generation to Merrimac. Our initial
target is to use an external tool to convert the compiler’s SVM output into a C-like representation
of the Merrimac instruction set (this type of representation has been successfully tested using
Imagine).

4.3.4 Stream Virtual Machine

The Stream Virtual Machine (SVM) is a machine-independent model of a parallel streaming com-
puter that is used as an intermediate representation in the compilation process from a high level
stream language like Brook down to a specific stream architecture. By compiling first to the SVM
and then from the SVM to a target architecture as illustrated in Figure 4.23 we can make our
software portable across many different target architectures. Only the back-end of the compiler
needs to change to compile code for a new target architecture. All of the applications, and the
front-end of the compiler are completely portable.

The SVM has been adopted by the DARPA PCA project (Polymorphous Computing Archi-
tectures) as the stream computation model. Stanford Smart Memories, MIT Raw, UT Trips and
USC’s Monarch are the 4 processor architecture from that program that will implement the SVM.
As part of this contract, Reservoir Labs, a company is implementing a compiler that takes Brook
and generates SVM. As described in Section 4.3.3, we are collaborating with Reservoir Labs to
adapt this compiler to target Merrimac as well.

SVM Syntax

The SVM syntax is also based on C but is much lower level than Brook. At the SVM level, the
problem is partitioned and resources, such as the Stream Register File, are allocated. The SVM
allows for stream computation to be both in the time and in the space domain, i.e. you can have
kernels run simultaneously on different stream processor and also to time-multiplex kernels on a
single stream processor. For Merrimac, the current implementation plan is to run an identical
kernel on each stream processor, each operating on a different part of the data and time multiplex
these kernels.

The SVM syntax consists of special C structures and function calls that allow a regular processor
to control a slave stream co-processor. The regular processor runs control code while the stream
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co-processor runs kernels with their own special API to interface to streams.
The SVM syntax has gone through several review cycles as part of the DARPA PCA program.

Now all the teams that are using the SVM have agreed on the syntax and it’s a stable API.

SVM Machine Model

In order to describe a particular machine, like Merrimac, Smart Memories, or another, in terms of
a Stream Virtual Machine, we had to agree on a way to represent the essential characteristics of a
SVM. This information will be used by the compiler to produce optimized code for this particular
SVM, and by the SVM simulator to get application performance estimates.

The SVM machine model defines both the XML file format and how to describe a particular
architecture. Processors have to be defined as regular, stream or DMA processors with many
other details on their performance. Memories are described as caches, FIFOs, or random access
memories with their capacity and bandwidth. To connect processors and memories, network links
are characterized by their connected components, bandwidth and latencies.

SVM Simulator

Since SVM code is just vanilla C with special function calls for the stream portions, it is possible to
compile SVM code with the right library which implements the SVM calls. This is basically what
the SVM simulator is, an implementation of the SVM special functions that allows to run SVM
code on a normal workstation to test it for functionality and to estimate performance.

In the last year, the SVM simulator has gone through the changes in syntax in the SVM API,
and has been extended from a single node simulator to a multi-node simulator. It is a threaded
simulator that uses the pthread thread library available on most UNIX and Linux platforms.

The SVM simulator first sets up the appropriate threads to simulate the machine by parsing
the machine description file. From the machine description it also knows some basic information
about the performance of the machine like bandwidth numbers from network links and memories.
This information will be used to estimate performance of the application on the target machine.

The SVM simulator is intended to be used to simulate large multi-node configurations of Mer-
rimac. The kernel run times based on the kernel scheduler will be used to tune the estimates of
the kernel run times. Memory bandwidth is also monitored and the bottlenecks between these two
can be identified and taken into account in the total runtime estimate.

Parameterized
Virtual Machine

Brook Program

Stream Virtual Machine

Stream Programming
Language

Intermediate
Representation

Machine Binary Merrimac Imagine
Smart

Memories

Conventional

Multiprocessor

High Level Compiler

Machine Independent
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Figure 4.23: Compilation Process
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4.4 Merrimac Applications

One of the strength of the Merrimac project is the close interaction between application developers
and the hardware and software group. This interaction has helped insure that the Brook streaming
language provides the necessary language constructs used frequently in scientific applications. We
are currently working on 4 applications: StreamFEM, StreamSPAS, StreamFLO and StreamMD.
As the language and the tools become more robust, we intend to add more applications to the list
in order to cover a broader range of scientific discipline.

StreamFEM-3D and StreamSPAS are two applications utilizing unstructured meshes that have
been developed specifically for evaluation of the Brook streaming language and the Merrimac hard-
ware design. StreamFEM-3D is a three-dimensional discontinuous Galerkin (DG) finite element
application for first-order systems of conservation laws on tetrahedral meshes. StreamSPAS is an
application for the design and evaluation of streaming language implementations of two sparse
matrix algebra pervasive in scientific computing: sparse matrix-vector products and sparse com-
plete/incomplete matrix factorization.

StreamFLO is a two-dimensional finite volume solver for the Euler equations that uses a non lin-
ear multigrid. StreamFLO utilizes structured meshes. StreamMD is a code for molecular dynamics
simulations, based on GROMACS [28] a popular open-source package.

4.4.1 StreamFEM-3D

StreamFEM-3D extends the original two-dimensional StreamFEM application to three space di-
mensions. StreamFEM-3D implements the discontinuous Galerkin finite element method for solv-
ing a system of m coupled first-order differential equations in three space coordinates and time.
Specifically implemented are DG formulations for the Euler equations of gasdynamics and the mag-
netohydrodynamic (MHD) equations. Let u(x, t) : IR3× IR+ 7→ IRm denote the dependent solution
variables and f(u) : IRm 7→ IRm×3 the flux vector. The prototype Cauchy problem is then given by

{
u,t +

∑3
i=1 f

i
,xi = 0

u(x, 0) = u0(x)
. (4.2)

The StreamFEM-3D implementation of the DG method utilizes piecewise polynomial approxima-
tions of degree 0 ≤ k ≤ 3 in space and of degree 0 in time with no continuity between space-time
elements such that for a single time slab In = [tn+, t

n+1
− ] with [0, T ] = ∪nIn and spatial element K

Vh =
{
uh |uh|K×In

∈
(
Pk(K)

)m
× P0(In)

}
.

The DG method is then succintly stated in variational form for a single time slab.

Find uh ∈ Vh such that for all wh ∈ Vh

B(uh,wh)DG = 0 (4.3)

and

B(u,w)DG =

∫

In

∫

Ω
(−u ·w,t − f i(u) ·w,xi) dx dt

+

∫

Ω

(
w(tn+1− ) · u(tn+1− )−w(tn−) · u(tn−)

)
dx

+

∫

In

∑

e∈E

∫

e
(w(x−)−w(x+)) · h(u(x−),u(x+);n) dx dt
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where h(u(x−),u(x+)) denotes a numerical flux function. Boundary conditions for solid walls and
characteristic boundaries (not shown here) are included in the actual implementation. Implicit
“mass” matrices are avoided by the use of L2 orthogonal basis representations in each element so
that the time stepping becomes explicit.

Figure 4.24: Single Merrimac chip performance for the StreamFEM-3D application. Charted cases
are: 0-E (p=0, Euler), 0-M (p=0, MHD), 1-E (p=1, Euler), 1-M (p=1, MHD), and 2-E (p=2,
Euler).

The computational kernels of StreamFEM-3D have been ported to StreamC/KernelC so that
precise hardware performance can be measured using a suite of Merrimac simulation tools origi-
nally developed for the Stanford Imagine hardware. The preliminary results for a single Merrimac
processor chip are charted in Fig. 4.24. A sustained performance is achieved in the computational
kernels that is approximately 50% of the peak 64 GFLOP performance of a single Merrimac chip.
Further refinements (both hardware and software) will improve this further.

The Brook implementation of the two-dimensional StreamFEM code has been given to the
Reservoir Labs Inc. to test and otherwise facilitate their development of a compiler for the Brook
language.

4.4.2 StreamSPAS

StreamSPAS (Streaming SParse Algorithm Suite) is a application package under development which
explores streaming language implementations and Merrimac hardware performance for two ubiq-
uitous sparse matrix algorithms in computational science: sparse matrix-vector products (current
development) and sparse complete/incomplete matrix factorizations (future development). The
current version of StreamSPAS contains a general test suite framework which generates sparse ma-
trices based on three-dimensional finite element discretizations of elliptic PDEs using conventional
p-order (p=1,2,3) Lagrange tetrahedral elements with full continuity. Four common compressed
sparse structures have been implemented in StreamSPAS

• Compressed sparse row (CSR)

• Compressed sparse column (CSC)

• Hypergraph edge storage (HES) for pattern symmetric matrices

• Element-by-element storage (EBES) for FEM matrices
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The CSR and CSC storage schemes are conventional storage schemes for sparse matrices, see for
example Saad [25]. The hyperedge storage scheme (HES) assumes pattern symmetry of the sparse
matrix. HES stores pairs of matrix elements symmetrically located about the diagonal of the
matrix. The amount of storage needed in the hyperedge storage scheme is identical to the CSR and
CSC storage schemes. The element-by-element scheme (EBES) assumes a finite element method
and represents the global matrix-vector product as the sum of smaller elementwise matrix-vector
products. EBES has larger memory storage requirements than found in CSR, CSC and HES
but algorithms utilizing the EBES scheme exploit the performance benefits of performing dense
elementwise matrix-vector operations. Each data structure suggests a different sparse matrix-
vector algorithm. Let A denote an m ×m matrix with nonzero entries stored using some sparse
representation. The task at hand is the calculation of the sparse matrix-vector product

A~x = ~y

for densely stored vectors ~x and ~y each containing m entries.

• Algorithm SpMatVecCSR. Let ~ri denote the i-th row of the matrix A,

A =




~r0
...

~rm−1


 .

The matrix-vector product is computed as m independent dot products,

yi = ~ri · ~x , i = 0, . . . ,m− 1 .

The streaming processor implementation of this algorithm requires memory gather operations.

• Algorithm SpMatVecCSC. Let ~ci denote the i-th column of the matrix A,

A = [~c0, . . . ,~cm−1] .

The matrix-vector product is computed as a linear combination of matrix columns,

~y =
m−1∑

i=0

xi~ci .

The streaming processor implementation of this algorithm requires scatter-op operations to
memory.

• Algorithm SpMatVecHES. Let e denote a hyperedge in the graph of the sparse matrix. The
matrix-vector product is computed as

A~x = Adiag~x+
∑

e∈hyperedges
Ae~xe

where Ae and ~xe are restrictions of A and ~x to an edge of the hypergraph. This algorithm
utilizes a mixture of gather and scatter-ops to memory when implemented on the Merrimac
hardware.

• Algorithm SpMatVecEBES. Let k denote an element in a FEM mesh. The matrix-vector
product is computed as

A~x =
∑

k∈mesh
Ak~xk
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where Ak and ~xk are the element contributions to the global matrix and vector. This algorithm
requires more storage and has extra arithmetic operations when compared to the previous
algorithms but has elementwise dense matrix-vector operations which perform well on the
Merrimac hardware.

These algorithms have been ported to StreamC/KernelC so that hardware performance can be
measured using the Merrimac hardware simulation tools. Figures 4.25-4.26 chart performance of
these algorithms (note logarithmic scale axis) when compared to a Pentium 4 processor running at
2.8Ghz. Both the Merrimac and Pentium 4 calculations for algorithms such as SpMatVecCSR

Figure 4.25: Pentium 4 performance on the StreamSPAS kernels

Figure 4.26: Single chip Merrimac performance on the StreamSPAS kernels

are performance limited by the bandwidth to memory. In this case, the 20x improvement in
memory bandwidth of the Merrimac architecture over the Pentium 4 architecture translates into a
similar overall performance gain. Future work will include matrix element compression strategies
for reducing the memory bandwidth requirements and increasing the overall performance on both
the Pentium 4 and Merrimac architectures.

The use of unstructured meshes in StreamFEM and StreamSPAS necessitates irregular data
access from/to main memory. The Merrimac hardware design includes full support for hardware
gather/scatter operations that are heavily utilized by these applications. In addition, a stream cache
and indexable SRF have been added to the hardware design. The StreamFEM and StreamSPAS
applications provide two of the most severe tests of these added hardware features and the entire
memory subsystem of the Merrimac design.
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4.4.3 StreamFLO

StreamFLO is a finite volume 2D Euler solver that uses a non-linear multigrid algorithm. The
original FORTRAN code (FLO82) was written by Prof. Jameson and this approach is used in
many industrial and research codes. The choice of the code was motivated by the need for a
complete application that was representative of a typical CFD application, without unnecessary
complexity.

Governing equations and discretization

The equations solved are the 2D Euler equations written in conservative form:

d

dt

∫∫

Ω

w dx dy +

∮

∂Ω

(f dy − g dx) = 0,

where w = {ρ, ρu, ρv, ρE} is the vector of conserved flow variables, and f , g are the Euler flux
vectors

f =





ρu
ρu2 + p
ρuv
ρuH




, g =





ρv
ρuv

ρv2 + p
ρvH




.

This set of equations is completed by an equation of state for the pressure:

p = (γ − 1)ρ

[
E − 1

2
(u2 + v2)

]
.

A cell-centered finite-volume formulation is used to solve the equations together with multigrid
acceleration. Time integration is performed using a five stage Runge-Kutta scheme.

d

dt
(wij Vij) +R(wij) = 0.

On the fine mesh, a symmetric limited positive H-CUSP scheme [26, 27] is used for artificial dissi-
pation, while on the coarse meshes, a standard JST (Jameson-Schmidt-Turkel) scheme is employed.

Results

We have two implementations of the Brook language: one is a compiler that translates Brook to C
and then links with a set of runtime libraries for the stream manipulation. The other is a compiler
that produces code for a cycle-accurate simulator based on the Imagine tools. We use the first
implementation to check correctness, perform language studies and to run on standard hardware
(the compiler is based on gcc and runs on several platforms). The second tool is used to predict
performance of the code on actual hardware (when it becomes available). Both tools are still under
development and the optimization is far from optimal. The results from the first simulations are
very encouraging. The schedule of the kernel for the computation of the diffusive flux using a
symmetric limited positive H-CUSP scheme is shown in figure 4.27. This kernel currently runs at
37 GFlops, 58% of the peak performance. Improving the set up of the stencil operator (that is now
using only 20% of the resources) will bring the sustained performances up to 50 GFlops, close to
80% of peak.

A run with a single multigrid level was completed on the hardware simulator, and the whole code
was able to sustain 11.4 GFlops. This simulation was run on a version of the simulator that included
four multiply/add units per cluster (for a peak performance of 64 GFlops/node) rather than the
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Figure 4.27: Kernel schedule for the H-CUSP dissipative flux calculation: Cycles are marked
vertically on the left and the different columns correspond to the various resources of the SIMD
cluster used. The 4 left-most columns in the magnified section are the 4 multiply and add units,
the fifth column represents the lookup table for the inverse and square-root operations. The 3
right-most columns are related to the intracluster communications.

four integrated Multiply and Add units (128 GFlops/node) that are in the current design. In this
result, divides are counted as single floating point operations, even though each divide requires
several multiplication and addition operations when executed on this hardware. The performance
will double if we counted all the multiplies and adds required for divisions as well.
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Future work

A 3D Navier-Stokes solver is being developed to further study the validity of the approach. The
solver contains a large portion of the execution kernels of the three-dimensional, Reynolds Averaged
Navier-Stokes flow solver TFLO and is intended to provide performance benchmarks for realistic,
industrial-strength flow applications. This new solver will be written in a new variant of the Brook
language called Brooktran. Brooktran is identical to FORTRAN 95 in its syntax and contains
extensions to handle streaming constructs.

4.4.4 StreamMD

Molecular Dynamics is a technique to compute kinetic and thermodynamic properties of a molecular
system. We used GROMACS[28] as the basis code for our simulation. GROMACS is a versatile
package to perform molecular dynamics, i.e. simulate the Newtonian equations of motion for
systems with hundreds to millions of particles. It is primarily designed for biochemical molecules
like proteins and lipids. We chose this code as GROMACS provides extremely high performance
compared to all other programs.

In GROMACS, the motion of the atoms is computed using the laws of classical mechanics.
GROMACS solves Newton’s equations of motion for a system of N interacting atoms:

d2ri
dt2

=
Fi
mi

, i = 1, . . . N

where d2ri/dt
2 is the acceleration, Fi is the force and mi the mass.

At each time step, most of the computational cost expense goes into computing the forces on
all particles, in particular the non-bonded forces. Their most common form is:

Vnb =
∑

i,j

[
1

4πε0

qiqj
rij

+

(
C12
r12ij
− C6
r6ij

)]

The first term contributes to Coulomb interaction while the second contributes to Lennard-Jones
interaction. C12 and C6 depend on which particle types constitute the pair.

Calculating the non-bonded force normally accounts for 90-95% of the runtime in C/Fortran
code. To reduce this cost, we use a cutoff at a chosen distance rc in the calculation of intermolecular
interactions. Only the particles within rc contribute to the energy of a particle i and they constitute
the neighbor list of i. A neighbor list is maintained for each particle to speed up force calculation.

Using Merrimac, we simulated a box of 900 water molecules. To get the best performance
out of Merrimac we made the following modifications to GROMACS. Each central molecule has
a different number of neighbors within its rc. However for performance we want to have neighbor
lists of fixed length (for example 16). We loop over all the central molecules c and store their
indices in the index array i central and the corresponding 16 indices of the neighbors in i neighbor.
If a certain c has fewer than 16 molecules within the radius rc, dummy molecules are added at the
end of its neighbor list. Dummy molecules are given a position far away enough from c so that
their interaction with c is negligible. If a certain c has more than 16 neighbors, for example 26,
c appears twice in i central as c1 and c2. c1 has the first 16 neighbors in its neighbor list and c2
has the other 10 neighbor molecules plus 6 dummy molecules. We therefore end up with an array
i neighbor which has a length 16 times the length of i central (see Table 4.6).

However, this data arrangement is still not sufficient to take advantage of the parallel processing
capabilities of each cluster. Merrimac is organized such that each consecutive record in an input
stream is sent to the next consecutive cluster. Since we want all clusters to work in parallel without
any data dependencies between them, we have to reformat our i neighbor stream. Instead of storing
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Original molecule list (No. 900 is the far-away dummy molecule)

0 1 2 3 · · · 900

Center molecule list: i central (the superscript numbers indicate how many times the c molecule’s
index has been repeated.)

01 02 11 12 13 21 · · · 900n

Neighbor list: i neighbor (The subscript numbers indicate the 16 neighbors of each center molecule.)

011 · · · 0116 021 · · · 0216 111 · · · 1116 121 · · · 1216 131 · · · 1316 · · ·

Table 4.6: Data lists and construction of the neighbor list

the 16 neighbors of one molecule successively, as in 011, 0
1
2, 0

1
3 . . . , we store the neighbors of 16

different central molecules as an interspersed group. Between each neighbor of a specific central
molecule there are 15 neighbors of other central molecules. With this format, all the neighbors of a
certain central molecule are sent to the same cluster, so that the cluster can carry out that central
molecule’s force calculation completely without needing data from any other cluster.

Table 4.7 illustrates the final format of i neighbor. The data are loaded one group after another,
going from left to right and then from the top to the bottom, until the end of the neighbor i stream.

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16

011 021 111 121 · · · · · · · · · · · ·
012 022 112 122 · · · · · · · · · · · ·
· · · · · · · · · · · · · · · ·

0116 0216 1116 1216 · · · · · · · · · · · ·

Table 4.7: Rearranged i neighbor. Example with 16 clusters.

When the computation is over, the total force on the central molecule is saved to the output force
stream, force central. The output force stream is indexed according to i central. In this format,
central molecules whose index is repeated in i central because they have more than 16 neighbors
are listed multiple times with partial forces only. The final step of the application consists in
scatter-adding this partial force stream into a total force stream. This operation was accomplished
using the hardware scatter-add support.

Optimization and Performance on Merrimac

Optimization of the code occurred in two phases. First, the kernel code dealing with force com-
putation was optimized by use of software pipelining and loop unrolling. Then, the I/O stream
operations were optimized via stripmining of the kernel calls.

Optimization of the Kernel.
To analyze the effect of optimizations made to the kernel, we rely on the kernel schedules gen-

erated by the visualizer tool. Figure 4.28 is the original kernel schedule prior to any optimizations.
At this stage, the kernel is roughly 140 cycles long. Prior to the 45th cycle, the functional units



204 CHAPTER 4. MERRIMAC: THE STREAMING SUPERCOMPUTER

are used only sporadically and with very little operation overlap, despite the fact that the kernel
contains 9 independent atom-atom interaction force calculations.

After unrolling the kernel loop and pipelining the code, the kernel schedule improves dramati-
cally, as shown in Figure 4.29. Note that in Figure 4.29, the loop is unrolled twice, meaning that
the roughly 165 cycles that make up this schedule represent what would previously have taken two
iterations, or roughly 280 cycles, to complete. In Figure 4.29, Numbers along the vertical axis are
number of cycles. The various functional units are on the horizontal axis.
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Figure 4.28: Kernel without any optimization
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Figure 4.29: Kernel after optimization

I/O Stream Operations:
Between kernels, the application is always loading the next kernel’s data and saving the previous

kernel’s data. The resources used by these I/O stream operations, apart from SRF space, are
totally different from the resources used by the computationally intensive kernel. Hence, a perfectly
optimized application usually performs almost all its I/O stream operations (e.g. reads/writes
between memory and SRF) in parallel with its kernels.

In this application, the I/O stream operations associated with each kernel call are three stream-
Gathers to load input and a streamScatterAdd to save output. The scheduler was used to anal-
yse the I/O stream operations. Without any “manual” optimization, the schedule shows double-
buffering and indicates that around 150 kernel chunks are called during the application, although
all the input data should be able to fit in the SRF in 25 attempts. This inefficiency was removed
by manually choosing strip sizes so that all input streams are fed into the SRF evenly. Each kernel
chunk then uses all the data in the SRF so that the SRF can be completely cleared and reloaded
with new data between kernel chunks. After manual stripmining, the total number of cycles in the
application reduces by 13%.

Still, several delays in the I/O stream operations remain. Some load operations that are wholly
independent of a running kernel chunk do not occur until the kernel chunk finishes. These delays
cause large gaps between kernel chunks. A closer inspection revealed that those delays are due



4.4. MERRIMAC APPLICATIONS 205

to an insufficient number of MARs (Memory Address Registers). We initially ran the simulator
assuming the hardware had only 8 MARs, like the Imagine chip. However, further testing revealed
that 22 MARs are needed to run the I/O stream operations without MAR-induced stalling. More
importantly, the strip sizes we chose optimally fit the data for one kernel chunk into the SRF,
making it near impossible to load any data for the next kernel chunk until the current kernel chunk
finished. We addressed this problem by halving the strip-size of the input streams and unrolling the
kernel-calling loop twice. The resultant schedule produced after these changes detracted another
240,000 cycles from the application by virtually eliminating the gaps between each kernel chunk.
Figure 4.31 is a zoomed in view of the final schedule, placed alongside a zoomed in view of the
schedule with 8 MARs (Figure 4.30).
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61 Lo ad f r om MAR 2 t o SD R14 wi t h SDRI dx 13 f o r < no

54 Sa ve  t o  MAR1  f r om  S DR 12 f o r '< no nam e> * '62 Sa ve  t o  MAR4  f r om  S DR 14 f o r '< no na me > * '70 Ru n 'm ol e' at  MPC 0 wi t h  S DRs

78 Lo ad f r om  MAR0  t o  SD R1 6 f o r '< no na me > * '

79 Lo ad f r om  MAR7  t o  SD R2  wi t h  S DRI dx 16 f o r '< � � � � � e> * '

80 Sa ve  t o  MAR1  f r om  S DR2  f o r '< no nam e> * '

86 Lo ad f r om MAR3 t o SD R17 f o r '< n o n am e> * '
87 Lo ad f r om  MAR2  t o  S DR1 8 wi t h  S DRI dx 17 f o r '< no 

na me > * '

71 Sa ve  t o  MAR5  f r om  S DR 15 f o r '< no na me > * '

73 Sa v e  t o  MAR 6 f r o m SDR15 wi t h  SDRI d x 9 f o r '< n o  n a m e > * '

94 Lo ad f r om  MAR5  t o  SD R8  wi t h  S DRI dx 19 f o r '< � � � � � e> * '
88 Sa ve  t o  MAR4  f r om  S DR 18 f o r '< no nam e> * '

95 Sa ve  t o  MAR7  f r om  S DR8  f o r '< no nam e> * '103 Ru n 'm ol e' at  MPC 0 wi t h  S DRs

110 Lo ad f r om  MAR3  t o  S DR1  f o r '< no na me > * '

111 Lo ad f r om  MAR2  t o  S DR 10 wi t h  SD RI dx 1 f o r '< no 

> * '
112 Sa ve  t o  MAR4  f r om  S DR1 0 f o r '< no na me > * '

118 Lo ad f r om MAR6 t o SD R21 f o r '< n o nam e> * '

119 Lo ad f r om  MAR5  t o  SD R2 2 wi t h  S DRI dx 21 f o r '< no 

na me > * '

104 Sa ve  t o  MAR0  f r om  S DR2 0 f o r '< no na me > * '

106 Sa ve  t o  MAR1  f r om  S DR 20 wi t h  S DRI dx 16 f o r '< no  

na me > * '
120 Sa ve  t o  MAR7  f r om  S DR2 2 f o r '< no na me > * '

125 Lo ad f r om  MAR 1 t o  SD R 23 f o r '< no nam e> * '

126 Lo ad f r om  MAR0  t o  SD R1 5 wi t h  S DRI dx 23 f o r '< no 

na me > * '

127 Sa ve t o MAR 2 fr om SD R15 f o r '< n o n am e> * '135 Ru n 'm ol e' at  MPC 0 wi t h  S DRs
143 Lo ad f r om MAR 6 to SD R 25 f o r '< n o nam e> * '
144 Lo ad f r om  MAR5  t o  SD R2  wi t h  S DRI dx 25 f o r '< no 

na me > * '

145 Sa ve t o MAR 7 fr om SD R2 f o r '< n o nam e> * '151 Lo ad f r om  MAR1  t o  S DR 26 f o r '< no nam e> * '

152 Lo ad f r om  MAR0  t o  SD R2 7 wi t h  S DRI dx 26 f o r '< no 

na me > * '

153 Sa ve  t o  MAR2  f r om  S DR 27 f o r '< no na me > * '

136 Sa ve  t o  MAR3  f r om  S DR2 4 f o r '< no na me > * '

138 Sa ve t o MAR4 f r om SD R24 wi t h SDRI dx 1 f o r '< n o

Figure 4.30: Schedule with 8 MARs
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297 S t MAR0 f S DR 14 f ' * '322 R un 'm ol e' at  MPC 0 wi t h  SD Rs
334 L d f MAR 14 SD R 7 i h SD RI d 19 f '339 Lo ad f r om MAR18 to SD R10 fo r '< n o n am e> * '

340 Lo ad f r om  MAR1 7 t o  SD R8  wi t h  SD RI dx 10 f o r '< no 

nam e> * '

346 Lo ad f r om MAR20 to SD R16 it h S DR Id 20 f o r '< n o
347 S MAR 22 f S DR 16 f ' * '

341 Sa ve  t o  MAR19 f r om  SD R8  f o r '< no nam e> * '

327 L d f MAR 12 SD R 6 f ' * '354 R un 'm ol e' at  MPC 0 wi t h  SD Rs
329 Sa ve t o MAR 13 fr om SD R6 wi t h SD RI dx 18 f o r '< n o

365 Lo ad f r om MAR5 to SD R15 fo r '< n o n am e> * '361 S t MAR3 f S DR 11 f ' * '
366 Lo ad f r om  MAR4  t o  SD R1 2 wi t h  SD RI dx 15 f o r '< no 

nam e> * '
372 Lo ad f r om MAR7 to SD R13 it h S DR Id 22 f o r '< n o
373 Sa ve t o MAR 9 fr om SD R13 fo r '< n o n am e> * '

367 Sa ve  t o  MAR6  f r om  SD R1 2 f o r '< no nam e> * '

355 S t MAR0 f S DR 14 f ' * '380 R un 'm ol e' at  MPC 0 wi t h  SD Rs
397 Lo ad f r om MAR18 to SD R10 fo r '< n o n am e> * '

393 S MAR 16 f S DR 7 f ' * '
398 Lo ad f r om  MAR1 7 t o  SD R8  wi t h  SD RI dx 10 f o r '< no 

nam e> * '

404 Lo ad f r om MAR20 to SD R16 it h S DR Id 20 f o r '< n o
405 S MAR 22 f S DR 16 f ' * '

399 Sa ve  t o  MAR19 f r om  SD R8  f o r '< no nam e> * '

385 L d f MAR 12 t S DR 6 f ' * '412 R un 'm ol e' at  MPC 0 wi t h  SD Rs
387 Sa ve t o MAR 13 fr om SD R6 wi t h SD RI dx 18 f o r '< n o

423 Lo ad f r om MAR5 to SD R15 fo r '< n o n am e> * '419 S t MAR3 f S DR 11 f ' * '
424 Lo ad f r om  MAR4  t o  SD R1 2 wi t h  SD RI dx 15 f o r '< no 

nam e> * '
430 L d f MAR 7 t S DR 13 it h S DR Id 22 f '
431 Sa e t o M AR 9 fr om SD R13 fo r '< n o n am e> * '

425 Sa ve  t o  MAR6  f r om  SD R1 2 f o r '< no nam e> * '

413 Sa ve t o MAR0 fr om SD R14 fo r '< n o n am e> * '438 R un 'm ol e' at  MPC 0 wi t h  SD Rs

455 Lo ad f r om MAR18 to SD R10 fo r '< n o n am e> * '
451 S MAR 16 f S DR 7 f ' * '

456 Lo ad f r om  MAR1 7 t o  SD R8  wi t h  SD RI dx 10 f o r '< no 

nam e> * '
462 L d f MAR 20 t S DR 16 it h S DR Id 20 f '
463 S t MAR22 f S DR 16 f ' * '

457 Sa ve  t o  MAR19 f r om  SD R8  f o r '< no nam e> * '

443 L d f MAR 12 SD R 6 f ' * '470 R un 'm ol e' at  MPC 0 wi t h  SD Rs
445 Sa ve t o MAR 13 fr om SD R6 wi t h SD RI dx 18 f o r '< n o

481 Lo ad f r om MAR5 to SD R15 fo r '< n o n am e> * '477 S MAR 3 f S DR 11 f ' * '
482 Lo ad f r om  MAR4  t o  SD R1 2 wi t h  SD RI dx 15 f o r '< no 

nam e> * '
488 L d f MAR 7 t S DR 13 it h S DR Id 22 f '
489 S MAR 9 f S DR 13 f ' * '

483 Sa ve  t o  MAR6  f r om  SD R1 2 f o r '< no nam e> * '

471 S MAR 0 f S DR 14 f ' * '496 R un 'm ol e' at  MPC 0 wi t h  SD Rs
513 Lo ad f r om MAR18 to SD R10 fo r '< n o n am e> * '
514 Lo ad f r om  MAR1 7 t o  SD R8  wi t h  SD RI dx 10 f o r '< no 

nam e> * '
520 L d f MAR 20 t S DR 16 it h S DR Id 20 f '
521 S t MAR22 f S DR 16 f ' * '

Figure 4.31: Schedule with 22 MARs

Merrimac vs. Pentium:
After fully optimizing the application, we found that it will take the Merrimac supercomputer

1.1 million cycles to perform a complete force calculation for a system of 900 water molecules. If
Merrimac runs at the projected 1 GHz speed, the force calculation should take roughly 1.1 ms on
the actual chip. Meanwhile, a standard Pentium 4 1.7 Ghz processor computer took 62 ms to run
the same force calculation in about 105 million cycles. According to the cycle-accurate simulator,
the Merrimac chip will compute 22 GFLOPS, which is 39 times more than the Pentium chip could
manage at 0.56 GFLOPS.
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