


 



The Center for Integrated Turbulence Simulations was established at Stanford University in Septem-
ber 1997, as one of five university centers in the Academic Strategic Alliances Program of the De-
partment of Energy’s Accelerated Strategic Computing Initiative. This report outlines the Center’s
technical work during its final year of operation.
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Preface

This report contains an account of the research performed in the final year of the National Nuclear
Security Administrations Advanced Simulation and Computing project at Stanford, which ended on
September 30, 2008. This project led to the establishment of the Center for Integrated Turbulence
Simulations, CITS, at Stanford, which had as its overarching problem, an end to end numerical
simulation of a realistic gas-turbine engine. The Pratt and Whitney 6000 engine was the target
of CITS integrated simulations. The work was carried out in close collaborations with colleagues
at Pratt and Whitney who generously provided detailed geometry of the engine as well as their
insights and a wealth of experience in both physical as well as engineering aspects of the problem.

The report is divided into three parts. In Chapter 1, the final integrated simulations are
described. All turbomachinery (fan, compressors and turbines) calculations were performed using
the Reynolds Averaged Navier Stokes (RANS) equations using a block-structured algorithm. The
corresponding code is named SUmb and is highly optimized for execution on massively parallel
computers. The combustor and its inlet diffuser were simulated using the large eddy simulation,
LES, technique. An unstructured mesh algorithm for multi-phase, variable density reacting flows
was developed for LES. This code, named CDP, is perhaps the most important legacy of this
Center; it represents a major advance in the state of the art for high fidelity numerical simulation
of complex turbulent flows. For integrated calculations the two codes were linked via CHIMPS,
a parallel software for code coupling developed at CITS. CHIMPS is another important legacy of
CITS and has received considerable attention from industry.

The report describes the effect of component interactions. There are several practical issues as-
sociated with component interactions in engines such as hot streak migration from the combustor to
the turbine. These interactions can only be understood through integrated simulations. The CITS
data from the integrated calculations of PW6000 have been delivered to the United Technologies
Research Center for detailed analysis.

The combustion model in CDP was improved by adding a transport equation for scalar variance
and an improved NOx model. In addition, an all too rare comprehensive grid refinement study in
CDP was conducted, and the sensitivity of various quantities to grid resolution is reported herein.
As expected, gross quantities, such as pressure drops, flow splits and mean exit temperature profile
are insensitive to mesh resolution, whereas pollutant concentrations show significant sensitivity.

In Chapter 2, we report on CITS program on verification and uncertainty quantification of
numerical output, which was started about two years ago. As part of this effort an improved
fractional step time advancing algorithm was introduced in CDP. In addition, significant progress
was made in the development and use of the method of manufactured solutions for multi-physics
flow problems. Significant progress was also made in the development and efficient execution of
adjoint equations for unsteady flow problems in complex geometries. We demonstrated the use of
adjoint solution for uncertainty quantification of numerical solutions and its use to accelerate the
Monte Carlo method and estimation of tail probabilities in risk analysis.

Finally, in Chapter 3 of this report we describe three applications of CDP to important techno-
logical problems: aerodynamic noise, liquid jet atomization and separation control using synthetic
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jets mounted on aircraft wings. Our aim is to demonstrate that the impact of the ASC program
has and will continue to reach far beyond simulation of jet engines. The high fidelity numerical
simulation tools developed in CITS have led to enabling technologies in many areas where fluid
flow plays an important role. At Stanford, the ASC Program significantly elevated the sophisti-
cation and maturity of computational science research and education. In particular, through the
mentorship by the NNSA scientists in various advisory committees, we learnt a great deal about
conducting interdisciplinary research.

Parviz Moin
Director, CITS

vi



Contributors to the Report

The report was assembled and edited by Dr. Donghyun You and Prof. Parviz Moin.

The jet-engine simulation chapter (Chap. 1) was contributed by:

• Integrated entire jet-engine simulations: Prof. Parviz Moin, Prof. Heinz Pitsch, Prof. Gianluca
Iaccarino, Dr. Gorazd Medic, Dr. Donghyun You, Dr. Frank Ham, Dr. Seonghyeon Hahn,
Dr. Edwin van der Weide.

• Standalone combustor simulations: Prof. Parviz Moin, Dr. Donghyun You, Dr. Frank Ham.

The predictive science chapter (Chap. 2) was contributed by:

• CDP for LES of low-Mach combustion: Prof. Parviz Moin, Dr. Frank Ham.

• Method of manufactured solutions: Prof. Parviz Moin, Dr. Frank Ham, Lee Shunn.

• Uncertainty quantification using adjoint method: Prof. Parviz Moin, Prof. Gianluca Iaccarino,
Dr. Frank Ham, Qiqi Wang, Tonkid Chantrasmi.
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Chapter 1

Jet-Engine Simulation

1.1 Integrated Entire Jet-Engine Simulations

1.1.1 Introduction

The interaction between different components of a jet engine represents a very important aspect of
the engine design process. Sudden mass flow-rate changes induced by flow separation and pressure
waves, interaction of the unsteady wakes originating from the fan blades with the low-pressure
compressor, high temperature streaks interacting with the first stages of the turbine are all complex
unsteady phenomena that cannot be simply accounted for through boundary conditions of a single
component simulation. Only simulations that integrate multiple engine components can describe
these flow features accurately.

Today’s use of computational fluid dynamics (CFD) in gas turbine design is usually limited
to component simulations. The demand on the models to represent the large variety of physical
phenomena encountered in the flow path of a gas turbine mandates the use of a specialized and
optimized approach for each component. The flowfield in the turbomachinery portions of the
domain is characterized by both high Reynolds numbers and high Mach numbers. The prediction
of the flow requires the precise description of the turbulent boundary layers around the rotor and
stator blades, including tip gaps and leakage flows. A number of flow solvers that have been
developed to address this kind of problem have been in use in industry for many years. These flow
solvers are typically based on the Reynolds-averaged Navier-Stokes (RANS) approach. Here, the
unsteady flowfield is ensemble-averaged, removing all the details of the small-scale turbulence; a
turbulence model becomes necessary to represent the effects of turbulence on the mean flow.

The flow in the combustor, on the other hand, is characterized by multi-phase flow, intense
mixing, and chemical reactions. The prediction of turbulent mixing is greatly improved using flow
solvers based on large-eddy simulations (LES). While the use of LES increases the computational
cost, LES has been the only predictive tool able to simulate consistently these complex flows. LES
resolves the large-scale turbulent motions in time and space, and only the influence of the smallest
scales, which are usually more universal and hence, easier to represent, has to be modeled (Ferziger
1996; Sagaut 2002). Since the energy-containing part of the turbulent scales is resolved, a more
accurate description of scalar mixing is achieved, leading to improved predictions of the combustion
process, as shown by Raman & Pitsch (2005). LES flow solvers have been shown in the past to
be able to model simple flames and are currently being adapted for use in gas turbine combustors,
e.g., Poinsot et al. (2001) and Constantinescu et al. (2003).

In order to compute the flow in the entire jet engine, one needs to couple RANS and LES solvers.
We have developed a software environment that allows a simulation of multi-component effects by
executing multiple solvers simultaneously. Each of these solvers computes a portion of a given
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Figure 1.1: Decomposition of the engine for flow simulations.

flow domain and exchanges flow data at the interfaces with its peer solvers (see figure 1.1). The
approach to couple two or more existing flow solvers has the distinct advantage of building upon
the experience and validation that has been put into the individual codes during their development.
It provides the possibility of running simulations in different domains at different time steps, and
provides a higher degree of flexibility. We will demonstrate this approach in a simulation of a 20o

sector of the entire gas turbine jet engine, encompassing the fan, low- and high-pressure compressor,
combustor, high- and low-pressure turbine, and the exit nozzle. We will show that such a simulation
can deliver important insight into the physics of interaction between different engine components
within a manageable turnover time, which is necessary to be useful in the design process of an
engine.

1.1.2 Flow solvers

For the integrated computations presented here, we use flow solvers that are well-suited and tested
for the individual components: a RANS flow solver for the turbomachinery parts and an LES flow
solver for the combustor. These solvers were further adapted for efficient use on massively parallel
platforms of up to several thousand CPUs, which are needed for these integrated computations of
an entire jet engine.

A. RANS solver

The RANS flow solver used in the computations is the SUmb code developed at the Aerospace Com-
puting Lab (ACL) at Stanford. The flow solver computes the unsteady Reynolds-averaged Navier-
Stokes equations using a cell-centered discretization on arbitrary multi-block meshes (see Yao et
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Figure 1.2: CHIMPS approach: solvers communicate location of their interface points and their
mesh and solution to the coupler. The coupler determines how to provide information to the solver
at the interface nodes.

al. 2000). The solution procedure is based on efficient explicit modified Runge-Kutta methods
with several convergence acceleration techniques such as multi-grid, residual averaging, and local
time-stepping. These techniques, multi-grid in particular, provide excellent numerical convergence
and fast solution turnaround. The turbulent viscosity is computed from a k − ω two-equation tur-
bulence model and adaptive wall functions are employed to compute the boundary conditions. The
dual time-stepping technique of Jameson (1991), Alonso et al. (1995), and Belov et al. (1996) is
used for time-accurate simulations that account for the relative motion of moving parts as well as
other sources of flow unsteadiness.

B. LES solver

The LES flow solver used for the current study is the CDP code developed at the Center for
Turbulence Research (CTR) at Stanford. The numerical algorithms and their implementation are
described in detail by Ham & Iaccarino (2004) and Mahesh et al. (2006). Here we summarize
the main features of the methodology. The filtered Navier-Stokes equations are solved in an un-
structured grid system using a Smagorinsky-type subgrid-scale (SGS) model of Germano et al.
(1991). The integration method used to solve the governing equations is based on a fully implicit
fractional-step method. All terms, including cross-derivative diffusion terms, are advanced in time
using the Crank-Nicholson method.

The Cartesian components of momentum, density, and pressure are stored at the nodes of the
computational elements. Once density is obtained from a flamelet library, the continuity equation
can be imposed as a constraint on the momentum field, with the time-derivative of density as a
source term. This constraint is enforced by the pressure, in a manner analogous to the enforcement
of the incompressibility constraint for constant density flows. The computational approach is to
first advance the mixture fraction and the progress variable. The flamelet library yields the density,
whose time-derivative is then computed. The momentum is predicted using the convective, viscous,
and pressure-gradient at first. The predicted value of the momentum is then projected such that
the continuity equation is satisfied.
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1.1.3 Multi-code coupler (CHIMPS)

A. Parallel environment

CHIMPS, our software integrator, assumes that the parallel environment is an MPI-based distributed-
memory environment where the total number of processors are broken up into a set of disjointed
groups, where each group has a unique user-specified name. A single group of processors can run
one or more applications required by the coupled simulation, and the group name should reflect
these associated applications for clarity in the driver script.

The CHIMPS initialization routine chimps initialize is one of only a few globally blocking
routines, and must be called from all processors in the global communicator chimpsComm (typically
identical to MPI COMM WORLD). This routine splits the global communicator based on a case-sensitive
comparison of the passed group names, and ultimately returns this split communicators as group
communicators for the subsequent initialization of the participating applications. It also builds a
matrix of possible interface communicators representing all possible unions of the groups. This
particular choice is of course not scalable in terms of the number of groups. However, it is efficient
for the relatively small numbers of groups typically used and allows the subsequent setting and
updating of interfaces to be called by only those groups participating in a particular interface. If
CHIMPS is used to couple much larger numbers of processor groups, some compile-time or run-
time preprocessing of the driver script may be necessary to determine the interface communicators
actually required during the coupled simulation. It is also an alternative to require users to specify
all interface pairings a priori as part of the initialization routine, in a separate input file, for
example.

The API routines that register geometric entities and their associated data to CHIMPS (e.g.,
chimps set- MeshGeom, chimps setMeshData, etc.) must be called collectively from all the proces-
sors in the group containing the geometry. At present, these routines actually create a copy of that
information in memory managed by CHIMPS. There is of course a memory overhead associated
with this copy. However, this choice has the advantage that no restriction or requirement is imposed
on the data structures associated with the application themselves. The only requirement is that
they should conform to the CHIMPS API to be delivered to CHIMPS.

The interface-related routines must be called also collectively by all processors of the two groups
participating in the interface of interest. In addition, the updateInterface routine takes an array
of interface names to allow an optimization of required communication when multiple independent
interfaces are to be updated at the same time, usually at the end of an unsteady time step.

B. Search algorithm

A geometric search procedure is an important element of CHIMPS, as data must be interpolated
on several grids. Moreover, due to a possibility of relative motion among different geometries, these
interpolations can be repeated every time step in an unsteady simulation. Therefore, an efficient
search algorithm with limited use of local memory is a prerequisite. Particular attention should be
paid to the memory requirement because an extremely large amount of total memory on modern
MPPs is usually due to the large number of processors, typically O(10, 000), and still the available
memory is quite often limited on a per-processor basis. For an extreme example, only the 256-MB
memory is available per processor in the DoE Lawrence Livermore BlueGene/L system.

For these reasons, CHIMPS performs searches in a memory-scalable way on the processors
containing the source geometry using a parallel binary-tree structure called alternating digital tree
(ADT) (Peraire & Bonet 1991; Aftosmis 1997). We note that this approach will only be scalable
in terms of computation time when the requests are distributed evenly over the source processors.
For cases where all the points being requested are contained in only one or a small subset of
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the source processors, this approach is clearly not scalable. There are better alternatives that
distribute the computational work more evenly among the participating processors; for example,
Plimpton et al. (2004) suggested the “rendezvous” approach where both source and destination
entities are migrated to a new partition and the actual interpolation is performed there. While
the current implementation of CHIMPS does not use such a sophisticated algorithm, the CHIMPS
API is specifically designed such that it does not preclude future use of more formally scalable
approaches.

The parallel ADT algorithm proceeds as follows: First, the bounding boxes of the local mesh
elements are created. These bounding boxes are characterized by the lower-left and the upper-right
coordinates and are therefore equivalent to a point in six-dimensional space. Every processor creates
a local six-dimensional ADT of the bounding boxes (figure 1.3). Logical rather than geometric
splits are used to avoid degenerate trees. The root leaves of the local trees are made available to all
processors (figure 1.4), such that the geometric range covered by each local tree is known on every
processor. Therefore, possible target trees can be determined for every point to be searched.

The global algorithm proceeds as follows:
• For every point to be searched, determine the target trees. Subsequently, determine the number
of local trees to be searched for the current set of points.
• Make this number available to all processors =⇒ Every processor can determine the total number
of points it has to search in the local tree.
• Determine the number of search rounds to avoid a possible memory bottleneck.
• Determine the sending and receiving processors for every search round.
• Loop over the search rounds.
− MPI alltoall to request data from processors.
− Send coordinates to be searched to the target processors.
− Perform the interpolation in the local tree to overlap between communication and computa-

tion.
− Loop over the number of processors for which I need to interpolate data in my local tree.

• Receive the coordinates.
• Interpolate the data in my local tree.
• Send interpolation data back to the requesting processor.

− Loop over the number of processors to which I sent coordinates.
• Receive the interpolation data.

The local search algorithm consists of a standard tree traversal, which leads to a limited number
of possible target elements. A simple linear search is then performed to find the element, which
either contains the point to be searched or minimizes the distance to this point. For the actual inter-
polation, the standard linear interpolation formula using finite element base functions (Zienkiewicz

For these reasons, searches are performed in a memory-scalable way on the processors containing the
source geometry (e.g. the mesh) using a parallel binary tree structure called a parallel Alternating Digital
Tree (ADT) 0. We note that this approach will only be scalable in terms of computation time when the
requests are distributed more-or-less evenly over the source processors. For cases where all the points being
requested are contained on only one or a small subset of the source processors, this approach is clearly
not scalable and better alternatives exist that distribute the computational work more evenly amongst the
participating processors; see for example the “rendezvous” approach described in Plimpton et al. 0, where
both source mesh and destination points are migrated to a new partition where the actual interpolation
is performed. While the current implementation of CHIMPS does not use such an algorithm, the API is
specifically designed such that it does not preclude the use of these more formally scalable approaches in the
future.

The parallel ADT algorithm proceeds as follows. First the bounding boxes of the elements of the local
grid are created. These bounding boxes are characterized by the lower left and the upper right coordinate
and are therefore equivalent to a point in 6 space dimensions. Every processor creates a local 6-dimensional
ADT of the bounding boxes (see figure 3). Logical rather than geometric splits are used to avoid degenerate
trees. The root leaves of the local trees are made available to all processors, see figure 4, such that the
geometric range covered by each local tree is known on every processor. Hence possible target trees can be
determined for every point to be searched.

The global algorithm proceeds as follows:

• Determine for every point to be searched the target trees and determine the number of local trees to
be searched for the current set of points.

• Make this number available to all processors =! Every processor can determine the total number of
points it has to search in the local tree.

• Determine the number of search rounds to avoid a possible memory bottleneck.

• Determine the sending and receiving processors for every search round.

• Loop over the search rounds

– MPI Alltoall to request data from processors.

– Send coordinates to be searched to the target processors.

– Perform the interpolation in the local tree to overlap between communication and computation.

Figure 3. Building of the local ADT. Logical rather than geometrical splits are used to avoid degenerate
trees. Figure taken from 0.
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Figure 1.3: Building of the local ADT. Excerpted from Aftosmis (1997).
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Figure 4. Gathering of the root leaves on all processors.

– Loop over the number of processors for which I need to interpolate data in my local tree

• Receive the coordinates.

• Interpolate the data in my local tree.

• Send interpolation data back to the requesting processor.

– Loop over the number of processors to which I sent coordinates.

• Receive the interpolation data.

The local search algorithm consists of a standard tree traversal, which leads to limited number of possible
target elements. A simple linear search is then performed to find the element, which either contains the point
to be searched or minimizes the distance to this point. For the actual interpolation the standard (tri-)linear
interpolation formula using finite element base functions 0 are used.

C. Cartesian vs. Cylindrical coordinates

In theory, the current CHIMPS implementation can support the exchange of information between geome-
tries described in any consistent orthogonal basis. Care must be taken, however, for cases where the mapping
to physical space is not single-valued, such as cylindrical coordinates near the planes ! = 0, 2". Additionally,
problems arise when vector data crosses periodic planes in a participating application and must be trans-
formed appropriately. For example, the case of vector data with cylindrical periodicity arises in the annular
simulations of turbomachinery components described below. To handle these and other cases, additional
parameters can be specified after geometries are registered with CHIMPS using the setMeshParam and
setPointParam routines. Some examples of their use are provided below.

D. Interpolation vs. Integration in CHIMPS

Volume integration interfaces play an important role in finite volume solvers. By definition, a stored
quantity #i in a finite volume code represents a control-volume averaged quantity,

#i =
!

Vi

#dx/Vi , (1)

with Vi the cell control volume. This implies that if two codes are to be coupled that employ overlapping or
intersecting grids, Eq. 1 must be solved to determine #i. For simplicity, it will be assumed in the following
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Figure 1.4: Gathering of the root leaves on all processors.

& Taylor 1997) are used.

C. Volume integration

Volume integration plays an important role in finite-volume solvers. By definition, a quantity φi
stored in a finite-volume code represents a quantity averaged over a control volume,

φi =
(∫

Vi

φdV
)
/Vi, (1.1)

where Vi is the volume of the i-th cell. This implies that if two codes are to be coupled on mutually
overlapping or intersecting grids with different levels of resolution, Eq. (1.1) must be solved to
determine φi. For simplicity, let us denote the two codes by codes A and B, having coarser and
finer meshes, respectively (figure 1.5a). In order to exactly construct φi of code A from φj ’s of code
B, CHIMPS first has to identify all cells of code B having any common volume with Vi (denoted by
F ; large green dots in figure 1.5b), calculate the common volume Vi,j (shaded blue areas in figure
1.5b) for each Vj with j ∈ F , and then solve

φi =

∑
j∈F

φjVi,j

 /Vi. (1.2)

that two codes, code A and code B, are to be coupled, with code B consisting of a fine mesh (blue) that
overlays parts of a code A coarse mesh (red), see left part of Fig. 5.

Let i be the code A cell in the lower right corner of Fig. 5. To calculate !i from code B data !j exactly,
CHIMPS has to first identify all cells G of code B, that have any common volume with Vi (large green dots
in center of Fig. 5), calculate the common volume Vi,j = Vi ! Vj (shaded blue areas in center of Fig. 5), and
then solve

!i =
!

j!G
!jVi,j/Vi . (2)

This exact formulation will be implemented in a future version of CHIMPS. The current version employs
a simpler, faster, approximate scheme that reverts back to the exact formulation in the case of exactly
overlapping grids, i.e. Vi,j = Vj or Vi,j = 0. The right side of Fig. 5 shows the more general case of not
exactly overlapping grids. In a first step, CHIMPS identifies all code B control volume centroids F that are
within Vj (large green dots in right of Fig. 5) and then solves

!i =
!

j!F
!jVj/

!

j!F
Vj . (3)

To utilize the integration interface in a driver program, the mesh of code A has to be registered as a
mesh entity and the cell centroids of code B have to be registered as a point entity. Furthermore, code B
has to provide the cell control volumes Vj in the codeB getPointData call. These then have to passed to
CHIMPS in the chimps setPointData with the variable name CELL VOLUME. An example implementation of
an integration interface in a driver program is listed in Appendix B.

The actual implementation of an integration interface in CHIMPS consists of the following steps:

1. generate ADT for code A’s mesh

2. send code B’s centroid coordinates xj to code A’s processors in a balanced way

3. find code A’s mesh element e(xj) that contains xj

4. send element information e(xj) back to code B’s processor that contains xj

5. build list of unique code A elements e"(xj) on each code B processor

6. build communication structure for e"(xj)

Figure 5. CHIMPS volume integration code B (blue grid) to code A (red grid), exact integration (center),
approximate integration (right).
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(a) (b) (c)

Figure 1.5: Volume integration using CHIMPS from code B (blue grid) to code A (red grid): (a)
grid configuration; (b) exact integration; (c) approximate integration.
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This exact formulation is complicated and requires numerous operation counts. Therefore, a
simpler approximate version is also coded that reverts back to the exact formulation in case of
exactly overlapping grids, where Vi,j is either Vj or 0. A more general case with non-matching grids
is shown in figure 1.5(c). In the first step, CHIMPS identifies all control-volume centroids of code
B that are within Vi (denoted by G; large green dots in figure 1.5c) and then solves

φi =
∑
j∈G

φjVj/
∑
j∈G

Vj . (1.3)

To utilize the integration interface in a driver program, mesh elements of code A and cell
centroids of code B have to be registered as a mesh and a point entity, respectively. Furthermore,
code B has to provide cell volumes Vj to the driver program, which are passed to CHIMPS via a
chimps setPointData call with the variable name CELL VOLUME. The actual implementation of an
integration interface in CHIMPS consists of the following steps:

1. Generate ADT for code A’s mesh
2. Send code B’s centroid coordinates xj to code A’s processors in a balanced way.
3. Find code A’s mesh element Ei(xj) that contains xj .
4. Send the element information of Ei(xj) back to code B’s processor corresponding to xj .
5. Build a list of code-B elements E′i corresponding to the same code-A element on each code-B
processor.
6. Build communication structure for E′i.
7. On each of code B’s processors, calculate φE′i(np) =

∑
j∈E′i

φjVj and VE′i(np) =
∑

j∈E′i
Vj , where

np is the processor rank.
8. Send φE′i(np) and VE′i(np) to code A’s processor containing Ei(xj).
9. On code A’s processors, calculate φi =

∑
np
φE′i(np)/

∑
np
VE′i(np).

Note that step 1 is necessary only once at the very initial time step if code A’s mesh remains
unchanged. Steps 2–6 can be also skipped from the second time step if both codes keep their
meshes unchanged. Furthermore, the ADT construction in step 1 is actually the same as that
for an interpolation interface from code A to code B. Therefore, in a common case where code B
requests interpolated data from code A and code A requests integrated data from code B, the ADT
also needs to be built only once, thereby reducing computational time.

The above algorithm ensures memory scalability even in an extreme case where all code-B
centroids are within a single code-A element. The dual-step integration, first on code B’s processors
in step 7 and next on code A’s processors in step 9, also minimizes actual parallel communication
and hence ensures an excellent scalability.

D. Verification of interpolation accuracy using analytic functions

Figure 1.6 shows a verification of search and interpolation routines implemented in CHIMPS for
all supported element types using an analytic linear and a nonlinear function. These tests confirm
that the implemented linear interpolations are indeed exact and second-order accurate for a linear
and a nonlinear function, respectively. Note that the significantly smaller error for hex elements is
an artifact of the sine function, and not a general property of the hexahedral interpolation.

E. Scalability

One of the crucial factors of the CHIMPS performance is its ability to scale up well even on
massively parallel, distributed-memory computer systems. In order to quantify the scalability, a
simple interpolation between two codes, named code A and code B, is performed, where both codes
exist on the same group of processors. In code A, N hexahedral elements are defined in a unit
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7. on code B’s processors calculate !e!(xj) =
!

j!e!(xj)
!jVj and Ve!(xj) =

!
j!e!(xj)

Vj

8. send !e!(xj) and Ve!(xj) to code A processor containing e"(xj)

9. on code A processors calculate !i =
!

np codeB !e!(xj)/
!

np codeB /Ve!(xj)

Note, that step 1 can be skipped if code’s A mesh has not changed, and steps 2-6 can be skipped, if
neither code A’s nor code B’s mesh has changed. Furthermore, the ADT build in step 1 is actually the same
as for an interpolation interface from code A to code B. Thus, in the common case that code B requests
interpolated data from code A, and code A requests integrated data from code B, the ADT needs to be build
only once, thereby reducing computational time, see also Sec. B.

The above algorithm ensures memory scalability even in the extreme case that all code B centroids are
within a single code A mesh element. Also, the dual-step integration, first on code B’s processors in step 7
and then on code A’s processors in step 9 ensures that actual parallel communication is kept to a minimum,
thereby ensuring excellent scalability.

IV. Software Verification

A. Analytical tests

The search and interpolation routines implemented in CHIMPS have been verified for all supported
element types using analytic linear and non-linear functions (see figure 6). These tests confirm that the
interpolations are linearly exact and second-order.

B. Scalability

One of the crucial features of the CHIMPS library is it’s ability to scale up well even on massively parallel,
distributed memory computer systems. In order to quantify the scalability, a simple interpolation coupling
of two codes, code A and code B is performed, see Appendix A. Both codes exist on the same group of
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Figure 6. Verification of interpolation error for a linear function (left), where interpolations are exact, and
for a non-linear function f = sin(x)sin(y)sin(z) (right), where convergence is second-order for all element
types. The significantly lower error coe!cient associated with hex elements is an artifact of this particular
analytic function, and not a general property of the hex interpolation.
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Figure 1.6: Verification of interpolation accuracy for a linear function (left), where interpolations
are exact, and for a nonlinear function f(x, y, z) = sin(x) sin(y) sin(z) (right), where convergence
is second-order for all element types.

cube, from which code B requests two interpolated scalar values at M randomly distributed points
inside the same unit cube. Both codes are themselves perfectly load-balanced.

Figure 1.1.3 shows the speed-up as a function of the number of processors for the first and
any subsequent updateInterface calls. Note that the ADT and communicators are built for the
first updateInterface call in addition to the data exchange and interpolation, whereas only the
latter two tasks are involved in any subsequent calls. To obtain a meaningful scaling relation, the
problem sizes N and M are increased once the speed-up drops off due to an insufficient number of
elements/points per processor. To ensure compatibility, the speed-up of the larger problem is then
scaled to the obtained speed-up of the smaller problem at the previous number of processors.

The observed speed-up for the initial updateInterface call is slightly hyper-linear. This is
due to the fact that the ADT construction and search scale hyper-linearly due to the smaller
tree sizes built on each processor. The subsequent calls to updateInterface also show excellent
scalability, with a noticeable drop-off in speed-up once the problem size becomes too small. In
practical applications, however, this drop-off would not be a significant problem since the subsequent
updateInterface calls are significantly faster than the initial call in terms of wall-clock time. For
example, in case of N = 536.9×106 and M = 134.2×106 on 256 processors, the wall-clock execution
time is 50.5 and 1.9 seconds for the initial and any subsequent updateInterface calls, respectively.

F. Numerical issues on interface coupling

Finally, we provide a simple but illustrative example to emphasize the potential importance of
numerical coupling techniques guaranteeing stability and accuracy of an integrated numerical sim-
ulation, which is currently left up to users.

We consider 2-D compressible Euler equations for a vortex convecting across the interface be-
tween two solution domains with different levels of resolution (figure 3.13), and compare two differ-
ent coupling methods. One is an overlap technique, where ghost cells in the overlap region are used
in combination with linear interpolations, which is currently the most typical approach in practice.
The other is a non-overlap technique that uses summation-by-parts (SBP) operators (for example,
see Mattsson & Nordström 2004) in combination with the simultaneous approximation term (SAT)
technique (Carpenter et al. 1994) to impose the interface conditions. The non-overlap technique
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processors. In code A, N hexahedral elements are defined in a unit cube, from which code B requests two
interpolated scalar values at M randomly distributed points inside the unit cube. Both codes are themselves
perfectly load-balanced.

Figure 7 shows the speed-up as a function of the number of processors for the first updateInterface

and any subsequent updateInterface call. Note that for the first updateInterface call the ADT and
communicators are build, the data is exchanged and the interpolation is performed, whereas for any subse-
quent updateInterface call, only the latter two steps have to be performed. To obtain a meaningful scaling
relation, the problem size, that is N and M , is increased once the speed-up drops o! due to an insu"cient
number of elements/points per processor. To insure compatibility, the speed-up of the larger problem is then
scaled to the obtained speed-up of the smaller problem at the previous number of processors.

The observed speed-up for the initial updateInterface is slightly hyper-linear. This is due to the fact that
the ADT build and search scales hyper-linear due to Edwin??. The subsequent calls to updateInterface

also show excellent scalability, with a noticeable drop-o! in speed-up once the problem size becomes too
small. However, in practical applications this drop-o! is not significant, since in terms of wall-clock time,
the subsequent calls to updateInterface are significantly faster than the initial call. For example, in the
N = 536.9 · 106 and M = 134.2 · 106 case on 256 processors the wall-clock execution time for the initial call
to updateInterface is 50.5s compared to 1.9s for any one of the subsequent calls.

V. APPLICATIONS

A. Annular pipe test case

A simple test case that mimics the geometrical features of the jet-engine environment (SUmb/CDP cou-
pling, rotational periodicity, swirling velocity) and which consists of three overlapping annular 90 degree pipe
sectors has been used to validate CHIMPS. Two annular pipe sectors were computed with the compressible
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# processors

Figure 7. CHIMPS scalability for initial updateInterface call (left) and subsequent updateInterface calls
(right) with N = 16.8 ·106 and M = 4.2 ·106 (red circles), N = 134.2 ·106 and M = 33.6 ·106 (green squares),
and N = 536.9 · 106 and M = 134.2 · 106 (blue triangles).
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N l2(ρ) q(ρ) l2(u) q(u) l2(v) q(v) l2(e) q(e)
41 -5.36 -4.29 -4.22 -3.90
61 -5.59 1.30 -4.51 1.30 -4.53 1.76 -4.13 1.30
81 -5.74 1.25 -4.67 1.22 -4.73 1.65 -4.28 1.22
101 -5.86 1.22 -4.78 1.18 -4.88 1.55 -4.40 1.20
121 -5.96 1.19 -4.87 1.15 -5.00 1.46 -4.49 1.17
141 -6.04 1.17 -4.95 1.13 -5.09 1.39 -4.56 1.15

Table 1.1: l2 error and convergence for an analytic Euler vortex convecting from coarse to fine
grids: overlapping technique.

can be proven stable and accurate in the case of matching grid lines, but here we use linear in-
terpolation to transfer the solutions on the common interface defined. The standard second-order
finite difference and fourth-order accurate Runge–Kutta method are used for space and time, re-
spectively. The vortex convects at the Mach number of M = 0.3, implying that there are both left-
and right-going characteristics.

Tables 1.1 and 1.2 compare the two methods, where N represents the number of interface
grid points on the coarse-mesh side, ρ, u, v, and e denote the fluid density, Cartesian velocity
components, and internal energy, respectively, and q indicates the order of accuracy obtained from
each variable. To evaluate accuracy and stability, we use the exact analytic solution describing
an isentropic vortex (Mattsson et al. 2006). The SAT method is shown to be second-order
accurate (design order) and remarkably robust, whereas the overlap technique shows only a first-
order accuracy. After a long-time integration, both methods turned out to be stable but the
non-overlap SAT technique is more accurate and certainly less expensive, since interpolation is
necessary only at the interface grid points. Note that the two schemes differ only at the grid
points on the interface (i.e., at x = 5 in figure 3.13). From this simple example, it is clear that
the linear-interpolation capability is only a necessary condition to create a high-fidelity integrated
simulation.
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significant amount of work must be done in both the driver program and the component applications / codes
themselves in order to guarantee the accuracy of the resulting integrated simulation.
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Figure 2. The Euler vortex problem for a SAT non-matching grid interface

N l2(!) q(!) l2(u) q(u) l2(v) q(v) l2(e) q(e)

41 -5.36 -4.29 -4.22 -3.90

61 -5.59 1.30 -4.51 1.30 -4.53 1.76 -4.13 1.30

81 -5.74 1.25 -4.67 1.22 -4.73 1.65 -4.28 1.22

101 -5.86 1.22 -4.78 1.18 -4.88 1.55 -4.40 1.20

121 -5.96 1.19 -4.87 1.15 -5.00 1.46 -4.49 1.17

141 -6.04 1.17 -4.95 1.13 -5.09 1.39 -4.56 1.15

Table 1. log(l2 " error) and convergence, 2nd order case. Interface coupling for analytic Euler vortex.
Overlapping technique on coarse to fine grid.

III. Technical Components

A. The parallel environment

CHIMPS assumes that the parallel environment is an MPI-based distributed-memory environment where
the total number of processors are broken up into a set of disjoint groups, where each group has a unique
user-specified name. A single group of processors can run one or more of the applications required by the
coupled simulation, and the group name should reflect these associated applications for clarity in the driver
script.

The CHIMPS initialization routine chimps initialize is one of only a few globally blocking routines, and
must be called from all processors in the global communicator chimpsComm (typically MPI COMM WORLD).
Chimps initialize splits the global communicator based on a case-sensitive comparison of the passed group
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Figure 1.7: The Euler vortex problem for an SAT non-matching grid interface.

N l2(ρ) q(ρ) l2(u) q(u) l2(v) q(v) l2(e) q(e)
41 -5.50 -4.30 -4.14 -3.96
61 -5.84 1.88 -4.64 1.90 -4.48 1.94 -4.29 1.89
81 -6.07 1.89 -4.88 1.93 -4.72 1.95 -4.53 1.91
101 -6.26 1.91 -5.07 1.94 -4.91 1.96 -4.72 1.93
121 -6.41 1.93 -5.22 1.95 -5.07 1.95 -4.87 1.94
141 -6.54 1.94 -5.35 1.96 -5.20 1.96 -5.01 1.95

Table 1.2: l2 error and convergence for an analytic Euler vortex convecting from coarse to fine
grids: penalty SAT technique.
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Figure 1.8: Compressor and combustor: RANS and LES axial velocity, mid-passage.

1.1.4 Engine components integration

Large-scale computations of the flow in an entire jet engine can be carried out by using different
simulation techniques for each component of the engine. The flow in the combustor is character-
ized by multi-phase flow, intense mixing and chemical reactions, and the prediction of turbulent
combustion is greatly improved by using LES, as discussed in Pitsch (2006). The flow in the
compressor and turbine is computed using the unsteady RANS framework since the high Reynolds
numbers make the cost of resolving the boundary layers with LES prohibitive (see Chapman 1979).
For such integrated computations to be successful, a proper coupling of the flow variables is needed
at the interfaces between the RANS and LES solvers.

A fully coupled solution requires that all flow variables must be exchanged at the interface.
When some engine components are computed with LES and others with RANS, approximations
will have to be made to couple instantaneous and averaged variables. To simplify the problem, in
this paper we consider only the one-way coupling of the velocity and turbulence variables. One-
way coupling means that information is passed only downstream; the variables at the inlet of the
downstream domain are computed from the variables at the outlet of the upstream domain.

For the RANS/LES interface, turbulent fluctuations need to be added to the velocity from an
upstream RANS computation. This was previously investigated by Schluter et al. (2004). It has
been suggested that the LES flow solver has to reconstruct the resolved turbulence according to
the statistical data delivered by the RANS flow solver, in particular, according to the turbulent
kinetic energy k when RANS is computed with a two-equation turbulence model that includes a
transport equation for k. It is further proposed that one could use fluctuations computed from an
auxilliary, a priori LES of a periodic channel and scale them with the turbulent kinetic energy from
the upstream RANS computation. In that study, virtual body forces were used inside the channel
to drive the flow to the desired mean flow velocity, as in Pierce & Moin (1998).

Although an accurate turbulence description needs to take into account the convection from
upstream, in this paper it is suggested that turbulence production at the compressor/combustor
and combustor/turbine interfaces is dominated by strong mean velocity gradients in the wakes and
boundary layers. At the compressor/combustor interface, the wakes of the upstream compressor
blades create significant mean shear and the local production of turbulence dominates. Thus, only
the mean velocity is passed to the LES inlet from RANS and turbulence fluctuations equilibrated
with the mean velocity profile are computed using a recycling technique from an LES of an auxiliary
annular duct. This is explained in detail in the following section A.

For the LES/RANS interface, such as the combustor/turbine interface, a simple time average of
the velocity provides a mean velocity at the inlet of the RANS domain. This velocity distribution is
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Figure 1.9: Compressor/combustor interface: axial velocity from RANS.

Figure 1.10: Compressor/combustor interface: turbulent kinetic energy from RANS.

again highly non-uniform, which allows to describe turbulence at the inlet with the local turbulence
generation from the mean velocity. Analogous to the treatment for the RANS/LES interface, we
propose here to use an auxiliary duct in which the RANS turbulence model equations are solved
for the transferred mean velocity. The advantages of the proposed approach are discussed in the
following section B.

A. Compressor-combustor interface

The region of the compressor exit and combustor inlet is shown in figure 1.8. The flow in the
compressor is computed with unsteady RANS using the k-ω model of Wilcox (1998) and the flow
in the combustor is computed with LES. The last blade row of the compressor is a row of stators
and does not rotate. The blade row upstream is a row of rotors that rotate counter-clockwise (by
an observer looking downstream).

The axial velocity and turbulent kinetic energy in a cross-section at the compressor exit are
shown in figures 1.9 and 1.10, respectively. The mean flow is highly complex, with the wakes
originating from the last stage of the compressor. These wakes are unsteady due to the rotation
of the rotors in the compressor. Larger values of turbulent kinetic energy are in the regions with
strong velocity gradients. The large values of k near the hub might be spurious; they are highly
dependent on the quality of the grid. This illustrates the fact k from the k-ω model usually fails
to accurately represent the true turbulent kinetic energy in complex flows.

The flowfield in the downstream LES domain is highly dependent on the conditions at the inlet.
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Figure 1.11: Compressor/combustor interface: RANS → LES.

To generate an inflow profile for the LES in the combustor, the mean velocity at the combustor
inlet is set equal to the RANS velocity at the compressor exit and appropriate fluctuations need
to be added. Instead of using the turbulent kinetic energy k from RANS to scale the fluctuations
from a periodic channel, as in Schluter et al. (2004), we propose to generate turbulent fluctuations
equilibrated with the mean velocity profile, that is relatively accurately predicted with RANS, by
using a recycling technique inspired by Lund et al. (1998).

Here we compute the fluctuations on the fly in an auxiliary annular duct. The cross-section of
the duct corresponds to the combustor inlet, and the length of the duct is chosen to correspond to
the distance between the last compressor blade row and the combustor inlet. Convective boundary
conditions are imposed at the exit of the duct and a no-slip condition is applied at the top and
bottom cylindrical walls. When the integrated computations are performed for a 20◦ sector of the
engine, periodicity is assumed in the circumferential direction for the duct as well. At the duct
inlet the mean velocity from the compressor/combustor interface is imposed. By using the viscosity
of the flow in the combustor, the Reynolds number of the duct LES corresponds to the Reynolds
number at the combustor inlet.

As previously mentioned, the fluctuations are computed with a recycling technique. A cross-
section upstream of the duct exit is chosen, as shown schematically in figure 1.11. The mean
velocity at this cross-section is computed by time-averaging the velocity: ūi,D = 1/T

∫
ui,D(t)dt.

The fluctuations u′i,D = ui,D − ūi,D are then added to the mean flow at the inlet of the duct. The
LES in the duct is computed until converged rms values at the inlet are obtained.

The recycling technique can be refined to account for pressure gradients, curvature, and flow
structures in the duct. Contour plots of the axial velocity in a mid-plane between the bottom
and top walls are presented in figure 1.12. As shown, the mean velocity diffuses when propagating
downstream. In the recycling procedure, this evolution of the wakes in the streamwise direction
can be accounted for with a scaling of the circumferential spreading of the wakes. A similarity
analysis in the far wake implies that the thickness of the wake spreads proportionally to the square
root of streamwise coordinate (δ ∼ x1/2). With such a scaling, the recycled fluctuations correspond
better to the mean velocity at the inflow of the LES domain. Otherwise, the thickness of the wake
increases as the recycling progresses.

Contour plots for the instantaneous axial velocity and the mean axial velocity are shown for the
duct inlet in figures 1.13 and 1.14, respectively. The corresponding uRMS velocity and turbulent
kinetic energy from the LES are shown in figures 1.15 and 1.16. Both turbulent quantities have
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Figure 1.12: Auxilliary duct: the instantaneous (left) and mean (right) axial velocity, mid-plane,
top view.

Figure 1.13: Compressor/combustor interface: instantaneous axial velocity.

Figure 1.14: Compressor/combustor interface: mean axial velocity.
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Figure 1.15: Compressor/combustor interface: uRMS .

Figure 1.16: Compressor/combustor interface: turbulent kinetic energy.

larger values in the shear regions. The large values of turbulent kinetic energy, observed with
the RANS turbulent kinetic energy near the hub (figure 1.10), are not present as convection from
upstream is neglected.

The LES in the auxiliary duct is computed on the fly, in parallel with the computations in the
compressor and the combustor. This allows the unsteadiness of the mean flow to be taken into
account. Finally, after the fluctuations are generated in the auxiliary duct, they are superimposed
with the mean velocity at the compressor/combustor interface as presented in figure 1.11.

The recycling technique used here has been validated for plane channel flow at Reτ = 180. The
Reynolds number is based on channel half-height, δ, and friction velocity, uτ . A mesh of 64×64×64
grid points in the streamwise, wall-normal, and spanwise directions, respectively, is employed in
the computational domain size of 4πδ×2δ× 4

3πδ. Periodic boundary conditions are imposed in the
spanwise direction and a no-slip condition is applied at the top and bottom walls. The dynamic
subgrid-scale (SGS) model of Germano et al. (1991) is employed.

First, periodic channel flow is computed by also imposing periodic boundary conditions in the
streamwise direction. The mean velocity profile is in good agreement with the DNS of Kim et al.
(1987), as shown in figure 1.17.

In the recycled channel case, convective outlet boundary conditions are employed at the outlet
of the channel. The velocity at the inflow is computed every time step by superimposing the mean
velocity profile (from the periodic channel case) with the fluctuations computed at the channel exit.
The simulation is initiated with the mean velocity profile superimposed with random fluctuations
and the simulation is continued until converged rms velocities are obtained. As shown in figure 1.18,
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Figure 1.17: Mean streamwise velocity profiles in wall units at Reτ = 180. , periodic LES;
◦ , DNS of Kim et al. (1987).

Figure 1.18: Profiles of rms velocity fluctuations in wall units at Reτ = 180. , recycling LES;
, periodic LES; ◦ , DNS of Kim et al. (1987).

the rms velocity fluctuations obtained from the recycled simulation compare well with those from
the periodic channel simulation and the DNS of Kim et al. (1987).

B. Combustor-turbine interface

At the combustor/turbine interface (from LES to RANS, see figure 1.34), inflow conditions are
needed for the RANS turbulence variables. Here we use the k-ω turbulence model in the turbine;
k and ω need to be specified at the turbine inflow. An obvious suggestion would be to compute
k and ω directly from the instantaneous velocity field at the combustor exit. The disadvantage of
this strategy is explained in the following subsection.

In order to examine in detail how well the RANS turbulence variables can be reconstructed
from LES, we return to the periodic channel flow at Reτ = 180 discussed previously. The LES
has a sufficient near-wall resolution and it was run for approximately 100 flow-through times. This
permits a long time integration of the equation resulting in a statistically well-converged solution.

The Reynolds number is somewhat low for a RANS computation, but the inconsistency between
the LES statistics and the RANS turbulence variables are representative. Figure 1.20 compares k
from the k-ω model with k = 1/2u′iu

′
i from LES. The near-wall peak is practically absent for the

k-ω turbulent kinetic energy.
The specific dissipation rate ω = ε/(Cµk) is compared to ω from the LES, computed using
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Figure 1.19: Combustor and turbine: LES and RANS axial velocity, mid-passage.

Figure 1.20: Channel flow at Reτ = 180, LES vs. RANS k-ω model, turbulent kinetic energy k.

Figure 1.21: Channel flow at Reτ = 180, LES vs. RANS k-ω model, specific dissipation rate ω

computed using ε = ν
∂u′i
∂xk

∂u′i
∂xk

.
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Figure 1.22: Channel flow at Reτ = 180, LES vs. RANS k-ω model, specific dissipation rate ω
computed using ε = P .
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Figure 1.23: Channel flow at Reτ = 180, LES, specific dissipation rate ω in the logarithmic layer,

computed using ε = ν
∂u′i
∂xk
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∂xk

(left) and ε = P (right) with the statistics for ε and k over very
short time windows.
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two different approaches. A first approach consists of computing the turbulence dissipation using

its definition (for DNS): ε = ν
∂u′i
∂xk

∂u′i
∂xk

. The resulting ω is compared to that of the k-ω model
in figure 1.21. The trend of increasing ω when approaching the wall is relatively well captured,
but there are significant discrepancies in the buffer and the logarithmic layer. Therefore, we also
examined a second approach where ε is computed using the assumption that the dissipation rate
equals production: ε = −u′iu′k∂ūi/∂xk. The resulting ω is compared to that of the k-ω model in
figure 1.22. As expected, the agreement is best in the logarithmic layer where the used assumption
holds. However, below y+ = 20 this approach for computing ε yields a bad prediction for ω; the
near-wall increase is completely absent. Such near-wall behavior may lead to numerical instabilities
in the near-wall region.

The convergence of the statistics for ε is presented for the logarithmic layer in figure 1.23, where
ω for both approaches are plotted for computations with averaging over different time windows
(from one flow-through time to only 15% of one flow-through time). It becomes apparent that for
short time windows, the values of ω are strongly oscillating, thus further reducing the numerical
stability when used with the k-ω model. This is especially important as the mean flow in jet engines
has unsteady features with relatively small time scales (up to one flow-through time). Thus, the
use of weakly averaged statistics of ε is questionable; our experience with the engine computations
showed that these approaches for computing ω lead to severe numerical instabilities. Note that in
the jet engine computations, the grid resolution in certain regions for both LES and RANS is not
comparable to the one used for this simple flow.

Furthermore, if one is to employ a more complex RANS turbulence model, such as the four-
equation v2-f model of Durbin (1995), it becomes practically impossible to reconstruct turbulence
variables from the LES, i.e., the variables f or v2 have no clear physical counterpart in complex
flows. It is therefore clear that reconstructing the RANS turbulence variables directly from the
LES is unfeasible in a general case.

The aforementioned arguments lead to a conclusion that k and ω at the turbine inlet should
instead be computed from the mean flow velocity field, shown for the combustor/turbine interface
in figure 1.24. The mean velocity is a first-order moment that converges significantly faster than
the rms velocities (second-order moments) and a smaller averaging window can be employed. As
was the case with the compressor/combustor interface, convection of turbulence will be ignored.

Analogous to the proposed auxiliary annular duct used to compute the inflow fluctuations for
the LES domain, we propose here to use an auxiliary duct in which the RANS turbulence model
equations are solved for the mean velocity field transferred at the turbine inflow (see figure 1.26).
The duct is quasi two-dimensional with a cross-section identical to the combustor/turbine interface
and a single cell in the streamwise direction. The mean velocity from the combustor outlet is passed
to the duct and the equations for k and ω are iterated until convergence for a frozen mean flow is
achieved. Finally, the mean velocity from the combustor and k and ω from the duct are passed to
the turbine inlet.

The underlying assumption of this approach is that, again, local effects dominate turbulence
production over convection effects, especially near walls. This produces an inflow boundary con-
dition for the RANS domain that is consistent with the RANS turbulence model used. Most
importantly, the turbulent eddy-viscosity remains consistent with the transferred mean velocity, as
shown in figures 1.24 and 1.25.

1.1.5 Integrated entire engine simulations

In this section we present an integrated multi-component simulation of a PW aircraft engine.
This simulation simultaneously computes the flow in the fan/compressor, the combustor, and the
turbine, and each of the components exchanges flow data with its neighbors. The goal of this
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Figure 1.24: Combustor/turbine interface: mean axial velocity.

Figure 1.25: Combustor/turbine interface: νt from the auxilliary duct.

Figure 1.26: Combustor/turbine interface: LES → RANS.
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Figure 1.27: Simulation of the entire engine: axial velocity.

simulation is to demonstrate the ability to perform complex, multi-physics, multi-code simulation
on a real-world problem. The domain consists of a 20o sector of all the components; in view of
the full-engine simulation, this is the smallest sector that can be chosen since it contains one fuel
injector. The initial solution for the integrated simulation is provided by a combination of the
component simulations.

Note that the blade counts in turbomachinery are normally such that no sector periodicity
occurs. This is done to avoid instabilities caused by resonance between two components. As a
consequence, the true unsteady simulation can only be done for the entire wheel, unless simplifying
assumptions are made. The currently accepted practice is to rescale the blade counts of the turbo-
machinery stages such that sector periodicity is obtained. To preserve the same flow blockage, the
pitch of the blades is adjusted according to common industry practice.

A. Operating conditions

The operating conditions for the engine correspond to cruise conditions; these define the boundary
conditions for the engine: fan inlet conditions, turbine outlet conditions, and fuel inlet conditions.
Boundary conditions are also specified at the interfaces, however here they are computed using the
data from the neighboring component.

For the fan inlet, the total temperature, total pressure, and the flow directions are imposed. At
the outlet of the compressor, the static pressure is imposed. The combustor receives at the inlet
the flow vector [u, v, w]. The fuel mass flow rate is defined corresponding to the cruise operating
conditions. The actual outlet of the combustor domain is far downstream in order to minimize the
effect of the domain boundary and the convective outflow condition. The turbine inlet receives the
total pressure, the total temperature and the flow directions from the combustor; the quantities
that are transferred are time-averaged on the fly as the computation proceeds. At the turbine
outlet, we specify the static pressure.

The communication between the components is handled by the coupling software CHIMPS.
Since the turbomachinery meshes of each sector may not necessarily coincide with the sector mesh
of the neighboring domain, the interface donor cells are searched over the entire circumference of
the engine. A fast search method has been developed to minimize the time spent on the sector
searches. Vector components of exchanged flow variables are automatically rotated dependent on
the azimuthal offset of the neighboring domains.
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Figure 1.28: Flow stations.
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Figure 1.29: Total pressure, circumferentially averaged profiles.
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Figure 1.30: Total temperature, circumferentially averaged profiles.

B. Computational cost

The computational domain includes the fan, the low- and the high-pressure compressor, the com-
bustor, the high- and low-pressure turbine, and the exit nozzle, as shown in figure 1.27. We
considered two sets of grids for the compressor: a finer grid consisting of approximately 57 million
cells for the entire fan/compressor and a coarser grid consisting of approximately 8 million cells.
The combustor grid contains 3 million cells and the fine grid for the turbine consists of approxi-
mately 15 million cells, whereas the coarser grid for the turbine consists of about 3 million cells.
The time step has been chosen to assure that in the turbomachinery components we use at least
30 time steps for a blade passing in a blade row with the highest count and the highest rotational
speed. This translates to about 11,500 time steps needed for a full wheel revolution of the slower
low-pressure components and 3700 time steps for the faster rotating high-pressure components. In
addition, estimates for the number of time steps needed for a flow-through time range from 10,000
time steps for the high-pressure spool core of the engine, to about 20,000 for the entire engine.

We have performed multiple simulations on a DOE ALC Xeon Linux cluster. The simulations
typically run for 1500 time steps in 24 hours of wall-clock time on 700 processors, for the entire
engine using the coarser grid for the fan/compressor and the turbine. The fan/compressor was
run on 480 processors, the combustor on 80 processors, and the turbine on 140 processors. To
obtain the same amount of time steps for the entire engine on the finer grid, approximately 4,000
processors are needed. A flow-through time for the entire engine can then be computed within 14
days of uninterrupted running.

An important component of these computations is the parallel I/O, which, depending on the
desired frequency and extent of output data, can take up to 50% of the run time (when saving
output at every single time step). Here, we have chosen to save the output every 10 time steps.

1.1.6 Results and discussion

First, the fidelity of the integrated simulation at 7500 time-steps is examined by comparing the
results at several axial locations (see figure 1.28) to existing data provided by PW. Circumferentially
averaged radial profiles of total pressure and total temperature are shown in figures 1.29 and
1.30, respectively. The results agree reasonably well with the data. However, the predictions are
somewhat less accurate near the hub and the casing.

Next, we focus on the solution in the vicinity of the component interfaces and investigate three
specific interaction phenomena. The first is the interaction of the wakes from the fan blades with
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Figure 1.31: Fan/low-pressure compressor interaction: turbulent kinetic energy, mid-span.

Figure 1.32: Compressor/combustor interface: axial velocity, mid-span.

Figure 1.33: Compressor/combustor interface: axial velocity at the interface.
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Figure 1.34: Combustor/turbine interface: isosurface of mean temperature.

Figure 1.35: Combustor/turbine interface: mean temperature.

the low-pressure compressor. The second concerns the influence of the wakes from the high-pressure
compressor on the diffuser and the flow in the combustor, and the third concerns the propagation
of unsteady hot streaks from the combustor into the turbine.

Details of the wakes from the fan blades are illustrated by the contours of kinetic energy of
turbulence presented for the mid-span radial plane and shown in figure 1.31. These wakes are
propagating almost all the way through the low-pressure compressor, which effects the efficiency
and flow capacity in the low-pressure compressor. That is the subject of a more detailed study,
contrasting these quantities from the integrated and the standalone component computations which
is currently under way.

The axial velocity contours at the compressor/combustor interface plotted in the mid-span
radial plane are shown in figure 1.32. The wakes from the last row of vanes in the high pressure
compressor are propagating into the diffuser, as can be seen from the contours of the instantaneous
axial velocity in figure 1.33. We are currently examining the effect of these wakes on the stability
(and possibly separation) of the flow in the diffuser, as well as its effect on the flow splits and the
flow in the combustor chamber.

Figure 1.34 presents an isosurface of mean temperature in the combustor and turbine, indicating
the high temperature streaks propagating through the combustor/turbine interface and into the
turbine, i.e., the time-averages of the flow variables from the combustor computation are passed to
the turbine (total pressure, total temperature, and flow angles). At the turbine inflow there is a
strong variation of temperature and axial velocity in the circumferential direction. The circumfer-
ential variation of the temperature at the combustor/turbine interface is illustrated in figures 1.35
and 1.36; we have observed a 10% variation of temperature at mid-span.
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Figure 1.36: Combustor/turbine interface: circumferential variation of mean temperature at mid-
span.

1.1.7 Conclusions

A new approach to simulate multi-component effects is proposed. In this approach, existing solvers
are adapted for use in integrated simulations and a new software module has been developed to
allow the coupling of multiple solvers. The advantage of using this module is that it is written
in a general fashion and solvers can easily be adapted to communicate with other solvers. The
software module performs many of the required coupling tasks, such as searches, interpolations,
and process-to-process communication.

We demonstrated this approach in a simulation of the entire flow path of a PW jet engine. The
results are promising and we were able to show that the computational cost of such simulations is not
prohibitive. The importance of interactions of the fan with the low-pressure compressor, the high-
pressure compressor with the combustor-inlet diffuser, and the combustor with the high-pressure
turbine are discussed. More details and a quantitative characterization of these interactions will be
provided in future publications.
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1.2 Standalone Combustor Simulations

1.2.1 Introduction

The present section focuses on understanding complex phenomena in the combustor such as flow
swirling, flow separation, turbulent mixing of main stream and dilution cooling air, and hot combus-
tion products including pollutants. The mixing and cooling performance of a combustor dilution
system can be implicated in thermal failure of the downstream turbine. Accurate observations
and quantitative measurements of these processes in real industrial configurations are difficult and
expensive. Better understanding of these flows for design modifications, improvements, and explor-
ing fundamental physics demands high-fidelity numerical studies in real industrial configurations.
LES is considered attractive in predicting and understanding important flow features in combus-
tors, since it resolves large-scale energetic turbulent motions which are mainly associated with the
large-scale mixing and cooling. Kim & Syed (2004) and Mongia (2003) provide overviews on the
importance and role of LES in designing advanced gas-turbine combustors.

The accuracy and stability of numerical algorithms used for the present LES is achieved by con-
serving discrete kinetic energy as well as mass and momentum. Geometric complexity of practical
combustors is overcome by the use of unstructured grids. Systematic validations of the present LES
technique have been performed in the simulations of jets in cross flow, a model combustor with fuel
spray, and flow through a rig-configuration of the Pratt & Whitney 6000 engine combustor. Some
of these results have been reported in Moin & Apte (2007).

In section 1.2.2, the computational methodology for simulating gas and liquid phase flows is
described. Results from LES of the Pratt & Whitney 6000 engine combustor are analyzed in section
1.2.3, followed by concluding remarks in section 1.2.4.

1.2.2 Computational details

A. Numerical methods for gas phase

The numerical algorithm and solution methods are described in detail by Ham et al. (2006) and
Moin & Apte (2007). The main features of the methodologies are summarized here. The spatially
filtered governing equations for gas-phase are

(ρg),t + (ρgũj),j = Ṡm, (1.4)

(ρgũi),t + (ρgũj ũi),j = (2µS̃ij),j − (τij),j − (p),i + Ṡi,

(ρgZ̃),t + (ρgũjZ̃),j = (ρgα̃Z(Z̃),j),j − (qZj),j + ṠZ ,

(ρgC̃),t + (ρgũjC̃),j = (ρgα̃C(C̃),j),j − (qCj),j + ω̇C ,

where the filtering operation is denoted by an overbar and Favre (density-weighted) filtering by a
tilde. ρg, ui, p, µ, and Sij are the density, velocity, pressure, dynamic viscosity, and strain-rate
tensor of gas-phase flow, respectively. Z and C are the mixture fraction and progress variable,
respectively, while αZ and αC are molecular diffusivities of the corresponding scalars. ω̇C is the
source term due to chemical reactions. The additional terms in the continuity, Ṡm, mixture fraction,
ṠZ , and momentum equations, Ṡi, are the interphase mass and momentum transport terms, which
are obtained from the governing equations for spray droplet dynamics described in section 1.2.2B.
The unclosed transport terms in the momentum and scalar equations are grouped into the residual
stress τij and residual scalar fluxes qZj and qCj . The choice of the progress variable C depends on
the flow conditions and chemistry. Typically, the mass fraction of major product species is a good
indicator of the forward progress of the reaction.
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The Cartesian velocity components and pressure are stored at the nodes of the computational
elements. A numerical method that emphasizes discrete energy conservation was developed for the
above equations on unstructured grids with hybrid, arbitrary elements (Ham et al. 2006). Control-
ling aliasing errors using kinetic energy conservation instead of employing numerical dissipation or
filtering has been shown to provide good predictive capability for successful LES.

All terms in Eq. (1.4) are advanced using a second-order accurate fully-implicit method in
time, and are discretized by the second-order central difference in space. A bi-conjugate gradient
stabilized method (BCGSTAB) is used to solve the discretized momentum equations. The Poisson-
type equation is solved by an algebraic multigrid method.

The combustion chemistry is incorporated in the form of a steady state one-dimensional flamelet
model as in the flamelet/progressive-variable approach of Pierce & Moin (2004). The subgrid fluc-
tuations in the mixture fraction, progress variable, and filtered combustion variables are obtained
by integrating chemical state relationships over the joint probability density function (PDF) of Z
and C. For example, the filtered chemical source term of the progress variable is given as

ω̇C =
∫
ω̇C(Z,C)P̃ (Z,C)dZdC (1.5)

The joint subgrid PDF is modeled by writing P̃ (Z,C) = P̃ (C|Z)P̃ (Z), where P̃ (Z) is modeled by
the presumed beta subgrid PDF and the conditional PDF P̃ (C|Z) is modeled as a delta function.
The governing equation for the mixture fraction in Eq. (1.4) consists of a source term due to
the evaporation of liquid fuel spray. By assuming a beta PDF for P̃ (Z), it is implicitly assumed
that the timescale of evaporation is smaller than the time-scale for the scalar mixing. From these
assumptions, the flamelet library is computed and subgrid PDF integrals are evaluated to generate
a lookup table which provides filtered variables as

f̃ = f̃(Z̃, Z̃ ′′2, C̃) (1.6)

where Z̃ ′′2 is the mixture fraction variance and f̃ is a filtered variable such as the species mass
fraction, temperature, dynamic viscosity, molecular diffusivities, and other properties required in
the simulation. Nitric oxide (NO) formation is predicted by a model of Ihme & Pitsch (2007)
that consists of the consideration of radiative heat losses and the additional solution of a transport
equation for the NO mass fraction.

In Eq. (1.4), the eddy viscosity and eddy diffusivities are evaluated using the dynamic Smagorin-
sky model of Moin et al. (1991) while the subfilter variance of the mixture fraction is evaluated by
the transported-filtered density function approach of Raman et al. (2005).

B. Numerical methods for liquid phase

The liquid-phase fuel spray is simulated in a Lagrangian framework with an efficient particle track-
ing scheme on unstructured grids, which allows simulation of millions of independent droplet trajec-
tories. The droplet motion is simulated using a version of the Basset-Boussinesq-Oseen equations:

dup

dt
= Dpdrop(ug − up) +

(
1− ρg

ρp

)
g

dxp

dt
= up (1.7)

where

Dpsolid =
3
4
Cd
ρg
ρp

|ug − up|
dp
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Cd =
24
Re

(1 + 0.15Re0.687
p ) (1.8)

and the Basset force and added mass terms are neglected by the facts that the density ratio of the
droplet to gas-phase fluid is about 103, droplet sizes are smaller than the turbulence integral length
scale, and that the effect of shear on droplet motion is negligible. In (4) and (5), xp is the position
vector of the droplet centroid, up is the droplet velocity, ug is the gas-phase velocity interpolated
to the droplet location, ρp and ρg are the droplet and gas-phase densities, and g is the gravitational
acceleration. The expression for solid-body drag in Eq. (1.8) is modified to account for droplet
deformation and internal circulation (see Moin & Apte 2006 for more details).

The injected liquid jet/sheet is approximated by large drops with size equal to the initial annular
film thickness. Then, a stochastic spray breakup model (Apte et al. 2003) generates a broad range
of droplet sizes depending on Weber numbers. In this model, the characteristic radius of droplets
is assumed to be a time-dependent stochastic variable with a given initial size distribution. The
breakup of parent drops into secondary droplets is viewed as the temporal and spatial evolution
of this distribution function around the parent-droplet size according to the Fokker-Planck (FP)
differential equation (see Apte et al. 2003). As new droplets are formed, parent droplets are
destroyed and Lagrangian tracking in the physical space is continued until further breakup events.

Drop evaporation rates are estimated based on quasi-steady analysis of a single isolated drop
in a quiescent environment. Multiplicative factors are then applied to consider the convective and
internal circulation effects. The Lagrangian equations governing particle mass and heat transfer
processes are

d

dt
(mp) = −ṁp,

mpCpl
d

dt
(Tp) = hpπd

2
p(Tg − Tp)− ṁp∆hv, (1.9)

where ∆hv is the latent heat of vaporization, mp the mass of the droplet, Tp the temperature of the
droplet, and Cpl the specific heat of liquid. The diameter of the droplet is obtained from its mass,
dp = (6mp/πρp)

1
3 . The effective heat transfer coefficient hp is defined as hp = ks(dT/dr)sg/(Tg−Ts),

where ks is the effective conductivity of the surrounding gas at the droplet surface and the subscript
s stands for the surface of the droplet.

Performing spray breakup computations using Lagrangian tracking of each individual droplet
gives rise to a large number of droplets (≈ 20 − 50 million) in localized regions very close to the
injector. In this study a novel hybrid particle-parcel scheme has been developed and is employed
to reduce effectively the number of particles tracked and yet represent the overall spray evolution
properly (see Moin & Apte (2006) for details).

1.2.3 Flow configuration

The simulation is performed at cruise condition for a single injector shown in Fig. 1.37, which
represents a 20◦ sector of the full combustor. The computational domain consists of pre-diffuser,
fuel injector, swirler, and inner and outer dilution shrouds and holes. Liner cooling of the combustor
chamber walls is modeled as transpiration boundary conditions. The Reynolds number based on
inlet conditions and a reference length scale of 1 inch is around 500,000 and becomes 150,000 in
the main (core) swirler channel.

Liquid fuel (Jet-A) is injected into the combustion chamber through an annular opening at the
injector exit. These drops are convected by the surrounding hot air, then break up and evaporate.
The fuel vapor is mixed with the surrounding air producing non-premixed spray flames. The flow
parameters for both gas- and liquid-phase flows are summarized in Table 1.
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Figure 1.37: (a) Pratt & Whitney gas turbine engine combustor and (b) schematic diagram of flow
configuration. The combustor geometry presented in this paper is scaled with arbitrary aspect
ratios.

Two computational grids consisting of 3 million and 24 million hybrid elements are employed.
The time step size is about 1− 1.2 micro-seconds for both mesh cases. In the 3 million mesh case,
a combustor-flow-through time is about 14 hours on 80 CPUs of a 2.4GHz Intel XEON cluster,
while, in the 24 million mesh case, it is about 19 hours on 512 CPUs of an 1.9 GHz IBM Power 5
at Lawrence Livermore National Laboratory. About 10 combustor-flow-through times are required
to obtain first and second-order statistics.

Air flow

QI mass flow rate at the inlet of diffuser

Qe mass flow rate extracted through the casings = 23.15%QI

QIE mass flow rate inside combustor chamber = QI −Qe = 76.85%QI

QL mass flow rate through the liner = 24.3%QIE

QF mass flow rate through the injector = 8.67%QIE
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Liquid fuel spray

fuel-air-ratio = far = 0.027

stoichiometric coefficient = far/0.068 = 0.395

mass flow rate = 0.019 kg/s

axial velocity of fuel injection = 3.56 m/s

tangential velocity of fuel injection = 3.56 m/s

Table 1. Boundary conditions for air flow and liquid fuel spray.

1.2.4 Results and discussion

A. Gross features of flowfield

Gross features of reacting flow in the combustor are illustrated in Fig. 1.38, which shows an instan-
taneous snapshot of iso-surfaces of temperature and fuel sprays swirling with a conical distribution.

The reacting flow simulation was started by first simulating non-reacting flow with spray un-
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Figure 1.38: Snapshot of iso-surfaces of temperature and fuel sprays.

dergoing breakup. Once spray particles are sufficiently injected into the chamber, the air-fuel
mixture is ignited to start a reacting flow simulation. Then the total number of spray particles
becomes statistically steady by the balance between spray evaporation and injected fuel flow rate
and breakup.

Compressed air enters the pre-diffuser of the combustor and is split to enter in part into the
swirler and in part into the inner and outer dilution shrouds. As shown in Fig. 1.39(a), the swirling
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Figure 1.39: Contour plots of (a) the mean axial velocity, (b) mean temperature, and (c) rms
temperature in the symmetry x − y plane. Red (blue) colored regions correspond to high (low)
magnitudes of velocity, temperature, and rms temperature. Figures are distorted.

flow near the injector generates helical motions of vortical structures and flow reversal in the core
of the swirling flow. Multiple dilution jets are produced through the lower and upper dilution
holes by the pressure difference between the dilution shrouds and combustor chamber. The mean
temperature is found to be drastically reduced by the dilution jets as shown in Fig. 1.39(b), while
high temperature fluctuations are especially noticeable along the dilution jets (Fig. 1.39(c)).

B. Validation

The inflow entering the pre-diffuser is split through the front end swirler and outer dilution (OD)
and inner dilution (ID) shrouds. The flow splits predicted by the present LES are found to be less
sensitive to mesh resolution and are in excellent agreement with experimental data as shown in
Fig. 1.40.

The normalized temperature profile averaged over the time and circumferential direction at
the combustor exit plane is in close agreement with the experimental data as shown in Fig. 1.41.
The LES predict a rise in temperature near the outer casing of the combustor similar to the
experimental data. It is found that the temperature profile predicted on a 24 million mesh is closer
to the experimental data near the outer casing.

As summarized in Table 2, the time and plane averaged temperature at the exit plane is pre-
dicted to be 4% and 2% higher than the experimental value in the 3 million and 24 million mesh
cases, respectively. The NO mole fraction predicted on a 24 million mesh is also in reasonable
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Figure 1.40: Flow splits in the combustor. Black: LES on 24 million mesh; brown: LES on 3
million mesh; gray: experiment.
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Figure 1.41: Mean temperature profile at the exit plane of the combustor. Solid line, LES on a 24
million mesh; dashed line, LES on a 3 million mesh; circle, experiment.

agreement with the experimental value.

C. Turbulent mixing and cooling

As shown in Fig. 1.42(a), near the injector, the flow field is dominated by swirling large-scale coher-
ent vortical structures with high temperature. The large-scale swirling coherent vortical motions
are destroyed once the swirling main stream encounters cross-stream dilution jets introduced from
upper and lower dilution holes (Fig. 1.42(b)). The present LES indicates (not shown in this paper)
that derivatives of the mean radial and circumferential velocity components dominate turbulent
kinetic energy production in the mixing zone of main stream and dilution jets. Influenced by the
dilution-jet mixing, at the exit of the combustor as shown in Fig. 1.42(c), the velocity field is mainly
characterized as small-scale less coherent flow motions, while the temperature field is dominated
by intermittent large-scale high temperature flow structures.
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Case 3 million 24 million
TLES/TEXP ∗ 1.04 1.02

NOLES/NOEXP ∗ 1.24 1.10

Table 2: Averaged mean temperature and NO mole fraction at the combustor exit plane. ∗ Exper-
imental data by Pratt & Whitney.

D. Influence on downstream turbine

The large-scale high temperature flow structures have a direct influence on thermal safety of
the downstream turbine. A thorough understanding of the mean and turbulent characteristics
of the exit temperature is, therefore, essential in designing a highly efficient turbine cooling system.
The present LES indicates that, in the present combustor configuration, the downstream turbine
blades should be prepared for the peak mean temperature around the mid-span region as shown in
Fig. 1.43(a). At the same time, significant temperature fluctuations are observed near the casings
of the combustor as shown in Fig. 1.43(b). These peak rms values at hub and tip gap may have
implications on the thermal fatigue of turbine blades.

1.2.5 Conclusions

LES of turbulent reacting flow in a gas turbine engine combustor has been performed to elucidate
mechanisms of turbulent mixing and cooling and potential implications on thermal issues of the
downstream turbine. Detailed chemical reactions, spray dynamics, and the interaction between
gas- and liquid-phase flows have been predicted on a coupled Eulerian (for gas-phase flow) and
Lagrangian (for liquid phase flow) framework equipped with a flamelet/progress-variable approach
for combustion. Mesh resolution effect on the LES solution has been examined by employing two
different meshes consisting of 3 million and 24 million elements. Flow and temperature fields at
the exit of the combustor are reasonably well predicted even on a coarse mesh (3 million elements)
while more detailed flow features such as swirl flow and dilution-jet mixing are better captured on
a finer mesh (24 million elements). Flow splits through the combustor and the mean temperature,
temperature profile, and NO mole fraction at the exit of the combustor are predicted to be in
favorable agreement with experimental data. The present study suggests that turbulent kinetic
energy production is dominated by strong derivatives of the mean radial and circumferential velocity
components in the dilution-jet mixing zone and the combustor exit flow consists of fine-scale velocity
fluctuations and intermittent large-scale high temperature flow structures. It is found that turbine
blades may suffer from thermal fatigue due to highly fluctuating temperature, especially near the
casing walls.
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Figure 1.42: Contour plots of the instantaneous axial velocity and temperature in radial-
circumferential planes at three axial locations. (a) x/Lref = 1; (a) x/Lref = 4; (c) x/Lref = 6.
See Fig. 1.37(b) for the axial locations. Figures are scaled with an arbitrary aspect ratio.
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Figure 1.43: Contour plots of the (a) mean and (b) rms temperature in a radial-circumferential
plane at x/Lref = 6. Simulation on a 24 million mesh. Figures are scaled with an arbitrary aspect
ratio.
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Chapter 2

Predictive Science

2.1 CDP for LES of Low-Mach Combustion

2.1.1 Introduction

The fractional step method has resulted in very efficient integration schemes for time-dependent
incompressible flow solvers. This efficiency comes from the fact that these solvers allow a segregated
solution approach without outer iterations in the time step. Because the resulting error (splitting
error) is of the same order as the time integration error, there is generally no need to cycle to reduce
or eliminate it. This means that the scalar and momentum systems are built and solved only once
in the time step, and a constant-coefficient Poisson system is also solved only once.

For problems in low-Ma combustion, variable-density solvers provide a potentially efficient strat-
egy because they formally decouple pressure and density, removing any acoustic restrictions on time
step. When integrated using the fractional-step approach, however, variable-density flow solvers
typically require outer iterations to achieve accuracy and stability. For the case of an unstructured
second-order flow solver like CDP1, the variable-density solver is up to 10 times more expensive
per time step than the incompressible flow solver on an identical grid.

The variable-density approach currently implemented in CDP is the method of Pierce & Moin
(2004) modified for CDP’s node-based collocated discretization. Convergence of the outer iterations
is determined by monitoring the maximum change in density between outer iterations and consid-
ering the step converged when this value falls below 10−3. Additionally, the maximum number of
outer iterations can be limited by some user-specified value, typically 3 to 5. This limit is required
because, as described in Shunn & Ham (2006), convergence is not monotonic and local oscillations
in density can stall convergence. While the solutions proposed in Shunn & Ham (2006) can help
to address this problem, the density relaxation required is case-specific and the higher-order state
evaluations are very expensive, particularly if they need to be performed multiple times per time
step.

Clearly these case-specific tunings and large residual levels are highly undesirable, and a robust,
parameter-free approach for variable density solvers that is stable and accurate without outer
iterations would be an important development. This paper describes such a method. This new
method moves the evaluation of the equation of state (i.e., density) to the start of the time step
based on predicted scalar values, and then introduces an additional Poisson solution to produce an
advecting velocity field that discretely satisfies the continuity equation. Details are provided in the
following section, and some preliminary results are provided later in the paper. This new method

1CDP is a set of massively parallel unstructured flow solvers developed specifically for Large Eddy Simulation
by Stanford’s Center for Integrated Turbulence Simulations as part of the Department of Energy’s ASC Alliance
Program, see http://cits.stanford.edu.
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Figure 2.1: Sample sub-edge and sub-face normals for the median dual volume associated with
boundary node P . The cell center is located at the simple average of cell nodes, and face center at
the simple average of face nodes, making the reconstruction of nodal data at these points by simple
averaging linearly exact and second-order accurate.

as well as the previous variable density approach with outer iterations are being verified using the
method of manufactured solutions, with details reported elsewhere in this volume (Shunn & Ham
2007).

2.1.2 Numerical method

The proposed method achieves stability without outer iterations by adding an additional Poisson
solve at the start of each time step. While an additional Poisson solve increases the cost of a single
iteration, savings is realized because multiple outer iterations are not required. Variable-density
solvers with multiple Poisson solutions per time step have been proposed before in the literature.
For example, the method of Bell & Marcus (1992) uses an initial Poisson solve to ensure the
discrete divergence of the velocity field satisfies a constraint on the divergence extrapolated from
previous time steps. This concept of correcting the predicted velocity field to satisfy an extrapolated
constraint is also part of the present method, although there are some important differences. In the
present method, we write the constraint in terms of the mass fluxes, ρui, rather than the velocity.
This leads to a constant coefficient Poisson system that will be much more efficient to solve many
times over the course of a simulation by an algebraic multigrid method (Falgout & Yang 2002;
Henson & Yang 2002) because the coefficient anisotropy is fixed. Consequently the coarse grid
operators can be computed once and stored.

Consider an unstructured, node-based, finite-volume discretization of the zero-Ma number vari-
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able density Navier-Stokes equations (Mahesh et al. 2006). Velocity, density, pressure, and all
scalars are collocated in space at the nodes, where each node is associated with a median dual
volume as shown in figure 2.1. An additional set of normal mass-flux velocity components are
carried at integration points on the dual volume surfaces referred to as sub-edges or sub-faces on
boundary surfaces. In time, scalars and density are staggered relative to velocity to produce a
compact, symmetric discretization of the continuity equation (Pierce & Moin 2004). For the case
of constant time step ∆t the integration proceeds as follows. In all cases, superscripts are used to
indicate the time level. When data is not directly available at the required time level, values are
interpolated by simple averages of values at adjacent levels.

(1) Prediction using Adams-Bashforth extrapolation
Predict mass flux velocity components at tn+1 and scalar values at time level tn+3/2

(̂ρUn)
n+1

= 2 (ρUn)n − (ρUn)n−1 (2.1)
φ̂n+3/2 = 2φn+1/2 − φn−1/2 (2.2)

(2) Equation of state
Look up density based on predicted scalar values.

ρn+3/2 = f(φ̂1, φ̂2, ...) (2.3)

(3) First Poisson solve
Correct the predicted mass flux components by solving a constant coefficient Poisson equation

such that the discrete continuity equation is satisfied:

V
ρn+3/2 − ρn+1/2

∆t
+
∑
se,sf

(ρUn)n+1A = 0 (2.4)

where se, sf refers to the summation over sub-edges and sub-faces for the dual volume, and a
minimal correction is computed using the temporary scalar field ψ as follows:

(ρUn)n+1 = (̂ρUn)
n+1

+
δψ

δn
(2.5)

The substitution of equation (2.5) into (2.4) yields a constant coefficient Poisson system that
can be solved for temporary scalar field ψ.

At this point we note that, in the limit of constant density, the algorithm yields identical
results for the mass flux components as the incompressible case. For the incompressible case, these
velocity components are simply produced by Adams-Bashforth extrapolation. Because both of the
previous time levels are divergence free, a linear combination of the two levels will also be divergence
free. For the present variable density case in the limit of constant density, the predicted mass flux
components are similarly produced by Adams-Bashforth extrapolation, and the correction resulting
from the Poisson equation will be zero.

(4) Advance scalars using scalar advection diffusion equations

V
ρn+3/2φn+3/2 − ρn+1/2φn+1/2

∆t
+
∑
se,sf

(ρUn)n+1φ
n+1

A = ... (2.6)

Here for brevity we have not included the diffusive or source terms (if any) in the scalar equation.
The overbar operator () represents a spatial averaging operator as described in Ham et al. (2006).
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(5) Advance velocity using momentum equation

V
ρn+1ûi

n+1 − ρnuni
∆t

+
∑
se,sf

(ρUn)n+1/2ui
n+1/2A = −V δp

δxi

n−1/2

... (2.7)

(6) Second Poisson solve to correct the velocity and pressure
Interpolate mass fluxes to sub-edges and correct to satisfy the discrete continuity equation. This

is done in a way that implicitly adds a fourth-order pressure dissipation term as described in Ham
& Iaccarino (2004).

V
ρn+1ui

∗ − ρn+1ûi
n+1

∆t
= +V

δp

δxi

n−1/2

(2.8)

(ρUn)∗ = (ρn+1ui∗)ni,se (2.9)

(ρUn)n+1 − (ρUn)∗

∆t
= − δp

δn

n+1/2

(2.10)

Substitution of equation (2.10) into the continuity equation (2.4) yields a second constant-
coefficient Poisson equation for the new pressure pn+1/2. The node-based velocity field is finally
corrected as follows:

ρn+1ui
n+1 − ρn+1u∗i

∆t
= − δp

δxi

n+1/2

(2.11)

2.1.3 Results

The accuracy of the method in space and time has been tested using the method of manufactured
solutions, and is reported elsewhere in this volume (Shunn & Ham 2007). The method has been
applied to the reacting jet engine combustor of Pratt & Whitney at cruise conditions where results
using the previous variable density solver with outer iterations have been reported elsewhere (Ma-
hesh et al. 2006). For this case it was necessary to use a first-order scalar predictor in step (1)
to maintain a stable scheme when no outer iterations were performed. The resulting simulation
was very stable and efficient, and afforded a detailed investigation of the reacting flowfield at two
different levels of grid refinement. Figure 2.2 presents snapshots of instantaneous temperature from
this simulation to illustrate the flow structure was resolved by the method.

2.1.4 Future work

A stable and efficient variable density flow solver has been developed for the large eddy simulation
of low-Ma reacting flows on unstructured grids. By performing two Poisson solutions per time step,
the segregated equations can be advanced using a fractional step method without outer iterations.
Both Poisson solutions involve identical constant coefficient Laplacian operators, and can be solved
very efficiently using an algebraic multigrid method where the cost associated with developing the
coarse grid hierarchy is incurred only once at the start of the simulation. For the case of realistic
density ratios it was found necessary to use a first-order scalar predictor before looking up density
from the tabulated equation of state to maintain stability. Future work will include investigating
the source of this instability, as well as the effect of this lower temporal accuracy on the overall
accuracy of the turbulent reacting simulation.
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Figure 2.2: Snapshots of instantaneous temperature from variable-density simulations of the re-
acting jet engine combustor of Pratt & Whitney at cruise conditions. Left: combustor mid-plane;
right: Cut at a constant radius through the annular combustor centerline.
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2.2 Method of Manufactured Solutions

2.2.1 Introduction

The term verification, when applied to a flow solver, describes the process of demonstrating that the
code correctly solves its governing mathematical equations. A code that has been properly verified,
therefore, is in likelihood free of programming errors that affect the theoretical order-of-accuracy
of the numerical algorithm. As such, code verification is an early and integral step in building
confidence in the predictive capabilities of simulation software.

Over the past several decades, the complexity of computational algorithms in simulation codes
has grown in response to demands for high-fidelity simulations in science and engineering. State-of-
the-art simulation codes often involve complex exchanges of information amongst various physics
modules, each of which may solve different equations using different algorithms on different grid
topologies. As simulation codes become more sophisticated, thorough verification becomes increas-
ingly challenging and time consuming, yet also more essential.

In this work, attention is focused on hydrodynamics codes amenable to low-Mach number com-
bustion where acoustic effects are unimportant. In this framework, a variable-density formulation
of the Navier-Stokes equations is often used due to its computational efficiency relative to fully
compressible formulations. In the variable-density equations, the pressure and density are formally
decoupled by defining the density through an equation-of-state (EOS) expressed in terms of trans-
ported scalars. The EOS may be given by an analytical expression, or as is common for complex
reactive systems, it may be precomputed and tabulated as a function of the scalars.

Tabulated state-equations are heavily used in many popular combustion models. Examples
include laminar flamelet models (Peters 1984, 2000), conditional moment closure (CMC) meth-
ods (Klimenko & Bilger 1999), and some transported PDF methods (Pope 1985). These com-
bustion models are used in a variety of codes, targeting applications that include the design and
optimization of engines and power systems, prediction of pollutant formation in combustion devices,
and modeling and prediction of fires. While validation studies of combustion codes are routinely
performed, the application of systematic verification studies is less common. In particular, the
ramifications of tabulated state-relationships on the convergence and accuracy of combustion codes
has not been widely investigated. As the EOS in typical combustion systems is multi-dimensional
and highly non-linear, its implications on code performance are not straightforward.

Owing to the non-linear character of the governing equations, it is common to use iterative al-
gorithms to solve the discretized system of equations. With these methods, solutions are iteratively
refined from an initial guess until all equations are approximately satisfied at a given point and
time. Iterative approaches, by definition, do not exactly satisfy the discrete equations, and there-
fore, unavoidably involve certain residual errors. The matter of how small residuals must become
for the numerical solution to be a valid approximation of the governing mathematical equations is
of obvious and practical relevance. In large-scale computations it may be prohibitively expensive
to converge all solvers to machine precision. A popular execution mode, therefore, is for a solver to
perform a fixed number of iterations and then proceed to subsequent steps in the algorithm. The
ramifications of such an approach on the evolution of the solution are difficult to conjecture.

A powerful technique that can unravel this complexity and ultimately help to verify these solvers
is the method of manufactured solutions (MMS). Manufactured solutions are exact solutions to a
set of governing equations that have been modified with forcing terms. This concept has been
around since the early days of computer codes (see, for example, Burggraf, 1966) and has been
more recently formalized under the name MMS in a series of papers (Roache 1998a,b, 2002; Knupp
& Salari 2003; Oberkampf et al. 2004; Roy 2005). The objective of this work is to use the method of
manufactured solutions to explore the effects of tabulated constitutive relationships and iteration
errors on the computational performance of low-Mach number combustion codes.

46



2.2.2 Mathematical model

A. Governing equations

The simulations in this report are performed using the unstructured large-eddy simulation (LES)
code CDP. The LES methodology recognizes that in many practical simulations, the governing
equations admit solutions that cannot be resolved on affordably-sized grids. A filter, denoted here
by an overbar, is therefore introduced to separate the flow into resolved and unresolved scales. The
large scales of motion are directly simulated while the smaller, dissipative scales are modeled. All
field variables are decomposed into resolved and unresolved (or subgrid-scale) components using
either a Reynolds decomposition

ρ = ρ̄+ ρ′ (2.12)

or a Favre (density-weighted) decomposition:

ui = ũi + u′′i , ũi = ρui/ρ̄. (2.13)

Filtering the continuum Navier-Stokes equations yields equations for the resolved-scale variables:
density ρ̄, pressure p̄, velocity ũi, and transported scalars φ̃k.

The combustion systems of interest in this work are characterized by relatively low Mach num-
bers (Ma < 0.3), hence, the assumption of negligible compressibility and acoustic effects is generally
valid. The density is allowed to vary with the local temperature and species concentration (i.e.,
the transported scalars), but is not a function of the local pressure.

Under these simplifications, variable-density reacting flows are described by the following con-
servation equations for mass, momentum, and species, combined with a suitable EOS:

∂ρ̄

∂t
+
∂ρ̄ũj
∂xj

= ¯̇Sρ̄ (2.14)

∂ρ̄ũi
∂t

+
∂ρ̄ũj ũi
∂xj

= − ∂p̄

∂xi
+

∂

∂xj

(
2µ̄S̃ij − qij

)
+ ¯̇Sũi (2.15)

∂ρ̄φ̃k
∂t

+
∂ρ̄ũjφ̃k
∂xj

=
∂

∂xj

(
ρ̄α̃k

∂φ̃k
∂xj
− qφ̃k j

)
+ ¯̇Sφ̃k

(2.16)

ρ̄ = f(φ̃1, φ̃2, ...). (2.17)

The resolved-scale stress is given by

S̃ij =
1
2

(
∂ũi
∂xj

+
∂ũj
∂xi

)
− 1

3
δij
∂ũk
∂xk

, (2.18)

and the subgrid (or subfilter) stress qij and scalar fluxes qφ̃k j
are modeled using the eddy-viscosity

approach of Smagorinsky (1963):

qij = −2µtS̃ij where µt = ρ̄ C ∆2|S̃|. (2.19)

The unknown coefficient C in Eq. (2.19) is closed using the dynamic procedure (Germano et al.
1991; Moin et al. 1991; Ghosal et al. 1995; Pierce & Moin 1998). In all simulations reported here,
the codes are run in so-called “DNS” mode, wherein all subgrid models are disabled.
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B. Numerical method

The computer code CDP uses a collocated, unstructured version of the algorithm of Pierce & Moin
(2001, 2004). This algorithm employs a temporally-staggered variable arrangement in which ve-
locity components are staggered in time with respect to density and other scalar variables. The
equations are spatially discretized using low-dissipation, node-based finite-volume operators devel-
oped in section 3.1. The variables are implicitly advanced in time using a fractional-step method,
and an iterative approach is used at each time level to repair splitting errors and enhance stability.
The major features of the iteration process at each time step are listed below. Here the superscript
m is used to denote the outer-iteration number.

1. The scalar equation(s) Eq. (2.16) are advanced in time. This yields (ρφ)m+1, from which a
provisional estimate for φ is obtained by φ̂ = (ρφ)m+1/ρm.

2. The momentum equations Eq. (2.15) are advanced to obtain provisional velocities: ûi.

3. The provisional scalar values are used to evaluate the density from the EOS: ρm+1 = f(φ̂).

4. The updated density is used to correct the scalar(s) to ensure primary conservation: φm+1 =
(ρφ)m+1/ρm+1.

5. A constant-coefficient Poisson equation is solved for pressure, and the result is used to correct
the velocity field to discretely conserve mass.

6. The process is repeated from step 1 and continued until convergence.

The linearized scalar and momentum equations (steps 1-2) are solved using a Jacobi method,
and the Poisson solve (step 5) is accomplished using the HYPRE algebraic multigrid solver (Falgout
& Yang 2002; Henson & Yang 2002). Linear analysis indicates that the iterative approach outlined
above is second-order accurate when at least two outer iterations are employed (Pierce & Moin
2001). Additional iterations may improve the stability of the scheme, but do not increase the order
of accuracy. Formal verification of the second-order behavior of the algorithm requires convergence
of the system at each time step.

2.2.3 Method of manufactured solutions

A. Background

The method of manufactured solutions (MMS) is a general procedure that can be used to construct
analytical solutions to the differential equations that form the basis of a simulation code. The
resulting solutions, while not necessarily physically relevant, can be used as benchmark solutions
for verification tests. The accuracy of the code is gauged by running the test problems on system-
atically refined grids and comparing the output with the analytical manufactured solution. The
behavior of the error is examined against the theoretical order-of-accuracy inherent in the code’s
numerical discretizations. Thus, a verification test using MMS provides an unambiguous result
regarding whether the algorithm is implemented correctly. MMS has been successfully applied in
a variety of applications including fluid dynamics (Roy et al. 2004; Bond et al. 2006), heat trans-
fer (Brunner 2006; Domino et al. 2007), fluid-structure interaction (Tremblay et al. 2006), even
turbulence modeling (Eca et al. 2007).

Application of MMS is conceptually straightforward. Consider a generic system of differential
equations

D(ψ) = 0 (2.20)
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where ψ is a vector of unknown variables and D(·) is a differential operator whose specific form
depends on the governing partial differential equations. In MMS, the analyst selects a sufficiently
differentiable function ψ̂ to describe the desired evolution of the variables in space and time. Since
ψ̂ does not necessarily satisfy the original governing equations Eq. (2.20), a corresponding set of
source terms Sψ are “manufactured” by simply applying the differential operator to ψ̂ in order to
balance the system

D(ψ̂) = Sψ. (2.21)

The new set of equations given by Eq. (2.21) constitutes an exact analytical solution that exercises
all of the same differential terms as Eq. (2.20). Consequently, Eq. (2.21) can be used to test
numerical codes designed to solve Eq. (2.20) with minimal additional coding.

As the generality of the current discussion demonstrates, there is near limitless flexibility in con-
structing manufactured solutions. A useful set of guidelines for the effective design and application
of MMS are contained in the monograph by Knupp & Salari (2003).

B. Example problems

In this section we introduce example MMS problems which attempt to illustrate “canonical” phe-
nomena in variable-density flows. It has been argued that because code verification is a purely
mathematical exercise, manufactured solutions need not be “realistic” (Roache 2002). While this
statement is unquestionably true, it does not fully acknowledge the utility of well-crafted manufac-
tured solutions in identifying the vulnerabilities and strengths of a computational algorithm. For
instance, a manufactured solution that is suggestive of some elementary physics, provides not only
a statement about the code’s order-of-accuracy, but also previews how the code might perform in
more complex problems where the mimicked physics are pervasive.

In this spirit, the current examples are constructed such that they identically obey a subset of
the governing physics without extra source terms (for example, they analytically conserve mass),
and apply manufactured sources to satisfy the remaining conservation laws. Mass conservation is
afforded preferential treatment in these examples due to its central role in the solution algorithm
presented in Section 2.2.2. The resulting manufactured solutions attempt to balance simplicity
with realism in an effort to understand how the code performs in “representative” scenarios.

The verification problems in this report are based on the EOS for isothermal binary mixing
between miscible fluids:

ρ(φ) =
(
φ

ρ1
+

1− φ
ρ0

)−1

. (2.22)

Although this EOS is simple, it is deceptively nontrivial. Large density ratios result in extremely
non-linear behavior that can challenge variable-density solvers in a manner similar to the reactive
state-equations associated with combustion chemistry. The scalar variable φ in Eq. (2.22) is known
as the mixture fraction and assumes values ranging from 0 to 1. A similar mixture fraction variable
is ubiquitously used in combustion modeling to describe the “mixedness” between fuel and oxidizer.
The quantities ρ0 and ρ1 are the pure component densities, i.e. ρ0 = ρ(φ = 0) and ρ1 = ρ(φ = 1).

The first example problem is a one-dimensional manufactured solution reflective of binary dif-
fusive mixing:
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Figure 2.3: 1-D manufactured solution. (left to right) u(x, t), φ(x, t), ¯̇Sφ(x, t).

φ(x, t) =
exp(−k1t)− cosh(w0x exp(−k2t))

exp(−k1t)
(

1− ρ0
ρ1

)
− cosh(w0x exp(−k2t))

ρ(x, t) =
(
φ(x, t)
ρ1

+
1− φ(x, t)

ρ0

)−1

(2.23)

u(x, t) = 2k2 exp(−k1t)
ρ0 − ρ1

ρ(x, t)

(
ûx

û2 + 1
+

(k1k2 − 1)(arctan û− π
4 )

w0 exp(−k2t)

)
where û = exp(w0x exp(−k2t)) and w0, k1, and k2 are constant parameters. Note that Eq. (2.23)
satisfies the continuous continuity equation Eq. (2.14) with ¯̇Sρ̄ = 0, but produces a non-zero source
term in the scalar transport equation Eq. (2.16). No source term is specified in the momentum
equation, instead the pressure is allowed to compensate to satisfy Eq. (2.15) with ¯̇Sũi = 0. If
interested, one could solve for the analytical pressure distribution by integrating Eq. (2.15) with
respect to x. The relevant manufactured scalar source term is computed by substituting Eq. (2.23)
into Eq. (2.16) and solving for ¯̇Sφ̃k

. The spatio-temporal evolution of Eq. (2.23) is shown in Fig.
2.3 for the parameter values in Table 2.1. The computational domain for this problem is 0 ≤ x ≤ 2
and 0 ≤ t ≤ 1.

A second MMS problem involves a two-dimensional corrugated front with advection and diffu-
sion:

φ(x, y, t) =
1 + tanh(bx̂ exp(−ωt))

(1 + ρ0
ρ1

) + (1− ρ0
ρ1

) tanh(bx̂ exp(−ωt))

ρ(x, y, t) =
(
φ(x, y, t)

ρ1
+

1− φ(x, y, t)
ρ0

)−1

u(x, y, t) =
ρ1 − ρ0

ρ(x, y, t)

(
− ωx̂+

ωx̂− uf
exp(2bx̂ exp(−ωt)) + 1

(2.24)

+
ω log(exp(2bx̂ exp(−ωt)) + 1)

2b exp(−ωt)

)
v(x, y, t) = vf

p(x, y, t) = 0

where x̂(x, y, t) = uf t − x + a cos(k(vf t − y)) and a, b, k, ω, uf , and vf are constant parameters.
Eq. (2.24) satisfies the continuous continuity equation Eq. (2.14) with ¯̇Sρ̄ = 0. Non-zero source
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Figure 2.4: 2-D manufactured solution: ρ(x, y, t) (top to bottom) t = 0, t = 1/3, t = 2/3, t = 1.
(black: ρ = 1, white: ρ = 20).

terms appear in the x and y momentum equations Eq. (2.15) and the scalar transport equation
Eq. (2.16). The evolution of the density field described by Eq. (2.24) is shown in Fig. 2.4 given
the parameter values in Table 2.2. The computational domain for this problem is −1 ≤ x ≤ 3,
−1/2 ≤ y ≤ 1/2, and 0 ≤ t ≤ 1.

In order to focus on the effects of density, the viscosity µ̄ and the “dynamic” diffusivity ρ̄α̃k in
Eqs. (2.15) and (2.16) are assumed constant in both the one- and two-dimensional MMS examples.

2.2.4 Results

A spatial grid-refinement study using the one-dimensional example problem Eq. (2.23) was con-
ducted to assess the convergence properties of CDP’s numerics. Computational grids consisting of
64, 128, 256, 512, 1024, and 2048 control volumes were used. A time step of ∆t = 0.00125 was
applied in all cases, leading to maximum CFL numbers in the range 0.048 to 1.53. The boundary
conditions at x = 0 were u = 0 and ∂φ/∂x = 0. An “outlet” boundary condition was applied at
x = 2, a location sufficiently removed from the problem dynamics so as to not introduce significant
errors in the solution. The velocity, pressure, and scalar values were solved from Eqs. (2.14)-(2.16),
and the density was evaluated using the analytical function Eq. (2.22) and the instantaneous scalar
field. The convergence tolerance for solving transport equations and the pressure Poisson equation

51



Table 2.1: Parameter values for 1-D problem.
parameter value

ρ0 20
ρ1 1
k1 4
k2 2
w0 50

ρ̄α̃φ = µ̄ 0.03

Table 2.2: Parameter values for 2-D problem.
parameter value parameter value

ρ0 20 a 1/5
ρ1 1 b 20
uf 1 k 4π
vf 1/2 ω 3/2
ρ̄α̃φ 0.001 µ̄ 0.001
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Figure 2.5: 1-D manufactured solution: L2-error at t=1.

was 1 × 10−8. Outer iterations at each time step were continued until the maximum density dif-
ference between iterations |ρm+1 − ρm| was less than 1 × 10−8. This was typically achieved after
20–25 outer iterations. Additional problem parameters are listed in Table 2.1.

The maximum error (L∞-error) and volume-averaged (L2-error) for u(x, t), φ(x, t), and ρ(x, t)
were monitored throughout the simulation. The error trends toward second-order convergence with
respect to ∆x for all variables, as seen in Fig. 2.5. Detailed convergence results of the exercise are
tabulated in Table 2.3. Plots of the L2-error versus time for u(x, t) and φ(x, t) are shown in Figs.
2.6 and 2.7. Note that the error smoothly decays with time in each simulation as the flow features
diffuse and become more easily resolved. The L∞-error behaves similarly on all grids except the
nx = 2048 grid, where iteration and time errors begin to contaminate the solution after t ≥ 0.5.
As part of a separate temporal-refinement study (not shown here) the time step was halved to
∆t = 0.000625 and the simulations were repeated on the nx = 1024 grid. The results were almost
indistinguishable, with a maximum difference on the order of 10−6 for all variables. This suggests
that the results are “converged” in a temporal sense, and that time errors are subservient to spatial
errors on all of the grids with nx ≤ 1024.

In order to evaluate the effect of EOS tabulation on code performance, a refinement study was
conducted in which the EOS Eq. (2.22) was interpolated linearly from successively-refined tables of
uniformly-spaced points in φ-space. A summary of the tabulation resolutions and their associated
errors is found in Table 2.4. Interpolation of the EOS at the coarsest resolutions in Table 2.4 would
not be unreasonable in many engineering calculations where property tables are multi-dimensional
(typically 3–4) and memory is limited.

The simulations were effected on a grid of 1024 control volumes with a time step of ∆t = 0.00125.
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Figure 2.6: L2-error in velocity u(x, t) versus
time for 1-D manufactured solution.
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Figure 2.7: L2-error in scalar φ(x, t) versus time
for 1-D manufactured solution.

Table 2.3: 1-D manufactured solution: L∞- and L2-error at t=1 versus spatial grid refinement.

no. of L∞-error observed L2-error observed L∞-error observed L2-error observed
points u(x, t) order u(x, t) order φ(x, t) order φ(x, t) order

64 4.5418e-03 1.4409e-03 2.6407e-02 6.7197e-03
128 7.9587e-04 2.51 2.4485e-04 2.56 3.2633e-03 3.02 9.5846e-04 2.81
256 2.3931e-04 1.73 7.6850e-05 1.67 1.1724e-03 1.48 3.5391e-04 1.44
512 6.7858e-05 1.82 2.2545e-05 1.77 3.5933e-04 1.71 1.1075e-04 1.68
1024 1.8171e-05 1.90 6.3385e-06 1.83 9.9106e-05 1.86 3.0840e-05 1.84
2048 1.0434e-05 0.80 1.6845e-06 1.91 2.6574e-05 1.90 8.2872e-06 1.90

Table 2.4: EOS look-up table: resolutions and errors.

no. of max error avg error
points ρ(φ) ρ(φ)

21 1.6118e+00 7.3605e-02
31 9.4647e-01 3.3885e-02
51 4.4249e-01 1.2463e-02
101 1.3878e-01 3.1475e-03
201 3.9362e-02 7.8898e-04
401 1.0521e-02 1.9738e-04
801 2.7226e-03 4.9353e-05

53



0 0.2 0.4 0.6 0.8 110!6

10!4

10!2

100

time

uL
2e
rro
r

nz21nz31nz51nz101nz201nz401nz801nzINF

Figure 2.8: L2-error in velocity u(x, t) versus
time for 1-D manufactured solution on nx =
1024 grid.
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Figure 2.9: L2-error in scalar φ(x, t) versus time
for 1-D manufactured solution on nx = 1024
grid.

The boundary conditions and solver convergence limits were identical to the spatial grid-refinement
study above. The full convergence results are tabulated in Table 2.5, and plots of the temporal
evolution of the L2-error for u(x, t) and φ(x, t) are shown in Figs. 2.8 and 2.9. The “nφ =∞” label
indicates results using the analytical or non-interpolated EOS.

The data clearly indicate a degradation of accuracy when using a tabulated EOS. Velocity
convergence inclines towards first-order behavior, while scalar and density convergence appears to
be closer to second-order (with respect to ∆φ). These trends, however, are speculative at best
as the data are not well converged, even with 801 interpolation points in the EOS. It is likely
that convergence of the scalar outperforms velocity because of the manufactured source term in
Eq. (2.16). In the simulations, the scalar source was evaluated as a function of x and t, rather than
u(x, t), φ(x, t), and ρ(x, t). The source term, therefore, implicitly used the analytical EOS and was
partially shielded from the influence of tabulation errors. It is not surprising, therefore, that scalar
convergence was less affected than velocity, especially when considering the relative strength of the
scalar source term in this example (see Fig. 2.3).

In addition to poor convergence rates, it is clear that EOS interpolation dramatically affects
the character of the error in the field variables. The smooth error decay exhibited in Fig. 2.6 is
replaced by the unsteadiness apparent in Fig. 2.8. These numerical fluctuations result from the
tight coupling between density, velocity, and pressure in low-Mach number projection methods.
Density errors arising from the tabulation are readily translated into velocity errors as the pressure
acts to “correct” changes in the global mass-balance. The velocity and density in turn influence
the evolution of the scalar field in a non-linear manner, adding further complexity. The end result
is that small errors in the EOS evaluation can amplify and produce relatively large errors in the
velocity and scalar fields.

The numerical fluctuations induced by EOS interpolation errors undoubtedly find expression in
the flow variables on a macro-scale. This is readily visible in Fig. 2.11, which shows the convective
outlet velocity u(x = 2, t) for different EOS resolutions. Here, interpolation errors cause dramatic
fluctuations about the exact MMS value. The presence of these fluctuations, whose genesis is
entirely numerical, holds serious implications for subgrid modeling of combustion and turbulence
phenomena.

Issues relating to time-accuracy and the error-contribution from iteration residuals have also
been studied using MMS. Here the two-dimensional problem (Eq. (2.24)) was simulated on com-
putational grids of 200× 50, 400× 100, 800× 200, and 1600× 400 hexahedral control volumes with
a uniform time step of ∆t = 0.00125. This time step produced maximum CFL numbers ranging
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Figure 2.11: 1-D manufactured solution: con-
vective outlet velocity u(x = 2, t) on nx = 1024
grid.

Table 2.5: 1-D manufactured solution: maximum L∞- and L2-error versus EOS look-up table
refinement.

no. of L∞-error observed L2-error observed L∞-error observed L2-error observed
points u(x, t) order u(x, t) order φ(x, t) order φ(x, t) order

21 3.0450e-02 2.3991e-02 5.4061e-02 1.8100e-02
31 1.8274e-02 1.31 1.4032e-02 1.38 2.8370e-02 1.66 9.5723e-03 1.64
51 9.2087e-03 1.38 8.5121e-03 1.00 1.1613e-02 1.79 3.9251e-03 1.79
101 3.5173e-03 1.41 3.2208e-03 1.42 3.2998e-03 1.84 1.1030e-03 1.86
201 2.0185e-03 0.81 1.9794e-03 0.71 9.6504e-04 1.79 3.0885e-04 1.85
401 9.2466e-04 1.13 8.6672e-04 1.20 3.4493e-04 1.49 9.9923e-05 1.63
801 5.2006e-04 0.83 4.3319e-04 1.00 1.5400e-04 1.17 4.1577e-05 1.27
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Figure 2.12: 2-D manufactured solution: L2-
error at t = 1 using 20 outer iterations.
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Figure 2.13: 2-D manufactured solution: L2-
error of u(x, t) at t = 1 for different numbers of
outer iterations.

from 0.15 to 1.18 on the various grids. Dirichlet boundary conditions were imposed at x = −1, an
“outlet” boundary condition was applied at x = 3, and periodic boundary conditions were used at
y = ±1/2. Tolerances for the scalar, momentum, and pressure solvers were set to 1× 10−10 in all
simulations. Additional problem parameters are supplied in Table 2.2.

A major focus of this study was to investigate the effect of applying multiple non-linear itera-
tions to “fully” converge the system of equations at each time step. Fig. 2.12 shows the spatial-
convergence of the L2-error of the flow variables when 20 outer iterations are employed. At this
level of iteration, the bulk of the time error is eliminated and all variables trend toward second-order
convergence with grid refinement — confirming the expected accuracy of CDP’s spatial operators.
Fig. 2.13 shows how the convergence is affected when fewer outer iterations are used at each time
level. The observed convergence is approximately first-order when 10 iterations are applied, and
even less promising with fewer iterations.

The errors depicted in Fig. 2.13 are a combination of spatial and temporal contributions that
combine in a complex manner on different grids and time steps. A closer examination of the
temporal component of the error is instructive. Fig. 2.14 shows the convergence of the L2-error
with respect to ∆t for a simulation on the 800× 200 grid and applying only one outer iteration per
time step. Details of the modifications to the time advancement required to avoid outer iterations
are presented elsewhere in this volume (Ham 2007). Under these conditions, the dominant error
derives from the time advancement which is clearly first-order accurate. Additional outer iterations
help to repair the time-errors either increasing their accuracy towards second-order and/or reducing
their magnitude.

In a related study, the simulations of Fig. 2.13 were repeated using a more moderate density
ratio of ρ0/ρ1 = 5. In this case, second-order convergence was observed after 5–10 outer iterations
versus the 15–20 iterations for the ρ0/ρ1 = 20 case. This accelerated convergence is encouraging
for applications with modest density ratios, but also indicates an unappealing dependence of the
algorithm’s convergence properties on the EOS.

2.2.5 Conclusions and future work

In this study, the method of manufactured solutions (MMS) was used to investigate the effects of
tabulated state-equations and temporal iteration errors on the convergence and accuracy of the
multi-physics hydrodynamics code CDP. Two MMS problems were constructed whose evolution is
reflective of some of the basic physics germane to combustion problems, namely: diffusive mixing
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Figure 2.14: 2-D manufactured solution: L2-error at t=0.1 using 1 outer iteration.

of species and convection of density fronts. Both of the MMS examples analytically satisfy the
source-free continuity equation, and use manufactured source terms to balance other transport
equations in the system. Grid refinement studies performed using the MMS problems confirm the
spatial convergence rate of CDP to be second-order when an analytical EOS is used. Convergence
of the flow variables to the exact solution was markedly impaired when the EOS was linearly
interpolated in φ-space. EOS interpolation errors introduce spurious numerical fluctuations in the
flow variables, with velocity and pressure being particularly vulnerable. In some problems these
errors can accumulate with time and potentially alter the temporal evolution of the flow. The
variable density algorithm in CDP has first-order temporal accuracy when a single outer iteration
is applied. Temporal errors were generally not dominant when multiple outer iterations were
performed, making it difficult to confirm the temporal accuracy of the method with multiple outer
iterations.

The present results suggest that, for a given problem, a balance exists between factors such as
the size of the time step and the number of outer iterations that need to be performed. Determining
the optimal operating conditions (i.e. grid size, time step, number of outer iterations, etc.) is a
nontrivial and problem-dependent task that deserves more attention than is currently afforded.
Future work will include the development of a more complete test suite of MMS problems suitable
for variable-density solvers and their application to other low-Mach number combustion codes.
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2.3 Uncertainty Quantification Using Adjoint Method

2.3.1 Motivation and objectives

Uncertainty quantification in computational simulation of physical systems has raised significant
interest in the recent years. An important drawback of the current technology of computer simula-
tion in science and engineering is its inability to produce an estimate of the error in the calculation.
In other words, there is no indication of the amount of error and uncertainty in the simulation.
For example, the current weather forecast system produces only a prediction of what the weather
might be in the next few days, without any estimation of how much the actual weather might differ
from the simulation. In a computational fluid dynamics simulation of an aircraft design, current
software is capable of producing a performance profile for the proposed design, but cannot calculate
how much different the predicted performance can be from the actual performance profile when
the aircraft is built. Due to this lack of quantified uncertainty in simulated results, it is difficult to
make an educated decision based on the simulation results. In contrast, if we can quantify the un-
certainties in the computer simulations, the simulation results can be used in rigorous risk analysis
and decision making. In weather forecasting, for example, instead of producing a single possible
scenario of the weather in the next few days, we want to calculate all possible scenarios and esti-
mate the likelihood that each scenario will happen. This forecasting enables people to make more
informed decisions when planning weather dependent activities. In simulation of an aircraft design,
instead of calculating a single performance profile, we want to also calculate the likely differences
between the actual and predicted performances. This additional information allows the designer
to make decisions about whether to refine the computational grid and do another calculation, to
further improve the design, or to build a prototype and test it in reality. Therefore, the ability
to quantify errors and uncertainties in computer simulations would make these simulations much
more powerful tools in various science and engineering fields.

To quantify the uncertainties in the result of a simulation, one must first understand the sources
of these uncertainties, and how they propagate through the simulation. The uncertainties in a sim-
ulation usually come from many sources, including uncertainties in initial condition, uncertainties
in boundary conditions, parametric uncertainties, uncertainties from mathematical models that
describe physical processes, uncertainties in discretization errors, uncertainties in finite arithmetic
calculations, and uncertainties in the residual of iterative solvers. The first task of uncertainty quan-
tification is to quantitatively describe these sources of uncertainties. In the probabilistic setting,
which is the most popular framework used in uncertainty quantification, this involves describing
these sources of uncertainties as random variables, random process or random fields, as well as
specifying the joint probability density function of all these random variables, processes, and fields.
Once the sources of uncertainties are quantified, we need to calculate how these uncertainties propa-
gate through the simulation to the simulation results, which we call objective functions or quantities
of interest. The end result of the uncertainty quantification process is the joint probability density
function of the objective functions. A mathematical abstraction of these two steps of uncertainty
quantification is

1. Quantify the joint probability density function of a vector x, which includes all random
variables, discretized random processes, and random fields that are used to describe the
sources of uncertainty.

2. Given the probability density function of x, calculate the probability density function of f(x),
which is the objective functions of the simulation. The function f is also called the response
function or response surface.

Our research has been focused on the second part of uncertainty quantification, the propagation
of uncertainty from the sources x to the objectives interest f(x). There has been extensive study
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in this part of uncertainty quantification in the past few years. The approaches that are used most
frequently are Monte Carlo methods (Bose & Wright 2006), polynomial chaos based methods (
Xiu & Karniadakis 2003), and collocation based methods (Mathelin et al. 2005). In Monte Carlo
methods, a sequence x1, x2, . . . , xn are sampled according to the given probability distribution of x,
and the objective function f(xi) is calculated for each i = 1, . . . , n. Plotting the histogram of these
samples of the objective function produces an empirical density function of the objective function,
and is used to estimate its statistics. There are several advantages of Monte Carlo methods. First,
implementing Monte Carlo methods is generally simple as long as a deterministic solver is available.
Second, Monte Carlo methods are inherently parallel; therefore, it takes full advantage of a parallel
computer even if the deterministic solver runs in a single process. Due to is simplicity, Monte Carlo
methods are generally very robust. It works whenever the underlying deterministic solver works. On
the other hand, the largest drawback of Monte Carlo methods is its rate of convergence. Although
there are many approaches, that can improve the convergence of Monte Carlo methods such as
using control variates and importance sampling, their ultimate rate of convergence is governed
by the central limit theorem, and is n

1
2 without exception. Due to this limitation, Monte Carlo

methods can require a very large amount of computational resources, yet produce only moderately
accurate results.

In contrast to slow converging Monte Carlo methods, polynomial chaos based methods are
theoretically proved to converge exponentially fast. This method chooses a set of orthogonal poly-
nomials with respect to the independent random variables describing the sources of uncertainty as a
basis in the random space, and represent each variable in the simulation as a linear combination of
this basis. Using a Galerkin projection, the equations governing the evolution of the weights can be
derived and solved numerically. Especially in relatively simple problems, polynomial chaos based
methods have been shown to be by far superior to Monte Carlo methods, reducing the amount
of computational resources required, and significantly improving the accuracy of the results. In
more complex problems, however, polynomial chaos methods have two major limitations. The
first limitation is the infamous ‘curse of dimensionality’, making the computational cost of these
methods grow exponentially with respect to the dimension of x, i.e., the number of independent
random variables that describe the sources of the uncertainties considered in the simulation. In
complex problems, this number of independent random variables may be hundreds or even thou-
sands, making polynomial chaos based methods totally infeasible. The second limitation is due to
its intrusiveness. Intrusive polynomial chaos methods modifies the equations that are solved for
deterministic problems, requiring re-writing the code for the deterministic solvers. This can be very
large amount of coding work for simulating complex systems. In addition, if the new equations
are not discretized properly, large numerical error and instabilities can occur. This consideration
makes additional work in numerical analysis necessary before writing the new solver, and potentially
makes the new solver even more complicated.

Collocation based methods are designed to solve the second limitation of intrusive polynomial
chaos methods. By using the deterministic solver on a specifically designed multi-dimensional grid,
and infer statistical information from the deterministic solutions, collocation methods achieves
exponential convergence without modifying the deterministic equations. As with polynomial chaos
methods, collocation methods also suffer from the curse of dimensionality. In fact, compared to
intrusive polynomial chaos, the computational cost tends to grow even faster with respect to the
number of independent random variables that describe the source of uncertainties. Collocation using
Smolyak sparse grids was proposed to alleviate this problem, but the growth of cost with respect
to dimensionality is still at least as fast as intrusive polynomial chaos. This curse of dimensionality
limits both polynomial chaos and collocation based methods to relatively simple problems in which
only a small number of uncertainty sources are considered.

The method we propose is distinct from the aforementioned three approaches. We focus on
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inferring statistical information from the gradient of the response function f . This is because when
the dimension of x is large, i.e., a large number of random variables are needed to describe the
sources of uncertainty, the gradient of f reveals much more information of the function f and
its statistics than the value of the function. For example, if only one objective function, and the
dimension of x is 1000, evaluating the value of f at a single point produces only one number, f(x) at
that point. However, if the gradient of f can be calculated at the same point, we get 1000 numbers
because the gradient is a 1000 dimensional vector. If the gradient can be computed with less than
1000 times the computational cost of computing the function value, and the information from the
gradient can be fully utilized in calculating the statistics of the objective functions, then computing
the gradient at each point would be a more efficient way to calculate statistical information of the
objective functions.

We calculate the gradient of the objective functions with respect to x by solving the adjoint
equation, and developed a variety of methods based on the calculated gradient. Very efficient
uncertainty quantification can be performed based on a single point adjoint calculation. A more
accurate result can be obtained by hybridizing an adjoint with polynomial chaos or collocation
methods. In addition, Monte Carlo methods can be significantly accelerated by using control variate
and importance sampling based on adjoint information. Finally, gradients calculated from adjoint
at different x can be used in a specifically designed multi-dimensional interpolation scheme, and
traditional uncertainty quantification methods can be used on the interpolant, which is much less
expensive to evaluate than the objective function itself. Although we categorize all these methods
as adjoint based methods, each method has its distinct advantages and limitations. Uncertainty
quantification based on only a single adjoint calculation is very efficient. In contrary to the curse
of dimensionality of polynomial chaos and collocation methods, its cost is totally independent of
the dimension of x. However, this method is not very accurate, especially if the magnitude of
uncertainty is large. Hybrid adjoint and polynomial chaos / collocation is most suitable when the
dimension of x is large, but only a small fraction of its components has significant influence on
the quantities of interest. In this situation, accurate results can be achieved without excessive
computational time. Accelerated Monte Carlo methods using adjoint is specifically designed to
calculate tail probabilities, and is very useful in analyzing robustness of certain engineering systems
using computer simulation. Interpolation with adjoint information is a subject we have just started
investigating. We think it has the potential to significantly reduce the dimensionality problem of
collocation type of methods.

The rest of this report is ordered as follows. Section 3.3.2 describe two approaches we investi-
gated in solving an unsteady adjoint equation, the Monte Carlo adjoint solver (Wang et al. 2008),
and the dynamic checkpointing solver. Section 2.3.3 discusses the two approaches that computes
the statistics of the objective function from the adjoint solution. We applied our methods to a
simple engineering problem; vortex shedding of a circular cylinder with uncertain vibrations.

2.3.2 Solving the adjoint equation

A. Monte Carlo adjoint solver

Although adjoint methods are extremely useful, often they are computationally intractable. Intu-
itively, solving the adjoint equation involves reversing the computation of the solution so we can
understand how the final solution depends upon the initial condition.

For a discretized partial differential equation, a simple algorithm for computing the adjoint
requires storing all intermediate data because it needs to run the procedure in reverse. On a 5000
x 5000 grid, computing the adjoint after only 1000 time steps requires storing 25 billion numbers.
With larger problems, such as fluid-dynamics simulations with around 100 million grid points, the
storage quickly scales to trillions of numbers. Better approaches reduce the storage requirements,
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Figure 2.15: Propagation of random walks in a Monte Carlo adjoint solver.

but increase the computation cost.
Combining ideas from algorithm design and stochastic processes, Wang, Gleich, Saberi, and

Moin eliminate the extra storage requirement of previous techniques for computing the adjoint
solution with nearly no increase in computation cost. The key idea is to use a random walk
to propagate information about the adjoint equation while computing the solution to the partial
differential equation.

Solving Burger’s equation in one-dimensions with a one-step upwinding scheme illustrates how
their approach works. The random walk from the current time step to the next has the following
structure. Each blue circle represents a mesh-point. Figure 2.15 represents how information is
propagated from a single mesh point

Because the random walk only propagates information forward in time, this scheme avoids
storing the entire time history. Rather than deterministically computing the influence of each of
the three links to the next time step, the random walk picks one link to the next time step and
uses that information to approximate the result.

The Monte Carlo method can reduce the running time and memory space requirements. For
example, in a simulation of burgers equation on a grid of size 5000, the time was reduced from 1.1
seconds to 0.13 seconds and space was reduced from 200 kB to 28.8 kB. The Monte Carlo method
estimated the adjoint for each variable with significant accuracy.

Figure 2.16 illustrates the convergence of the Monte Carlo adjoint solver as the number of
random walk increases. As can be seen, a more accurate solution is obtained when more random
walks are used. This rate of convergence is shown in Figure 2.17.

B. Dynamic checkpointing scheme

Applications of adjoint equations in unsteady problems is less developed than in steady state
problems, mainly because solving the unsteady adjoint requires storing the entire trajectory of the
primal solution. Griewank addressed this problem by introducing binomial checkpointing (revolve
algorithm) in 1999. However, his algorithms require a priori knowledge of the number of time steps,
making these methods incompatible with adaptive time stepping.

We propose a dynamic checkpointing algorithm applicable when the number of time steps is
a priori unknown. Our algorithm maintains a specified number of checkpoints on the fly as time
integration proceeds for arbitrary number of time steps. The resulting checkpoints at any snapshot
during the time integration is optimal in that they minimize the repetition number during the
adjoint calculation. The efficiency of our algorithm is demonstrated both analytically and experi-
mentally in solving adjoint equations. This algorithm also has significant advantage in automatic
differentiation when the length of execution is variable.

Algorithm 1, 2 and 3 describes our dynamic checkpointing algorithm. Its three main advantages
over previous algorithms are: the number of time steps does not need to be known beforehand; the
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Figure 2.16: Solutions of adjoint equation at time 0. Solid lines are solutions estimated by Monte
Carlo method; dashed lines are the exact solution. The number of random walks starting from each
grid point is: top-left plot: 1; top-right plot: 10; bottom-left plot: 100; bottom-right plot: 1000.

Figure 2.17: Convergence of Monte Carlo adjoint solution. The horizontal axis is q, the number of
random walks starting from each grid points; the vertical axis is the L2 distance between Monte
Carlo adjoint solution and the exact solution.
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Algorithm 1 High level scheme to solve the adjoint equation
Initialize the original system;
i⇐ 0;
Save time step 0 as a placeholder checkpoint of level ∞;
while the termination criteria of the original system is not met do

Solve the original system from time step i to i+ 1 using Algorithm 2;
i⇐ i+ 1;

end while
Initialize the adjoint system;
while i >= 0 do
i⇐ i− 1;
Solve the adjoint system from time step i+ 1 to i using Algorithm 3;

end while

Algorithm 2 Solving the original system from time step i to i+ 1
Require: δ > 0 given; solution at time step i has been calculated.

if the number of checkpoints <= δ then
Save time step i+ 1 as a checkpoint of level 0;

else if At least one checkpoint is dispensable then
Remove the dispensable checkpoint with the largest time step index;
Save time step i+ 1 as a checkpoint of level 0;

else
l⇐ the level of checkpoint at time step i;
Remove the checkpoint at time step i;
Save time step i+ 1 as a checkpoint of level l + 1;

end if
if time step i is in the current set of checkpoints then

Store the solution at time step i to the checkpoint;
end if
Calculate time step i+ 1 of the original system.

Algorithm 3 Solving the adjoint system from time step i+ 1 to i
Require: δ > 0 given; adjoint solution at time step i+ 1 has been calculated.

Remove the placeholder checkpoint at time step i+ 1;
if the last checkpoint is at time step i then

Retrieve the solution at time step i, making it a placeholder checkpoint;
else

Retrieve the solution at the last checkpoint, making it a placeholder checkpoint;
Initialize the original system with the retrieved solution;
Solve the original system to time step i by calling Algorithm 2;

end if
Calculate time step i of the adjoint system;
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number of re-calculations is minimized; An arbitrary number of time steps can be integrated. For
an original system with no more than

(
δ+τ
τ

)
time steps, each time step is calculated at most τ times,

as has been proved optimal in the previous literature on checkpointing schemes (Griewank 1992).
The algorithm is conceptually simple to implement and has widespread applications in scientific
and engineering simulations of complex systems, where adaptive time stepping is often desirable,
if not necessary.

2.3.3 Uncertainty quantification

A. Hybrid adjoint and stochastic collocation

This work focuses on uncertainty quantification of complicated physical processes with a very large
number of uncertain parameters. Since the simulations involved are typically computationally
intensive, a balance between the detail of the physical models and the complexity of uncertainty
quantification model is critical. Without careful consideration, one can easily become the bottleneck
in prediction quality or computational cost. We propose an adaptive procedure to address this
challenge. In our uncertainty quantification framework, an adjoint based perturbation method
is first used. From the result of the perturbation method, the uncertain parameters that have
the largest magnitude and most heavily influence the quantities of interest are selected. Then
a polynomial chaos based expansion is used for these critical parameters only. This allows the
building of accurate response surface without assumptions on the correlations between the uncertain
parameters.

This hybrid method is a two-step approach. In the first step, the adjoint equation is solved
at a deterministic reference point that represents the concentration of the possible uncertainties.
Based on the derivative of the objective functions with respect to the sources of uncertainty, the
most influential uncertainty sources are selected to perform a full polynomial chaos or collocation
analysis in order to accurately account for their influence. The final result of this approach is
the probability density function of the objective functions that combines the result of the adjoint
analysis and the polynomial chaos or collocation analysis.

Figure 2.18 shows an example of applying the hybrid approach in a cylinder vortex shedding
problem. The uncertainties in the problem is the uncertainty vorticity in the inlet at the initial
condition. Using a Karhunen-Loeve expansion, the random field that describes the source of un-
certainty can be represented using a infinite series, and the first 10 terms of the series are plotted
on the top-left plot. By performing an adjoint calculation, the sensitivity of the objective function,
which is the time averaged drag of the cylinder, to the first 10 terms of the Karhunen-Loeve expan-
sion is calculated and shown in the top-right plot. From this plot, we see that the first, third, and
fourth mode in the K-N expansion are the most influential to the objective function. Therefore,
these three random variables are selected to perform a full collocation analysis. The middle-left
and bottom-left shows the result of the collocation analysis performed on a tensor grid (only a
two-dimensional cut of the first and third dimensions are shown). The middle-left plot shows the
result with a smaller magnitude of uncertainty, and the bottom-left plot shows the result with a
larger magnitude of uncertainty. The middle-right and bottom-right plots shows the probability
density functions calculated from these analysis. The blue lines are the pdf calculated by the ad-
joint analysis only, and the red lines are the pdf calculated by combining the adjoint analysis with
the collocation analysis. As can be seen, the pdf calculated using adjoint only is fairly accurate
when the magnitude of uncertainty is small. But when the magnitude of uncertainty is large, the
second step, collocation analysis on selected uncertain parameters, is important and results in a
significant correction on the pdf.
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Figure 2.18: Hybrid adjoint and collocation method
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B. Adjoint accelerated Monte Carlo

The adjoint accelerated Monte Carlo is designed to calculate the tail probability. This problem is
important in risk analysis, i.e., to calculate the small probability that a system could fail. Naive
Monte Carlo method is expensive and inefficient, while polynomial chaos and collocation are as
inaccurate in representing the tails of the probability densities. We propose solving this problem
by using information from an adjoint calculation. The adjoint information can be used to design a
faster converging estimator for the Monte Carlo simulations, and provide information for importance
sampling that further reduces variance and accelerate convergence.

Here we use an example to demonstrate our approach. We consider the laminar flow around a
circular cylinder; we solve the unsteady incompressible Navier-Stokes equation at Reynolds number
(based on the cylinder diameter) of 100. The equations are solved using a node-based second-order
collocated finite-volume predictor-corrector scheme. A two-dimensional unstructured mesh is used.

We assume that the cylinder in the flow field is undergoing uncertain oscillations. The magnitude
and phase of the oscillations are unknown and assumed to be random. Ten frequencies, including
the fundamental shedding frequency are considered. As a result, we formulate the problem in a
probabilistic framework and introduce 20 random variables to characterize the uncertainty. The
objective function in our example problem is the time-averaged drag coefficient of the cylinder,
which is a function of the random variables describing the rotational oscillations.

The adjoint equation of the incompressible Navier-Stokes equation is solved. Since the adjoint
equation evolves backward in time, a dynamic checkpointing scheme is used to balance the storage
of the flow solution time history and the need to re-calculate the time steps that are not stored.
Using this scheme, the cost of solving the adjoint equation for thousands of time steps is typically
3-5 times the cost of solving the Navier-Stokes equation.

The question we want to answer in this example problem is: what is the probability that our
quantity of interest - the time-averaged drag coefficient cd - exceeds a certain critical value? The
value is chosen to be

cdmax = 1.345.

This makes the critical probability p(cd > cdmax) = pcr small (around 5%). This is typical in
risk-analysis type of applications, in which pcr represents the probability of failure. Our objective
is then to accurately and efficiently calculate this failure probability.

The adjoint method can be used to compute the desired probability pcr by forming a linear
approximation of the objective function cd as a function of the random variables describing the
stochastic rotation. This linear approximation remains valid when the magnitude of uncertainty is
relatively small. The correlation between the linear approximation of cd based on adjoint solution
and the real cd is plotted in figure 2.19. The deviation of points from the diagonal line is due to
the error in the linear approximation. The true pcr corresponds to the fraction of points above the
horizontal line (corresponding to y = cdmax), whereas the adjoint approximation gives the fraction
of points right of the vertical line (x = cdmax). The adjoint methods gives an answer with some
systematic bias due to approximation error, but unlike brute-force Monte Carlo, the result has
essentially no variance. Therefore, the accuracy of the adjoint method is comparable to brute-force
Monte-Carlo if the number of calculations is limited to hundreds. Moreover, the cost of the adjoint
method is similar to 4-6 Monte Carlo simulations, thus orders of magnitude cheaper.

Using the information from the adjoint approximation, we can design a more efficient strategy
to compute the probability pcr. The new estimator reduces the variance by exploring the similarity
between the adjoint approximation and the true cd, and eliminates bias by estimating the error
made by the approximation. Moreover, an important sampling approach can be devised to further
reduce the variance of the Monte-Carlo method, thus accelerating its convergence. This is achieved
by concentrating the samples in areas where the adjoint approximation is likely to introduce errors,
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Figure 2.19: Correlation between adjoint approximation (horizontal axis) and real cd (vertical axis)

such as the regions where cd is close to cdmax, and where cd may be significantly different from its
adjoint approximation. Figure 2.3.3 shows the concentration of the realizations considered within
the importance sampling.

It can be seen that the samples are concentrated where cd is close to cdmax, and more samples
are far away from the diagonal line. This allows more accurate measure of the error of the adjoint
approximation, i.e., the fraction of points located above the horizontal line but left of the vertical
line, as well as the fraction of points right of the vertical line but below the horizontal line. The
importance sampling technique balances the concentration of sampling probability by assigning a
different weight to each sample.

Figure 2.3.3 compares the convergence of three different Monte-Carlo methods. Different colors
represent different methods: red is brute-force Monte Carlo, blue is with redesigned estimator but
without importance sampling, and black is with importance sampling. The solid lines represent
the calculated probability with given number of samples; the dotted lines represent the 3σ bound
of the calculated probability. It can be seen that using better estimator and importance sampling
reduces the standard deviation by a factor of 4, which implies that the number of samples required
is reduced by a factor of 16.

2.3.4 Summary

In this report, we presented the use of the adjoint equation in uncertainty quantification of unsteady
fluid flow problems. The Monte Carlo method and the dynamic checkpointing method for solving
the adjoint equation for unsteady problems are discussed. To address the curse of dimensionality,
the adjoint solution can be used as a first step prior to polynomial chaos or collocation analysis to
select uncertain parameters and reduce dimensionality. Alternatively, the adjoint solution can be
used to accelerate the Monte Carlo method, and is very useful in estimating tail probabilities in
risk analysis.
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Figure 2.20: Concentration of importance sampling, the horizontal axis is the adjoint approxima-
tion, the vertical axis is real cd.

Figure 2.21: Convergence history of Monte Carlo methods.
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2.4 Padé-Legendre Approximants for Uncertainty Analysis

2.4.1 Motivation and objectives

The aerodynamic performance of vehicles flying at high speed are profoundly affected by the pres-
ence of shock waves. Among the most dominant effects, the added resistance associated with the
energy losses (wave drag), and the interaction of shocks and the viscous boundary layers have
received considerable attention. In particular, the latter can potentially lead to massive flow sep-
aration and thus requires careful analysis even in the early design phase. Shock/boundary layer
interaction is affected by a variety of factors including the conditions of the incoming flow, the
surface geometry, and the fluid properties within the boundary layer. It is known that changes in a
few parameters, namely the flight Mach and Reynolds numbers, can lead to sharp non-monotonic
variation of the length and characteristics of the interaction zone (Malik & Tagirov 1987) with
obvious impact on the overall flow behavior.

Most numerical investigations of shock-dominated flows focus on the predictive capabilities
of various approaches; the operating conditions, for example, are defined according to relevant
experimental studies with the objective of performing controlled validation. On the other hand,
various factors can introduce uncertainty in the measurement setup thus creating difficulties in
identifying the appropriate conditions to be used in the corresponding simulations.

It must be noted that, when the problem is strongly non-linear such as in transonic flows, it is
generally difficult to establish the sensitivity of the output of interest by performing perturbation
analysis on the input parameters. In the present work, we develop a novel numerical approach to
overcome this difficulty. More specifically, the objective of the proposed method is to accurately
propagate the uncertainty in the problem definition on the statistics of the shock position and
strength. The approach is based on a probabilistic representation of uncertainties where the con-
ventional deterministic inputs are replaced by random variables. This process inherently creates
additional independent variables in the problem, and therefore we typically refer to a deterministic
domain characterized by the physical dimensions and a stochastic space identified by the random
variables.

In the problems presented herein, the location of the shocks as well as their strength are not
known a priori and they are functions of uncertain parameters which depend on the operating
conditions. In the following, the proposed method is first explained in detail. The one-dimensional
formulation is introduced followed by the extension to multi-dimensional problems. Next, applica-
tions to discontinuous solution of the Burgers equations are presented. The final application is the
analysis of the turbulent flow around the RAE2822 airfoil with uncertainty in the specification of
the incoming Mach number.

2.4.2 Proposed method

Probabilistic assessment of uncertainty in computational models consists of three major phases: i)
data assimilation in which the input parameters are characterized (in terms of probability distri-
butions) from observations and physical evidence; ii) uncertainty propagation in which the input
variabilities are propagated through the mathematical model; and iii) certification in which the
output of the numerical predictions are characterized in terms of their statistical properties and
confidence bounds are derived (Oberkampf & Barone 2006).

In the present work we focus on the propagation phase and assume distributions for the input
parameters. The simplest approach to obtain the output statistics in response to input distributions
is the Monte Carlo method; however, in many practical cases the computational cost required is too
high. In recent years, two alternative approaches have found relatively widespread use: stochastic
Galerkin (Ghanem & Spanos 1991; Xiu et al. 2002; LeMaitre et al. 2004) and stochastic collocation
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(Mathelin & Hussaini 2003; Xiu & Hesthaven 2005; Nobile et al. 2007; Babuska et al. 2007).
Stochastic Galerkin approaches are generally based on an expansion of the random quantities
in terms of suitable global (or local) basis. These schemes are intrusive, in the sense that the
deterministic solvers are modified to incorporate the stochastic expansions. On the other hand, in
the stochastic collocation method only few computations are carried out corresponding to precise
specification of the input variables, typically corresponding to classical quadrature points; this
approach is therefore non-intrusive.

In their original form, both stochastic Galerkin and stochastic collocation schemes become inef-
ficient in the presense of discontinuities in probability space due to Gibbs phenomenon. A number
of extensions to these two methods have been proposed to remedy the problem. Among those
are the basis enrichment of polynomial chaos expansions (Ghosh & Ghanem 2007) in which prior
knowledge about the behavior of the solution is incorporated in the selection of enriching basis
functions. With an educated selection of the additional bases, the method is shown to improve
the accuracy and convergence rate of the stochastic approximations. Multi-element generalized
polynomial chaos (ME-gPC) (Wan & Karniadakis 2006) and multi-element probabilistic colloca-
tion method (ME-PCM) are extensions of generalized polynomial chaos and stochastic collocation
technique, respectively, that can improve the accuracy of those techniques provided that efficient a
posteriori error estimates are available.

In the present work, we have developed an alternative approach to deal with discontinuities in
probability space. The proposed approach is coupled with a stochastic collocation scheme. Our
method is based on a Padé approximation of discontinuous functions. A Padé approximation is
a rational function that can be thought of as a generalization of a Taylor series expansion. In its
original form (generally used in a deterministic context), one calculates the Padé approximant of
a function from its given power series. In recent extensions on Padé approximation, one writes
the numerator and denominator polynomials as finite sums of orthogonal basis polynomials whose
coefficients can be calculated from the function values at a predefined set of points. Examples of
these recent extensions include Padé-Jacobi (Emmel et al. 2003), Padé-Chebyshev (Kaber & Maday
2004) and Padé-Legendre approximants (Hesthaven et al. 2006), which are the basis of the present
study.

The method proposed here is simple, efficient, and non-intrusive. The first step is to perform
a number of deterministic calculations with input parameters chosen as quadrature points in the
stochastic dimensions based on which a Padé-Legendre approximant is constructed as a response
surface. In the applications presented here, this surface is a function of both the uncertain param-
eters and the physical coordinates. Finally we sample from the response surface and extract the
quantities of interest and their statistics.

In the following, Legendre polynomial expansions are briefly introduced. For more detailed
discussion, see for example Matos (1989) and Hesthaven et al. (2006).

A. Legendre expansions

Let L2(−1, 1) be the Hilbert space of square integrable functions u, defined on (−1, 1) and equipped
with the scalar product

〈u, v〉 :=
∫ 1

−1
u(x)v(x)dx. (2.25)

A complete basis of L2(−1, 1) is formed by the Legendre polynomial Pn(x) defined by

〈Pn, Pm〉 =
1

n+ 1/2
δnm n,m ∈ N ∪ {0}, (2.26)
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where δ is the Kronecker delta and N is the set of positive integers. Equations (2.25) and (2.26)
uniquely define the Legendre polynomial series: 1, x, 1

2(3x2 − 1), 1
2(5x3 − 3x), . . . with the first

term being P0. It follows that every function in this Hilbert space has an L2-convergent expansion
in Legendre basis, u =

∑∞
n=0 ûnPn, where ûn is the n-th Legendre coefficient of u defined by

ûn := 〈u, Pn〉/〈Pn, Pn〉. For N ∈ N, one can approximate u with the truncated series of order N as
u ≈

∑N
n=0 ûnPn.

B. One-dimensional Padé-Legendre approximation

Based on the discrete scalar product, the definition of a Padé-Legendre (PL) approximant for one-
dimensional problems follows the one used in Hesthaven et al. (2006). For any non-negative integer
k, let Pk be the set of all polynomials whose degrees are less than or equal to k. Let u be a function
to be represented on [−1, 1]. Given the integers M and L, the pair of polynomials P ∈ PM and
Q ∈ PL are said to be a solution of the (N,M,L) Padé-Legendre interpolation problem of u if

〈P −Qu, φ〉N = 0 ∀φ ∈ PN and (2.27)

∀x ∈ [−1, 1], Q(x) > 0. (2.28)

The rational function R(u) := P/Q is then defined as an approximation of u. If (2.27) and (2.28)
admit a solution, one can show that the solution is unique provided that M + L ≤ N (Hesthaven
et al. 2006). In addition, it can be shown that the rational function R(u) is an interpolation of u,
i.e., R(u)(xj) = u(xj) at all quadrature points xj (Hesthaven et al. 2006).

In this work, we use Gauss quadrature to evaluate the discrete scalar products. The rational
approximation R(u) is constructed by first defining the functions P and Q as linear combinations
of Legendre polynomials of order M and L respectively: P =

∑M
j=0 p̂jPj and Q =

∑L
j=0 q̂jPj . In

the following, we present a procedure to compute the coefficients in the Legendre expansions of P
and Q such that equation (2.27) is satisfied.

Assume N = M +L from now on. First, we compute the denominator Q. From (2.27) and the
fact that P ∈ PM , choosing φ to be Legendre polynomials Pn where n > M gives

〈Qu,Pn〉N = 〈P, Pn〉N = 0 ∀n = M + 1, ...,M + L. (2.29)

Plugging the expansion of Q into (2.28), we arrive at a linear system whose solution returns q̂j . 〈uP0, PM+1〉N · · · 〈uPL, PM+1〉N
...

. . .
...

〈uP0, PM+L〉N · · · 〈uPL, PM+L〉N


 q̂0

...
q̂L

 = 0. (2.30)

We define the above matrix A and the solution vector q. Note that A is L × (L + 1) matrix.
We seek a non-zero solution to Aq = 0 with ‖q‖ = 1. Moreover, for computational efficiency,
we decompose the matrix A into the product of three matrices A = BCD with B ∈ RL,N+1, the
diagonal matrix C ∈ RN+1,N+1, and D ∈ RN+1,L+1 defined by

Bi,j
Ci,j
Di,j

=
=
=

PM+i(xj)wj
ui(xj)δij
Pj(xi)

1 ≤ i ≤ L
0 ≤ i ≤ N
0 ≤ i ≤ N

0 ≤ j ≤ N
0 ≤ j ≤ N
0 ≤ j ≤ L.

(2.31)

Note that the matrices B and D only depend on the parameters N , M and L and not on the
data u. Once the denominator Q is known, the computation of the coefficients of the numerator P
is straightforward, i.e.,
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p̂n =
〈P, Pn〉N
〈Pn, Pn〉N

=
〈Qu,Pn〉N
〈Pn, Pn〉N

n = 0, 1, ...,M, (2.32)

where 〈·, ·〉N is the discrete inner products (Gauss quadrature).

C. Multi-dimensional Padé-Legendre approximation

In general, we are interested in approximating functions of multiple variables. Padé approximations
can be generalized to multivariate settings in several ways, including homogeneous Padé (Cuyt
1983), Padé-Padé (Guillaume & Huard 2000), and nested Padé (Guillaume 1997). One of the main
difficulties is the fact that in higher dimensions, there is no obvious correspondence between the
number of polynomial coefficients (coefficients of the expansions of P and Q) and the number of
equations one can use Chisholm (1973), in other words the relationship N = M + L.

Out of many possible multivariate formalisms, the least-squares Padé approximations (Guil-
laume et al. 1998) is presented in this work. For simplicity, the approximation is formulated in a
two-dimensional setting; however, the generalization to higher dimensions is similar. In addition,
we will consider only the isotropic cases, i.e., we consider the same number of data points in each
direction on a tensor grid. As previously mentioned, these correspond to two-dimensional Gauss
quadrature points. Let N be the number of data points in each direction (we have N2 total data
points).

Denote the set of two-dimensional polynomial p(x, y) whose total degree is less than or equal
to S ∈ N ∪ {0} as P2

S . Let us define two-dimensional Legendre polynomials as the product of
one-dimensional polynomials. Let’s also assume an ordering identified with a sub-index: P1, P2,
P3, ... where the total degrees of polynomials in the sequence are in non-decreasing order. In the
two-dimensional case, there are s+ 1 polynomials of degree s and there are c(s) = (s+ 1)(s+ 2)/2
basis polynomials.

Let Φ(a,b) be the set of all two-dimensional Legendre basis polynomials whose total degrees are
higher than a but do not exceed b. Let us also define v(a,b) as a vector of the same size as Φ(a,b)

and whose elements are

vi = 〈P −Qu, φi〉N i = 1, 2, 3, . . . , |Φ(a,b)| (2.33)

where φi is the i-th member of Φ(a,b) (the order is not important). We are now ready to state the
two-dimensional Padé-Legendre problem definition.

Given integers M , L, K and N such that M + K ≤ N , the pair of polynomials P ∈ P2
M and

Q ∈ P2
L is said to be a solution of the (N ,M ,L,K) two-dimensional least-squares Padé-Legendre

interpolation problem of u if

〈P −Qu, φ〉N = 0 ∀φ ∈ P2
M , (2.34)

‖v(M,M+K)‖ is minimal, and (2.35)

∀(x, y) ∈ [−1, 1]× [−1, 1], Q(x, y) > 0. (2.36)

With the above-mentioned problem definition, we are now ready to formulate the algorithm to
solve for the coefficients of P and Q. The numerator P and denominator Q can then be written as
P (x, y) =

∑c(M)
j=1 p̂jPj(x, y) and Q(x, y) =

∑c(L)
j=1 q̂jPj(x, y). Note that the orthogonality condition

holds with respect to the sub-index. Following a construction similar to the one-dimensional case,
we obtain a linear system to solve for coefficients q̂j ,
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 〈uP1, Pc(M)+1〉N · · · 〈uPc(L), Pc(M)+1〉N
...

. . .
...

〈uP1, Pc(M+K)〉N · · · 〈uPc(L), Pc(M+K)〉N


 q̂1

...
q̂c(L)

 = 0. (2.37)

As before, we can also decompose the matrix A into product of three matrices A = BCD with

Bi,j
Ci,j
Di,j

=
=
=

Pi(xj)wj
ui(xj)δij
Pj(xi)

c(M) + 1 ≤ i ≤ c(M +K)
0 ≤ i ≤ N
0 ≤ i ≤ N

0 ≤ j ≤ N
0 ≤ j ≤ N
0 ≤ j ≤ c(L).

(2.38)

Note that the matrix A in this case has the dimension of (c(M +K)−c(M))×c(L). We require
that the system is over-constrained, c(M +K)− c(M) > c(L) so as to obtain the optimal solution
q in the least-squares sense. Thus, the condition (2.35) can be restated as choosing q to be the
solution of the minimization problem:

min
‖q′‖=1

‖Aq′‖, (2.39)

where ‖ · ‖ is the L2-norm. This is easily done using the singular value decomposition of the
matrix A. Once the denominator Q is known, the computation of the numerator coefficients is
straightforward similar to the one-dimensional case.

2.4.3 Numerical examples

The proposed PL formulation is applied to two problems dominated by discontinuities. In the first
example, we consider a problem that resembles an isentropic flow in a dual-throat nozzle (Salas
et al. 1986). It involves the solution of the Burgers equation with a particular source term. The
steady-state solution depends on the initial condition in which we introduce one or more uncertain
parameters. The second problem is related to the transonic flow around the RAE2822 airfoil and
involves the solution of the compressible Reynolds-Averaged Navier-Stokes equations. In the latter
case, the uncertainty is directly related to the flight conditions.

A. Dual throat nozzle problem with one uncertain parameter

According to isentropic theory of compressible flows in a dual-throat nozzle with equal throat areas
(Salas et al. 1986), the steady-state solution is completely subsonic or supersonic, or it contains a
shock wave that determines a switch between the two flow regimes. If the shock exists, its location
depends solely on the initial condition (Dafermos 1987). Here we use a simplified model based on
the Burgers equations which was analyzed in Salas et al. (1986):

∂u

∂t
+

∂

∂z
(
u2

2
) =

∂

∂z
(
sin2 z

2
), 0 ≤ z ≤ π, t > 0, (2.40)

with the initial condition u(z, 0) = β sin z, and boundary conditions u(0, t) = u(π, t) = 0. We are
interested in the steady-state solution of (2.40) when β is a random variable β ∈ [−1, 1]. Specifically,

β =
−1 +

√
1 + 4α2

2α
, (2.41)

where α is a Gaussian random variable with zero mean and variance σ2.
Analytical solutions for u as well as the probability distribution of the shock location corre-

sponding to β, defined above, have been derived in Chen et al. (2005). For each β, the solution has
a single shock. The shock location and strength vary with β as shown in Figure 2.22(a).
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(a) Exact (b) Padé-Legendre

Figure 2.22: Surfaces from the dual throat nozzle problem with one uncertain parameter using
N = 20, M = 8, K = 3, and L = 3.
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(b) σ = 0.6

Figure 2.23: The PDF of shock locations drawn from 20,000 samples for two different variabilities,
σ.

To apply the Padé-Legendre method, we (1) perform deterministic simulations for different
values of β in the spirit of stochastic collocation (Xiu & Hesthaven 2005) and then extract the
solutions only at a finite number of x location; (2) construct a two-dimensional PL representation
as a function of the scaled physical coordinate, x, where x = z/π, and stochastic coordinate, β; (3)
sample a large number of solutions from this representation according to the prescribed distribution
of β; and (4) extract from each of these solutions the shock location and build the desired statistics.

In this particular case, both the computed steady-state solutions and the PDF of the shock
locations can be compared with the analytical values in Chen et al. (2005). The Padé-Legendre
response surface is shown in Figure 2.22(b) using N = 20, M = 8, K = 3, and L = 3. Figure 2.23
shows the PDFs of the shock locations for σ = 0.1 and σ = 0.6 compared with the corresponding
exact PDFs.

Figure 2.24 shows the mean and variance of solutions as a function of x. N is varied from 10
to 40, while K and L are set to 3 and 2, respectively. Moreover, M is calculated according to
N = K +M +L. For each set of parameters (N ,M ,K and L), 20,000 samples are drawn from the
reconstructed surface in order to obtain the statistics. The expected convergence in the mean and
variance is observed. The errors in both mean and variance are concentrated in the region where

74



0 0.5 1 1.5 2 2.5 3
!1.5

!1

!0.5

0

0.5

1

1.5

x

m
ea

n 
of

 u

 

 
exact
N=10
N=20
N=30
N=40

0 0.5 1 1.5 2 2.5 3
0

0.2

0.4

0.6

0.8

1

1.2

1.4

x

va
ria

nc
e 

of
 u

 

 
exact
N=10
N=20
N=30
N=40

Figure 2.24: Mean and variance as functions of the spatial coordinate x. The crosses represent
the exact mean and variance. The lines are their corresponding estimates from Padé-Legendre
approximation with increasing N .
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Figure 2.25: Mean and variance errors as functions of the spatial coordinate x as N increases from
10 to 40 while K and L are set to 3 and 2, respectively. σ = 0.1.

the shocks are likely to occur. These errors are reported in Figure 2.25. For the mean, the relative
error is used; this error measure is point-wise error normalized by the exact local mean. On the
other hand, the relative error for the variance is a poor indicator since away from the shock, the
variance is very close to zero; therefore, the absolute error in variance is reported here instead.

B. Transonic airfoil

The second application of the proposed method involves the computation of the flow around a
transonic airfoil, the RAE2822 airfoil. The flow conditions are specified in terms of Reynolds and
Mach number as Re = 6.2× 106 and Ma = 0.75; the angle of attack is α = 2.8◦. These conditions
correspond to Case 10 in Cook et al. (1979). The flow is characterized by a strong interaction
of the boundary layer developing on the airfoil and a shock wave on the upper surface; this can
lead to separation and affect the overall aerodynamic forces. The objective of the present study is
to identify the effect of the uncertainty in the flight conditions (specifically in the Mach number)
on the flow characteristic and, more specifically, on the overall surface pressure distribution. The
experimental uncertainty in the free-stream conditions ≈ 4% (Cook et al. 1979); in the present
simulations we assumed Ma to be uniformly distributed in the interval [0.725, 0.775].
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Figure 2.26: Coefficient of pressures in the two extreme cases corresponding to Ma = 0.725 and
Ma = 0.775. The rectangle shows the region of interest where the proposed method has been used.

The calculations presented are performed using SUmb (van der Weide et al. 2006), a parallel
multiblock Reynolds Averaged Navier-Stokes based on finite volume second-ordered discretization.
The computational grid consists of 256×64 elements in a C-grid with strong clustering in the near-
wall region to capture the boundary layer. Turbulence is modeled using k-ω Wilcox turbulence
model (Wilcox 1988). In the present exercise we are not specifically focused on the accuracy of the
turbulence model and its ability to represent the experimental observation, although ultimately this
is of crucial importance. Our objective is to demonstrate that the present PL formulation allows
to efficiently construct a response surface for the wall pressure coefficient and to extract accurate
statistics.

The Mach number range identified earlier leads to considerable variability in terms of the wall
pressure coefficient Cp (Figure 2.26) as well as of the flow field (Figure 2.27). The calculations show
that the shock on the upper surface moves considerably downstream while becoming stronger. On
the other hand, the discontinuity in the wall pressure coefficient becomes weaker.

We focus on the wall pressure coefficient Cp within the shock/boundary layer interaction region,
roughly corresponding to x/c (x-position normalized by chord length) in the range [0.5, 0.85] on
the top surface. Figure 2.28 shows the calculated surface response of Cp in this region of interest.
The surface clearly indicates the shock location varying as a function of the uncertain parameter
similar to previous problems, thus justifying the use of the PL formulation.

We compare our predictions using the PL approach with Monte Carlo results obtained using
5,000 samples which were found to be sufficient for achieving convergence in the statistics.

Figure 2.29 shows the computed mean and variance of Cp. Two sets of Padé-Legendre param-
eters are used to test the robustness of the method: (a) N = 15, L = 2, M = 10, K = 3 and (b)
N = 20, L = 2, M = 14, K = 3. The mean is captured accurately in both cases. There is some
discrepancy in the peak variance for the former case. This is due to insufficient resolution in the
construction of the surface response, as observed in the two-dimensional dual throat nozzle test
case. In that case, the problem does not persist when we increase N to 20.

2.4.4 Conclusions

A Padé-Legendre approach for propagating input uncertainties in problems characterized by strong
non-linearity and discontinuous response surfaces has been introduced. It is successfully applied
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Figure 2.27: Pressure fields for the two extreme cases corresponding to Ma = 0.725 and Ma =
0.775.

Figure 2.28: The response surface of Cp of the region x/c ∈ [0.5, 0.85] as Ma varies uniformly from
0.725 to 0.775.
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Figure 2.29: Mean and variance of the Cp profiles near shock regions of the RAE2822 test case.
The solutions are extracted from Padé-Legendre reconstructed surfaces using N = 15 and N = 20
compared to Monte Carlo simulations.
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to fluid-dynamic problems dominated by the presence of shocks. The method has higher efficiency
and accuracy with respect to standard spectral stochastic Galerkin methods and does not require
a priori knowledge of the discontinuity location. In the present approach, a rational polynomial is
used to represent the response surface containing sharp interfaces. The convergence of the scheme
has been verified with respect to Monte Carlo statistics and also by changing the order of the
polynomial interpolants.

We have extended the method to multiple dimensions by using a non-uniform filter dependent
on the denominator of the rational interpolation function. This has proved to be robust in the
problems of interest.
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Chapter 3

Multi-Disciplinary Applications

3.1 Computational Acoustics at Low-Mach Regimes

3.1.1 Motivation and objectives

In many practical applications, sound is generated by interaction of turbulent flow with solid
objects. In such cases, sound waves experience multiple reflections from solid objects before they
propagate to a far-field point. In these situations the sound spectrum exhibits a rich frequency
content consisting of broadband and tonal components. To study these phenomena, a general
aero-acoustics framework is required to operate in such complex environments. More importantly,
the employed method must avoid many simplifying assumptions often made about the geometry,
compactness, or frequency content of sound sources. The objective of the present work is to develop,
validate, and demonstrate the functionality of such a computational framework.

The prediction of flow-generated sound requires accounting for the physics of both unsteady flow
and sound waves at the same time. Since these two phenomena exhibit very different energy and
length scales at low Mach number regimes, the prediction of flow-generated sound is challenging
especially from the numerical perspective. Sound waves carry only a minuscule fraction of flow
energy, and consequently high order numerical schemes are required to keep the sound waves
intact. Additionally, at low Mach number regimes, the acoustics CFL number imposes extremely
small time steps on numerics for resolving both acoustics and hydrodynamics.

For nearly incompressible flows, Lighthill (1952) formally separated acoustics from hydrodynam-
ics by introducing his acoustics analogy. Aero-acoustics practitioners employ Lighthill’s analogy
to avoid previously mentioned difficulties by designing separate numerics suited for each physical
phenomena. At low Mach number regimes, the unsteady hydrodynamics can be resolved by an in-
compressible flow solver in which the time step is not restricted by the acoustics CFL number. The
incompressible flow solution then is used to represents sound sources. A separate solver computes
the propagation and scattering of sound waves without exposing them to relatively large numerical
errors produced in the previous step.

Several groups applied this method to predict the noise generated by trailing edge flow. Wang &
Moin (2000) and Marsden (2005) used the incompressible Large Eddy Simulation(LES) technique
to simulate the flow over the trailing edge of an airfoil. To calculate far-field sound, they simplified
the acoustical characteristics of the airfoil by using the acoustics Green’s function of a semi-infinite
half plane. To improve the accuracy of the acoustics calculations, Oberai et al. (2002) employed a
variational approach to represent the acoustics Green’s function of a finite-chord airfoil. Although
they avoided simplifying the geometry of the airfoil, their approach was designed and applied to
flow configurations with homogeneity in the span-wise direction. For engineering applications,
many commercial packages (such as FLUENT) are designed to simulate flows in general geometry,
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Figure 3.1: Schematic of sound generation and propagation by flow over a generic solid object.

and estimate the far-field sound using a simplified variation of Curle (1955). It is known that such
simplification is limited to low frequency range and can not resolve the broadband component of
sound (Fluent 2005).

In this work we introduce an aero-acoustics solver that can operate in an arbitrarily complex
geometry environment and predict the tonal and broadband components of sound in the entire
range of frequency resolved by the flow solver. In this paper, we refer to this as technique the hybrid
approach. In this method the flow generated sound sources are computed using an unstructured
incompressible LES solver. These sources are then used as the input of an acoustics solver. In
this solver, Lighthill’s equation is transformed to a boundary integral equation and solved using a
specialized Boundary Element Method (BEM) (Khalighi & Bodony 2006). This method does not
have any limitations besides the low Mach number assumption and intrinsic limitation of Lighthill’s
theory described by Crow (1970).

In this paper, we first derive the boundary integral equations and briefly introduce the structure
of the hybrid approach. Then, we present validation studies of this method for canonical problems
of sound generation by laminar and turbulent vortex shedding of cylinder. At the end, as an appli-
cation of this method to an engineering problem, we present the computation of sound generated
by flow around an automobile side-view mirror.

3.1.2 Methodology

A. Derivation of boundary integral equations

Figure 3.1 describes the physical interpretation behind an acoustics analogy. Sound waves are
generated by unsteady flow motion; these sound waves then travel to the observer either directly or
after multiple reflection from hard walls. Based on this understanding, Lighthill (1952) rearranged
the compressible Navier-Stokes equation as an inhomogeneous wave equation for density ρ with
flow quantities as source term(

∂2

∂t2
− c2

0

∂2

∂xj∂xj

)
ρ =

∂2Tij
∂xi∂xj

in Ω. (3.1)
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Equation 3.1 is subject to hard-wall boundary conditions on solid walls (∂Ω) and Sommerfeld
condition at far-field as

u⊥ = 0 on ∂Ω
limr→∞ r

(d−1)/2
(
∂ρ
∂t + c0

∂ρ
∂r

)
= 0 in far-field.

(3.2)

In equations (3.1) and (3.2), u is the velocity, c0 is the reference speed of sound, r is the distance
of sound waves from sound sources, and d is the spatial dimension of the problem. Tij is the flow
generated sound sources and can be written in terms of flow quantities as

Tij = ρuiuj − eij + δij
(
p′ − c2

0ρ
′) , (3.3)

where eij is the viscous stress, p′ = p − p0 and ρ′ = ρ − ρ0. Subscript ( )0 denotes the reference
quantities. We take the time Fourier transform of (3.1) and write it as a Helmholtz equation(

∂2

∂xj∂xj
+ k2

)
c2

0ρ̃ = − ∂2T̃ij
∂xi∂xj

in Ω, (3.4)

where (̃ ) represents Fourier transformed quantities and k = ω/c0 is the wavenumber. We apply
Green’s second identity to 3.4 and employ boundary conditions 3.2 to transform the Helmholtz
equation to a boundary integral equation

α(x)
(
p̃′(x) +

ρ̃ujuj
d

)
= −

∫
∂Ω−{x}

p̃′(y)
∂G(x|y)
∂ny

dsy ← scattered

+
∫

Ω−{x}
T̃ij(y)

∂2G(x|y)
∂yi∂yj

dy ← direct(nonlinear) (3.5)

+
∫
∂Ω−{x}

ẽijni(y)
∂G(x|y)
∂yj

dsy.← direct(viscous)

In (3.5), G(x|y) is the free-space Green’s function of Helmholtz equation where y and x are the
locations of source and observer respectively. α(x) is a geometrical factor and is defined as

α(x) =


1 x ∈ Ω
1/2 x ∈ ∂Ω
0 otherwise.

(3.6)

Based on equation 3.5, far-field sound has two distinct components: direct and scattered. These
two components are depicted in Figure 3.1; the portion of sound waves that travel to the observer
without “feeling” the solid object corresponds to the direct sound, while the sound waves that
reflect from the solid object contribute to the scattered sound. It is known that in low Mach
number flows the total sound is dominated by the scattered waves because they exhibit a dipolar
behavior in contrast to the direct term that often is in quadrupole form. (see Curle (1955))

Equation (3.5) is an exact rearrangement of fully compressible Navier-Stockes equation. Al-
though the purpose of this rearrangement is to extract pressure p̃′ which represents acoustics wave
in far-field, the source term Tij is not independent of compressible effects. To benefit from the low
Mach number assumption, we approximate the source term by incompressible quantities.

In almost all non-reactive low Mach number applications, the non-linear term ρuiuj in Tij is the
major contributor to the sound sources. We approximate this term by ρ0vivj , where v is taken to
be the incompressible velocity field. The adequacy and limitation of this approximation is discussed
by Crow (1970). The viscous term eij is known to be much smaller than the non-linear term and
is often neglected; however, Shariff & Wang (2005) demonstrated that shear stress is an effective
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Figure 2. Flow-chart showing the structure of the hybrid approach.

of this approximation is discussed by Crow (1970). The viscous term eij is known to be
much smaller than the non-linear term and is often neglected; however, Shari! & Wang
(2005) demonstrated that shear stress is an e!ective source of sound. Therefore we keep
this term in the formulation of the hybrid approach. It should be noted that among all
of the test cases we studied, the e!ect of viscosity was only observable in the problem of
laminar vortex shedding of a cylinder. We neglect the entropic term p!! c2

0!
! because we

focus on low Mach number, non-reactive flows where the flow can be assumed isentropic.
Having computed the Tij term using an incompressible solver, pressure #p! remains the

only unknown variable in 2.5. This equation is the core of the hybrid approach. The
implementation of this approach will be discussed next.

2.2. Implementation of the hybrid approach

The hybrid approach uses CDP IF2 to compute flow generated sound sources. CDP IF2
is a 2nd order, low dissipative, unstructured incompressible LES flow solver (Ham &
Iaccarino (2004)) implemented within CDP framework. CDP was developed at Stanford
University as a part of ASC program and was specialized for high quality and large-scale
calculations of multi scale/multi physics problems. The code was successfully tested in a
variety of problems.

Figure 2 describes the process of calculating sound at an observer location x from
the incompressible solution using 2.5. Having computed the unsteady flow field v, we
calculate the Fourier modes of the components of Lighthill’s source term i.e. !!0vivj and
"eij . Then, for each frequency we substitute these terms in equation 2.5 and solve it for

pressure #p! in a two-step approach:
Solving for #p! on "": To calculate pressure #p! in 2.5, a Fredholm’s integral equation

of second kind should be solved. To pursue that, we first take the first integral to the
left hand side of 2.5, then we discretize the integral by facetizing the boundary "" and
using a 2nd order surface quadrature rule. We employ the Boundary Element Method
(BEM) of Schenck (1968) (CHIEF method) to form a well-conditioned linear system of
equations. To calculate the right hand side of this system of equations, we should place
the observer point x at the centroid of each facet and evaluate the second and third
integrals in equation 2.5. This is equivalent to propagating the sound waves directly to
the solid object. To obtain #p! on "", this linear system is solved using the parallel direct
solver of Li & Demmel (2003) implemented in SuperLU Dist Package.

Integrating for #p! at the observer point x: Having computed pressure #p! on "", we
simply use 2nd order surface and volume quadratures to integrate the right hand side of
2.5 and calculate the total sound at any observer point.

Figure 3.2: Flow-chart showing the structure of the hybrid approach.

source of sound. Therefore we keep this term in the formulation of the hybrid approach. It should
be noted that among all of the test cases we studied, the effect of viscosity was only observable in
the problem of laminar vortex shedding of a cylinder. We neglect the entropic term p′−c2

0ρ
′ because

we focus on low Mach number, non-reactive flows where the flow can be assumed isentropic.
Having computed the Tij term using an incompressible solver, pressure p̃′ remains the only

unknown variable in (3.5). This equation is the core of the hybrid approach. The implementation
of this approach will be discussed next.

B. Implementation of the hybrid approach

The hybrid approach uses CDP IF2 to compute flow generated sound sources. CDP IF2 is a
second order, low dissipative, unstructured incompressible LES flow solver implemented within
CDP framework.

Figure 3.2 describes the process of calculating sound at an observer location x from the incom-
pressible solution using (3.5). Having computed the unsteady flow field v, we calculate the Fourier
modes of the components of Lighthill’s source term i.e., ρ̃0vivj and ẽij . Then, for each frequency
we substitute these terms in equation (3.5) and solve it for pressure p̃′ in a two-step approach:

Solving for p̃′ on ∂Ω: To calculate pressure p̃′ in (3.5), a Fredholm’s integral equation of second
kind should be solved. To pursue that, we first take the first integral to the left hand side
of (3.5), then we discretize the integral by facetizing the boundary ∂Ω and using a second
order surface quadrature rule. We employ the Boundary Element Method (BEM) of Schenck
(1968) (CHIEF method) to form a well-conditioned linear system of equations. To calculate
the right hand side of this system of equations, we should place the observer point x at the
centroid of each facet and evaluate the second and third integrals in equation (3.5). This is
equivalent to propagating the sound waves directly to the solid object. To obtain p̃′ on ∂Ω,
this linear system is solved using the parallel direct solver of Li & Demmel (2003) implemented
in SuperLU Dist Package.

Integrating for p̃′ at the observer point x: Having computed pressure p̃′ on ∂Ω, we simply
use 2nd order surface and volume quadratures to integrate the right hand side of (3.5) and
calculate the total sound at any observer point.

This method does not require any non-reflecting acoustics boundary conditions at far-field in
contrast to Finite Element or Finite Volume methods where DtN or PML techniques should be
employed to avoid reflection of sound waves from exterior boundaries. The method can be applied to
both interior and exterior acoustics problems. In addition, by using appropriate free space Green’s
functions, we can support a variety of acoustics problems such as half-space domains, propagation
with uniform background flow and viscous attenuation. The hybrid approach is implemented within
the CDP framework and is fully written in MPI.
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Figure 3. Vorticity contour plot of
laminar vortex shedding of cylinder at
Re = 100.
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Figure 4. U/U0 for three stations in the wake of the
cylinder; solid, compressible; symbols, incompressible.

SPL = 20log
max(!p!)
max(!p!0)

, (3.1)

where !p!0 is the pressure at shedding frequency.
Figure 5 demonstrates excellent agreement between the directly computed sound and

the result of the hybrid approach at the shedding frequency f = fsh and its first harmonic
f = 2fsh; however, there is a slight di!erence between the two results at 3fsh and
they completely divert at 4fsh. To clarify this issue, we calculate the far-field sound by
applying FW-H acoustics analogy introduced by Ffowcs Williams & Hawkings (1969) to
the compressible solution. The di!erence between computing sound directly and applying
an analogy is that by applying the analogy, the propagation of sound waves through
the medium is treated analytically; however, wave propagation is prone to numerical
errors in direct computation. In Figure 5 we observe that the result of hybrid approach
remains almost identical to that of FW-H solution for all frequencies while it deviates
from the directly computed sound at high frequencies. At these frequencies, because of
the substantial decrease in the level of loudness ( -52 dB and -80 dB for second and
third harmonics respectively) the magnitude of sound waves are comparable to the size
of numerical errors such as dispersion or reflection of waves from the exterior boundaries.
As a result, for waves of very small magnitude, the accuracy of directly computed sound
is a!ected by numerical errors, while the hybrid approach remains intact and is able to
predict the sound accurately.

3.2. Sound generated by turbulent vortex shedding of a cylinder

We consider turbulent flow over cylinder at Re = 10, 000 and M = 0.2 as the second
test case for the validation of the hybrid approach. Unlike the previous configuration, a
computational grid can not entirely resolve the scales of this flow. As a result, Large Eddy
Simulation(LES) with dynamic model of Germano et al. (1991) is employed to account
for sub-grid scales. This flow is three dimensional and we assumed periodic boundary
condition in span-wise direction for both compressible and incompressible simulations.
The span-wise size of computational domain is chosen to be !D where D is the diameter
of the cylinder. After the initial transient phase is passed, both simulations are advanced

Figure 3.3: Vorticity contour plot of laminar vortex shedding of cylinder at Re = 100. U/U0 for
three stations in the wake of the cylinder; solid, compressible; symbols, incompressible.

3.1.3 Validation

The sound calculated by the hybrid approach is validated against the far-field density fluctuations
directly computed using a high order compressible flow solver. We applied the staggered sixth
order finite difference scheme of Nagarajan et al. (2003) and customized it for sound calculation.
In particular, a sponge layer was carefully designed to avoid reflection or generation of spurious
sound from the exterior boundary.

Since the accuracy of calculated sound closely depends on the flow solution, we study the
accuracy of near-field hydrodynamics solution in addition to that of far-field sound in all of the test
cases discussed in this work.

Validation studies are carried out for canonical problems of sound generated by laminar and
turbulent vortex shedding of cylinder. To eliminate many undesirable numerics-dependent fac-
tors, we use identical mesh, run-time, and sampling rate for both compressible and incompressible
simulations.

A. Sound generated by laminar vortex shedding of a cylinder

Laminar vortex shedding of a cylinder at Re = 100 and M = 0.15 is considered. Computational
domain for this flow configuration is shown in Figure 3.3. In this Reynolds number, flow is two
dimensional and can be entirely resolved on the computational grid. After achieving statistical con-
vergence, both simulations are advanced for 20 shedding cycles. The Strouhal number of shedding
was the same in both simulations and equal to 0.196 which is in agreement with the study of Fey
et al. (1998). Comparison of mean velocity in Figure 3.3 shows excellent agreement of near-field
hydrodynamics.

In this flow, the Mach number is small enough to assume the near-field hydrodynamics is
incompressible; however, Inoue & Hatakeyama (2002) concluded that in the propagation of sound
to far-field, the effect of background flow should not be neglected. This effect is incorporated by
utilizing convective Green’s function in the hybrid approach.

According to Wang et al. (1996), silently traveling vortices can generate non-physical sound
when they exit the computational domian. To avoid this, the velocity field is “silently” damped
in a sponge layer shown in Figure 3.3; this treatment is applied to both simulations. Additionally,
in the compressible simulation the sponge layer absorbs the outgoing acoustic waves and prevents
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them from being reflected back to the domain.
In the compressible simulation, far-field sound is directly measured by sampling the density

signal along the path shown in Figure 3.3. The comparison of this result to the sound calculated
by the hybrid approach is presented in Figure 3.4. In this figure the directivity pattern of sound
is plotted for the shedding frequency fsh and its first three harmonics. For each frequency, the
relative loudness (SPL) is reported in dB. The relative loudness is defined as

SPL = 20log
max(p̃′)

max(p̃′0)
, (3.7)

where p̃′0 is the pressure at shedding frequency.
Figure 3.4 demonstrates excellent agreement between the directly computed sound and the

result of the hybrid approach at the shedding frequency f = fsh and its first harmonic f = 2fsh;
however, there is a slight difference between the two results at 3fsh and they completely divert at
4fsh. To clarify this issue, we calculate the far-field sound by applying FW-H acoustics analogy
introduced by Ffowcs Williams & Hawkings (1969) to the compressible solution. The difference
between computing sound directly and applying an analogy is that by applying the analogy, the
propagation of sound waves through the medium is treated analytically; however, wave propagation
is prone to numerical errors in direct computation. In Figure 3.4 we observe that the result of the
hybrid approach remains almost identical to that of the FW-H solution for all frequencies while it
deviates from the directly computed sound at high frequencies. At these frequencies, because of the
substantial decrease in the level of loudness ( -52 dB and -80 dB for second and third harmonics
respectively) the magnitude of sound waves are comparable to the size of numerical errors such
as dispersion or reflection of waves from the exterior boundaries. As a result, for waves of very
small magnitude, the accuracy of directly computed sound is affected by numerical errors, while
the hybrid approach remains intact and is able to predict the sound accurately.

B. Sound generated by turbulent vortex shedding of a cylinder

We consider turbulent flow over cylinder at Re = 10, 000 and M = 0.2 as the second test case
for the validation of the hybrid approach. Unlike the previous configuration, a computational grid
can not entirely resolve the scales of this flow. As a result, Large Eddy Simulation(LES) with the
dynamic model of Germano et al. (1991) is employed to account for sub-grid scales. This flow
is three dimensional and we assumed periodic boundary conditions in the span-wise direction for
both compressible and incompressible simulations. The span-wise size of computational domain
is chosen to be πD where D is the diameter of the cylinder. After the initial transient phase is
passed, both simulations are advanced for 40 shedding cycles. A snapshot of this flow is shown in
Figure 3.5. In this picture, obtained from the compressible simulation, the turbulent structures in
the vortices as well as sound waves are visualized. It clearly demonstrates that sound waves are
mostly generated at the cylinder and their length scale is much larger than the length scales of
flow.

To compare the near-field hydrodynamics, we initially study first and second order statistics.
Mean and r.m.s velocity profiles in the wake of the cylinder are plotted in Figure 3.5. These results
show reasonable agreement between the compressible and incompressible solutions for low-order
statistics. Table 3.1 summarizes the values of the global flow statistics measured in both simulations
in comparison to the results of Dong et al. (2006). For validation purposes, we provide measures of
sampling errors to the values reported in this table. This is necessary because the turbulent vortex
shedding features a very slow time scale (order of 10 shedding cycles) and depending on the time
window chosen for averaging, the calculated averaged quantity can vary significantly. We quantify
the statistical error of an averaged quantity by finding the difference of that quantity averaged in
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Figure 5. Directivity plot of sound; solid, hybrid approach; dashed, directly computed sound;
symbols, F-WH based on compressible solution.

for 40 shedding cycles. A snapshot of this flow is shown in Figure 6. In this picture,
obtained from the compressible simulation, the turbulent structures in the vortices as
well as sound waves are visualized. It clearly demonstrates that sound waves are mostly
generated at the cylinder and their length scale is much larger than the length scales of
flow.

To compare the near-field hydrodynamics, we first study first and second order statis-
tics. Mean and r.m.s velocity profiles in the wake of the cylinder are plotted in Figure 7.
These results show reasonable agreement between the compressible and incompressible
solutions for low-order statistics. Table 1 summarizes the values of the global flow statis-
tics measured in both simulations in comparison to the results of Dong et al. (2006). For
validation purposes, we provide measures of sampling errors to the values reported in
this table. This is necessary because the turbulent vortex shedding features a very slow
time scale (order of 10 shedding cycles) and depending on the time window chosen for
averaging, the calculated averaged quantity can vary significantly. We quantify the sta-
tistical error of an averaged quantity by finding the di!erence of that quantity averaged
in the first half of the sample to that of the second half. The values of uncertainty in
few quantities such as CL

rms suggest that simulations should be advanced for much a
longer time to obtain more accurate estimates of these quantities. Considering the sta-
tistical uncertainty, the results of Table 1 demonstrate reasonable agreement between
compressible and incompressible calculations.

To study higher order statistics that are closely related to sound, we calculate the

Figure 3.4: Directivity plot of sound; solid, hybrid approach; dashed, directly computed sound;
symbols, F-WH based on compressible solution.
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Figure 6. Vorticy iso-surfaces
in color and density contour
in grayscale for turbulent vor-
tex shedding of cylinder at
Re = 10, 000.
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Figure 7. U/U0 and urms/U0 for two stations in the wake of
the cylinder; solid, compressible; symbols, incompressible.

Incompressible Compressible DNS of Dong et al. (2006)

St 0.193 ± 0.004 0.196 ± 0.003 0.203

CD 1.234 ± 0.001 1.282 ± 0.076 1.143

Crms
D 0.088 ± 0.016 0.096 ± 0.023 -

Crms
L 0.54 ± 0.01 0.61 ± 0.11 0.448

Table 1. Comparison of shedding frequency St, mean drag coe!cient CD, r.m.s drag
coe!cient Crms

D and r.m.s lift coe!cient Crms
L

velocity spectral in cross-flow direction at a point located 5 diameters down-stream of
the cylinder on the symmetric plane. Figure 8 demonstrates that the spectrum of com-
pressible velocity is richer at high frequencies. The di!erence between the numerics of
the two methods explains this di!erence: the 6th order, staggered numerical scheme of
the compressible solver can resolve higher wave-numbers than a 2nd order, collocated
scheme in spite of identical grids.

Sound pressure spectra are compared in Figure 9 at an observer located approximately
16 diameters above the cylinder. The sound pressure spectra follows the same trend as
the velocity spectra. The result of the hybrid approach is in reasonable agreement with
the directly computed sound at low and intermediate frequency range while at high
frequencies it contains less energy.

4. Sound generated by flow over an automobile side-view mirror

In this section we present the application of the hybrid method for an engineering
type flow. We are interested in noise generated by flow over an automobile side-view
mirror. The free stream velocity is 22.4 m/s (50 mph) and the height of the mirror is
approximately 27 cm. Experimental measurements for flow over this blu! body, flush

Figure 3.5: Vorticy iso-surfaces in color and density contour in grayscale for turbulent vortex
shedding of cylinder at Re = 10, 000. U/U0 and urms/U0 for two stations in the wake of the
cylinder; solid, compressible; symbols, incompressible.

Incompressible Compressible DNS of Dong et al. (2006)
St 0.193± 0.004 0.196± 0.003 0.203

CD 1.234± 0.001 1.282± 0.076 1.143

CrmsD 0.088± 0.016 0.096± 0.023 -

CrmsL 0.54 ± 0.01 0.61 ± 0.11 0.448

Table 3.1: Comparison of shedding frequency St, mean drag coefficient CD, r.m.s drag coefficient
CrmsD and r.m.s lift coefficient CrmsL

the first half of the sample to that of the second half. The values of uncertainty in few quantities
such as CLrms suggest that simulations should be advanced for much a longer time to obtain more
accurate estimates of these quantities. Considering the statistical uncertainty, the results of Table
3.1 demonstrate reasonable agreement between compressible and incompressible calculations.

To study higher order statistics that are closely related to sound, we calculate the velocity
spectral in cross-flow direction at a point located 5 diameters down-stream of the cylinder on the
symmetric plane. Figure 3.6 demonstrates that the spectrum of compressible velocity is richer at
high frequencies. The difference between the numerics of the two methods explains this difference:
the sixth order, staggered numerical scheme of the compressible solver can resolve higher wave-
numbers than a second order, collocated scheme in spite of identical grids.

Sound pressure spectra are compared in Figure 3.7 at an observer located approximately 16
diameters above the cylinder. The sound pressure spectra follows the same trend as the velocity
spectra. The result of the hybrid approach is in reasonable agreement with the directly computed
sound at low and intermediate frequency range while at high frequencies it contains less energy.

3.1.4 Flow-induced noise over an automobile side-view mirror

In this section we present the application of the hybrid method for an engineering type flow. We are
interested in noise generated by flow over an automobile side-view mirror. The free stream velocity
is 22.4 m/s (50 mph) and the height of the mirror is approximately 27 cm. Experimental mea-
surements for flow over this bluff body, flush mounted on a test table, were conducted at anechoic
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Figure 3.8: Left: Stream-wise velocity contours in the mid-plane of the mirror. Right: Wall-normal
velocity contours on a plane parallel and 1mm above the table.

chamber facility of the University of Notre Dame and the wind tunnel facilities of the Institute for
Aerospace Research at the National Research Consortium Canada (NRCC). PIV measurements of
mean velocity in the wake of the mirror as well as wall pressure spectrum on the body of the mirror
and far-field sound spectrum are available.

We used GAMBIT software to generate an unstructured mesh for this flow configuration and
CDP REFINE tool to homothetically refine the mesh in a zone containing the mirror and its wake.
The refined mesh consists of 25 million cells. After the transient regime was convected out of the
computational domain, we collected statistics for approximately 0.8 seconds of physical time. This
sample size was enough to obtain statistically converged sound spectra with bandwidth of 8 Hz.
In terms of computational resources, this simulation required approximately 60,000 of CPU hours
and 600 GB of disk space.

A velocity snapshot of this flow is shown in Figure 3.8. As observed, the flow exhibits various
complex phenomena: streamwise velocity contours shows that the flow separates from the tip of
the mirror, this separation then evolves to a turbulent shear layer and forms a recirculation region
behind the mirror. Contour plot of wall-normal velocity, shown just above the test table, depicts
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Figure 3.9: Iso-contours of mean velocity on two planes cutting through the recirculation region;
contour levels are U/U0 = −0.05, 0, 0.05 ; solid, PIV measurements; dashed, LES calculations.
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Figure 3.10: Pressure spectral density for a
probe located at the flat surface of the mirror;
solid, experiment; dashed, LES calculations.
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Figure 3.11: Sound pressure spectra at
(x, y, z) = (0cm, 136cm, 0cm); solid, experi-
ment; dashed with symbols, hybrid approach.

the foot-print of an unsteady vortex filament rolled and bent around the base of the mirror.
Figure 3.9 shows the comparison of mean velocity to the results of PIV measurements along

horizontal and vertical planes cutting through the recirculation region. This result demonstrates
that LES is able to accurately predict the size and shape of the recirculation region. We obtained an
approximately 10% larger recirculation region by employing a coarser mesh with half of resolution
in each direction in the wake region.

In Figure 3.10 wall pressure spectra is plotted against non-dimensionalized frequency at a pres-
sure probe placed at the center of the mirror’s flat surface. The non-dimensionalized frequency can
be converted to Hz by multiplying by 112Hz. Simulation result is in agreement with experiment for
low and mid-frequency range(up to 1.0 KHz) then it descends rapidly. This cut-off behavior is typ-
ical of LES calculations where the only energy containing scales corresponding to lower frequencies
are resolved.

From an acoustics perspective, the sound waves reflect not only from the mirror but also from
the surface of the test table. This effect is included in the hybrid approach by using half-space
acoustics Green’s functions. The sound spectrum is calculated using the hybrid approach for a
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microphone located 136cm further from the mirror and is compared to experimental measurements
in Figure 3.11. The result of the hybrid approach follows the measured sound in the frequency
range of 200Hz to 1.3KHz and under-predicts it in the rest of the frequency range. We explain
the under-prediction of noise at high frequencies by relating it to the limited resolution of sound
sources calculated with LES. We are still uncertain about the discrepancy at low frequency range;
one possibility is that the tunnel noise (especially fan and motor noise) is responsible for the
discrepancy at low frequency range.

3.1.5 Summary

We developed a hybrid method that applied an incompressible flow solver and Boundary Element
Method (BEM) to accurately predict the sound generated by complex flows at low Mach numbers.

This approach was carefully validated for canonical problems of sound generated by laminar
and turbulent flow over a cylinder. In laminar vortex shedding, the result of hybrid approach was
successfully validated against directly computed sound as well as the result of Ffowcs-Williams and
Hawkings acoustics analogy. We demonstrated that the hybrid approach can be even more accurate
than the direct computation because it analytically propagates the sound waves and consequently
makes the predicted sound less prone to numerical errors. In the case of turbulent vortex shedding
we concluded that sound predicted by the hybrid method is as accurate as directly computed sound
in the frequency range that the numerics can accurately resolve the flow structures.

As a demonstration of an engineering application, we studied the flow and sound generated by
flow over an automobile side-view mirror.
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3.2 Primary Breakup Model Using Lagrangian Liquid Drops

3.2.1 Introduction

Two phase flows are very common in nature and technical processes such as ocean waves, tire splash,
inkjet printers, and fuel injection in combustion devices. However, it is challenging to model such
a phenomenon because of its complex nature. A phase interface between two phases is very thin
and the density difference across the interface is large. A localized surface tension is exerted on
the interface and the interface frequently changes its topological shape. The level set method has
advantages because it can track topological changes of the interface automatically and calculate
the curvature very accurately. In the practical application, however, a vast range of length scales
is involved, from large liquid coherent structures to fine sprays. Thus, the computational cost can
be extremely high to track all phase interfaces in the simulation for atomization of a liquid jet or
sheet.

In order to model the entire atomization process, we split atomization into primary and sec-
ondary atomization and apply different numerical methodologies to each atomization process. The
primary atomization is the initial breakup of liquid jets or sheets into large structures or small
filaments and drops. It therefore involves complex interface topology of mostly large coherent liq-
uid structures. The secondary atomization is the subsequent breakup of liquid drops into smaller
drops forming sprays, which involves only simple geometry like spheres. In the present study, we
choose a Refined Level Set Grid method (RLSG) (Herrmann 2008) to track the phase interface in
the primary atomization. A Lagrangian spray model (Apte et al. 2003) is used to describe the
secondary breakup of liquid drops whose size is smaller than grid size in the secondary atomization
by assuming they have spherical shape.

In the primary breakup process, drops are generated from liquid ligament or sheets stretched
out by outer fluid motion. If the grid resolution is not enough to describe the slender ligaments or
sheets, the primary breakup would not occur properly. This can result in missing drops which induce
loss of liquid mass. An appropriate primary breakup model therefore is needed for slender liquid
structures under the grid resolution, which can predict the correct drop distribution from them.
This breakup model plays an important role in connecting primary and secondary atomization.

The objective of the present study is to develop the primary breakup model for slender liquid
filaments or ligaments using the Lagrangian drop representation. The number and size of drops
after breakup are predicted by a capillary instability theory, the result then is used as an input
condition to a Lagrangian spray model in the secondary breakup process. Thus, the slender liquid
structures are replaced with a collection of Lagrangian drops having the same mass and momentum.
Each Lagrangian drop is tracked on the flow solver and undergoes secondary breakup into smaller
drops. In the present study, a third order perturbation theory is used for the primary breakup
model based on the fact that the formation of drops from slender liquid ligaments is dominated
by capillary force. The RLSG method used in the study can provide a useful tool for capturing
subgrid liquid structures on the flow solver since it has a separate refined grid to solve the level
set equation, which allows the independent refinement of the grid representing the phase interface.
Therefore, the RLSG method can track the phase interface on a flow solver subgrid scale, and
provide a natural tool for the primary breakup model.

3.2.2 Numerical methods

A. Governing equations

It is a challenging task to simulate two-phase flow since the unsteady evolution of complex phase
interface under high density-ratio and singular surface tension at the interface need to be accurately
predicted. In the present study, the RLSG method (Herrmann 2008) coupled with a Lagrangian
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particle-tracking method (Apte et al. 2003) is used to capture the development of the phase
interface.

The Navier-Stokes equations for incompressible, immiscible, two-phase flow are as follows:

∂u
∂t

+ u · ∇u = −1
ρ
∇p +

1
ρ
∇ · (µ(∇u +∇Tu)) +

1
ρ

Tσ (3.8)

∇ · u = 0, (3.9)

where u, ρ, p, µ, and g are the velocity, density, pressure, viscosity, and gravitational acceleration,
respectively. Tσ is the surface tension force, which acts on the phase interface only at xf and
vanishes at other locations, and is described as follows:

Tσ = σκδ(x− xf )n (3.10)

where σ, κ, δ, and n are the surface tension coefficient, surface curvature, delta function, and
surface normal vector, respectively.

The temporal evolution of the phase interface can be accurately predicted by solving the level
set equation:

∂G

∂t
+ u · ∇G = 0, (3.11)

where the iso-surface G = 0 defines the location of the interface, while G > 0 in the liquid, and
G < 0 in the gas phase. In the computational domain, G is set to be a signed distance function to
the interface such that

|∇G| = 1. (3.12)

The interface normal vector n and the interface curvature κ can be calculated from G as

n =
∇G
|∇G|

, (3.13)

κ = ∇ · n. (3.14)

The density ρ and the viscosity µ are also defined as a function of G:

ρ = H(G)ρg + (1−H(G))ρl, (3.15)

µ = H(G)µg + (1−H(G))µl, (3.16)

where the subscript g and l denote gas and liquid, respectively, and H is the Heaviside function.

B. Numerical methodology

In the present study, the RLSG method developed by Herrmann (2008) is used to solve the level
set equation. The level set equation is computed on an auxiliary Cartensian grid (G-grid) while the
Navier-Stokes equations are computed on the base structured or unstructured grid for fluid flow.
In the RLSG method, the G-grid is adaptively refined to efficiently resolve all the necessary phase
interface scales.

RLSG The level set equation is predicted on a separate Cartesian G-grid based on a fifth-order
WENO scheme in conjunction with a local Lax-Friedrichs entropy correction (Jiang & Peng 2000).
Time integration is performed using a third-order TVD Runge-Kutta method (Shu & Osher 1989).
Reinitialization which recovers G as a signed distance function is performed using an iterative
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(a)

(b)

Figure 3.12: (a) Formation of the droplet from the ligaments; (b) zoom on the ligament-breakup
region: liquid jet structures such as ligaments are tracked by the level set method and shaded
spherical objects are Lagrangian sprays.

method based on a fifth-order WENO scheme and a first-order pseudo-time integration method
(Peng et al. 1999).

CDP In order to simulate the flow field, an unstructured-grid finite-volume DNS/LES solver
named CDP is employed. The spatial discretization is performed using a low dissipative second-
order central-difference scheme while time integration is performed using a fully implicit Crank-
Nicholson method. An upwind-biased scheme is employed to discretize nonlinear terms only at
interface cells. The pressure gradient and surface tension forces are predicted by a balanced force
algorithm which guarantees a discrete balance between them (Francois et al. 2006; Herrmann
2008).

RLSG-CDP coupling Since separate grids are employed in the RLSG and CDP computations,
an effective parallel coupling strategy is required for information exchange. The present numerical
simulation technique utilizes a coupling infrastructure called CHIMPS (Alonso et al. 2006), to
perform the parallel data exchange between CDP and RLSG. Details with regard to CHIMPS are
documented in Alonso et al. (2006).

3.2.3 Lagrangian spray breakup model

Although the RLSG method can efficiently provide high resolution, it is extremely expensive to
resolve the complete atomization process of turbulent liquid jets and sheets and capture a vast
number of atomized drops. Thus, the small scale drops generated by liquid ligaments or sheets
are transferred to Lagrangian drops in our Lagrangian spray model. Figure 3.12 demonstrates the
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Figure 3.13: (a) Liquid filament loss during breakup without the Lagrangian spray model (α = 0)
(b) Lagrangian drop replacement (α = 2).

capability of the present multiphase simulation technique for capturing complex ligament structures
evolving around a coaxial liquid jet (Kim et al. 2006). In figure 3.12, the ligaments are finally
pinched off, usually at their base, and broken into liquid droplets. When the ligaments are detached,
a capillary instability grows in a very short time and breaks them into several droplets of different
sizes (figure 3.12). These droplets are automatically transferred to the Lagrangian spray model
through our drop transfer algorithm (figure 3.12(b)). However, in this simulation, only the broken-
off drops are modeled as Lagrangian drops and thin ligaments are not captured and transferred to
Lagrangian drops since a primary breakup model was not developed at that time. In the present
study, the nonlinear primary breakup model is developed to predict the proper drop size distribution
from slender liquid filaments. The Lagrangian drops are replaced with the liquid filament and then
the drops are tracked in the flow solver undergoing secondary breakup.

From a numerical perspective, if the grid cannot support the nodes between the interfaces
approaching each other, the subgrid liquid structure disappears, which induces significant mass
loss (figure 3.13(a)). Before losing its volume, the subgrid-scale liquid structures are identified and
replaced with one or multiple Lagrangian drops (figure 3.13(b)). In order to identify a thin liquid
structure before losing it, a breakup length scale λ = α∆xG, with α > 1 is introduced. If the
characteristic thickness of the liquid structure is less than λ, it is a candidate for Lagrangian spray
transfer. In the numerical computation, the thickness is defined on each cell with G > 0 inside the
liquid by counting the number of cells, nth, in the directions of ±∇G until G < 0 or nth > α. All
cells with nth ≤ α are then marked continuously. All marked cells connecting each other constitute
a liquid structure. Its volume VF , mean thickness θm, center of mass xc, and two points, x1, x2

having maximum distance from each other are calculated.
Nonlinear primary breakup model In the present study, the size and number of drops are

determined by the capillary instability theory based on the experimental observation such that the
formation of small drops from stretched out filaments is governed by capillary force (Marmottant
& Villermaux 2004). Rayleigh (1878) first showed by means of a first order perturbation theory
that a circular column of inviscid liquid is unstable for the disturbance whose wavelength is larger
than πD, where D is the diameter. The size of mother drops after pinching-off is estimated by the
most unstable wavelength which is about 4.5D.

In our primary breakup model, a subgrid-scale liquid filament is modeled as an inviscid axisym-
metric liquid column and the effect of outer flow is neglected. The most unstable wavelength of
the liquid column, λm, is predicted from the linear instability theory as

λm = 4.5θm. (3.17)
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Figure 3.14: Time evolution of a liquid column suspended in viscous fluid. The viscosity ratio is
0.0067 and the initial nondimensional disturbance wavenumber is 0.5 (Tjahjadi et al. 1992).

The characteristic length of the liquid column is calculated by Lm = |x1 − x2|. If Lm < πD, then
the liquid column is considered as a subgrid-scale broken-off drop and is directly transferred to one
Lagrangian drop preserving the same mass and its center of mass. If Lm ≥ πD, the liquid column
breaks into multiple drops by our primary breakup model. The number of mother drops Nd is then
estimated by

Nd = int(
|x1 − x2|

λm
). (3.18)

If |x1 − x2|/λm < 1, then the most unstable wavelength would be λm = |x1 − x2| and Nd = 1.
However the linearized instability theory fails to capture satellite drops between mother drops

since this is a highly nonlinear phenomenon. To understand the satellite drop formation, the
experimental result is shown in a figure from Tjahjadi et al. (1992). Figure 3.14 shows the time
evolution of a cylindrical filament suspended in viscous fluid. As reported in Tjahjadi et al. (1992),
multiple pinching-off processes occur and several satellite and sub-satellite drops are generated
during the breakup process. Every pinching-off process is always associated with the formation of
two bulbous shapes and a thin neck connecting them to each other. The neck itself also undergoes
additional pinching-off (owing to capillarity) and forms small bulbous shapes connected to one
another via much thinner necks. This pinching-off process repeats at smaller and smaller scales.
Thus, the surface tension driven pinching-off shows a self-recursive process. The number of levels
in pinching-off is dependent on the physical properties of fluids and length of liquid filaments.
However, the grid resolution is usually not sufficient to resolve the smallest scales in the breakup
in the practical applications.

We can predict the size of a main drop and a neck region when the pinching-off occurs at the
liquid column by applying a third order perturbation theory (Lafrance 1975). Since the theory
cannot predict the subsequent pinching-off of the neck, the neck is considered as a satellite drop
and, thus, no sub-satellite drop is predicted in this theory. However it showed excellent agreement
on the drop size with the experimental data of water jet in the air. The volume ratio of satellite
drop (neck) to the mother drop, γp, is easily calculated from a third order perturbation theory,
which is a function of the disturbance wavelength (Lafrance 1975). If one filament is broken into
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Figure 3.15: Time evolution of a liquid circular filament without the Lagrangian spray model for
three different grid sizes: (a) ∆/D = 0.18 (b) ∆/D = 0.09 (c) ∆/D = 0.045.

Nd mother drops and Nd + 1 satellite drops, The volumes of mother and satellite drops are then
calculated as

Vm =
VF

Nd + γp(Nd + 1)
, (3.19)

Vs = γpVm, (3.20)

where Vm and Vs are the volume of mother and satellite drops, respectively. Note that there is one
more satellite drop because the two necks are formed at both ends of the liquid filament. Once the
number and volume of drops have been determined, the subgrid liquid filament is replaced with Nd

mother drops and Nd satellite drops of which total mass and momentum are equal to those of the
liquid filament. The location of Lagrangian drops are uniformly distributed based on the center xc

and two end points, x1 and x2.

3.2.4 Results and discussion

To demonstrate the performance of the Lagrangian spray breakup model, the breakup simulation
of liquid column in three dimensions is performed. A circular column of diameter D is placed
at the center inside a box. The size of the computational domain is −1.5 < x/D < 1.5, −1.5 <
y/D < 1.5, and 0 < z/D < 4.5. Periodic boundary conditions are applied in all directions. A cosine
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Figure 3.16: Time evolution of a liquid circular filament with the Lagrangian spray model for three
different grid sizes. Yellow spheres denote Lagrangian drops; (a) ∆/D = 0.18 (b) ∆/D = 0.09 (c)
∆/D = 0.045.
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perturbation is initially applied on the surface of column in the axial direction as 0.005cos(2πz/λc),
where λc is 4.5D which corresponds to the most unstable wavelength from linear instability theory.
The density ratio and viscosity ratio of liquid column to outside gas is 1 to 0.0012 and 1 to
0.018, respectively, which are the same as the ratio of water to air. The initial velocity field is
zero everywhere and the reference velocity scale is U = (σ/ρliqD)0.5, where σ = 70 × 10−3N/m
is the surface tension, ρliq = 998kg/m3 is the liquid density, and D = 1.0−4m. The Weber
number ρliqU2D/σ is 1.0 and the liquid and gas Reynolds numbers are ρliqUD/µliq = 26.4 and
ρgasUD/µgas = 1468.4, respectively. The same uniform Cartesian meshes are used for the flow
solver and level set solver grids in the present computation.

Figure 3.15 shows the iso-surface of G of the liquid column at different times for varying grid
resolutions without the Lagrangian spray model. As shown in Fig 3.15 at t1, the initial disturbance
wave grows exponentially as predicted by the linear instability theory. However, the motion becomes
highly nonlinear as the curvature develops, which leads to the formation of a slender tube (t2). In
the case of the dense grid, both ends of the slender tube are connected to the large liquid bulbs
which correspond to the crests of the wave. These ends are pinched off and the slender tube creates
the satellite drop. However, the sub-satellite drops are not generated in the present computation
since they are too small to be resolved in the practical grid resolution. At ∆/D = 0.18, the slender
tube is no longer supported by the grid as the tube gets thinner (figure 3.15(a)). Thus, the center
tube (filament) disappears and its volume is lost (t3). No satellite drop is captured in this grid.
As shown in figure 3.15, if the number of grids inside the ligament is below 3, it cannot resolve the
interface. In figure 3.15(b), the satellite drop at the center is captured at t3, but it is gone after t4
since the grid is still not enough to resolve this small drop.

In order to prevent undesirable mass loss and obtain the physical drop size distribution, a
Lagrangian spray model with nonlinear primary breakup model is applied to the same problem. In
the case of ∆/D = 0.18, the entire center tube is modeled as one big Lagrangian drop accompanied
by two small sub-drops before it vanishes after t2. (see yellow spheres). Finally, we have obtained
one mother drop, one satellite, and two sub-satellite drops during the breakup process. At the finer
grid of ∆/D = 0.09, the entire neck is transferred into one satellite and two sub-satellite drops
after t3. In the case of of ∆/D = 0.045, the two small sub-necks connecting two mother drops
and the main center tube are transferred to one Lagrangian drop accompanied by two sub-drops.
Thus, we have obtained one mother drop, one satellite drop, and six very small six sub-satellite
drops. Tables 1 and 2 show the volume ratios of satellite and sub-satellite drops to the mother
drop. Without the Lagrangian model, no satellite and sub-satellite drops are formed at the coarser
grids. By applying the Lagrangian model, satellite and sub-satellite drops are captured, but the
volume ratios at the coarser grid are larger than the denser grid since we were forced to transfer
the necks before the pinching-off occurred completely due to the grid resolution.

The present numerical break up model resembles the self-similar breakup process in the experi-
ment of Tjahjadi et al. (1992) as previously mentioned. The number of pinching-off levels is limited
by the grid resolution in the numerical simulations. In most computations, the smallest scale level
supported by grids is usually larger than the actual scales. However, the size of sub-satellite drops
decreases fast as repeating the pinching-off.

3.2.5 Conclusions and future work

To predict the correct drop distribution from the liquid atomization is a very challenging problem
in the two-phase numerical simulations. Liquid drops are generated from filaments or sheets by
capillary force, but the drop distribution is quite dependent on the grid resolution. In the level-
set methodology, the grid dependency seems to be inevitable. The Lagrangian spray model was
developed to complement the level set method and obtain grid independent drop size distribution.
The size and numbers of drops from slender filaments are predicted by a third order perturbation
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Table 1. The drop volume distribution without the Lagrangian spray model.

Grids Vs/Vm Vsub/Vm
∆/D = 0.18 0.0 0.0
∆/D = 0.09 0.0 0.0
∆/D = 0.045 0.036 0.0

Table 2. The drop volume distribution with the Lagrangian spray model.

Grids Vs/Vm Vsub/Vm
∆/D = 0.18 0.053 0.0040
∆/D = 0.09 0.042 0.0032
∆/D = 0.045 0.036 0.0022

Vm: volume of mother drop; Vs: volume of satellite drop; Vsub: volume of sub-satellite drops

theory and the result obtained from the theory is used as an input data for the Lagrangian spray
model. Thus, small scale drops are tracked on the flowfield with low computational cost and
undergo secondary breakup.

The surface tension driven breakup shows a self-similar feature which repeats the neck-formation
and pinching-off up to a certain level depending on fluid parameters and size. Our model cannot
support all levels of the pinching-off processes and all scales of drops. The size of the smallest
drop is dependent on the grid resolution. This primary breakup model reduces the possibility of
obtaining the artificial drop size distribution from under-resolved liquid ligaments in the simulation
of the atomization of liquid jets.

In the present study, the primary breakup model was developed only for liquid filaments. In
the future, the appropriate primary breakup model for liquid sheets will be studied.

102



3.3 LES of Flow Separation Over an Airfoil with Active Flow
Control

3.3.1 Introduction

The performance of an airplane wing has a significant impact on the runway distance, approach
speed, climb rate, payload capacity, and operation range, but also on the community noise and
emission level as an efficient lift system also reduces thrust requirements (e.g., Thibert et al. 1995).
The performance of an airplane wing is often degraded by flow separation. Flow separation on an
airfoil surface is related to the aerodynamic design of the airfoil profile. However, non-aerodynamic
constraints such as material property, manufacturability, and stealth capability in military appli-
cations often conflict with the aerodynamic constraints, and either passive or active flow control is
required to overcome the difficulty. Passive control devices, for example, vortex generators (Jirasek
2004), have proven to be effective in delaying flow separation under some conditions. However,
they can introduce a drag penalty when the flow does not separate. Over the past several decades
various active flow control concepts have been proposed and evaluated to improve the efficiency
and stability of lift systems by controlling flow separation. Many of these techniques involve con-
tinuous blowing or suction, which can produce effective control but is difficult to incorporate in
real applications.

In recent years, control devices involving zero-net-mass-flux oscillatory jets or synthetic jets
have shown good feasibility for industrial applications and effectiveness in controlling flow sepa-
ration (e.g., Glezer and Amitay 2002; Rumsey et al. 2004; Wygnanski 2004). The application of
synthetic jets to flow separation control is based on their ability to stabilize the boundary layer by
adding/removing momentum to/from the boundary layer with the formation of vortical structures.
The vortical structures in turn promote boundary layer mixing and hence momentum exchange
between the outer and inner parts of the boundary layer. The control performance of the synthetic
jets greatly relies on parameters such as the amplitude, frequency, and location of the actuation.
Therefore an extensive parametric study is necessary for optimizing the control parameters.

For numerical simulations, an accurate prediction, not to mention control, of the flow over an
airfoil at practical Reynolds numbers is a challenging task. The flow over an airfoil is inherently
complex and exhibits a variety of physical phenomena including strong pressure gradients, flow sep-
aration, and confluence of boundary layers and wakes (e.g., Khorrami et al. 1999, 2000; Ying et al.
1998; Mathias et al. 1999). The complex unsteady flow is difficult to compute by traditional com-
putational fluid dynamics (CFD) techniques based on Reynolds-Averaged Navier-Stokes (RANS)
equations (Rumsey and Ying 2002). For prediction of such unsteady flows, large-eddy simulation
(LES) offers the best promise in the foreseeable future because it provides detailed spatial and
temporal information regarding a wide range of turbulence scales, which is precisely what is needed
to gain better insight into the flow physics of this configuration.

Recently, Gilarranz et al. (2005) performed an experimental study of flow separation over a
NACA 0015 airfoil with synthetic jet control. They reported the flow visualization, mean pressure
coefficients, and wake profiles in both controlled and uncontrolled cases. However, the mechanism
for separation control and how the boundary layer is modified by the control have not been clearly
identified. In the present study we address the issues using large-eddy simulation. An understanding
of the control mechanisms is valuable in reducing the effort needed for optimizing the control
parameters.

In this study we employ an unstructured-grid LES solver, CDP (Ham and Iaccarino 2004), to
predict turbulent flow separation over an airfoil and its control by synthetic jets, and to under-
stand the control mechanism for separation control. The unstructured-grid capability of the solver
allows us to effectively handle the complex flow configuration involving an embedded synthetic-jet
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actuator and wind-tunnel walls. In Section 4.3.2, the computational methodology including a brief
introduction of the numerical method, flow configuration, and other computational parameters
used for the present LES are described. The present LES results are compared to the experimental
data (Gilarranz et al. 2005) in both controlled and uncontrolled cases, and the effects of flow control
on the boundary layer properties, flow separation, and lift enhancement are discussed in Section
4.3.3, followed by concluding remarks in Section 4.4.4.

3.3.2 Computational methodology

A. Numerical method

The numerical algorithm and solution methods are described in detail by Ham and Iaccarino (2004);
the main features of the methodology are summarized here. The spatially filtered incompressible
Navier-Stokes equations for resolved scales in LES are

∂ui
∂t

+
∂

∂xj
uiuj = − ∂p

∂xi
+

1
Re

∂

∂xj

∂ui
∂xj
− ∂τij
∂xj

, (3.21)

∂ui
∂xi

= 0, (3.22)

where τij is the subgrid-scale (SGS) stress tensor modeled either by the dynamic Smagorinsky
closure (Germano et al. 1991) or the dynamic global-coefficient model (You and Moin 2007). In
the present LES, the two different subgrid-scale models are found to predict similar results. All
the coordinate variables, velocity components, and pressure are non-dimensionalized by the airfoil
chord length C, the inflow freestream velocity U∞, and ρU2

∞, respectively. The time is normalized
by C/U∞. The Cartesian velocity components and pressure are stored at the center of the compu-
tational elements. A numerical method that emphasizes discrete kinetic energy conservation was
developed for the above equations on unstructured grids with hybrid, arbitrary elements. Control-
ling aliasing errors using kinetic energy conservation instead of employing numerical dissipation or
filtering has been shown to provide good predictive capability for successful LES (You et al. 2006).

The temporal integration method used to solve the governing equations is based on a fully-
implicit fractional-step method that avoids the severe time-step restriction that would occur in
the synthetic jet orifice region with an explicit scheme. All terms in Eqs. (3.21) and (3.22) are
advanced using a second-order accurate fully-implicit method in time, and are discretized by the
second-order central difference in space. A bi-conjugate gradient stabilized method (BCGSTAB)
is used to solve the discretized nonlinear equations. The Poisson equation is solved by an algebraic
multigrid method.

B. Flow configuration

The flow configuration is shown in Fig. 3.17. This configuration was experimentally studied by Gi-
larranz et al. (2005). In the experiment, a NACA 0015 airfoil with a chord length of 375mm was
installed in a wind tunnel. The slot of the actuator had a width of 2mm across the entire length
of the span and was placed at 12% of the chord measured from the leading edge on the suction
side of the airfoil. This location was selected to provide sufficient volume to accommodate the
synthetic-jet actuator inside the airfoil.

Figure 3.18 shows the maximum lift coefficient measured in the experiment (Gilarranz et al.
2005) as a function of the angle of attack (α) in both the uncontrolled and controlled cases. The
use of the synthetic-jet actuator causes a dramatic increase in the maximum lift coefficient when
the baseline (uncontrolled) flow separates. In the experiment, it was found that the angle of attack
for which stall occurs is increased from 12◦ for an uncontrolled airfoil to approximately 18◦ for
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the controlled case. For the synthetic-jet actuation, the frequency of the actuation in the range of
60 ∼ 130 Hz (or fC/U∞ = 0.65 ∼ 1.40) does not seem to have a significant effect on the maximum
lift coefficient. Figure 3.18 indicates that the uncontrolled airfoil first suffers from a docile stall,
which is also referred to as a trailing-edge stall when the angle of attack reaches approximately 12◦.
The separation point gradually moves upstream as the angle of attack increases. The leading-edge
stall at approximately 19◦ produces an abrupt change in the lift coefficient. With the synthetic-jet
actuation, the docile stall is effectively controlled and produces further enhanced lift coefficient up
to the attack angle of approximately 18◦. For an angle of attack greater than 18◦, the controlled
airfoil also suffers from a sharp drop of the lift coefficient due to the leading-edge stall, which is
characterized by the formation of a separation bubble near the leading edge. Even after the massive
stall (leading-edge stall) occurs, the synthetic-jet actuation increases the maximum lift coefficient
compared to the uncontrolled case, but the amount of the lift augmentation is relatively small.

The present study focuses on the case with the angle of attack of 16.6◦, where flow separates
from the mid-chord location of the airfoil in the uncontrolled case, and the control effect is most
remarkable. For this angle of attack, experimental data such as the mean surface pressure coeffi-
cients and wake profiles are available for comparison (Gilarranz et al. 2005). The computational
domain is of size Lx × Ly × Lz = 6C × 2.44C × 0.2C. In the present LES, a smaller domain size
than that in the experiment is employed in the spanwise direction to reduce the computational cost.
The Reynolds number of this flow is 8.96 × 105, based on the airfoil chord and inflow freestream
velocity. In this study, it is important to precisely predict the flow through the synthetic-jet actu-
ator because the directional variation of the jets during the oscillatory period greatly affects the
boundary layer. Therefore, in the present study, the flow inside the actuator and resulting synthetic
jets are simulated along with the external flow field using an unstructured-grid capability of the
present LES solver. Fig. 3.19(a) shows the synthetic-jet actuator modeled with an unstructured
mesh. In the experiment, a piston engine is utilized to generate a sinusoidal mass flux and generates
synthetic jets through the spanwise cavity slot. To mimic the oscillatory motion of a piston engine
in the experiment, we apply sinusoidal velocity boundary conditions to a cavity side wall as shown
in Fig. 3.19(b) and as follows:

(u, v, w)piston = (cos(α),− sin(α), 0)Ap sin(2πft)U∞. (3.23)

The frequency of the sinusoidal oscillation of the cavity side wall is f = 1.284U∞/C, which corre-
sponds to 120 Hz in the experiment of Gilarranz et al. (2005). Ap corresponds to the amplitude
of oscillatory motion of the piston generating the peak bulk jet velocity of Umax = 2.14U∞ at the
cavity exit nozzle. The same momentum coefficient as in the experiment is produced as:

Cµ =
h(ρU2

max) sin θj
C(ρU2

∞)
= 1.23× 10−2, (3.24)

where h and θj(= 30.2◦) are the width of the cavity nozzle exit and the jet angle with respect to
the airfoil surface. Fig. 3.19(b) shows the spanwise vorticity contours representing flow inside the
cavity and the interaction between synthetic jets and boundary layer flow.

No-stress boundary conditions are applied along the top and bottom of the wind tunnel, and
no-slip boundary conditions are applied on the airfoil surface and cavity wall. Periodic boundary
conditions are used along the spanwise (z) direction. At the exit boundary, the convective boundary
condition is applied, with the convection speed determined by the streamwise velocity averaged
across the exit plane.

Two different mesh sizes of approximately 8 and 15 million cells have been employed to examine
grid resolution effect on the LES solution. Grid lines are clustered around the nozzle of the synthetic-
jet actuator, blade boundary layer, and near wake to ensure appropriate resolution in important
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flow regions. A total of 24 and 30 mesh points are allocated along the cavity slot in the 8- and 15-
million-cell meshes, respectively. The 15-million-cell mesh is constructed by refining the 8-million-
cell mesh especially in the boundary layer wall-normal direction and spanwise direction. The
grid resolution on the blade surface is reasonable compared to other LES studies of wall-bounded
turbulent flows using the same solver (You and Moin 2007). The grid spacings are distributed such
that the resolution before the separation is less than 60, 0.5, and 50 wall-units in the streamwise,
wall-normal, and spanwise directions, respectively. The simulation is advanced in time with the
time step ∆tU∞/C = 1.7×10−4 which corresponds to the Courant-Friedrichs-Lewy (CFL) number
smaller than 1 in most of the computational domain except for the region of the synthetic-jet
nozzle where the CFL number becomes up to 20. When the 15-million-cell mesh is employd, each
time step requires a wallclock time of approximately 4.8 seconds when 200 CPUs of IBM P4 are
used. The present results are obtained by integrating the governing equations over an interval of
approximately 20C/U∞.

3.3.3 Results and discussion

Gross features of the flow over uncontrolled and controlled airfoils are revealed in Fig. 3.20, showing
iso-surfaces of the instantaneous vorticity magnitude overlapped with pressure contours predicted
by the present LES. The vortical structures present over the suction surface qualitatively indicate
the degree of flow separation. In the uncontrolled case (Fig. 3.20(a)), flow massively separates
from the half aft portion of the suction surface while the flow separation is dramatically prevented
with the synthetic-jet actuation in the controlled case (Fig. 3.20(b)). Qualitatively, these features
are consistent with the change in the experimentally measured maximum lift coefficient (Gilarranz
et al. 2005) with flow control (see Fig. 3.18).

The pressure distributions over the airfoil surfaces in both uncontrolled and controlled cases
are compared with the experimental data in Fig. 3.21. In general, the present LES shows favor-
able agreement with experimental measurements in both cases. The pressure distribution directly
indicates the effect of synthetic jets on flow separation. As seen in Fig. 3.21, most of the lift en-
hancement is achieved in the upstream portion of the airfoil suction surface, while the control effect
of synthetic jets on the pressure distribution in the pressure surface is negligible.

The lift and drag coefficients predicted by the present LES in the uncontrolled and controlled
cases are in excellent agreement with the experimental data (Gilarranz et al. 2005) as shown in
table 1. The present synthetic-jet actuation with the momentum coefficient of 1.23% produces more
than a 70% increase in the lift coefficient. The drag coefficient is found to decrease approximately
15% ∼ 18% with the synthetic-jet actuation.

The drag reduction due to the synthetic-jet actuation is also indicated by the wake profiles.
Fig. 3.22 shows the mean streamwise velocity profiles in the uncontrolled ( ) and controlled
( ) cases in a downstream location at x/C = 1.2. The width of the wake and the peak
magnitude of velocity deficit decrease with synthetic jet control. The present wake profiles are
in favorable agreement with experimental data (Gilarranz et al. 2005) in both uncontrolled and
controlled cases.

Both the suction and blowing phases significantly modify the boundary layer on the suction
surface of the airfoil. The synthetic-jet actuation not only stabilizes the boundary layer either by
adding/removing the momentum to/from the boundary layer, but also enhances mixing between
inner and outer parts of the boundary layer. The change of the blade boundary layer during a
period of synthetic-jet actuation is shown in Fig. 3.23 in terms of the phase-averaged streamlines.
In the suction phase (Fig. 3.23(a)) the low momentum flow in the upstream boundary layer is
removed by the suction and prevents downstream flow separation. On the other hand, synthetic-
jet blowing (Fig. 3.23(c)) energizes the downstream boundary layer and prevents downstream flow
separation. The modification of the boundary layer in the upstream (x/C = 0.11) and downstream
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Table 3.2: Summary of lift and drag coefficients.

Case Uncontrolled Controlled
CL CD CL CD

Present LES [15-million-cell mesh] 0.81 0.28 1.40 0.22
Experiment [Gilarranz et al. (2005)] 0.82 0.26 1.41 0.22

(x/C = 0.16) proximity to the exit slot of the synthetic-jet actuator (x/C = 0.12) is shown in
Fig. 3.24. Compared to the velocity profile in the uncontrolled case (◦ ), in the suction phase
(Fig. 3.24(a)), the thickness of the downstream boundary layer is significantly thinned. On the
other hand, in the blowing phase (Fig. 3.24(b)), the downstream velocity profile becomes fuller due
to additional momentum while the modification of the upstream velocity profile is not noticeable.
Therefore, the downstream flow separation is effectively prevented by the favorable modification of
the blade boundary layer in both the blowing and suction phases.

The shape factors of the boundary layer which is defined as a ratio of the displacement thickness
to the momentum thickness in different control phases are compared to the shape factor of the
uncontrolled boundary layer at x/C = 0.16 in Fig. 3.25. In general, a larger shape factor implies
that the boundary layer is more prone to separation. As seen in Fig. 3.25, smaller shape factors
compared to that in the uncontrolled cases are observed in most of the control phases. The reduction
of the shape factor is especially significant in the suction phases. However, in the blowing phase
at θ = 337.5◦, the shape factor becomes slightly larger than that of the uncontrolled case, and this
implies the presence of intermittent separation even in the controlled case.

3.3.4 Conclusions

We performed large-eddy simulations (LES) of turbulent flow separation over an airfoil at a high
Reynolds number and investigated the effectiveness of synthetic jets as a separation control tech-
nique. Detailed flow structures inside the synthetic jet actuator and the synthetic jet/cross flow
interaction were predicted by using an unstructured-grid LES solver. Qualitative and quantitative
agreements with experimental data are obtained for both uncontrolled and controlled cases. The
present LES confirms the experimental observation (Gilarranz et al. 2005) that synthetic jets which
are produced through a slot across the entire span connected to a cavity inside the airfoil, effectively
delays the onset of flow separation and causes about a 70% increase in the lift coefficient. Both
the suction and blowing phases are found to significantly modify the boundary layer on the suction
surface of the airfoil. The synthetic-jet actuation not only stabilizes the boundary layer by either
adding/removing the momentum to/from the boundary layer, but also enhances mixing between
inner and outer parts of the boundary layer. In the suction phase the low momentum flow in the
boundary layer is removed by the suction and prevents downstream flow separation. On the other
hand, synthetic-jet blowing energizes the downstream boundary layer and prevents downstream
flow separation.
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Figure 3.17: Flow configuration for LES of flow over a NACA 0015 airfoil with synthetic-jet control.
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Figure 3.18: Lift coefficient as a function of angle of attack (α) measured by Gilarranz et al. (2005).
◦, controlled case (f = 1.2U∞/C); •, uncontrolled case.
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(a) (b)

velocity BC

Figure 3.19: (a) Computational mesh and (b) instantaneous spanwise vorticity contours inside and
around the synthetic-jet actuator. A total of 20 contour levels in the range of −50 ∼ 60 are shown.

(a)

(b)

Figure 3.20: Iso-surfaces of the instantaneous vorticity magnitude (|Ω|C/U∞) of 40 overlapped with
the pressure contours. (a) Uncontrolled case; (b) controlled case.
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Figure 3.21: Mean pressure distribution over the airfoil surface. Solid line, controlled case; dashed
line, uncontrolled case; symbols, experimental data (Gilarranz et al. 2005). LES results on the
15-million-cell mesh are shown.
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Figure 3.22: Mean streamwise velocity profiles at x/C = 1.2. Solid line, controlled case; dashed
line, uncontrolled case; symbols, experimental data (Gilarranz et al. 2005). LES results on the
15-million-cell mesh are shown.
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(a)
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(c)

Figure 3.23: Mean streamlines overlapped by the mean pressure contours. (a) (1/4)T (suction
phase); (b) (2/4)T ; (c) (3/4)T (blowing phase), where T denotes the period of synthetic-jet actua-
tion.
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Figure 3.24: Profiles of the phase-averaged streamwise velocity. (a) Suction phase: , θ = 22.5◦;
, 67.5◦; , 112.5◦; , 157.5◦; (b) blowing phase: , θ = 202.5◦; , 247.5◦;
, 292.5◦; , 337.5◦. ◦ , uncontrolled case. The cavity slot is located at x/C = 0.12.
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Figure 3.25: Shape factor (ratio of the displacement thickness to the momentum thickness) of the
boundary layer at x/C = 0.16 in different control phases shown in Fig. 3.24. , shape factor
in the uncontrolled case (2.58), • , shape factor in the controlled case.
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