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1. Motivation and objectives

This brief describes follow-on work to earlier research at the Center for Turbulence
Research (Lehmkuhl et al. 2018; Goc et al. 2019, 2020a,b, 2021), where wall-modeled
large-eddy simulation (WMLES) was used to simulate a realistic aircraft in landing con-
figuration across the lift curve. This work differs from the previous investigations in that
the focus is no longer on the JAXA Standard Model configuration (Ito et al. 2006), but
rather on the NASA High-Lift Common Research Model (CRM-HL), which is set to
become the new benchmark validation case in the field of computational aerodynamics
of high-lift flows (Lacy & Sclafani 2016). In this work, we seek to apply lessons related
to modeling choices and gridding approach from three years of experience in the simu-
lation of flows in this regime to accurately predict aircraft maximum lift to within the
tolerances (e.g., ∆CL ≤ 0.03 at maximum lift) required by the aerospace industry (Clark
et al. 2020).

2. Background: solver and modeling approach

The second-order low-dissipation finite-volume solver charLES (Ham et al. 2006) is
leveraged for the present study. The wall-model/LES interface is at the first cell centroid.
No time filtering of the LES signal (à la Yang et al. 2017) is applied because limited
sensitivity to these choices has been observed in unpublished studies at the Center for
Turbulence Research, in particular in the context of channel flows using hexagonal close-
packed (HCP) grids, which are the same as those used in the present simulations. A wall
stress-based wall-modeling approach is employed in these simulations, in which unsteady
LES content at the wall-model/LES exchange location is used to supply a boundary
condition to the wall model, whose role is to provide a wall stress that acts on the outer
LES solution through a Neumann boundary condition. A schematic of this procedure is
shown in Figure 1. An algebraic formulation of the wall-model equations, which assumes
a turbulent boundary layer in equilibrium as in Kawai & Larsson (2012), is solved at each
wall-adjacent cell centroid at each time step through a non-linear root finding algorithm
in the calculations described herein. A thorough discussion of stress-based wall-modeling
approaches is presented by Bose & Park (2018).

3. Computational setup

The simulated geometry is the NASA CRM-HL, which is the focus of the ongoing
Fourth AIAA High-Lift Prediction Workshop. The calculations are run both in “free
air” and with the wind tunnel geometry reproduced. In the wind tunnel, the octagonal
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Figure 1. Schematic showing the the procedure for wall flux modeling in LES. The LES solution
(computed on the hexagonal grid points) supplies the top boundary condition to an auxiliary
wall model, whose role is to deliver wall fluxes to the LES in the form of a Neumann boundary
condition coming from a solution to the wall-model equations.

Figure 2. Slices of the hexagonal close-packed grid from the coarse 11 Mcv grid through the
trailing edge flap (a) from the medium 40 Mcv grid at the same location (b).

test section, tunnel contraction/diffuser, and peniche/offset sidewall mounting system are
included in the computational model. The aircraft is geometrically complex and includes
the bracketry associated with deployed high-lift devices (flaps/slats) as well as a flow-
through nacelle mounted on the underside of the wing about a third of way along the
wing semispan. The nacelle includes a chine which produces a strong vortex, visible in
Q-criterion (Hunt 1988) visualizations of the turbulent flowfield. The design choices made
in creating the CRM-HL are described in detail by Lacy & Sclafani (2016). The reference
Reynolds number is 5.49 million, based on the mean aerodynamic chord (MAC), and the
freestream Mach number is 0.20, both chosen to match the experimental conditions of
Evans et al. (2020).
The treatment of inflow/outflow boundary conditions varies depending on whether we

are considering the free air or in-tunnel aircraft configuration. For the free air simulations,
we have prescribed a uniform plug flow at the inlet which matches the test conditions
of Evans et al. (2020). A viscous wall-modeled algebraic equilibrium boundary condition
is applied on the aircraft surface. At the outflow, we have prescribed a characteristic
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Figure 3. Contour plot of y+ on the finest grid (362 Mcv) considered for the free air charLES
simulations at an angle of attack of 19.57◦. The contour levels vary from 30 to 150 in viscous
units. Abrupt changes in the value of y+ reflect changes to the local grid spacing associated with
targeted refinement regions at the leading edges of the wing/nacelle and at the wing root/tip.

non-reflecting boundary condition, in which we specify a freestream outlet pressure. The
boundary condition is based on the approach developed by Poinsot & Lele (1992). The
symmetry plane is treated as a slip wall. For the in tunnel configuration, the inflow
boundary condition is prescribed as a total pressure and total temperature-based char-
acteristic boundary condition. Total (stagnation) quantities are computed on the basis of
the reference conditions in the test section, and losses in stagnation pressure and temper-
ature between the inlet and test section are assumed to be small. This assumption is later
assessed by means of evaluating the achieved test section quantities. At the outlet, we
prescribe a mass flow rate-based Navier-Stokes characteristic boundary condition. The
target mass flow rate is computed on the basis of the test section cross-sectional area
and reference density and velocity. The boundary condition modulates the back pressure
until the target mass flow rate is achieved. A relaxation time scale based on the tunnel
length and acoustic speed is set to minimize the effect of trapped acoustic waves, which
pressure slices through the wind tunnel showed to be absent in the simulations.
Slices of the grid are shown in Figure 2. The grids are generated by computing a Voronoi

diagram of the water-tight volume around the aircraft as done by Du et al. (2006), using
a staggered point seeding, which results in the HCP topology shown in the figure. The
cells are locally isotropic, and refinement windows are set according to the distance to the
nearest boundary. This topology is conducive to low numerical dissipation calculations
as cell faces always perpendicularly bisect the line connecting adjacent control volume
centroids.
The 40 Mcv grid is obtained from the 11 Mcv grid by inserting a 10-cell-thick layer

of twofold-refined isotropic HCP cells adjacent to the solid boundary of the domain,
accounting for the additional 29 Mcv in the finer grid. Subsequent grids are refined in
the same way. Figure 3 shows the achieved resolution of the finest of the grids considered
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Figure 4. Visualizations of iso-surfaces of the Q-criterion of the flow around the CRM-HL at
an angle of attack of 17.05◦.

(362 Mcv) in viscous units. This figure shows the y+ associated with the first cell centroid,
which coincides with the wall-model/LES exchange location. In viscous units, the first
cell achieved a maximum y+ ≈ 150 on the 362 Mcv grid and a minimum y+ ≈ 30 on
the same grid. Clearly the y+ varies significantly over the wing as the flow encounters
favorable/adverse pressure gradients, flow separation, etc. In general, we conclude that
the finest grid considered has a resolution that is thought to be adequate for WMLES, as
the first cell lies within the so-called logarithmic region of the boundary layer. WMLES
is expected to perform as intended when the first cell/exchange location lies within the
log layer (Kawai & Larsson 2012).
Figure 4 shows the turbulent flowfield computed on the 146 Mcv mesh at 17.05◦, just

ahead of stall, through the lens of the Q-criterion colored according to the normalized
velocity. The flowfield is rich, with multiscale flow phenomena readily observable, from
the large chine vortex and wing juncture separations to the fine-scale boundary layer
turbulence over the wing.

4. Results: free air configuration

We begin our discussion of the results by focusing on the free air CRM-HL configura-
tion. It is the long-standing practice of the computational aerodynamics community to
compare corrected experimental data to half-span simulations with a large computational
domain and a symmetry plane along the centerline (Slotnick et al. 2014). We adopt this
approach for this part of the study. Figure 5 shows the domain that was considered for
this work. A large hemispherical enclosure of radius equal to 1000 MAC lengths is chosen
in which a uniform freestream inlet is prescribed over the forward half of the domain,
while a characteristic non-reflecting boundary condition is applied over the aft half. The
center plane is modeled as a slip wall.
Quantitative results are presented in Figures 6, 7, and 8. These include the average

lift, drag, pitching moment, and inboard/outboard pressures at the maximum angle of
attack of 21.46◦ respectively. The average skin friction surface streamlines are compared
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Figure 5. Schematic showing the computational geometry for the CRM-HL free air configura-
tion. Also noted are inflow/outflow/symmetry boundary conditions and the radial extent of the
hemispherical domain.

Figure 6. Corrected lift coefficient (CL) plotted against aircraft angle of attack (α) in degrees
for the CRM-HL free air configuration as compared with the predictions of charLES using four
different grid resolution levels. Corrected experimental data (Evans et al. 2020) are plotted for
comparison because the charLES results exclude the wind tunnel geometry.

with experimental oil flow visualizations in Figure 9. The raw force and moment time
histories are shown in Figure 10. The calculations in free air were impulsively started at
the initial time instant, and averaging of the statistics was started after 20 convective
flow passes based on the MAC had elapsed. The time horizon of the simulation depended
on the angle of attack, with the high angles generally being run for longer because
increased unsteadiness associated with flow separation appeared at the higher angles.
For the 21.46◦ case, an abrupt loss of lift was observed near the middle of the time
horizon of the simulation associated with the appearance of a large inboard stall. This
was a transient phenomenon, and the quantities shown in this brief for the 21.46◦ case
are for the solution exhibiting the higher lift (flow pass 60 and beyond).
The agreement of the LES solution with experiment for the free air configuration
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Figure 7. Corrected drag polar (CL versus CD) of the CRM-HL free air configuration as
compared against the predictions of charLES using four grid resolution levels.

Figure 8. Aircraft angle of attack (α) in degrees plotted against corrected aircraft pitching
moment coefficient (CM) for the CRM-HL free air configuration as compared with the predictions
of charLES using four grid resolution levels.

is generally favorable depending on the quantity of interest considered, with several
exceptions. The quantities that agree with the corrected experimental measurements
include the lift coefficient at the finest grid resolution considered (Figure 6) and the drag
polar at the finest grid resolution considered ahead of stall (Figure 7). The accuracy of
the integrated lift measurement will be later corroborated at the highest angle of attack
in Figures 16 and 17 for the in-tunnel cases, as the sectional pressure measurements
reveal excellent agreement with experiment. Another promising result is the systematic
improvement observed in the solution with grid refinement, with the exception of the
non-monotonic convergence observed in the linear regime of the lift and pitching moment
curves on the medium grid relative to the coarse and fine grids.
Though not discussed here, the augmentation in lift and drop in pitching moment

observed on this grid have to do with the non-physical collapse of the flap separation
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Figure 9. Contours of the average wall shear stress magnitude on the suction side of the
CRM-HL at an angle of attack after CL,max, 21.46

◦ from the free air charLES simulations (a)
compared against oil flow visualizations obtained from the QinetiQ wind tunnel experiments
(b).
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Figure 10. Force and moment convergence time histories for the CRM-HL free air calculations
plotted against the non-dimensional flow pass time. A startup transient of 20 flow passes is
excluded from the average statistics reported in this document.

bubble predicted by LES. Because the flap lies aft of the point about which the pitching
moment is computed and because the sign convention is that negative pitching moment is
in the nose-down direction, the spuriously attached flap flow contributes increased nose-
down pitching moment relative to the stalled flap case. Experimental oil flow observations
confirm that at low angle of attack, this flap flow should indeed be separated (Evans et al.
2020). This phenomenon has now been observed across various high lift configurations,
including the JAXA Standard Model, and is discussed in greater detail by Goc et al.
(2021). Also deficient in the free air results is the prediction of the pitch break in the
moment plot in Figure 8, in which experimental observations see a drastic drop in the
pitching moment associated with a large wing/body juncture separation, visible in the
oil flow images in Figure 9. Also visible in this figure is the absence of such an inboard
separation from average surface streamlines predicted by LES. This missing feature in
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Figure 11. Schematic showing the computational geometry for the CRM-HL in wind tunnel
configuration. Also noted is the treatment of the viscous/inviscid tunnel sidewalls and the in-
flow/outflow boundary conditions.

particular motivated the inclusion of the wind tunnel facility in the computational model
and will be discussed in the following section.

4.1. Results: wind tunnel configuration

In this section, we describe the simulation of the CRM-HL configuration in a setting in
which the wind tunnel facility is reproduced in the computational model. The geometry of
the QinetiQ experimental facility in which the half-span model was tested was provided
by the Fourth High-Lift Prediction Workshop committee. The variable cross-sectional
area facility, including the inlet, contraction, test section, and diffuser is included in the
model. Figure 11 shows the geometry with the airplane mounted in the test section. The
boundary condition procedure was described above and is shown graphically in Figure
12. Verification that the test section Mach number is achieved to within 0.005 of the
target value of 0.20 was successfully performed using this process. The inlet and outlet
are artificially extended in the upstream and downstream directions to mitigate numer-
ical contamination from the boundary conditions. These extension regions are treated
inviscidly, as shown in Figure 11. Elsewhere, the tunnel sidewalls are treated viscously
and a boundary layer develops naturally. Insufficient experimental data are available to
validate the prediction of the tunnel sidewall boundary layer properties in the LES.
Quantitative results are presented in Figures 13, 14, 15, 16, and 17. These include the

average lift, drag, pitching moment, and inboard/outboard pressures at the maximum
uncorrected angle of attack of 19.98◦ respectively. This angle corresponds to the corrected
value of 21.46◦ which was the focus of the pressure and surface streamline comparisons
in free air. The average skin friction surface streamlines are compared with experimental
oil flow visualizations in Figure 18. The raw force and moment time histories are shown
in Figure 19. The calculations in the wind tunnel environment were not impulsively
started at the initial time. Instead, a grid sequencing approach was adopted in which the
solution on coarser grids was interpolated onto finer grids and used as a seed solution.
This approach differed from the free air case because the confined environment of the
tunnel had a propensity to trap acoustic waves. The use of a grid sequencing approach
allowed these waves to be flushed out on the coarse grid, and for this reason they do
not impact the solution. In free air, this does not pose an issue because of the massive
domain extent and the relatively short window over which the statistics are averaged
relative to the acoustic timescale associated with a 1000*MAC farfield. Again, averaging
of statistics was started after 20 convective flow passes based on the MAC had elapsed for
the in-tunnel runs to mitigate the impact of transients associated with the interpolation.
The time horizon of the simulation again depended on the angle of attack, with the high
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Figure 12. Side views of the wind tunnel showing the solution sequence for including variable
cross-sectional area wind tunnels in the computational model of high-lift aircraft flows. The
solution is initialized first with an inviscid empty tunnel calculation (a), after which a viscous
empty tunnel calculation is conducted (b), and finally the aircraft configuration is included in
the computational model (c). Verification of the appropriate reference conditions is achieved by
computing test section Mach numbers using a static pressure drop method.

Figure 13. Uncorrected lift coefficient (CL) plotted against aircraft angle of attack (α) in
degrees for the CRM-HL in-tunnel configuration as compared with the predictions of charLES
using four different grid resolution levels. Uncorrected experimental data (Evans et al. 2020) are
plotted for comparison because the charLES results include the wind tunnel geometry.

angles generally being run for longer due to increased unsteadiness associated with flow
separation appearing.
Evaluating the quantitative results, we again compare them first with experimental

measurements at the level of integrated forces/moments. The key feature that we now
see in the solutions after stall is the appearance of the inboard separation and associated
pitch break in Figure 15. The pressure measurements at the inboard station at Row A
in Figure 16 show the significant loss in lift associated with the inboard stall mechanism,
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Figure 14. Uncorrected drag polar (CL versus CD) of the CRM-HL in tunnel configuration as
compared against the predictions of charLES using four grid resolution levels.

Figure 15. Aircraft angle of attack (α) in degrees plotted against the uncorrected aircraft
pitching moment coefficient (CM) for the CRM-HL in-tunnel configuration as compared with
the predictions of charLES using four grid resolution levels.

and this separation phenomenon is underscored by the surface streamlines in Figure 18.
We again observed systematic improvement of the pressure prediction by LES with grid
refinement, and in general, we also saw improvement of the solution with grid resolution
at the level of the integrated forces/moments. The exception, again, is the non-monotonic
convergence in the linear regime on the medium grid and now the appearance of lift over-
prediction at the 15.48◦ condition. The cause of the former is, again, the flap separation
collapse. We do not have an explanation for the lift behavior at 15.48◦ at this time. We
note that the grid resolutions used in the free air and in-tunnel simulations is identical
in the vicinity of the aircraft. The grid counts do differ between the two cases because
the wind tunnel runs contain some additional resolution of the sidewall boundary layers.
To avoid confusion, we have quoted the grids as Coarse, Medium, Fine, and Xfine for the
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Figure 16. Pressure coefficient (Cp) plotted against chordwise location (x) for the CRM-HL
configuration, showing a comparison of the predictions of charLES using four grid resolution
levels, compared with experimental measurements for the four inboard pressure belts at an
uncorrected angle of attack of 19.98◦.

Figure 17. Pressure coefficient (Cp) plotted against chordwise location (x) for the CRM-HL
configuration, showing a comparison of the predictions of charLES using four grid resolution
levels, compared with experimental measurements for the four outboard pressure belts at an
uncorrected angle of attack of 19.98◦.

in-tunnel runsl. In the vicinity of the aircraft, these grids are identical to the 11 Mcv, 40
Mcv, 146 Mcv, and 362 Mcv grids quoted for the free air runs.
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Figure 18. Contours of the average wall shear stress magnitude on the suction side of the
CRM-HL at an angle of attack after CL,max, 19.98

◦ from the charLES simulations that include
the wind tunnel geometry (a) compared against oil flow visualizations obtained from the QinetiQ
wind tunnel experiments (b).
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Figure 19. Force and moment convergence time histories for the CRM-HL in tunnel calculations
plotted against the non-dimensional flow pass time. A startup transient of 20 flow passes is
excluded from the average statistics reported in this document.

4.2. Note on computational cost

The calculations described herein were run primarily on the Oak Ridge Summit cluster.
The GPU-accelerated charLES solver developed at Cascade Technologies was leveraged
to enable turnaround times and grid resolution levels not attainable on typical CPU-
based computing platforms. Table 1 shows the cost of each case of the in tunnel runs.
Each run was conducted on 96 NVIDIA V100 GPU nodes, each of which contains 6 GPU
cards.

14



LES of the NASA CRM-HL

Grid
Cell

Count (M)
Wall Time to
Solution*

Number GPUs

Coarse 42 30 min 48
Medium 70 1 hr 55 min 48
Fine 179 10 hr 45 min 48
Xfine 397 3 hr 20 min 576

Table 1. Computational cost summary for a grid sequence using the charLES solver for the
CRM-HL configuration at angle of attack of 5.98◦. * Time to solution is defined as 30 convective
flow passes. This is chosen as the minimum viable solution time in which the first 20 flow passes
are cleared due to startup transient effects and statistics are collected over the final 10 flow
passes of the simulation.

5. Conclusions

In this brief we have described simulations of the CRM-HL conducted using the com-
pressible finite-volume solver charLES. Both a free air and an in-tunnel configuration
were considered, with the latter showing improved characterization of the separation
pattern observed in the experiment at stall. For each case, 7 angles of attack were run
at 4 grid resolution levels each. In general, the solutions exhibited improving agreement
with grid refinement, with the notable exception of the medium grid solution in the linear
part of the lift curve, which showed non-monotonic convergence of the lift value to the ex-
perimental data. Comparison to integrated forces/moments was also generally favorable,
with the exception of the persistent shift in the pitching moment in the linear part of the
lift curve, which persisted for both the free air and in-tunnel cases. Near stall, the so-
lutions that include the wind tunnel facility are in excellent agreement with experiment
as measured by force/moment, sectional pressure, and surface streamline comparisons
with experimental observations. The presence of a large inboard separation pattern was
observed in the simulations that included the wind tunnel facility, while on the same
grid, a free air simulation did not show this separation, highlighting the importance of
including the wind tunnel in the computational model when comparing with half-span
experimental data. Grid sensitivities between the varying refinement levels were concen-
trated towards the leading edges of the slat and the main element towards the wingtip,
suggesting that grid sensitivities are largely tied to inviscid effects associated with fine-
scale features in the geometry, as the length scales associated with the geometry drop
toward the tip of a tapered wing.
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