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1. Motivation and objectives

We present an explanatory study of the ensemble co-processing of computational fluid
dynamics (CFD) simulations on heterogeneous supercomputers. Modern predictive sci-
ence and engineering studies are capable of handling ever larger scale simulations, with
the growth of high-performance computing reaching exascale performance. At the same
time, the architecture of these computers are becoming increasingly more complex to
achieve performance and energy efficiency, featuring heterogeneous processors and deep
memory hierarchies, as seen in hybrid CPU/GPU machines (Mittal & Vetter 2015; Vetter
et al. 2018).
Two major challenges for CFD studies of these computers are scalability and efficiency.

Many existing CFD solvers and algorithms are primarily based on a parallel program-
ming system designed for homogeneous architectures like message passing interface (MPI)
(Gropp et al. 1999). These solvers are often not immediately compatible with the het-
erogeneous architectures, and extensive interventions of experienced programmers may
be required for parallelization and scalable simulations. The heterogeneous processing
units, such as CPUs and GPUs, have different specifications and are often optimal at
different tasks (e.g., CPUs are superior at clock speed and GPUs possess higher degrees
of parallelism). A common practice in the development of the CFD solver is to focus on
one kind of processors, which are typically GPUs because of their superiority in paral-
lel processing over CPUs. However, this approach leaves the other kinds of processors,
typically CPUs, unused. For better resource usage, it is desirable to allocate tasks to the
unused processors. One approach is GPU-CPU co-processing, in which an ensemble of
independent simulations with various levels of fidelity is performed on GPUs and CPUs.
The fidelity level and cost for these simulations can be designed so that the run-times
for tasks on GPUs and those on CPUs are equalized to maximize the resource usage.
Here, we demonstrate scalable multifidelity (MF) ensemble CFD simulations on hybrid

machines by means of GPU-CPU co-processing. To this end, we utilize the Hypersonics
Task-based Research (HTR) solver, which is a code based on the Legion programming
system (Di Renzo et al. 2020). Legion employs an implicit parallel programming model
which enables flexible mapping of tasks on heterogeneous processing units (Bauer et al.
2012). The top layers of the framework are written in Regent (Slaughter et al. 2015),
a metaprogramming language for task-based parallel computing with Legion. In par-
ticular, for the MF ensemble, the mapping feature of Legion enables the simultaneous
execution of tasks on GPUs and CPUs without interfering with the solver algorithms. The
Legion-based hybrid CPU/GPU computing of CFD simulations has been explored with
applications to MF uncertainty quantification (MF-UQ) (Papadakis 2019) using a few

† Computer Science Department, Stanford University

217



Maeda & Teixeira

GPU GPU

CPU

GPU GPU

CPU

GPU GPU

CPU

GPU GPU

CPU

HFsample

LFsample LFsampleTotalmLFsamples

Figure 1. Schematic of the MF ensemble simulations with CPU/GPU co-processsing. Single
HF sample runs on GPUs across multiple nodes and m LF samples run simultaneously on CPUs
in the same nodes.

node units of a hybrid machine. The optimal allocation of simulation samples on hetero-
geneous processors for the Monte Carlo (MC) methods has been theoretically considered
(Adcock et al. 2020). GPU-CPU co-processing of practical multiphysics simulations in a
large scale remains largely unexplored.
As a representative configuration, we consider co-processing of an expensive high-

fidelity (HF) simulation on GPUs across nodes and multiple inexpensive low-fidelity
(LF) simulations on CPUs within the same nodes (Figure 1), while conceptually the
number of HF and LF samples is arbitrary. For the HF and LF samples, we use fine and
coarse simulations of a reacting gaseous methane-oxygen jet, which canonically models
a laser-induced ignition in a rocket combustor. Based on experiments on two hybrid
supercomputers, we discuss the optimal ensemble configuration to maximize the resource
usage.
The rest of this brief is organized as follows. In Section 2, we describe the method and

experimental setup. In Section 3, we present results. In Section 4, we deduce the optimal
configuration. In Section 5, we discuss example setups for the optimal MF simulations.
In Section 6, we state conclusions.

2. Method

2.1. Numerical setup

For simulation samples, we use an unsteady reacting flow problem of the ignition of a
laminar round jet of gaseous oxygen injected in a rectangular domain filled with gaseous
methane. This problem canonically models the laser-induced ignition phenomena in a
rocket combustor. The domain is defined in x-y-z Cartesian coordinates. The jet pene-
trates the domain from the y-z plane with its axis aligned with the x-axis. The Reynolds
number and the Mach number of the jet is O(100) and O(0.1), respectively. The x-
domain boundaries are modeled using the non-reflective boundary conditions and the
other boundaries are modeled as adiabatic walls. The jet is ignited by a short-time, in-
tense energy deposition at its interface where two gases are mixed. In these simulations,
we solver the compressible multi-species Navier-Stokes equations with finite-rate chem-
istry. The laser deposition is modeled as an intense, short-term energy deposition through
the source term of the energy equation. Further details of the numerical methods and
schemes can be found in Di Renzo et al. (2020). We use a constant CFL number for the
time marching in all samples. All cases share the same physical setups and the numerical
schemes except for grid size. For cases with coarse resolutions, fine flow features may
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Machine Lassen Pascal

CPU cores/node *44 (40) 36
CPU architecture IBM Power9 Intel Xeon E5-2695v4

CPU RAM/node (GB) 256 256
GPU architecture Volta Pascal

GPU/node 4 2
GPU RAM/node (GB) 64 32

Table 1. Key CPU/GPU specifications of Lassen and Pascal supercomputers at LLNL retrieved
from https://hpc.llnl.gov/hardware/platforms/. *Only 40 cores are available for the users.

not be resolved and simulations are stabilized by numerical dissipation. One can thus
consider these cases as unresolved direct numerical simulations (DNS).
We emphasize that these physical and numerical setups are used for demonstration

purposes rather than for studying flow physics or numerical methods. The ensemble co-
processing itself is realized by the programming system’s capability of mapping compu-
tational tasks on GPUs and CPUs and does not depend on the specific choice of physical
and numerical setups.

2.2. Test environment

To perform the ensemble co-processing simulations, we use Lassen and Pascal, hybrid
GPU-CPU machines at the Lawrence Livermore National Laboratory (LLNL) which
equipO(1) GPUs andO(10) CPU cores in each node. Key specifications of these machines
are listed in Table 1. Similar specifications of node units are commonly found in the close
generations of heterogeneous high-performance computing machines elsewhere.

2.3. Ensemble setup

The setups for ensemble simulations are summarized in table 2. In each case, we con-
duct runs with various numbers of LF samples with the same, single HF sample, with
m : m ∈ [1, 64]. Case1 and case2 have the same parameters/MF configurations and run
on Pascal and Lassen, respectively. These cases are used to assess the effect of the ma-
chine environments. Note that in case2 only two GPUs are used per node, although four
GPUs are available per node in Lassen, in order to adjust to case1 on Pascal, which
equips two GPUs per node. We emphasize that these case parameters are used for the
specific purpose of the present assessment. In practical simulations, we shall use all GPUs
available in each node to maximize the usage. Case2 and case3 have the different val-
ues of CPU core usage/node/sample for the LF samples, with the same value of GPU
cores/sample; in case2 each LF sample uses eight cores on the same node while in case3
each LF sample uses two sets of four cores from two distinct nodes. Case4 and case5 use
a larger size of LF samples than cases 1-3.

3. Results

The run-times of both HF and LF samples from case1-5 as a function ofm are shown in
Figure 2. For all cases, the HF run-time does not present large variations. On the contrary,
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Case ID 1 2 3

Machine Pascal Lassen Lassen
HF grids 640 × 320 × 320 640 × 320 × 320 640 × 320 × 320
LF grids 80 × 40 × 40 80 × 40 × 40 80 ×40× 40

Total # of nodes 16 16 8
(HF) GPU usage/node 2 2 2
CPU cores/LFsample 8 8 8

CPU cores/node/LFsample 8 8 4
HF time steps 64 64 64
LF time steps 8 8 8

Case ID 4 5

Machine Lassen Lassen
HF grids 640 × 320 × 320 640 × 320 × 320
LF grids 160 × 80 × 80 160 × 80 × 80

Total # of nodes 8 16
(HF) GPU usage/node 4 2
CPU cores/LFsample 32 32

CPU cores/node/LFsample 32 32
HF time steps 64 64
LF time steps 16 16

Table 2. Summary of case parameters. The time steps are specified so that the same physical
time is simulated in the HF and LF samples with various resolutions with a constant CFL. If HF
sample is twice finer than LF samples, HF sample requires twice more time steps. The run-time
for each case is obtained without initialization periods.

the LF run-time presents critical behaviors; in all cases, it stays nearly constant up to a
certain value of m and then grows with m.
In order to characterize this behavior, we plot in Figure 3 the normalized LF run-time

as a function of the LF node-occupancy for case1-5. The node-occupancy is defined by
the total number of nodes divided by the number of nodes used per LF sample. All plots
collapse well on a single curve, which takes a constant around unity up to the occupancy
equal to unity, and then increases at larger value of the occupancy.
This critical behavior can be explained by the distribution of the LF samples. When

the occupancy is smaller than or equal to unity, all LF samples can be run simultaneously
by CPUs. Meanwhile, when the occupancy is greater than unity, multiple samples, at
least partially, are handled by the same node(s) (ranks). Once this condition is reached,
the run-time is increased with further increasing of the number of LF samples due to the
cost for CPUs to handle multiple samples within the same rank. The LF node-occupancy
is therefore the critical factor for the total run-time. The critical transition is somewhat
expected. The scheduling is offline and tasks on CPUs in principle do not interfere with
those on GPUs. Therefore the total run-time of the LF samples (on CPUs) depends
only on the samples themselves and should be invariant until the maximum occupancy is
realized as far as samples run in parallel. Graphical analysis of representative runs using
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Figure 2. The run-time, T (s), as a function of the number of LF samples, m. (a-e) Correspond
to cases 1-5.

Legion Prof supports this argument (not shown in this report). Nevertheless, in reality
the invariance may not be perfect since CPUs and GPUs share hardware nodes and
the task scheduling for GPU samples utilizes CPUs. Some tasks for the GPU samples,
including initialization, also run on CPUs. In fact, in Figure 3, the run-time for the
cases on Pascal is greater than unity even below the occupancy of unity. This deviation
indicates that there exists some communication overhead. On the other hand, for the
cases on Lassen this deviation is not present, suggesting that the overhead is negligible.
The favorable results of Lassen can be explained by the improvement in the hardware;
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Figure 3. Normalized run-time of the LF samples as a function of the LF node-occupancy.

Lassen’s GPUs are at least one generation newer than those of Pascal. Overall, the
performance of ensemble co-processing can be machine dependent and verification and
analysis using test cases are critical for practical applications.

4. LF sample configuration for optimal scheduling

Given the preliminary results shown in the previous section, we discuss optimal con-
figuration for the MF simulations. We have two constraints for the optimality. The first
constraint is about the run-time.

TL ≤ TH . (4.1)

This inequality states that the run-time of the LF samples is smaller than that of the
HF sample.
The second constraint is about the number of nodes used for the LF samples based on

Section 3.
mNL

rL
≤ NH

rH
⇒ m ≤ NHrL

NLrH
. (4.2)

This inequality states that the LF node-occupancy is smaller than unity (the total number
of LF samples is smaller than the total number of nodes used for the HF sample). Since
T = Ctn/N , the inequality (4.1) can be transformed into

CL
tLnL

NL
≤ CH

tHnH

NH
⇒ NH

NL
≤ C′ tHnH

tLnL
, (4.3)

where C′ = CH/CL. As a result, we obtain

m ≤ NHrL
NLrH

≤ C′ tHrLnH

tLnLrH
⇒ mnL ≤ C′ tHrL

tLrH
nH . (4.4)

This inequality shows how the cumulative, total degrees of freedom of the LF samples
(the product of the number of LF samples and the grid points per LF sample) are
bounded given the HF sample. The upper bound corresponds to the optimal condition.
The optimal condition is overall dependent on various factors, including algorithms used
in the HF and LF simulations (e.g., numerical schemes and models) as well as machine
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Machine nH m nL

Lassen 20483 1 7603

– 20483 4 5303

– 20483 8 4503

– 20483 16 3803

Pascal 8003 1 4803

– 8003 4 3303

– 8003 8 2803

– 8003 16 2403

Table 3. Representative optimized case setups of MF simulations on Lassen on Pascal, predicted
by the results of the test cases in Section 3. We assume using 2563 grid points per GPU on Lassen
and 1603 grid points per GPU on Pascal.

environments (e.g., the performance and the number of GPUs and CPUs per node). In
practice, the optimal setup can be empirically predicted through test runs a priori.
For instance, like the present test cases, for simulations in which LF and HF samples

share the same algorithms and physical parameters (e.g., domain size) and the time
step size is linear against the characteristic grid size with a constant CFL (e.g., DNS),
C′ = (nH/nL)

1/3. In this case, we obtain

mn
4/3
L ≤ ADNSn

4/3
H , (4.5)

where ADNS = tHrL/tLrH . ADNS can be directly computed from the results of the test
runs shown in Section 3. By doing so, we present in Section 5 example setups for the
optimal MF simulations for both machines.

5. Example setups for the optimal MF simulations

On the basis of the results shown in Section 3 and the optimal condition derived in
Section 4, in table 3 we list representative, optimal setups of the MF simulations of the
3D-torch case using cubic, Cartesian meshes on Lassen and Pascal, with respect to the
combination of the number of grids points and the number of LF samples. We assume
using all GPUs available in given nodes. Pascal permits greater resolutions of LF samples
for the same number of LF samples compared with Lassen. This difference on Lassen can
be explained by the greater relative FLOPs (floating point operations per seconds) of
GPUs to that of CPUs per node. A-posteriori verification of the prediction and further
analysis are a part of our ongoing work.

6. Conclusions

We assessed and demonstrated the CPU/GPU ensemble co-processing of reacting flow
simulations using a Legion-based computational framework on Lassen and Pascal. In the
ensembles, we considered binary MF configurations in which a single HF sample runs on
GPUs concurrently with multiple LF samples on CPUs. On both machines, results showed
that the total run-time of LF samples depends on their node-occupancy; the run-time is
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nearly invariant for the occupancy below unity and grows with the occupancy otherwise.
On the basis of the test cases, we computed the upper bound of the total degrees of
freedom of LF samples given a HF sample. We used this formula to provide example
configurations of HF and LF samples for both machines for the optimal scheduling of
MF ensembles, so that the CPU usage is maximized without stretching the total run-
time. The present analysis and optimization could hold for various other heterogeneous
machines. Future work will consider more complex MF simulations, which incorporate
more than two levels of fidelity as well as LF samples which are simulated with different
models and/or schemes.
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