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a b s t r a c t

In this work, a set of techniques is developed for the efficient temporal integration of compressible
turbulent reacting flows with stiff chemistry. The proposed approach combines steady-state preserving
operator splitting, semi-implicit ODE integration, and dynamic load rebalancing. Specifically, the
simpler balanced splitting method is constructed as a second-order steady-state preserving operator
splitting formulation, with improved stability properties and reduced computational cost compared
with the original simple balanced splitting method. The method is shown to be capable of accurately
capturing ignition and extinction for reaction–diffusion systems near critical conditions. The semi-
implicit integration scheme, namely ROK4E, is constructed following the order conditions of the
Rosenbrock–Krylov methods with improved efficiency. Designed for the integration of homogeneous
reacting systems, ROK4E utilizes the low-rank approximation of the Jacobian to reduce the cost
for integrating the system of ODEs that has relatively few stiff components compared with the
interval of the integration. To address the scalability issue associated with the spatial clustering of
chemical reactivity, a dynamic load rebalancing procedure is developed. The resulting time-integration
techniques are employed in a 3D simulation of a temporally evolving turbulent planar flame with
dimethyl ether/air chemistry, and improvements with respect to the computational efficiency and
strong scalability are examined.

© 2019 Elsevier B.V. All rights reserved.

1. Introduction

The usage of finite-rate chemistry in simulations of turbu-
lent reacting flows is critical for furthering the understanding of
kinetics-controlled combustion processes such as ignition, extinc-
tion, flame stabilization, and pollutant formation. These processes
are of scientific and engineering interest but are known to intro-
duce significant modeling challenges for low-order combustion
models that rely on reduced reaction or reaction-transport mani-
folds [1]. The detailed modeling of chemical reactions in turbulent
flows introduces significant computational complexity due to the
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large number of species and reactions involved [2]. Consequently,
the efficiency of numerical methods and their implementations
becomes critical given the high overall cost.

The time scales relevant to numerical simulations of unsteady
reacting flows are associated with physico-chemical processes
related to reaction and transport. The relative magnitude of these
scales is critical to the choice of the appropriate time-stepping
methods. In particular, the time scales associated with chemi-
cal reactions cover a wide range [2]. Among them, the small-
est time scales determine the stiffness of the reaction system,
whose magnitude depends on the type of fuel, the kinetic scheme
of choice, and the operating conditions. The characteristic time
scales associated with the transport processes can be further
attributed to advection, diffusion, and acoustics if a compressible
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system is considered. In addition to the operating conditions,
these time scales also depend on the spatial resolution that is
applied for the discretization of the partial differential equations
(PDEs) [3].

Under the condition that the limiting time scale associated
with transport processes is comparable to the smallest chemical
time scale, the chemistry is no longer considered stiff. Thus,
the species transport equations can be simultaneously advanced
together with flow equations via explicit schemes. This scenario
is typically seen in direct numerical simulations (DNS) using the
compressible formulation [4–6]. The limiting transport time scale
is typically on the order of 10−9 s under atmospheric conditions.
Although this time scale remains too large for most detailed
mechanisms, faster modes can often be eliminated via stiffness
reduction techniques without noticeably sacrificing the fidelity of
the chemical mechanism [7].

The other common scenario is when transport-related time
scales become larger than the majority of the chemical time
scales. This is often seen in large-eddy simulations (LES) that
employ a low-Mach formulation. The time-step size used in these
simulations is typically on the order of 10−7–10−6 s. A number
of methods [8,9] have been proposed for the treatment of the
stiff chemistry based on the second-order semi-implicit iterative
scheme developed by Pierce [10].

The intermediate scenario between the two aforementioned
limits is of interest in the present work. In this scenario, the
smallest chemical time scale remains stiff with respect to the
transport-related time scale, which prohibits the usage of fully
explicit integration methods. However, the number of stiff modes
is small compared to the size of the mechanism. This is of-
ten the case for LES using a compressible formulation, which
is commonly applied in numerical investigations of engineering
combustion devices [11,12]. In addition, detailed simulations in
which the fast chemical modes cannot be completely eliminated
through stiffness reduction also fall into this category.

The objective of this study is to develop a set of numerical and
computational methods for the efficient and scalable integration
of reacting flow simulations for the intermediate scenario. The
proposed strategy consists of the following three components:

• A second-order operator splitting method, which is steady-
state preserving, thereby avoiding the degradation in accu-
racy of the conventional Strang splitting scheme for
combustion systems near critical operating conditions [13].
This splitting scheme extends the balanced splitting method,
originally developed by Speth et al. [14], with improved
stability properties as well as computational efficiency.
• A semi-implicit scheme, named ROK4E, is developed for the

integration of the spatially independent reaction operator,
obtained from the splitting procedure. This scheme is an
efficient variation of the Rosenbrock–Krylov scheme [15],
which utilizes the low-rank approximation of the Jacobian
to achieve explicit-like cost for the system of ordinary dif-
ferential equations (ODEs) that have relatively few stiff com-
ponents.
• A parallel dynamic load rebalancing procedure is developed

to redistribute the computational tasks for integrating the
reaction system in the presence of spatial heterogeneity of
the chemical reactivity.

The remainder of this paper is organized as follows. In Sec-
tion 2, the governing equations are introduced along with the
physical models for thermal-transport properties and chemical
reactions. In Section 3, the steady-state preserving operator split-
ting method, namely the simpler balanced splitting, is developed.
Analysis of the stability properties is performed and related re-
sults are presented for accuracy and stability using 0D test cases.

In Section 4, the ROK4E scheme is developed. The stability, ac-
curacy, and efficiency are analyzed. Numerical examples are pre-
sented by considering 0D and 1D applications, the latter of which
is examined in combination with the simpler balanced splitting
method. In Section 5, the parallel load rebalancing algorithm is
developed. These techniques are combined and demonstrated in
a 3D calculation of a turbulent dimethyl ether (DME) temporal jet
flame, consisting of 30 species and 175 reactions. Scalability and
performance of the combined strategies are examined using up
to 8000 processors. Finally, conclusions are drawn in Section 6.

2. Governing equations

2.1. Conservation equations

This study considers the compressible, reacting Navier–Stokes
equations with Ns reactive scalars. This system of equations de-
scribes the conservation of mass, momentum, total energy, and
species as
∂

∂t
U = T (U)+R(U) (2.1)

where

U =

⎡⎢⎢⎢⎢⎢⎢⎣

ρ

ρu
ρE
ρY1
...

ρYNs−1

⎤⎥⎥⎥⎥⎥⎥⎦ , (2.2)

T (U) =

⎡⎢⎢⎢⎢⎢⎢⎣

−∇ · (ρu)
−∇ · (ρu⊗ u)−∇P +∇ · τ
−∇ ·

[
(ρE + p)u

]
−∇ · (q− τu)

−∇ · (ρuY1)−∇ · j1
...

−∇ · (ρuYNs−1)−∇ · jNs−1

⎤⎥⎥⎥⎥⎥⎥⎦ , (2.3)

and

R(U) =

⎡⎢⎢⎢⎢⎢⎢⎣

0
0
0
ω̇1
...

ω̇Ns−1

⎤⎥⎥⎥⎥⎥⎥⎦ . (2.4)

In the above system of equations, ρ, u, and E denotes the density,
the velocity, and the total energy, respectively. Yi is the mass
fraction of species i. Eq. (2.1) is closed by the ideal gas equation
of state, P = ρRT , where T is the temperature and R is the gas
constant of the mixture.

The viscous stress tensor τ is defined by

τ = −
2
3
µ(∇ · u)I+ µ

[
∇u+ (∇u)T

]
. (2.5)

The energy flux q is

q = −λ∇T +
Ns∑
k=1

jkhk, (2.6)

where hk is the partial enthalpy of the kth species and the heat
conduction follows Fourier’s law. The diffusive mass flux jk for the
kth species is defined by

jk = −ρDm, k∇Yk + Yk

Ns∑
k′=1

ρDm, k′∇Yk′ , (2.7)
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where the first term is the mixture-averaged diffusion flux and
the second term is the corresponding mass-conserving correction
velocity. Dm, k is the mixture averaged diffusivity of species k.

2.2. Thermal, transport, and chemical properties

In the following, the models used for calculating the thermal,
transport, and chemical properties for the mixture of Ns species
are described. With a careful choice of mixing and approximation
rules, the evaluation of these properties can be performed with
good accuracy at O(Ns) cost.

The thermal properties for each species are calculated using
the NASA polynomial representation [16,17], which depends only
on temperature. The evaluation of the temperature-dependent
transport properties for each individual species is carried out via
pre-fitted polynomials [17]. The viscosity and thermal conduc-
tivity are functions of temperature and independent of pressure,
while pressure scaling is performed for binary diffusion coeffi-
cients [18]. The dynamic viscosity of the mixture is modeled by
the approximation of Herning and Zipperer [19]:

µ =

∑Ns
k=1 W

1/2
k Xkµk∑Ns

j=1 W
1/2
j Xj

. (2.8)

This mixing rule was found to provide acceptable accuracy [20]
and O(Ns) in cost, while the more commonly employed Wilke
rule [21] is O(N2

s ). The mixture thermal conductivity is computed
using the following mixing rule [22]:

λ =
1
2

( Ns∑
k=1

Xkλk +
1∑Ns

k=1 Xk/λk

)
, (2.9)

which is also O(Ns).
The appropriate mixture-averaged diffusion coefficients for

Eq. (2.7) can be expressed as [18]:

1
Dm, k

=

Ns∑
j=1
j̸=k

Xj

Dkj
+

Xk

1− Yk

Ns∑
j=1
j̸=k

Yj

Dkj
. (2.10)

However, the cost of computing Dm, k for k = 1, . . . , Ns is
O(N2

s ), which can be overwhelmingly expensive if O(Ns) cost can
be achieved for all other operations. To achieve linear cost, the
constant Lewis number approximation is applied in the present
study. With this, the approximated diffusion coefficient of the kth
species is expressed as

Dm, k =
λ

ρLek
, (2.11)

where the constant Lewis numbers are evaluated at a reference
state as

Lek =
λref

ρDm,k, ref
. (2.12)

The effect of the constant non-unity Lewis number approximation
has been studied by Burali et al. [23], who found the approxima-
tion to be sufficiently accurate. In the present study, the reference
state is chosen as the equilibrium condition of the unburnt mix-
ture for premixed flames and the stoichiometric mixture for
diffusion flames.

The reaction source term for the kth species is defined to be
its net production rate from all reactions:

ω̇k = Wk

Nr∑
l=1

(ν ′′kl − ν ′kl)Ωl , (2.13)

where Nr is the total number of reactions, ν ′ and ν ′′ are the
stoichiometric coefficients of the reactants and products, respec-
tively, and Ωl is the net rate of progress of the lth reaction. Since

the number of reactants and products involved in a reaction is
limited, the net rates of progress and the net production rates
can all be computed at the cost of O(Nr ). Empirically, the number
of reactions in a kinetic scheme was found to be proportional to
the number of species (Nr ≈ 5Ns) [2]. Consequently, the cost of
evaluating ω̇k for all species is also O(Ns).

3. Simpler balanced splitting

3.1. Strang splitting for advection–diffusion–reaction equations

For the system given in Eq. (2.1), where the two terms T
and R exhibit fundamentally different characteristics, the class of
operator splitting methods [24,25] is a natural choice to achieve
efficient integration in time, since each term can be integrated
using schemes most suitable.

The transport operator, T (U), represents the conservation
laws of mass, momentum, energy, and species through advec-
tion and diffusion. This operator is spatially discretized using
fully-conservative schemes, through which the evaluation at one
point requires the information of its neighboring cells. For large-
scale calculations that are parallelized via distributed memory
systems, this requires data transfer over the network each time
the operator is evaluated. In contrast, the reaction term, R(U),
which is non-zero only for the species conservation equations, is
local in space, highly non-linear, and very stiff. In addition, the
magnitude and stiffness of this term is often heterogeneous in
space since reaction zones are highly localized. The method of
Strang splitting [25] integrates the two terms sequentially in a
symmetric fashion:

dtU(1)
= T (U(1)) , U(1)(tn) = Un (3.1a)

dtU(2)
= R(U(2)) , U(2)(tn) = U(1)(tn + h/2) (3.1b)

dtU(3)
= T (U(3)) , U(3)(tn + h/2) = U(2)(tn + h) (3.1c)

Un+1 = U(3)(tn + h) , (3.1d)

where h is the time-step size. The splitting formulation is second-
order accurate and strongly stable [25]. In addition, it is also
symplectic for non-linear equations [14,26]. Its convergence and
stability properties have been extensively studied for reacting
flow simulations [27–29].

The non-stiff advection–diffusion operator in Eqs. (3.1a) and
(3.1c) resembles the system of the non-reacting compressible
Navier–Stokes equations. Explicit time stepping methods are typ-
ically used for moderate to high Mach number applications [30].
This choice is largely motivated by the advantage of scalability in
parallel computations and the linear cost scaling, in both time and
memory, with respect to the spatial resolution and the number of
species.

The stiff reaction step is typically treated with an implicit
integration scheme. A more efficient method for integrating the
stiff operator in Eq. (3.1b) is a semi-implicit Rosenbrock–Krylov
scheme, will be discussed in Section 4.

Since the transport operator is integrated using a one-step
multi-stage explicit scheme, the step size of the splitting scheme
is restricted by the stability limit of the advection and diffusion
operators. The spatially decoupled reaction step of Eq. (3.1b)
can be solved as an assembly of 0D reactor systems, which are
isochoric and adiabatic in the current case. Different local time-
step sizes can be used for these systems, taking into account the
spatial heterogeneity of the chemical reactivity. For applications
of interest, the chemical reactivity is spatially localized at the
flame front so that load imbalance may arise for parallel solvers.
This issue will be further discussed in Section 5, where a solution
will be proposed by developing a load rebalancing procedure.
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It is worth noting that an alternative Strang-splitting formu-
lation can be obtained by performing the reaction step first.
The order of accuracy and stability properties are not affected
by this rearrangement. For splitting calculations with step sizes
much larger than the range of interest in this study, this alterna-
tive formulation was shown to be more accurate [31]. However,
this formulation is computationally more expensive, since the
implicit/semi-implicit integration process for the stiff reaction
steps is performed twice with half the step size.

3.2. Steady-state preservation for splitting methods

Apart from the order of accuracy and stability, steady-state
preservation is another important criterion for numerically inte-
grating a system of ODEs.

Definition 3.1 (Steady-State Preserving). For a system in the form
of

dtu = f(u),

the numerical integration method is steady-state preserving, if
given u0 = u∞ such that f(u∞) = 0, the solution of the next
step remains to be u∞, regardless of the step size, i.e.

∀h > 0, u1 = u0 = u∞ . (3.2)

The Strang splitting formulation is second-order accurate and
strongly stable but not steady-state preserving, as shown in the
analysis of Speth et al. [14]. Starting from the steady-state solu-
tion, the Strang splitting method produces a one-step deviation
of O(h3). The split system has an h-dependent steady state of
itself. The difference between the two is O(h2), as shown in
the analysis of Speth et al. [14]. The steady-state error of the
Strang splitting can have a quantitatively significant impact on
dynamic systems near bifurcation. An illustrative example to the
credit of Lu et al. [13] is the near-extinction/ignition behavior
of a perfectly stirred reactor (PSR), in which the ordinary Strang
splitting method can lead to unphysical ignition or extinction for
near-limit conditions.

3.3. Balanced splitting and its stability

The class of balanced splitting methods was first proposed by
Speth et al. [14] for the construction of second-order accurate
splitting formulations that are also steady-state preserving. The
key idea is to regroup the operators by adding and subtracting a
constant, such that the steady state of the combined system can
be preserved in each sub-step. For instance, the system of Eq. (2.1)
can be regrouped during the nth step as
∂

∂t
U = T ∗n(U)+R∗n(U)

=
(
T (U)+ cn

)
+

(
R(U)− cn

)
.

(3.3)

With the new operators constructed, the integration proceeds
as

dtU(1)
= T (U(1))+ cn , U(1)(tn) = Un (3.4a)

dtU(2)
= R(U(2))− cn , U(2)(tn) = U(1)(tn + h/2) (3.4b)

dtU(3)
= T (U(3))+ cn , U(3)(tn + h/2) = U(2)(tn + h) (3.4c)

Un+1 = U(3)(tn + h) . (3.4d)

Note that the value of cn is kept constant within a single step,
but may change between steps. Since the symmetric formulation
of Strang is followed, the balanced splitting is also second-order
accurate. The stiffness of each split step is not affected by the

balancing, as they are offset by a constant. Consequently, meth-
ods used to integrate the systems for Strang splitting are still
applicable for the balanced splitting.

One choice of the balancing factor cn, namely the simple
balanced splitting proposed by Speth et al. [14], is

cn =
1
2

(
R(Un)− T (Un)

)
. (3.5)

It is straightforward to verify that the simple balanced splitting is
steady-state preserving following Definition 3.1.

Although cn is held constant during the integration step from
tn to tn+h, its value is updated at the beginning of the next step.
As such, the numerical integration error can propagate between
steps through not only the solution but also the balancing con-
stants. Therefore, the stability property of the balanced splitting
method depends on the choice of cn. For the simple balanced
splitting, Speth et al. [14] carried out the stability analysis by
considering a system of linear ODEs:

dtu =
(
Au+ a

)
+

(
Bu+ b

)
. (3.6)

The first operator Au+a is assumed to be non-stiff and integrated
first in the splitting procedure. Following the notation of Speth
et al. we define

α = eAh/2 , β = eBh , A∗ = (α−I)A−1 , B∗ = (β−I)B−1.
(3.7)

The simple balanced splitting can then be represented through a
recurrence relation

un+1 = Run − Q(a+ b), (3.8)

where

R = αβα+
1
2

[
αB∗ − (αβ + I)A∗

]
(A− B), (3.9)

and

Q =
1
2

[
αB∗ + (αβ + I)A∗

]
. (3.10)

The stability of the simple balanced splitting requires that
for negative-definite A and B, the spectral radius of R has to
be less than one, i.e. ρ

(
R(h)

)
< 1. For a given matrix A, there

are three limiting conditions of Eq. (3.8) that are important for
understanding the stability properties of the simple balancing.

The first condition is in the limit of large step size (h → ∞)
while B is kept constant, which means both operators become
very stiff. Under this limit, we have

lim
h→∞

R
⏐⏐⏐⏐
A,B
=

1
2

(
I− A−1B

)
, (3.11)

which suggests that the simple balancing is unstable for large step
size if B is much stiffer than A. The restriction on the step size due
to the stability requirement can be well illustrated for a scalar
case. For this case, simple balancing is stable for all h > 0, only if
|B| < 3|A|.

The second condition of practical interest is when B becomes
very stiff while h is kept constant and A remains non-stiff. This
condition is representative for the splitting of the reaction op-
erator from the advection–diffusion operator. To simplify the
analysis, the scalar case is considered and we have

lim
|B|→∞

R
⏐⏐⏐⏐
A, h
=

1
2

(
I − (α − I)A−1B

)
, (3.12a)

= ∞. (3.12b)

Therefore, the simple balancing is unstable under this condition.
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The third limiting condition is when |B| → ∞ while |B|h and
A remain constant. The value of R approaches

lim
|B|→∞

R
⏐⏐⏐⏐
A, |B|h
= β +

1
2
(I − β)+

1
2
(I + β)A−1(eAh/2 − I)B ,

(3.13a)

=
1
2
(I + β)+

1
2
(I + β)(h/2)B , (3.13b)

=
1
4
(1+ β)(2+ Bh) . (3.13c)

As a result, the method is stable for all B < 0, only if |B|h <

5.99, which means the step size is restricted to be inversely
proportional to the spectral radius of the stiff operator.

The contour of R as a function of |B| and |B|h is shown in
Fig. 1(a). Instabilities occur (white region) for the scalar case if
neither of the criteria based on Eqs. (3.11) and (3.13) is satisfied.
This means that for the simple balanced splitting, the stability can
be achieve if B is not too stiff in comparison with A or the step
size has to be comparable to what is allowed by explicit time
integration. As a result, the simple balanced splitting cannot be
used effectively for the advection–diffusion–reaction system with
stiff chemistry, which is of interest in the present study.

3.4. Simpler balanced splitting

While being steady-state preserving and second-order accu-
rate in time, the simple balanced splitting formulation has too
restrictive stability properties. In the work of Speth et al. [14],
a more sophisticated balancing formulation was developed with
enhanced stability. This so-called rebalanced splitting involves
the solution from previous steps, which complicates the splitting
procedure and increases the memory requirement. In this study,
a new balancing formulation, named simpler balanced splitting,
is proposed. In this formulation, the balancing constant is chosen
to be

cn = −T (U) , (3.14)

and the simpler balanced splitting proceeds in the same manner
as described in Eq. (3.4), in which the non-stiff system is solved
first.

It is straightforward to verify that the simpler balanced split-
ting is also second-order accurate and satisfies the steady-state
preserving conditions of Definition 3.1. Following the same linear
analysis presented in Section 3.3, the simpler balancing scheme
can be expressed in the recurrence form as in Eq. (3.8), with

R = αβα+
[
αB∗ − (αβ + I)A∗

]
A, (3.15)

and

Q = αB∗ . (3.16)

Following the analysis in Section 3.3, three limiting conditions are
considered and we have

lim
h→∞

R
⏐⏐⏐⏐
A,B
= I , (3.17a)

lim
|B|→∞

R
⏐⏐⏐⏐
A, h
= I − α2 , (3.17b)

lim
|B|→∞

R
⏐⏐⏐⏐
A, |B|h
= β . (3.17c)

These results show that the stability properties of the simpler
balanced splitting are significantly improved compared to those
of the simple balanced splitting. It is stable for all h > 0, although
the damping becomes negligible if both operators are very stiff.

However, if only one operator becomes very stiff, a non-negligible
amount of damping is applied. The contour of |R| in the scalar
case is shown in Fig. 1(b) for comparison.

In addition to the enhanced stability property revealed by
the linear analysis, the simpler balancing scheme is also com-
putationally more efficient compared with the simple balancing
method. As a consequence of the choice of the balancing constant,
the first sub-step of the simpler balanced splitting is always at
equilibrium and thus can be omitted. Combined with not hav-
ing to evaluate the stiff component for the balancing constant,
the simpler balancing formulation is computationally more ef-
ficient by reducing the number of right-hand-side evaluations.
For instance, if the non-stiff system is integrated using a three-
stage Runge–Kutta (RK) method, the simpler balancing needs two
fewer evaluations of the non-stiff component and one less for
the stiff part compared to the simple balanced formulation. The
resulting second-order two-step splitting method can then be
expressed as

cn = −T (Un) (3.18a)

dtU(1)
= R(U(1))− cn , U(1)(tn) = Un (3.18b)

dtU(2)
= T (U(2))+ cn , U(2)(tn + h/2) = U(1)(tn + h) (3.18c)

Un+1 = U(2)(tn + h) . (3.18d)

Again, cn is constant during all splitting steps.
It is worth noting that although the splitting scheme is second-

order accurate, the three-stage third-order RK method is
preferred over the two-stage second-order method in the appli-
cations of interest due to its superior stability property [32] for
advection-dominant flows. The superior stability property allows
for a greater step size, which offsets the extra cost associated with
evaluating the additional stage.

3.5. Numerical tests

The effectiveness of the simpler balanced splitting method
is demonstrated via two test cases considering perfectly stirred
reactor (PSR) problems, both of which are adapted from the work
of Lu et al. [13], which are shown to be challenging for the
conventional Strang splitting approach.

3.5.1. Non-dimensional partially stirred reactor
The first case is a non-dimensional unsteady model PSR, de-

scribed by a scalar ODE as

dt̃ T̃ = (̃Tad − T̃ ) exp(−T̃a/̃T )+
1
Da

(̃Tin − T̃ ), (3.19)

where T̃in = 0.15, T̃ad = 1.15, and T̃a = 1.8. The Damköhler
number, denoted by Da, represents the ratio between the mixing
time scale and chemical time scale. As Da varies, the steady-state
solution of this system has two turning points at DaE = 15.90
and DaI = 832.84 for extinction and ignition, respectively. Two
near-limit operating conditions are chosen for this case:

(a) Da = 15.89 and T̃ (0) = 1.00 for extinction;
(b) Da = 833.0 and T̃ (0) = 0.15 for ignition.

The results of the ordinary Strang splitting and the simpler
balanced splitting are compared against the reference solution,
which is obtained from integrating the whole system using
ode15s [33]. A constant step size of h = Da/10 is chosen for
both cases. Within each splitting step, the mixing and the reaction
parts are integrated using ode45 and ode15s [33], respectively.
The relative and absolute tolerances for all cases are set to be
10−12 and 10−16, respectively, to isolate the splitting error. The
comparisons are shown in Fig. 2. The simpler balancing scheme
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Fig. 1. Growth factor R for the scalar case as a function of |B| and |B|h, with A = −1. The stability region is R ∈ (−1, 1). The region of instability is colored in
white, with the boundary highlighted by a dashed red line.

Fig. 2. The near-limit extinction and ignition process for the scalar unsteady PSR of Eq. (3.19). The reference results (blue circles) are sampled every 25 solution
points.

gives the correct steady-state solutions and accurately predicts
the near-limit behaviors while the Strang splitting method results
in an early onset of the ignition/extinction event as analyzed by
Lu et al. [13].

3.5.2. H2 /air partially stirred reactor
The second case features the unsteady isobaric PSR with the

hydrogen mechanism due to Burke et al. [34]. The system of ODEs
involves species and temperature conservation equations in the
form of

dtYk =
1
τ
(Yk, in − Yk)+

1
ρ

ω̇k (3.20a)

cpdtT =
1
τ

Ns∑
k=1

Yk, in(hk, in − hk)−
1
ρ

Ns∑
k=1

ekω̇k , (3.20b)

where ek is the total internal energy of the kth species. The
ignition of a hydrogen/air mixture with φ = 0.5 at P = 80 atm
and T (0) = 875 K is considered. The inlet stream is set to be
the fresh mixture, with an additional 0.1% H radical enrichment
in mass. The enrichment with H radicals was shown to cause
inaccurate prediction by the ordinary Strang splitting [35]. The
residence time is set to be τ = 2.0 × 10−6 s as in [13]. The
integration methods are the same as for the scalar PSR case. As
shown in Fig. 3(a), the ordinary Strang splitting predicts signifi-
cantly delayed ignition. Improvement in the ignition-delay time
is achieved via the balanced splitting methods. A quantitative
comparison and convergence plots between the two methods is

shown in Figs. 3(b)–3(d). The relative errors of temperature, H2O
mass fraction, and OH mass fraction are measured at t/τ = 4.
For all these quantities, the simpler balancing scheme achieves
the asymptotic second-order convergence at all step sizes while
the ordinary Strang splitting shows slower convergence until
h/τ = 0.02.

4. ROK4E: a fourth-order Rosenbrock–Krylov scheme

Following the discussion in Section 3, the system of compress-
ible Navier–Stokes equations with Ns reactive scalars is split into
a non-stiff advection–diffusion system and a stiff reaction system
employing the simpler balanced formulation in Eq. (3.18). The
non-stiff system can be efficiently integrated using a time-explicit
method. In this study, a third-order strong-stability-preserving
Runge–Kutta scheme (SSP-RK3) [30] is used. The reaction system
is then assembled by local systems of ODEs, which are indepen-
dent of each other. The system is commonly integrated using
software packages such as CVODE [36] and DASSL [37], which
are based on fully implicit multi-step methods like the variable-
order Backward-Differentiation Formulas (BDF) [38], which are
developed to achieve high order-of-accuracy with lower cost for
the integration of a stiff system over a long period of time.

As stated in Section 1, the present work concerns the sce-
nario where a relatively small portion of the chemical modes
are stiff compared to the time horizon of the integration. This
is commonly seen for well resolved LES and DNS that utilize
the compressible formulation, in which the chemical integration
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Fig. 3. Ignition process for an unsteady PSR of Eq. (3.20), with H2/air of φ = 0.5. The inlet is set to be the fresh mixture with an additional 0.1% H radical enrichment
in mass: (a) evolution of temperature with reference solution (blue circles) are sampled every 25 time steps. (b–d) Relative error in temperature, H2O and OH mass
fractions at t/τ = 4. The slopes of the first and second order convergence are shown by black dashed lines.

interval is limited by the Courant–Friedrichs–Lewy (CFL) condi-
tion of the advection–diffusion operator. Under such conditions,
BDF-based methods become less efficient for two major reasons:
(1) the entire reaction system is treated implicitly while only a
few eigenmodes are actually stiff; (2) the start-up problem of BDF
is magnified due to the reduced number of time steps required
to achieve a satisfactory error tolerance. The second issue was
discussed in detail by Imren and Haworth [39].

Based on these observations, we choose the Rosenbrock–
Krylov methods in this study [15], which are a class of
Rosenbrock-type integrators based on a Krylov-space solution of
linear systems. It combines the benefit of Rosenbrock-W (ROW)
methods [40], being one-step and non-iterative, while avoiding
the requirement of obtaining and solving the full Jacobian system
at each time step. In the following, the family of Rosenbrock–
Krylov methods is first introduced and its stability function is
derived. An efficient fourth-order ROK4E scheme is then devel-
oped. The advantages of the new scheme will be discussed, in
comparison to the drawbacks in using prevailing BDF methods in
high-fidelity turbulent combustion simulations. This section will
be concluded by a set of test cases including the application of
ROK4E and its combination with the simpler balanced splitting
method.

4.1. Rosenbrock–Krylov methods

For an autonomous problem dtu = f(u), an s-stage Rosenbrock
method

[32] can be written as

(I− hγiiAn)ki = f
(
un + h

i−1∑
j=1

αijkj

)
+ hAn

i−1∑
j=1

γijkj, i = 1, . . . , s

(4.1a)

un+1 = un + h
s∑

j=1

bjkj . (4.1b)

Note that the matrix An is kept the same throughout the s stages.
To ensure that the matrix factorization is performed only once
every time step, we further require that

γii = γ , i = 1, . . . , s . (4.2)

In classical ROW-methods, the matrix An is chosen to be the
Jacobian of f evaluated at tn:

An = Jn = ∂uf(un) . (4.3)

Methods of order 4 can be formulated with eight order conditions
that can be satisfied in four stages. Many popular schemes of
this type also feature an embedded third-order error estimator
for adaptive step-size control. Fortran implementations of these
schemes, such as the RODAS and ROS4 codes, can be found in [32].

Being one-step, ROW-methods avoid the issue of restart which
can be problematic for multi-step integrators used in turbulent
combustion simulations. However, its benefits in comparison to
multi-step methods such as BDF is weakened by the explicit need
for the full Jacobian in the formulation (Eq. (4.3)), prohibiting the
application of Jacobian reuse and matrix-free techniques that are
often employed in implicit multi-step solvers [36,41].
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A class of matrix-free Rosenbrock-type integrators, named
Krylov-ROW, was first proposed in the 1990s [42], in which
the Jacobian matrix was approximated via a multiple-Arnoldi
process [43]. More recently, a new family of integrators, namely
the Rosenbrock–Krylov methods, was developed by Tranquilli and
Sandu [15]. Through the incorporation of the Krylov-subspace
properties into the order conditions of the Rosenbrock-W meth-
ods [32,44], these methods require only a single Arnoldi proce-
dure and a minimal number of order conditions in addition to
those of the classical ROW-methods.

For Rosenbrock–Krylov methods of order p, the full Jacobian
condition of Eq. (4.3) is replaced by

Ak
nfn = Jknfn, 0 ≤ k ≤ p− 1 , (4.4)

where fn = f(un). This condition can be satisfied by an approx-
imation of Jn in the Krylov-subspace of dimension M ≥ p. The
Krylov-subspace is chosen to be

KM (Jn, fn) = span
{
fn, Jnfn, . . . , JM−1n fn

}
. (4.5)

The Jacobian is approximated by its projection onto KM (Jn,
fn) as

An = QnHnQT
n = QnQT

n JnQnQT
n , (4.6)

where the orthonormal matrix Qn ∈ RN×M and the upper Hessen-
berg matrix Hn ∈ RM×M are given by the corresponding Arnoldi
iteration such that

Hn = QT
n JnQn . (4.7)

It is straightforward to verify that An, the rank-M approximation
of Jn, satisfies the condition of Eq. (4.4) for M ≥ p, as

QnQT
n J

k
nfn = Jknfn k ≤ M − 1 . (4.8)

In addition, the full Jacobian is recovered, i.e. An = Jn, when the
dimension of the Krylov-subspace equals the degree of freedom
of the system of ODEs.

A four-stage, fourth-order Rosenbrock–Krylov scheme can be
constructed with nine order conditions [15]:

b1 + b2 + b3 + b4 = 1 , (4.9a)

b2β ′2 + b3β ′3 + b4β ′4 = 1/2− γ , (4.9b)

b2α2
2 + b3α2

3 + b4α2
4 = 1/3 , (4.9c)

b3(β32β
′

2)+ b4(β42β
′

2 + β43β
′

3) = 1/6− γ + γ 2 , (4.9d)

b2α3
2 + b3α3

3 + b4α3
4 = 1/4 , (4.9e)

b3α3α32β
′

2 + b4α4(α42β
′

2 + α43β
′

3) = 1/8− γ /3 , (4.9f)

b3α32α
2
2 + b4(α42α

2
2 + α43α

2
3) = 1/12 (4.9g)

b3γ32α
2
2 + b4(γ42α

2
2 + γ43α

2
3) = −γ /3 (4.9h)

b4β43β32b′2 = 1/24− γ /2+ 3γ 2/2− γ 3 ,

(4.9i)

where

βij = αij + γij , αi =

i−1∑
j=1

αij , β ′i =

i−1∑
j=1

βij , (4.10)

following the conventional abbreviations in literature [32]. It is
worth noting that the order conditions in Eq. (4.9) are identical
to those of the classical fourth-order ROW-methods, except for
Eqs. (4.9g) and (4.9h).

For the case of a full Jacobian, i.e. An = Jn, the stability function
for the class of Rosenbrock–Krylov methods is in the form of

R(z) = 1+ zbT (I− zβ)−11 , (4.11)

where bT
= (b1, . . . , bs), β = (βij)si, j=1, and 1 ∈ Rs is the vector

of ones. This stability function is equal to that of the ROW and
diagonally implicit Runge–Kutta (DIRK) methods [45].

The stability property when An ̸= Jn is more complicated. For
a linear system of ODEs, the following recursive relation can be
obtained:

un+1 = R(hJn, hAn)un , (4.12)

where R can be expressed as

R(hJn, hAn) = IN+
(
bT
⊗ IN

)
×(

Is ⊗ IN − α⊗ (hJn)− γ ⊗ (hAn)
)−1
×(

1⊗ (hJn)
)

,

(4.13)

where ⊗ denotes the Kronecker product, Ik denotes an k × k
identity matrix, α = (αij)si, j=1, and γ = (γij)si, j=1.

4.2. ROK4E: An efficient four-stage, fourth-order, L-stable method

In this section, we present an efficient four-stage, fourth-order,
L-stable Rosenbrock–Krylov method, ROK4E. The parameters are
chosen such that the ROK4E integrator requires three RHS func-
tion evaluations in four stages in addition to those performed
in the Arnoldi iteration, reducing the number of function eval-
uations by one. Two additional fifth-order conditions are also
satisfied.

A four-stage, fourth-order method in the form of Eq. (4.1)
has 17 parameters, which need to be chosen to satisfy 9 order
conditions as stated in Eq. (4.9). This leaves 8 degrees of freedom
to construct the scheme with additional desirable properties.

For the ROK4E method, we first choose γ = 0.573 such that
R(∞) = 0 for the stability function in Eq. (4.11), which gives
L-stability in the case of a full Jacobian. It is further required
that

α43 = 0, α42 = α32, α41 = α31 , (4.14)

which makes the argument of f in Eq. (4.1) identical for i = 3
and i = 4. Hence, the number of function evaluations is reduced
by one. Similar to the construction of Kaps–Rentrop [40], it is
further required that two additional fifth order conditions are also
satisfied. For the sake of step size control, an embedded formula
of order 3 is also needed. This embedded method takes the
form:

ûn+1 = un + h
s∑

j=1

b̂jkj, (4.15)

which uses the same kj’s as in Eq. (4.1) but different weight
coefficients b̂j. This can be achieved by making the linear system
of conditions (a)–(d) in Eq. (4.9) singular.

These additional 7 conditions in combination with the 9 order
conditions leaves only one degree of freedom in determining the
17 coefficients of the scheme. The choice of b3 = 0 is made, which
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Table 1
Coefficients of ROK4E.
γ = 0.572816062482135
γ21 = −0.602765307997356
γ31 = −1.389195789724843 γ32 = 1.072950969011413
γ41 = 0.992356412977094 γ42 = −1.390032613873701
γ43 = −0.440875890223325

α21 = 0.432364435748567
α31 = −0.514211316876170 α32 = 1.382271144617360
α41 = −0.514211316876170 α42 = 1.382271144617360
α43 = 0

b1 = 0.194335256262729 b2 = 0.483167813989227
b3 = 0 b4 = 0.322496929748044

b̂1 = −0.217819895945721 b̂2 = 1.03130847478467
b̂3 = 0.186511421161047 b̂4 = 0

leads to the coefficient values for this method, named ROK4E, as
given in Table 1.

4.3. Implementation

The Rosenbrock-type methods, if implemented directly using
the form of Eq. (4.1), requires a matrix–vector multiplication of
An in addition to solving the linear system I− hγAn. The matrix–
vector multiplication can be avoided by transforming Eq. (4.1)
into the following form:

(I−hγAn)
(
ki+

i−1∑
j=1

γij

γ
kj

)
= f

(
un+h

i−1∑
j=1

αijkj

)
+

i−1∑
j=1

γij

γ
kj. (4.16)

The orthonormal matrix Qn ∈ RN×M and an upper Hes-
senberg matrix Hn ∈ RM×M , which are used to approximate
Jn as in Eq. (4.6), are obtained from the Arnoldi iteration. The
Jacobian-vector products in the Arnoldi process can be approx-
imated matrix-free, as in Newton–Krylov methods [46], by em-
ploying finite differencing of the form

Jnb ≈
(
f(un + δb)− f(un)

)
/δ . (4.17)

Using the matrix-free approximation, Qn and Hn can be obtained
with M evaluations of the function f(·).

The linear system of I − hγAn can be efficiently solved by
exploiting the low rank nature of An = QnHnQT

n . The inversion can
be obtained by using twice the Woodbury matrix identity [47]:

(I− hγAn)−1 = (I− hγQnHnQT
n )
−1 ,

= I− Qn(I−
1
hγ

H−1n )−1QT
n ,

= I− Qn
(
I− (I− hγHn)−1

)
QT

n .

(4.18)

As such, a linear system of size M × M is solved instead of the
full system of size N × N .

Adaptive step-size control is achieved via the error estimation
using the embedded scheme. The normalized error is estimated
to be

errn+1 =
⏐⏐⏐⏐ ûn+1 − un+1

Rtol · un+1 + Atol

⏐⏐⏐⏐ , (4.19)

where Rtol and Atol are the user-specified relative and absolute
tolerances, respectively. Since the Rosenbrock–Krylov methods
are semi-implicit, the system may be unstable if excessively large
step-sizes are used. The adaptive step-size control can avoid the
unstable region by reducing the step-size once the estimated
error is too large. In this study, the method of PI step-size con-
trol [48] is used, improving the step-control stability. This avoids
spurious oscillations of the step-size and the frequent rejection
due to large errors. The step-size is updated using the error

estimation at both current and previous steps as

hn+1 = hn ·min
{
5.0, max{0.2, 0.8 · err0.4/pn /err0.7/pn+1 }

}
, (4.20)

where p = 4 for ROK4E. The pseudo code for the ROK4E integra-
tor is outlined in Algorithm 1.

Algorithm 1 ROK4E integrator for an autonomous system

1: procedure ROK4E(tend, h0)
2: t ← 0, n← 0
3: while t < tend do
4: Hn, Qn ← Arnoldi(fn, M)
5: for i = 1, · · · , s do

6: Fi = f
(
un + hn

∑i−1
j=1 αijkj

)
+

∑i−1
j=1

γij
γ
kj

7: ki = Fi − Qn
(
I− (I− hγHn)−1

)
QT

nFi −
∑i−1

j=1
γij
γ
kj

8: end for
9: u∗ = un + hn

∑s
j=1 bjkj

10: û∗ = un + hn
∑s

j=1 b̂jkj

11: err∗ = |(̂u∗ − u∗)/(Rtol · u∗ + Atol)|
12: h∗ = hn ·min

{
5.0, max{0.2, 0.8 · errβ

n /errα
∗

}}
13: if err∗ ≤ 1 then ▷ step accepted
14: un+1 = u∗
15: t ← t + hn
16: hn+1 = h∗
17: n← n+ 1
18: else ▷ step rejected
19: hn = h∗
20: end if
21: end while
22: end procedure

4.4. Cost analysis

The cost of the Rosenbrock–Krylov methods consists of two
major parts: evaluation of the RHS f(·) and linear operations
involved in the Rosenbrock–Krylov formulation.

For ROK4E, three RHS evaluations are required over four
stages. In addition, M evaluations of RHS are used to obtain Hn
and Qn. Therefore, a total number of (3 + M) RHS evaluations
are needed for M ≥ 4. For a reaction system in the form of
Eq. (2.4), the run-time of each RHS evaluation scales linearly with
the number of species, i.e O(Ns), as discussed in Section 2.2. The
total cost in time for all RHS evaluations is thus O(MNs)

The linear operations for the Arnoldi process is of cost
O(M2Ns). It takes O(M3) operations to perform a general QR or
lower-upper (LU) factorization of (I−hγHn) andO(M2) operations
to solve it afterwards. This procedure can be further optimized
by exploiting the upper Hessenberg structure of (I − hγHn),
which allows QR factorization with O(M2) operations via Givens
rotation. The matrix–vector multiplications involving Qn and QT

n
are of O(MNs).

The overall cost of the Rosenbrock–Krylov method applied to a
chemical reacting system is hence O(M2Ns) in time. The memory
requirement is O(MNs), dominated by the orthonormal matrix Qn.
Therefore, the Rosenbrock–Krylov method has linear cost with
respect to the number of species both in space and time and as
few as seven RHS evaluations per step are required by ROK4E.

For all M ≥ 4, the ROK4E method achieves fourth-order
convergence. The choice of M thus affects only the stability of
the integrator. With a larger M , more implicitness is introduced
which makes An a closer approximation of Jn but the computa-
tional cost also increases quadratically in M . In this study, the
minimal admissible value of M = 4 is found to be sufficiently
stable for high-fidelity simulations of turbulent reacting flows due
to the time step-size restriction imposed by the CFL condition.
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Fig. 4. Auto-ignition of a stoichiometric mixture of CH4/air at T0 = 1500 K and P = 1 atm modeled by the GRI 3.0 mechanism [49]. The convergence rate of order 4
is plotted as the black dashed line.

4.5. Numerical tests

4.5.1. Homogeneous CH4/air reactor
The first test case presented is an isochoric homogeneous

reactor. This system, governed by the following equations:

dtYk =
1
ρ

ω̇k (4.21a)

cvdtT = −
1
ρ

Ns∑
k

ekω̇k, (4.21b)

closely resembles the reaction part in the operator-splitting
methods.

The auto-ignition process of a CH4/air mixture is consid-
ered. The reaction chemistry is modeled by the GRI 3.0 mecha-
nism [49]. The initial temperature and pressure of the
stoichiometric mixture are set to be 1500 K and 1 atm. The overall
ignition process is shown in Fig. 4(a), in which the ignition occurs
at t = 2.3ms. The order of the ROK4E method is verified by
measuring the relative error against the constant time-step size.
The integrator is initialized with the reference solution obtained
at t = 1.0ms and the integration is carried out over a period
of 10µs. The dimensionality of the Krylov-subspace is set to be
M = 4, corresponding to the minimal amount of implicitness
while satisfying the order condition. As shown in Fig. 4(b), the
relative error scales with O(h4) for large step sizes. Degradation
in the order of convergence can be observed for small step
sizes due to the truncation error, associated with the matrix-free
approximation of the Jacobian-vector product.

The efficiency of the ROK4E method is assessed using the
same configuration. In contrast to the convergence verification,
adaptive step-size control is activated for this purpose. The in-
tegrations are carried out over intervals of size hCFD to mimic
the usage scenario in a CFD solver. The results cover the range
of hCFD between 10−9 to 10−5 s. For the ROK4E integrator, three
levels of implicitness are tested with M = 4, 6, and 8. Two
additional integrators are also used for reference, one being the
explicit Dormand–Prince (RKDP) method of order 5 and the other
being the implicit variable-order BDF method with maximum
order of 5. The ROWPlus implementation of the RKDP method and
the CVODE [36] implementation of the BDF method are chosen.
The BDF method uses a numerical Jacobian paired with a dense
linear solver for the modified Newton iteration. The evaluation of
the chemical source term is performed by Cantera [50]. Due to
caching of temperature-dependent calculations in Cantera, the
cost of evaluating the Jacobian using finite difference is reduced
by approximated 50%. The same level of tolerance, Rtol = 10−4
and Atol = 10−8, is specified for the ROK4E cases. The tolerance

specifications for the BDF and RKDP integrators are adjusted such
that the relative error is matched at the point of ignition.

The measured CPU time of different integrators as a function
of hCFD is shown in Fig. 5(a). The semi-implicit ROK4E method
has a cost advantage over the fully implicit BDF method and
the fully explicit RKDP method for step size restriction (hCFD)
ranging from 10−8 to 10−6 s, which covers the typical operating
conditions for high-fidelity CFD solvers. To better understand the
source of the benefit in efficiency, the step-sizes taken by each
integrator for hCFD = 10−5 s are shown in Fig. 5(b). For most of
the time during the auto-ignition process, the step-size is limited
by the stability constraints. As a result, larger step-size can be
taken when more implicitness is introduced in the integrator,
which corresponds to an increasing value of M . The largest step-
size is realized by the fully implicit BDF method, which also has
the highest computational cost per-step. As hCFD decreases, the
advantage of having a larger step-size diminishes and methods
with more implicitness becomes less efficient. It is worth noting
that the ROK4E method with minimal implicitness is able to
increase the step-size by over an order of magnitude, compared
to the fully explicit RKDP method, while only requiring one more
RHS evaluation per-step.

4.5.2. 1D CH4/air flame
The second test case considers a 1D stoichiometric methane/air

premixed flame. The full set of reactive Navier–Stokes equations
is solved using the combination of the ROK4E integrator and
the simpler balanced splitting method. A second-order finite-
volume method is used for spatial discretization. The combustion
chemistry is modeled by the 53-species GRI 3.0 mechanism [49].
Since the thermal and chemical properties are explicit in tem-
perature instead of internal energy, an auxiliary temperature
equation is solved for the reaction sub-step in addition to the total
energy equation to avoid the iterative procedures for obtaining
temperature from conservative quantities. As such the reaction
system integrated by the ODE solver can be written as

dt

[
U
T

]
=

[
R
0

]
+

[
T n
0

]
+

[
0
ω̇T

]
(4.22)

where U denotes the conservative variables as in Eq. (2.2), R is
the chemical source term as in Eq. (2.4), and T n is the balancing
constant obtained from the transport term of Eq. (2.3). The source
term for temperature, denoted by ω̇T , is in the form of

ω̇T =
1

ρcv

(
−

Ns∑
k

hkdt
(
ρYk

)
+

1
2
(u·u)dt

(
ρ
)
−u·dt

(
ρu

)
+dt

(
ρE

))
.

(4.23)
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Fig. 5. Comparison of the computational efficiency between ROK4E, BDF, and RKDP integrators using the auto-ignition calculation of a stoichiometric mixture of
CH4/air at T0 = 1500 K and P = 1 atm modeled by the GRI 3.0 mechanism.

Fig. 6. Stoichiometric CH4/air premixed flame with an unburnt temperature of 300 K at atmospheric condition, which is computed using the ROK4E integrator and
the simpler balanced splitting method. (a) Spatial profiles of temperature (blue) and mass fractions of CH4 , CO, OH, H2O (black). (b) Relative error of temperature
and mass fractions of CH4 , CO, OH, H2O at t = 1 × 10−5 s for the simpler balanced splitting (solid lines) and the Strang splitting (dashed lines) cases; lines with
slope of 2 and 1 are depicted in black dashed lines.

The auxiliary temperature is initialized at the beginning of the
reaction sub-step using the conservative variables and is used
only within the sub-step for evaluating thermal and chemical
properties. Hence, the conservation property of the system is
not affected. Furthermore, the auxiliary temperature is identical
to that obtained from the conservative variables if Eq. (4.23) is
integrated exactly. Thus the potential error introduced by this
treatment has the same order of convergence as the integration
method.

The initial stoichiometric methane/air mixture is at 300 K and
1 atm. The 20 mm long domain is uniformly discretization by 400
elements. The inflow velocity is set to be 0.4 m/s and charac-
teristic boundary conditions are prescribed at the outflow. The
instantaneous spatial profiles of temperature and mass fractions
of CH4, CO, OH, H2O are shown in Fig. 6(a). In Fig. 6(b), the global
error of these quantities are measured over a period of 10−5 s
with a step size ranging from 1×10−9 to 5×10−8 s. The maximum
time step of choice is limited by the CFL condition of the fully
compressible solver. The reference solution is obtained using
the non-split SSP-RK3 scheme with the time step of 1 × 10−10
s. The expected second-order convergence is achieved by both
the Strang splitting (dashed lines) and simpler balanced splitting
(solid lines). The overall accuracy of the simulation is improved
by the balanced formulation. Most noticeably, the error of the OH
mass fraction is reduced by a factor of 20.

5. Load rebalancing

One potential benefit of temporal integration schemes that are
based on operator splitting is the ability to conduct local time
stepping for the reaction systems, which may bring significant
saving in cost since the chemical reactivity is highly localized
in space. However, the spatially heterogeneous reactivity can
also lead to load imbalance among processors for parallel com-
puting [51]. The issue of load imbalance is a major obstacle to
the realization of the improved computational efficiency made
possible by the local time stepping. The computational load for
the reaction calculation on a given processor is proportional to
the time steps required to integrate the reaction operator for
all elements assigned to it, which depends on the local thermo-
chemical state and cannot be determined before conducting the
simulation. As such, dynamic load rebalancing is necessary to
achieve efficient parallel computations of reacting flows.

The rebalancing can be carried out via two types of ap-
proaches. The first type aims to adjust the decomposition of the
computational domain to maintain a balanced load distribution
among each partition [52,53]. The computational task for the
reaction process is performed by the local processor and commu-
nication occurs only between domain boundaries. This approach
can be built upon well-developed parallel graph repartition-
ers, such as Zoltan [54] and ParMETIS [55], and communication
routines in the existing CFD solver.
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The second type of approach attempts to share the reaction
calculations among processors while maintaining the optimal
domain decomposition for the transport calculation [56,57]. This
load sharing strategy exploits the spatial locality of the reacting
system and can be much more flexible compared to the first
type. On the other hand, communication has to happen between
processors where the data resides and where the computations
are carried out. For the unstructured solver, employed in this
work, the first approach has additional cost related to adjusting
the local node indices and rebuilding the operators among them.
Therefore, the second route is taken in this work.

Our objective is to develop a scalable and efficient strategy to
balance load distribution with low communication overhead. This
can be formalized as a load rebalancing problem, which is defined
as follows.

Definition 5.1 (The Load Rebalancing Problem). Given a set of
n jobs, whose sizes are s1, . . . , sn, a set of m processors, and
an initial assignment A0. Find the new assignment A1, which
minimizes the makespan, defined as the sum of loads for the
most loaded processor, with the total relocation cost not greater
than k.

min
A1∈{1, ..., n}×{1, ...,m}

max
j∈{1, ...,m}

n∑
i=1

si1A1(i)=j

subject to
n∑

i=1

1A1(i)̸=A0(i) ≤ k .

The makespan associated with the optimal assignment A1 is de-
noted by OPT.

In the context of reacting flow simulations, each job corre-
sponds to the calculation of a 0D reacting system. The associate
CPU time is the job size. The initial assignment is identical to
the domain partition, i.e. A0(i) = j if cell i is in the domain of
processor j. Note that identical relocation cost for each job is
assumed in this definition.

5.1. A parallel 1.5-approximation algorithm

The load rebalancing problem is NP-complete via a reduction
from multiprocessor scheduling [58]. To solve this problem, an
iterative factor-1.5 approximation algorithm was developed by
Aggarwal et al. [59]. In the following, a parallel non-iterative
variation of the algorithm with low communication overhead is
presented.

The parallel partition algorithm follows the ‘‘master/slave’’
model. All-to-all communication is avoided, as the communica-
tion only occurs between the ‘‘master’’ processor and its ‘‘slaves’’.
The updated assignment plan A1 is obtained by the ‘‘master’’
processor, which is then decomposed and sent to each ‘‘slave’’
processor. Two rounds of communication have to occur for off-
loading the computational tasks and collecting the results. The
communication is one-to-one between the ‘‘slave’’ processors and
no longer requires the participation of the ‘‘master’’. Note that the
‘‘master’’ is also a ‘‘slave’’ of itself so that there is no idle processor
during the computation.

The algorithm starts with a user specified threshold value C ′.
The value of C ′ is required to be no less than the averaged load
per processor, corresponding to the jobs being evenly distributed
across processors, and no more than the makespan of the current
assignment, corresponding to minimal relocation cost, i.e.

1
m

n∑
i=1

si ≤ C ′ ≤ max
j∈{1, ...,m}

n∑
i=1

si1A0(i)=j . (5.1)

The input is different from the original algorithm by Aggarwal
et al. in which the user specifies the allowed number of relocated
jobs k.

To begin with, we define the jobs of sizes strictly greater than
C ′/2 as large jobs and the rest are referred to as small jobs.
Following the notation of Aggarwal et al. we denote LT as the total
number of large jobs,mL as the number of processors with at least
one large job and LE = LT −mL as the number of extra large jobs.

Algorithm 2 Remove jobs

1: function Remove-Jobs (C ′)
2: for processor j = 1, · · · ,m do
3: Remove all but the smallest large jobs,
4: the number of jobs removed is lj
5: Sj = sum of remaining jobs
6: aj: the minimum number of small jobs to be removed

so that Sj is reduced to at most C ′/2
7: bj: the minimum number of jobs to be removed so that
8: Sj is reduced to at most C ′
9: cj = aj − bj

10: end for
11: Gather c1,···,m
12: For the LT processors with smallest cj, kj = aj + lj,
13: breaking ties by preferring processors containing large

jobs
14: For the rest m− LT processors, kj = bj + lj
15: k̂ =

∑m
j=1 kj

16: end function

Each processor first removes all but the smallest large jobs. By
definition, there are exactly LE large jobs removed at this step.
Each processor is then faced with two options. One is to reduce
the total load to C ′ and accept only small relocated jobs in the
future. The other is to reduce the load of small jobs to C ′/2 in
preparation for accepting relocated large jobs. There needs to be
mLT processors taking the first option and LT processors taking
the second one. The procedure to determine the option for each
processor is outlined in Algorithm 2.

Algorithm 3 Generate Assignment

1: function Generate-Assignment (C ′, a1,···,m, b1,···,m, c1,···,m)
2: for processor j = 1, · · · ,m do
3: Put all but the smallest large jobs to list RL1j
4: if among the LT processors with the smallest cj then
5: Put aj largest small jobs to RSj
6: else
7: Put the last large job to list RL2j
8: Put the bj − 1 largest small jobs to RTj
9: end if

10: end for
11: Gather RS1,···,m, RL11,···,m, RL

2
1,···,m

12: Assign each large job in RL1j , RL2j arbitrarily to distinct
large-free processors.

13: while RS1,···,m is not empty do
14: Let j∗ be the currently least-loaded processor
15: if RSj∗ is not empty then
16: Add a job from RSj∗ to j∗
17: else
18: Add an arbitrary job from RS1,···,m to j∗
19: end if
20: Update the load of j∗
21: end while
22: end function

After obtaining k̂, the corresponding a1,...,m, b1,...,m, and c1,...,m
following Algorithm 2, the assignment is then calculated. One
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Fig. 7. Configuration (left) and domain partition (right) of the 3D DME/air temporal jet flame. The front z-normal plane in the left shows the contour of temperature
at t = 0.12 ms.

first assigns the removed large jobs to ensure that each processor
has at most one large job and the processors containing large
jobs have small jobs whose total size is below C ′/2. The removed
small jobs are then assigned iteratively to the current least-loaded
processor.

Upon obtaining the final assignment plan, the ‘‘master’’ pro-
cessor then sends each ‘‘slave’’ processor two lists. One list in-
cludes the local indices of jobs to send and the corresponding
indices of destination processors. The other list includes the num-
ber of jobs to receive from other processors and the correspond-
ing processors’ indices. Upon finishing the partition algorithm,
each processor is responsible for its own sending and receiving
of jobs. Two rounds of one-to-one communications are needed.
The first round occurs before computing the remote jobs. The
second round is used to update the results, which occurs after
the calculations are finished. The first round can be carried out
concurrently with the calculations of the local jobs, which leaves
only the communication cost of the second round visible.

The first part of Algorithm 2 requires each processor inde-
pendently sorting the local jobs by their sizes. The associated
parallel runtime is O(n∗ log(n∗)) where n∗ is the largest number
of jobs initially on a single processor. It then takes O(m) runtime
for the ‘‘master’’ processor to group the ‘‘slave’’ processors by
their values of cj. The combined run time of Algorithm 2 is
thus O(n∗ log(n∗) + m). This procedure requires a priority queue
to update the index of the least-loaded processor. As such, the
runtime for this part, as in Algorithm 3, is O(k̂ log(m)). Therefore,
the overall runtime of the parallel 1.5-approximation algorithm is
O(n∗ log(n∗)+m+ k̂ log(m)). The inter-processor communication
occurs during the gathering of c1,...,m and RS1,...,m, RL11,...,m, RL

2
1,...,m,

with the associated cost being O(m+ k̂).
The iterative procedure in the original algorithm was applied

to find the appropriate value of C ′ for a user specified quota of
job relocation. In practice, the value of k is not given a priori but
is instead determined empirically to achieve the optimal overall
performance for a given computational task. Thus, the iterative
procedure is omitted in the present algorithm. Instead, a user
specified C ′ is treated as the input and the present algorithm
gives a rebalancing partition with at most k̂ jobs moved. Lemma 5
of [59] stated that the partition remains unchanged with C ′
between consecutive thresholds. As such, the partition obtained
from the present algorithm with C ′ as input is identical to the
partition obtained from the original algorithm with k̂ as input,
which, based on Theorem 3 of [59], achieves an approximation
ratio of 1.5. Thus, M1 < 1.5OPT, where OPT is the optimal

makespan associated with k̂. In addition, we can also obtain
M1 < 1.5 C ′ using an analysis similar to the proof in Theorem 2
of [59]. In the current implementation, the value of C ′ is obtained
from

C ′ =
θLR

m

n∑
i=1

si , (5.2)

where θLR is the user-specified coefficient representing the ratio
between the C ′ and its lower bound.

5.2. Application

The load rebalancing method is applied to the simulation of a
3D DME/air temporal jet flame. The configuration of Bhagatwala
et al. [60] is adopted for the current study. The computational do-
main, shown in Fig. 7, is a rectangular box of size 10H×16H×8H ,
where H = 2.3 mm is the jet width. Periodic boundary conditions
are applied in the streamwise and spanwise directions, while the
normal boundaries are treated with characteristic outflow con-
ditions. The flame is operated at atmospheric pressure. The slot
jet is initialized as two shear layers with a streamwise velocity
of ∆U/2 and −∆U/2 in the fuel stream and oxidizer coflow,
respectively, where ∆U = 98 m/s represents the jet velocity.
The corresponding jet Reynolds number is Rejet = 13 050. The
fuel stream consists of 12% DME, 18% H2, and 70% N2 by volume,
while the oxidizer stream is comprised of 31% O2 and 69% N2.
The initial composition profile is identical to that of Bhagatwala
et al. [60], which is chosen from a laminar strained flame solution.
Combustion is modeled by the reactive Navier–Stokes equations
with a 30-species reduced mechanism [60].

The combination of the ROK4E scheme and the simpler bal-
anced splitting method is applied for the temporal integration.
The integrator and the load rebalancing method is implemented
in an unstructured finite-volume solver, CharlesX [61,62], de-
veloped at CTR. The fully compressible multi-species Navier–
Stokes equations are spatially-discretized using a modified hy-
brid central-WENO scheme [63–66], which is of low numerical
dissipation while being stable for discontinuities across contact
interfaces or sharp gradients across flame fronts. The unburnt
temperature for both streams is 450 K. The computational domain
is discretized by a uniform mesh with a grid spacing of 0.1 mm.
A constant step size of 3.0 × 10−8 s is chosen in this case. The
parameter θLR for the load rebalancing method is chosen to be
1.05 and the assignment is updated following Algorithms 2 and
3 every 10 time steps.
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Fig. 8. Normalized computational cost and strong scaling efficiency for the 3D DME temporal jet simulation using a constant time-step size of 1.5 × 10−8 s. (a)
Normalized cost for the transport operator. (b) Normalized cost for the reaction operator. (c) Normalized cost for the overall calculation. (d) Strong scaling efficiency
for the overall calculation. The baseline calculation for reaction uses CVODE with Strang splitting and no load rebalance.

The computational efficiency of the temporal integration is
measured at t = 0.12 ms, when the flame sheet is corrugated
by the turbulent flow as shown in Fig. 7. A series of parallel
calculations is carried out with the number of processors ranging
from 520 to 8000. The computational cost associated with the
transport and reaction parts are profiled. The comparison of the
transport-related cost using the Strang splitting and the simpler
balanced splitting methods is shown in Fig. 8(a). The cost is
normalized by the total computational cost using the Strang split-
ting formulation and 520 processors. As expected, the balanced
splitting method consistently reduced the transport related cost
by approximately 34%, as the number of RHS calculations for each
time step is reduced from 6 to 4.

The comparison for the cost of reaction is shown in Fig. 8(b).
The computational costs with and without load rebalancing is
measured for both the Strang splitting and simpler balanced split-
ting cases. The cost of the reaction calculation based on the
simpler balanced splitting method is on averaged 10% higher
than that of the Strang splitting method. As shown in Fig. 9,
the increase in cost is due to the increasing number of inte-
gration steps performed by the ROK4E solver as the additional
balancing constant is added to the RHS. The scalability of the
reaction-related calculation is significantly improved by the load
rebalancing procedure. For the simpler balanced splitting case, a
20% increase in cost is observed from the 520-processor calcula-
tion to the 8000-processor one. Finally, the overall cost and strong
scaling efficiency of the overall calculation is shown in Figs. 8(c)
and 8(d). The best scalability is achieved via the combination of
the simpler balanced splitting and the load rebalance approach,
which is 45% lower in cost in comparison to the conventional
approach of Strang splitting without load rebalance.

6. Conclusion

A set of strategies for efficiently integrating parallel compress-
ible simulations of turbulent reacting flows with stiff chemistry
is developed. The proposed approach consists of steady-state
preserving operator splitting, semi-implicit ODE integration, and
dynamic load rebalancing, which is designed to provide efficient
temporal integration for high-fidelity simulations, in which a
fraction of the chemical modes are stiff with respect to the
transport-related time scale.

The simpler balanced splitting method is constructed to be
second-order accurate and steady-state preserving. It is designed
to reduced the computational cost compared with the original
simple balanced splitting method. Stability analysis shows that
the new formulation possesses improved stability properties,
allowing larger step size at the presence of the stiff operator. Nu-
merical experiments conducted demonstrate the capability of the
simpler balanced splitting formulation in providing more accu-
rate predictions of ignition and extinction for reaction–diffusion
systems compared to the conventional Strang splitting method.
The simpler balanced splitting scheme achieves second-order
convergence throughout the range of step sizes, while this is
only achieved with very small step sizes for the Strang splitting
method.

The semi-implicit integration scheme, namely ROK4E, is then
constructed to enable the efficient integration of spatially in-
dependent reaction systems that are obtained from operator
splitting. The ROK4E scheme is designed to follow the order
conditions of the Rosenbrock–Krylov methods with improved
efficiency by reducing the number of RHS evaluations required.
ROK4E utilizes the low-rank approximation of the Jacobian to
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Fig. 9. Comparison of the number of integration steps for the local reaction system (left: Strang splitting, right: simpler balanced splitting) of the 3D DME temporal
jet simulation performed by the ROK4E solver at t = 0.12 ms.

reduce the cost for integrating the system of ODEs that have
relative few stiff components compared with the duration of
the integration. Numerical tests verify the order of convergence
and demonstrate the superior efficiency compared to popular
fully implicit or fully explicit methods for a range of practical
applications.

Finally, a parallel dynamic load rebalancing procedure is de-
veloped to alleviate the scalability problem that is associated with
the clustering of chemical reactivity and to realize the saving
in cost via local time stepping enabled by the operator splitting
scheme. In this approach, the computational tasks associated
with the chemical reaction within each element are redistributed
across processors.

The combined time stepping strategies are applied to a 3D
simulation of a DME/air temporal jet flame using up to 8000
processors. The improved computational efficiency and strong
scalability is demonstrated, showing speed-up by a factor of
three for the reaction calculation compared to the BDF-based
conventional approach.
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Appendix. Supplementary material

The library ROWPlus for the semi-implicit Rosenbrock–Krylov
integration scheme is available from the authors’ webpage (https:
//github.com/IhmeGroup/ROWPlus) with a sample problem.
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