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Instructor: Ashish Goel, Stanford University.

Lecture 1, 1/10/2006. Scribed by Esteban Arcaute.

In this course, when we talk about a network we think of the Internet. The concepts developped
in this course will be useful in other settings as well:

• Production Networks (Supply Chain)

• Job-shop Networks (Scheduling Machines)

• Logistics Networks

We will cover the following topics:

• Packet routing algorithms

• Adversarial queueing

• fairness/bandwidth allocation & flow control

• Peer-to-peer and gossip based algorithms

• Switch scheduling

Some of the papers we will discuss are very elegant, but the kind of elegance we are talking
about requires an extensive use of mathematical concepts. In order to be confortable during the
lectures, you need to know:

• Algorithm design and analysis (at least to the level of CS 161)

• Primal/Dual (being able to write the dual of a problem, the complementary slackness condi-
tions)

• Basic probability (random variables, etc)

Right now there is significant interest in re-evaluating many aspects of Internet architecture
and protocols, so this is a great time to be thinking about network theory.
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1. Packet Routing
Let’s assume the network is a graph G(V,E). V is the set of nodes (one can think of them as

routers) and E is the set of edges (one can think of them as links). Each link has a non-negative
capacity, we assume for the moment that it is one packet per time unit. Also assume that each link
has a buffer B.

The question we are trying to answer is the following. How long will a set of packets take to
get through the network? We are going to have a trade-off between the size of B and the time of
travel.

Assume we are given a set S of N packets. The ith packet must traverse route Ri through the
network.

Definition 1.1 Congestion of an edge
∀e ∈ E, ce = |{i : e ∈ Ri}|. This is the total number of packets that will go through edge e. Let

c be the maxium congestion over all edges.

This clearly gives a lower bound on the time to send the packets.

Definition 1.2 Dilation
∀i, di = |Ri| and d is the maximum one. d is called the dilation.

This is clearly another lower bound.

Claim 1.1 Total time to send packets
The total time to send the packets across is Ω(c + d).

We are going to explore how close we can get to such bound.
Let’s begin by studying how badly can we do with no buffers at all.

Example 1.2 (2k + 1)x(2k + 1) grid.
Set the node at column 1 line k + 1 be the (0, 0) point. Assume we have packets of types 0

through k, and we have k packets of each type.
Packets typed 0 start at (0, 0) and just cross the grid horizontally.
Packets of type i start at (i,−i), go up i steps, then a combination of right and up i times, then

they finish in a horizontal move to get to the end of the grid. This defines the route for packets of
type i.

This ensures that no two packets (regardless of their type) can be released at the same time! We
have that c = 2.k and d = 4.k, but the time to traverse the grid is ≥ k(k + 1).

So we can do very bad if buffers are not allowed. What if we have small sized buffers? By small
sized we mean buffers of constant size. In that case we can get up to a constant factor of c + d!
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Theorem 1.3 (Leighton, Maggs and Rao [2]) We can acheive a factor of O(c+d) with buffers
of size O(1).

We will prove a weaker result, but the general idea on how to prove the preivous theorem is
similar.

Let’s begin by asking a simple question: what is a buffer? We are going to imagine that the
buffer sits at the beginning of each link. This allows for a packet to sit at the source as long as
it needs to before being injected to the network. We require the packet to be injected during the
interval [1, T ], where T is a parameter whose value will be specified later. Now when we inject the
packet, how should we move it (considering that we know nothing about the state of the network)?
What we do is pick a slot at random (when we say at random we mean uniformly and independently
at random) in [1, T ] and inject it. This is our first protocol, and even if it is very simple it achieves
a very good performance.

Protocol 1.4 Simple random protocol

1. Injection: every packet gets injected at radom in [1, T ]

2. Buffer: assume it is of size 2.B. We divide it into IN and OUT (each of size B).

• we divide time into chunks of size B. During time [j.B+1, (j+1)B], any packet arriving
to e gets stored in IN .

• at time (j + 1)B exactly, we transfer all packets from IN to OUT .

• during time [(j + 1)B + 1, (j + 2)B], packets in OUT traverse e.

How long will this protocol take? This protocol will take Time ≤ T + d.B.
Let B = α. log(N.d) and T = α.c where α is a constant and N the total number of packets.

This yields that Time ≤ α(c + d. log(N.d)) or Time = O(α(c + d. log(N.d))). This is a very strong
result!

For the Internet, c >> d (d ' 30 and c is in the millions). Now let’s prove that an overflow will
not happen.

Consider an edge e and an interval Ij = [j.B + 1, (j + 1)B]. Let Se = {i : e ∈ Ri} and
Se(j) = {Packets that arrive at e during Ij}. Failure (overflow) occurs if ∃e,∃j : Se(j) > B. Let’s
prove that the probability of failure is really low.

Consider a given packet, and suppose e is the kth edge on this packet’s route. Then it must
have been injected during Ij−k−1. For any packet i ∈ Se, Pr[i ∈ Se(j)] ≤ B

T (here we ignore k

because packets are injected uniformly, indepdently at random).
Let Xi = 1 if i ∈ Se(j). Let µ = E[|Se(j)|] ≤ |Se|.B

T . Now |Se| ≤ c, so we have µ ≤ B
α .
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We will now use Chernoff bounds [1] to find the probability of failure

Definition 1.3 Chernoff Bound
Let X1, ..., Xm be m independent Bernoulli random variables (note they need not to be identically

distributed). Let Z =
∑m

i=1 Xi. Then we have that ∀δ > 0

Pr[Z > µ(1 + δ)] ≤
(

eδ

(1 + δ)1+δ

)µ

In our case, δ = α− 1 and µ = log(N.d). Let’s assume α > e3, then we have e < 1 + δ.
Hence we have that

Pr[|Se(j)| > B] ≤
(

1
1 + δ

)µ

≤ e−3µ ≤
(

1
N.d

)3

So at a given epoch, the probability of a bad event happenning is very small.
How many different values of j are there? By definition, j ≤ c ≤ N.d. Also the number of edges

is less than N.d. Hence

Claim 1.5
Pr[∃e, j : |Se(j)| > B] ≤ 1

N.d

Which proves that the probability of failure is very small. This result is very interesting because
the model assumes we know nothing about the state of the network when we inject a packet.

Problem: We keep packets waiting to be injected....even when the network is underloaded! By
using this simple protocol, we introduced an extra delay on all the packets.

Big Open Question: can we get something as elegant with no idle machine/link?
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