
MS&E 319/CS 369X: Topics in Network Algorithms. Winter 2005-06
Course URL: http://www.stanford.edu/∼ashishg/network-algorithms.
Instructor: Ashish Goel, Stanford University.

Lecture 3, 1/23/2006. Scribed by Benjamin Armbruster.

The agenda for today is

1. finish the sketch of how to route packets in O(c + d) time with constant buffers,

2. adversarial queuing theory.

3.1 Packet Routing in O(c + d) time and O(1)-sized buffers, cont.

We continue our quest for (and very rough description of) an algorithm with O(c + d) time and
constant buffers. (Recall, c is the congestion, the maximum number of packets traversing any single
edge; d is the dilation, the maximum number of hops any packet travels; and N is the total number
of packets we need to route.) The purpose is to illustrate the power of the Lovász Local Lemma.
Assume ∆ = α(c + d) and F = α(log(c + d)). Our protocol is characterized by

Protocol 3.1

injection: uniformly at random in [1..∆]

forwarding: packets never wait in queue.

This packet is unfeasible if two packets need to traverse the same edge at the same time. We
want to show that it is feasible with high probability (i.e., there is no congestion: packets neither
need to wait nor do multiple packets need to cross an edge at the same time).

Definition 3.1 relative congestion
The relative congestion on edge e during time interval I is the the number of packets crossing e

during I divided by |I| (the duration of I).

Lemma 3.2 Consider an edge e and time interval I = [t, t + T ], T ≥ F . Then the probability that
the relative congestion is ≥ 1 is ≤ (c + d)−α.

Now suppose we want this lemma to hold for all edges and intervals. The number of edges is
≤ Nd and the number of intervals is ≤ ∆2 = α2(c + d)2. Unfortunately with the union bound,
we can only show that the probability of relative congestion ≥ 1 on some edge at some time is
≤ α2(c + d)2−αNd. Since N is large, we can’t make the probability of this event small (we can
make the rest small by choosing α large).

We will fix this by using Lovász Local Lemma (described in handout 1). Let xIe be a binary
random variable such that xIe = 1 if the relative congestion is ≥ 1 in interval I on edge e and
let xIe = 0 otherwise. Due to the previous lemma, Pr[xIe = 1] ≤ (c + d)−α. Now we define the
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dependence set of these variables: xIe and xIf are independent if no path through e goes through
f . Fixing e, there are at most cd possible edges f , such that there exist packets that go through
both e and f . Hence the degree of dependence b ≤ ∆2cd = α2cd(c + d)2 ≤ α2(c + d)4. If we choose
α large enough we can satisfy the hypotheses then 4pb ≤ 4(c + d)4−αα2 < 1 and so we satisfy the
hypotheses of the Lovász Local Lemma (LLL). This allows to show,

Theorem 3.3 There exists an assignment of injection times to packets such that for any interval
I, |I| ≥ F and for any edge e the relative congestion of edge e during interval I is ≤ 1.

Consider an interval 1..α(c + d) + d and a subinterval I of size α log(c + d). (The extra d

is to allow packets injected at time ∆ to traverse the network.) At most |I| packets cross e

during I (for the LLL injection scheme used in the above theorem) and each travels at most
|I| hops during I. For all packets, freeze their locations at the end points of I and look at the
reduced problem of routing the packets during interval I (while respecting their locations at the
end points of I). This is a recursion. In the reduced problem, c′ = |I| = α log(c + d) and
d′ = |I| = α log(c + d). We are treating I as an interval of length α(c′ + d′) and looking at a
subinterval of length α log(c′ + d′) = α log(2α) + α log log(c + d). (The main idea is that we don’t
need to recurse on N .) We can do this recursion for k = log∗(c + d) steps until the interval size is
O(1). At that time the big interval is size αk(c+d). With constant frame size we can turn this into
a true protocol: instead of having F = O(1) packets per unit time we stretch time O(F ) to have
1 packet per unit time. Hence the total time is (c + d)2O(log∗(c+d)) when we set α = 2O(1) Buffer
size turns out to be 2O(log∗(c+d)) log(c + d) (the log(c + d) term comes because in the recursion a
packet might arrive early at its destination). Note our results (in time and buffer size) are worse
than the batch protocol we developed in the first lecture. But trust me, a careful analysis gives
you the promised bound (time O(c + d) with O(1) buffers).

Recall, the main (open) problem with all these protocols we discussed is that they are not work
conserving.

3.2 Adversarial Queueing Theory

Adversarial Queueing Theory tries to show that no edge/server/machine ever overloaded. Unlike
regular queuing theory which aims for probabilistic results, in this framework we assume that an
adversary controls packet injection and we aim for worst-case results. For comparison consider
a normal queuing model with stochastic injection rate X. Generally the limit X(t)/t exists (as
t → ∞) while the same cannot be said for adversarial packet injection. In fact (as we might
expect), adversarial packet injection generalizes the usual stochastic packet injection: “fluid limits
of stochastic processes are fluid limits of adversarial processes”.

Adversarial queuing theory assumes

1. packet injection controlled by an adversary

2. for any edge e the “long term injection rate” of packets that use e is < 1.

This model was proposed by [2] We further formalize this by defining
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Definition 3.2 We say an adversary is (r, b) bounded if during any interval I the number of packets
injected into the network containing e in their route is at most r |I| + b. We must assume r < 1
(as otherwise our network will definitely be overloaded). Here b is the “burst size”.

The main question is whether we can design a “stable protocol”. Here a protocol doesn’t
make injection decisions (unlike the ones in the previous sections) — the adversary does this. The
protocol only makes forwarding decisions: it decides which packets (if any) in a queue to forward.

Definition 3.3 Protocol p is work conserving or greedy if it forwards a packet when the queue is
not empty.

We will only deal with greedy protocols in this section.

Definition 3.4 Protocol p is stable on graph G for rate r if queue sizes and delays are bounded
for all (r, b) adversaries.

Note that bounded is a weak goal (in the previous section we were aiming not merely for bounded
delays but for small ones).

Definition 3.5 p is universally stable if p is stable for all G and any r < 1.

Definition 3.6 G is universally stable if any work conserving protocol is stable on G for all rates
r < 1.

This model (though not terribly realistic) is useful because it makes interesting claims and
distinguishes between protocols:

• FIFO (first-in-first-out) and LIFO (last-in-last-out) protocols are not universally stable. For
clarity: the FIFO protocol forwards in any buffer the packet that has spent the longest time
in that buffer (LIFO does the opposite).

• in fact FIFO can be made unstable at arbitrarily low rates, r.

• LIS (longest in system) is universally stable. This protocol forwards in any buffer the packet
that has spent the longest time in the entire system (like a global FIFO protocol).

• In fact, SIS (shortest in system) is also universally stable.

• Rings and DAGs (directed acyclic graphs) are the only universally stable graphs.

Before the end of class Ashish Goel mentioned something about nonmonotonicity and polyno-
mial queue sizes (probably a teaser for next lecture).
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