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What's Wrong with 

Mean-squared Error? 


Bernd Girod 

Compression algorithms for the transmission or storage of 
video signals have made impressive progress in the last 
few years [4]. Practically all this progress stems from a 
more elaborate modeling of the statistical properties of 
the video source. The properties of the human visual 
system are rarely taken into account with the same sophis
tication. The reason for this neglect seems to be a practical 
one: Although it is straightforward to evaluate a new 
source model by computer simulations with digitized vid
eo signals, models of the human observer have to be 
tested in tedious psychovisual experiments that are time
consuming and often influenced by factors beyond the 
experimenter's control. Today the distortion measure 
mean-squared error is still widely used for the design of 
practical image communication systems, but it is equally 
widely criticized. _ 

In this chapter we review some of the known percep
tual effects that are relevant for image coding. We restrict 
ourselves to luminance signals and to the perception 
of impairments at the threshold of visibility. Threshold 
effects are well studied, and they are especially relevant 
for the design of communication systems with high image 
quality. In the section on the spatiotemporal frequency 
response of the human visual system we emphasize the 
importance of eye movements. As application examples, 
we will look at temporal sampling and at noise shaping 
in a differential pulse code modulation (DPCM) system. 
In the section on subthreshold summation we show that 
error integration is a local rather than a global effect. 
Looking at DPCM as an example again, we discuss why 
the "masking function" does not neccessarily reflect the 
psychovisual masking effect. Also, we show why iso
tropic coders make sense perceptually. Finally, we discuss 
masking at luminance edges, where we discover that the 
)I-shift due to the picture tube has to be taken into account, 
and that more errors can be hidden on the dark side of a 
luminance edge. 



----This chapter is intended to be a critical discussion of 
some of the more important psychovisual aspects of 
image communication. For readability, we have avoided 
mathematics wherever possible. For a more formal treat
ment, the reader is referred to the literature. Due of the 
breadth of the field, the topics treated can be only a 
selection. The chapter is partly tutorial in nature, but we 
have largely restricted ourselves to areas where we were 
able to gather experimental evidence in the course of our 
own work. 

SpatiotemporaI Frequency Response 

The brightness range in real-world scenes is much larger 
than can be transmitted over single fibers of the optic 
nerve. Various-gain control mechanisms act in the human 
retina to deal with this problem. One of these is a center
surround mechanism known as lateral inhibition, by which 
luminance integrated over a larger receptive field non
linearly inhibits the activity of the optic nerve fiber ex
cited by a smaller central receptive field [3]. In the human 
fovea the central receptive field has a diameter of approxi
mately 2 arc-min, which corresponds roughly to the opti
cal point spread function of the eye [2]. The surrounding 
inhibiting field has three to five times the diameter [3]. 

Although the inhibition mechanism is nonlinear and space
varying, an isotropic band-pass filter can serve as a useful 
first-order approximation. 

Constrast Sensitivity Function 

Extensive psych()visual measurements have been carried 
out using spatial sine-wave patterns. The contrast sensi
tivity function (CSF) is defined as the reciprocal of the 

just-visible modulation depth of a sine wave. The spatial 
CSF curve is typically presented like the one shown in 
figure 15.1 [3, 21, 30]. 

It shows the band-pass characteristic of lateral inhibi
tion discussed in the previous paragraph. The maximum 
sensitivity is at 2 to 4 cycles per degree (cpd). The curve 
shown in figure 15.1 is correct, but unfortunately mis
leading. The low-frequency drop-off appears to be as 
important as the high-frequency drop-off, but in practice, 
it is almost neglible. This is due to two reasons: 

• The frequency axis in figure 15.1 is logarithmic. 
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Figure 15.1 

Typical spatial contrast sensibty function (CSF) of the human visual 

system. The curve is misleading for image communication 
applications, since the low-frequency drop-off appears to be as 
important as the high-frequency drop-off. (from [IB].) 

• When extended to the two-dimensional spatial fre
quency plane, the high-frequency branch covers a propor
tionally larger area than the low-frequency branch. 

To illustrate this with numbers, let us consider the 
spectrum of a television signal that contains frequency 
components up to 20 cpd both horizontally and vertically. 
With a peak of the spatial CSF at 4 cpd, less than 4 percent 
of the entire two-dimensional frequency range is covered 
by the low-frequency drop-off of the CSF. In an image 
communication system, we should hide noise at high spa
tial frequencies. Hiding noise at low spatial frequencies is 
usually not worth the effort. 

To transform the spatial-frequency response of the hu
man visual system into the coordinate system of the video 
signal, we have to assume a certain viewing distance. 
Viewing distances of 4 times screen height or 6 times 
screen height are recommended by the CCIR for subjec
tive tests with broadcast television signals [45]. In practice, 
the viewing distance is determined, for example, by the 
size of people's living rooms and television sets, and 
practical systems have to work well for a variety of 
viewing distances . 

Note that the spatial CSF as shown in figure 15. I is 
applicable only for frozen noise, as it appears, for example, 
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Figure 15.2 
Spatiotemporal frequency response of the human visual system. 
(A) The eye fixates the screen. (B) Assuming a smooth-pursuit eye 

movement, velocity 2 deg/sec; (e) assuming a smooth-pursuit eye 

movement, velocity 8 deglsec. Wx is spatial frequency, We is temporal 
frequency. (from [18J.) 
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in printed material. With video sequences we usually ob
serve dynamic noise with a broad temporal spectrum. The 
spatiotemporal CSF was measured first by Robson [30] in 
the 1960s, and later by Kelly [21] over a wider range of 
conditions. A model fit to Robson's data is shown in figure 
15.2(A) [12]. The spatiotemporal CSF is separable at high 
spatial and temporal frequencies but nonseparable at low 
frequencies. 

The Importance of Eye Movement 

The shape of the CSF in figure 15.2(A) seems to imply that 
less spatial resolution is required when the picture con
tents move. In fact, various sampling or coding schemes 
for moving video signals have been proposed to take 
advantage of the shape of the spatiotemporal CSF, for 
example by omitting spatial and temporal high-frequency 
components altogether [19,24,33,34,37,38,40]. 

A simple experiment that we carried out some years 
ago shows that motion-dependent blur cannot be toler
ated if impairments are supposed to be below the visibility 
threshold. Motion was generated by artificially panning a 
still picture at three different speeds (0, 2, and 10 deg/sec). 
The picture contents were blurred by a one-dimensional 
horizontal Gaussian filter. The visibility threshold for just
not-visible blur was then measured in subjective tests. 
Surprisingly, blur visibility is not significantly affected by 
the motion speed. Even for very rapid motion, the visibil

210 

ity threshold is hardly higher than for a still picture. 
Subjects follow the picture contents by smooth-pursuit 
eye movements and compensate its motion [13, 29, 44]. 

Smooth-pursuit eye movements give rise to a Doppler 
effect. If translation of the eye relative to the screen is 
assumed, the frequency response of the hl.lman visual 
system can be easily transformed into the screen coordi
nate system using 

OJ == (;)*x x 

where Wx and w,. are the horizontal and vertical frequency, 
respectively, and w, is the temporal frequency in the screen 
coordinate system [11-13, 39]; w;, w;, and w; are the 
corresponding quantities in the eye coordinate system; 
and (u x , uy) is the eye velocity. Using this coordinate 
transformation, we plotted the spatiotemporal CSF [fig
ure 15.2(A)] for smooth-pursuit eye movements of Ux = 

2 deg/sec and Vx = 8 deg/sec [Figure 15.2(B) and (0]. The 
effective spatiotemporal frequency response of the human 
visual system is dramatically altered by eye movements. 
Through eye movements we can perceive very high tem
poral frequencies at high spatial frequencies. According to 
Tonge [39] temporal frequencies on the screen up to 1000 
Hz can be perceived. This effect does not contradict the 
flicker fusion effect that, depending on the brightness 
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Figure 15.3 
(A) Spectrum of a temporally sampled still image. Temporal sampling 

produces replications of the baseband. The pass-band region of the 
spatiotemporal frequency response of the human visual system is 
shown as a "window of visibility," that suppresses spectral 
replications. (B) Spectrum of a temporally sampled image. The image 

contents is assumed to be moving at a velocity of 3 pel/frame. A 
smooth-pursuit eve movement compensates the motion and shears 
the window of visibility to match the image base band. (from [18].) 
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level, occurs at a temporal frequency below 80 Hz [20]. 

Flicker fusion is measured for Wx = Wy = o. 
Smooth-pursuit eye movements have important conse

quences for the temporal bandwidth of display devices for 
moving images. Television phospors, for example, do not 
get away with a bandwidth of a few lOs of Hz, as figure 
15.2(A) would suggest. They need to display the full 
range up to 1000 Hz to avoid visible blur of fast motion. 

Temporal Sampling 

Temporal sampling of the video signal produces replica
tions of the baseband at higher temporal frequencies. This 
is shown for a velocity v = 0 in figure 15.3(A) and for 
v = 3 pel/frame of the picture contents in figure 15.3(B). 
The spatiotemporal frequency response of the human 
visual system defines a "window of visibility" in spatio
temporal frequency space [42]. If the eye tracks the image 
contents, it fully passes the baseband of the signal and 
suppresses all temporal replications [11-13, 39]. Thus the 
human visual system acts as a motion-compensated inter
polation filter [figure 15.3(B)]. It is sometimes argued that 

temporal aliasing sets in at a velocity of 1 pel/frame. This 
argument is valid only if a single pel is considered by 
itself. In spatiotemporal frequency space, there is no spec
tral overlap even at higher motion speeds. The baseband 
can be recovered as long as the image contents can be 
tracked. 

The preceding argument assumes that there is only one 
motion that can be tracked. Video sequences usually con
tain several motions of different magnitude and direction. 
These motions usually occur in different parts of the im
age, and tracking of the image contents can be assumed 
locally in fovea but not over the entire visual field. 
At a spatial discontinuity of the optical flow field, or if 
transparent motion (i.e., two distinct motions at the same 
position in the image) occurs, only one motion can be 
compensated by smooth-pursuit eye movements. 

For several applications multidimensional filtering of 
the video signal that involves time as one dimension is 
desirable. Deinterlacing and frame rate conversion require 
temporal interpolation [11]. Recursive temporal filters can 
be used for noise reduction. Because of smooth-pursuit 
eye movements, any type of temporal filtering has to be 
carried out with motion compensation to avoid visible 
blur of the picture contents. On the other hand, compen
sation is reqUired only for motion that can be tracked by 
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the human visual system. A detailed theoretical analysis 
that includes imperfections of human visual motion track
ing for accelerated motion is presented in chapter 8. Fur
ther insight is provided in chapter 12. Not enough is 
known yet about the limits of motion compensation by 
smooth-pursuit eye movements, and little effort has been 
made to incorporate these limits into technical motion 
compensated filters. 

Noise-Shaping DPCM 

As an example throughout this chapter we consider a 
simple differential pulse code modulation (DPCM) sys
tem. Figure 15.4 shows the block diagram of a DPCM 
system. At the coder the difference e between the input 
video signal 5 and the prediction signal 5 is quantized 
and transmitted. At the decoder,S is added to the quan
tized prediction error e' to produce a reconstructed signal 
5'. Because both coder and decoder require exactly the 
same prediction values S, the coder also computes the 
reconstructed signalS', and the prediction is based on 
previously transmitted values of 5'. The coder in figure 
15.4 contains an additional noise feedback of the quantiza
tion error q through a filter H(wx' wY ' wJ Without such a 
noise feedback. that is, H(w x ' wY' WI) = 0, the DPCM sys
tem will produce a flat reconstruction noise spectrum, at 
least if the quantizer is relatively fine. With noise feedback 
the power spectral density of the reconstruction error 
r = 5 - 5' will be shaped according to 

CDrr(w x ' (!)Y' WI) = CDqq(wx , w}" WI) '11 - H(wx ' W Y ' w/)1 2 , 

where CD qq is the (flat) power spectral density of the 
quantization error q[lO] [14]. To optimize H(wx' wY ' WI)' 

frequency-weighted mean-squared error is an appropriate 
distortion measure. By varying H(wx, wY' WI) we change 
only the spectral shape of the reconstruction error. We 
do not trade off quality, for example, between textured 
regions, flat areas, and edges in the image, which would 
require a more elaborate measure. The linear effects de
scribed in preceding paragraphs provide a sufficient model 
for human visual perception, if our goal is noise shaping. 

Frequency-weighted mean-squared error based on CSF 
data [figure 15.2(a)] was used to predict the gains by noise 
shaping in an adaptive intrainterframe DPCM system for 
a transmission rate of about 30 Mbit/sec [14]. The lu
minance signal Y was sampled at 10.125 MHz, and one
dimensional noise shaping was used along the scan line. 
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Figure 15.4 

DPCM coder and decoder with additional quantization noise 
feedback. (from [IBJ.) 

Table IS.1 
Noise Shaping Gains for an Adaptive Intrainterframe DPCM 
Coder [J5J 

Direction of Theoretical Subjective 
Signal Noise Feedback Gain Tests 

Y Horizontal 3.0 dB 3.0 dB 
R-Y Vertical 2.2 dB 2.3 dB 
B-Y Vertical 4.4 dB 4.4 dB 

Sampling frequencies were 10.125 MHz13.375 MHz13.375 MHz for 
YIR-YIB-Y. Viewing conditions CCIR 500, viewing distance 6 times 
screen height. 

The color difference signals R - Yand B - Y were sam
pled at 3.375 MHz, and one-dimensional noise shaping in 
the vertical direction was used. Viewing conditions corre
sponded to CCIR Rec. 500 [45) with a viewing distances 
of 4 times and 6 times screen height. As shown in table 
15.1, theoretical gains are almost identical with those that 
can be measured in subjective tests. For this system, gains 
by two-dimensional noise shaping over one-dimensional 
noise shaping are very small due to line interlace. Tempo
ral noise shaping could theoretically yield significant addi
tional gains, if the eye would fixate the screen. However, 
in practice, eye movements always occur, and temporal 
high-frequency noise becomes more visible (figure 15.2). 

S' 

+ 

A 
S 

Predictor 

Decoder 

Local Subthreshold Summation 

In the previous section we used frequency-weighted mean
squared error as a distortion measure. If we are interested 
only in noise shaping, this distortion measure is satisfac
tory . However, with almost any coding scheme, recon
struction errors are distributed unevenly over the image. 
Some regions are easy to code, and errors are small, 
whereas some other regions are hard to code, and the 
error magnitude is larger. When designing a coder, we 
will somehow distribute reconstruction errors in the 
image. A global measure like mean-squared error cannot 
appropriately predict how errors will add up to a visible 
distortion. Errors that are far apart in space or time will 
probably exceed the visibility threshold independently, 
whereas neighboring errors will somehow interact. 

Basic Experiments 

A basic psychovisual experiment suitable for exploring 
subthreshold summation is shown in figure 15.5 [12]. A 
narrow strip of dynamic white noise on a gray back
ground is shown to the test subjects. The variance of 
just-not-visible noise is measured as a function of the bar 
width BW. The results in figure 15.6 show that the visibil
ity threshold for narrow noise bars is much higher than for 
wider bars. The threshold variance for BW -+ 00 does not 
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Figure 15.5 

Basic psychovisual experiment to measure spatial subthreshold 

summation. A bar of dynamic white noise is shown on a constant 

gray background. Tick marks above and below the bar help the 

subjects to find the stimulus at visibility threshold. (from [18].) 
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Figure 15.6 

Visibility threshold versus noise bar width of the experiment shown 

in figure 15.5. The curve was produced using the model shown in 
Figure 15 .8. (from [18].) 

drop to zero, as one would expect for a global measure. 
Rather, the results in figure 15.6 suggest a local sub
threshold summation. 

A similar experiment can be carried out for temporal 
subthreshold summation [12, 22J. Instead of varying the 
area covered by noise, we vary its duration. Figure 15.7 

shows results for flashes of dynamic white noise that fills 
the entire screen. Short noise flashes are less visible, but 
beyond a duration of 500 ms, there is practically no 
change in visibility threshold. Temporal subthreshold 
summation is also discussed by Watson in [41). 

<ll 
en • measurement·0 
c 20 

.'!! subthreshold 

.D 
Ui 10 summation model .:;; 
(5 
c 
U:i • 
::J 

0 •<ll 
0 
C Threshold variance for duration -) ~ 
.~ 
Co 
> 

0 200 

Flash duration [ms] 

Figure 15.7 

Visibility threshold versus duration of a noise flash. The curve was 
produced using the model shown in Figure J5.8. (from [18].) 

A Local Mean-Squared-Error Measure 

The results in figures 15.6 and 15.7 can be explained by 
the simple model shown in figure 15.8 [12). Noise ampli
tude is first squared and then convolved with a temporal 
and a spatial impulse response. A leaky temporal inte
grator with a time constant r = 230 ms and an isotropic 
spatial Gaussian filter with a spread constar:t r = 13 arc
min provide a good fit to the measured data. Rather 
than global mean-squared error, this model calculates local 
mean-squared error as a function of space and time. The 
final image sequence after thresholding indicates where 
and when errors may be visible. Such a model also explains 
why it is hard to point out exactly where and when just
visible errors occur. The resolution of the local mean
squared-error signal is low compared with the resolution 
of a video signaL 

When optimizing an image coder, it is useful to look at 
a potentia/visibility histogram as shown in figure 15.9 [12). 
The local mean-squared error computed according to figure 
15.8 indicates potential visibility of the coding error. If 
potential visibility never exceeds the threshold, distor
tions will not be visible anywhere in the picture. Two 
example histograms of not-visible errors are shown in 
figure 15.9. If the coder is not well adapted to the prop
erties of human vision, potential visibility will often be far 
below threshold, and bits can be saved by representing 
the image less accurately in the corresponding regions. If 
the coder exploits the properties of human vision well, the 
potential visibility histogram peak just below the visibility 
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Local mean-squared-error model of subthreshold summation. (from 
[18J.) 
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Potential visibility histograms. For a perceptually well-adapted coder, 


the histogram will be peaked just below visibility threshold. (from [18J.) 


threshold. A perceptually optimized coding scheme keeps 
errors just below the visibility threshold everywhere in 
the picture. 

DPCM Masking Functions without Masking 

Let us apply the local mean-squared-error model (figure 
15.8) to the problem of optimizing the quantizer of a 
DPCM system (figure 15.4). To simplify discussion, we 

ignore noise shaping and set H(w x , w Y ' WI) = O. 

Image-coding engineers have long known that larger 
quantization errors can be tolerated for large prediction 
error magnitudes lei. Because large prediction errors occur 

215 

visibility") 
I 

r------, visible/

f not visible 
s .. 


threshold 

at edges, this finding has been explained as a result of edge 
masking [23, 25, 28, 32], as, for example, investigated by 
Fiorentini [5-7]. For several DPCM systems, envelopes of 
the quantization error characteristic 

q(e) = e'(e) - e 

have been determined in subjective tests for just-not
visible distortions. A typical result measured -by Pirsch is 
shown in figure 15.10 [28J. If the maximum allowable 
quantization error magnitude has been determined for 
each prediction error e, it is straightforward to construct 
an optimum nonuniform quantizer by drawing a zigzag 
curve under the envelope [35, 36]. Note that q = 0 at the 
representative levels of the quantizer, and that IqI is maxi
mum at its decision thresholds. The envelope of the quan
tization error characteristic that yields just-not-visible 
distortions is commonly called masking function to empha
size its psychovisual significance [23, 25, 28, 32, 43]. 

When a nonuniform quantizer is used in a DPCM sys
tem, stronger noise typically shows up in narrow strips 
along edges ("edge busyness") [28J. From figure 15.6 we 
conclude that much larger error amplitudes are admissible 
within these strips than in flat regions, simply because of 
the spatial extent of the noise pattern. In [14] we used the 
local mean-squared error-model (figure 15.8) to derive the 
shape of the quantization error envelope M(lel) for just
not-visible errors at edges. The reader is referred to [14] 

for mathematical details, but we present the basic argu
ment here. 

Assume that errors become visible if the local mean
squared quantization error exceeds a threshold. Further 

Girod: What's Wrong with Mean-squared Error? 



60 100 

prediction error magnitude lei 

Figure 15.10 

Masking function for an adaptive intrainterframe DPCM measured 

by Pirsch [28J. A piecewise constant envelope of the quantization 
error characteristic is varied in subjective tests. (from [18].) 

assume that an image consists of flat areas of perfectly 
constant luminance and of straight edges. A prototypical 
edge has an orientation, a width, and a slope. The quanti
zation error envelope has to be determined such that 
edges of the least favorable orientation do not produce 
visible errors. The slope of the edge determines the mag
nitude of the prediction error (and of the quantization 
error via the masking function) that can occur. For a given 
slope, the width of the edge is limited, since the product 
of width and slope cannot exceed the amplitude range of 
the video signal. Because noise at edges and in the adja
cent flat areas is summed up in the local mean-squared
error measure, there is a trade-off between quantization 
noise in the flat areas and at edges. If the noise in flat areas 
is already at the visibility threshold, no additional quanti
zation at edges is admissible. The corresponding DPCM 
quantizer is uniform and has many representative levels. 
However, if the quanfization noise in flat areas is below 
the visibility threshold, coarser quantization at edges 
is allowed. If an edge is steep, the quantization noise 
strip is narrow, and the quantization error magnitude may 
be large without exceeding the local mean-squared-error 
threshold. 

The mathematical analysis of the mean-squared-error 
trade-off between flat areas and edges of different slopes 
leads to the b-quantizer with an envelope function 

M(lei) = max (a, bjlel), 

where a and b are parameters that depend on the param
eters of human vision and on the predictor used. The 
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Figure 15.11 

Comparison between a masking function measured in subjective tests 
(figure 15.10) and the masking function derived from a subthreshold 
summation model. (from [18J.) 

square-root characteristic nicely corresponds to the shape 
of masking functions measured in subjective tests, as 
shown for example in figure 15.11. Note that we have 
derived a "masking function" from a subthreshold summa
tion argument, but without any masking effects. We shall 
show a masking function that incorporates edge masking 
in a later section. 

Isotropic Intraframe Prediction 

In an intraframe DPCM system the choice of prediction 
coefficients influences the admissible coarseness of the 
quantizer. It was first reported in [27] that a predictor with 
only positive coefficients results in a coarser quantizer for 
just-not-visible errors than a statistically optimized pre
dictor that minimizes mean-squared prediction error. This 
result can be explained by an argument similar to the one 
used in the previous section. A statistically optimized 
predictor tends to be extremely anisotropic. Figure 15.12 

shows local mean-squared prediction error at edges of 
various orientation [8, 9]. The statistically optimized pre
dictor predicts horizontal and vertical edges very well, but 
fails at diagonals. Diagonal edges are less frequent in most 
pictures, and they contribute little to global mean-squared 
error. However, for a coded picture to be indistinguishable 
from the original, quantization errors have to be below the 
visibility threshold everywhere in the picture, including at 
diagonal edges. 

The coarsest quantizer for just-not-visible distortion 
results when we make the predictor as isotropic as possi
ble [8, 27]. In figure 15.12 we also show the performance 
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Figure 15.12 

Local mean-squared-error performance of two intraframe predictors at 
an ideal edge. The arrangement of neighboring previously 

transmitted pels used for prediction and the prediction coefficients are 
shown on the right. Sampling frequency was 10.125 MHz in a 

625-line television system with 2: 1 line interlace. (from [18].) 

of another predictor that was obtained by minimizing 
the local mean-squared prediction error at edges of most 
unfavorable orientation. Compared with the statistically 
optimized predictor, horizontal and vertical edges are pre
dicted worse, but diagonals are significantly improved. 
The coefficients of the isotropic predictor are all positive. 
From a perceptual point of view, the isotropic predictor is 
superior to the statistically optimized predictor. 

It is difficult to design an isotropic intraframe DPCM 
coder, since pels have to be encoded in scan-line order, 
and the predictor may use only previously encoded pels 
in the "causal neighborhood." Other schemes, for exam
ple, transform coding [26J or Laplacian pyramids [IJ do not 
require the pels to be encoded in a certain order and thus 
more naturally avoid a strong preference of some edge 
orientations over others. 

Masking at Luminance Edges 

The visibility of noise depends on the background pattern 
upon which the noise is superimposed, because of non
linearities in the human visual system. We say that the 
background pattern "masks" the noise, since one usually 
thinks of the effect that noise becomes less visible. How
ever, we should keep in mind that noise can also become 
more visible through the background pattern. In this sec
tion we discuss masking at luminance edges. 

Figure 15.13 


Basic experiment to measure masking at a luminance edge. (from [IB].) 
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Figure 15.14 

Masking at an edge as it can be measured with the experiment 
outlined in figure 15.13. The curves are fits of the w-model [12, 

15-17] to psychovisual measurements. Viewing conditions 
correspond to CCIR 500 [45J. (from [IB).} 

Basic Experiment 

Masking at luminance edges can be measured as shown in 
figure 15.13. We superimpose a narrow bar of dynamic 
noise at a distance 0 from a luminance discontinuity and 
measure its threshold of visibility. Visibility threshold as 
a function of distance from the edge is shown in figure 
15.14 for three different edge contrasts. The curves in 
figure 15.14 have been fitted to the results of psychovisual 
tests using the "w-model" developed by the author [12, 
15 -17J. Similar curves were first measured by Fiorentini 
[5-7J. As a manifestation of Weber's law, the visibility 
threshold is higher on a bright background than on a dark 
background [3 J. For low edge contrast, the visibility thres
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Figure 15.15 

Masking curves of figure 15.14 transformed in the video signal 

domain. The nonlinear y-characteristic of the display device results in 
the ;·-shift. (from [18].) 

hold changes monotonically across the edge. For higher 
edge contrast, there is a chiJ.raderistic peak on the bright 
side of the edge. This peak corresponds to the bright 
Mach band due to lateral inhibition in the retina [3) and 
has been explained as a saturation effed [12, 15 -17). 

The y-Shift 

In figure 15.14 visibility threshold was plotted in units of 
physical luminance on the screen, as it would be measured 
for example in cd/m 2 . This physical luminance is non
linearly related to the amplitude of the luminance signal 
through the (-characteristic of the display [25). To trans
form the masking curves in figure 15.14 into the domain 
of the video signal we have to incorporate the slope of the 
y-characteristic [12, 16). The slope of the y-charaderis
tic is different on the dark and the bright sides of the edge, 
and the two parts of the curve are shifted relative to each 
other (figure 15.15). We refer to this effect as the y-shift. 

Far away from the edge, the y-characteristic roughly 
compensates for Weber's law. At the edge, the visibility 
threshold curves are neccessarily discontinuous. For a low
contrast edge, the visibility threshold is lowered on the 
bright side of the edge. In this case, noise is "unmasked" 
by the edge. Only for high-contrast edges is the visibility 
threshold elevated on the bright side of the edge. Masking 
on the dark side of the edge is more reliable. In psycho
visually optimized image communication systems, more 
errors should be hidden on the dark sides of edges. 

10 
maximum 
quantization 
error 
magnitude Iql 

S 

-100 -so 0 +SO +100 

prediction error e 

Figure 15.16 

Asymmetrical masking function derived with a model that takes into 
account masking and subthreshold summation. The result 

corresponds to Schafer's results obtained in subjective tests [31]. 
(from [18].) 

Asymmetric Masking Functions 

We showed earlier that the shape of DPCM "masking 
functions" can be explained without employing edge 
masking. Let us now incorporate masking at edges and 
revisit masking fundions. With DPCM, positive predic
tion errors usually occur at the bright sid~ of an edge, 
whereas negative predidion errors occur at the dark side 
of the edge. Because masking is more pronounced on the 
dark side of the edge, coarser quantization is possible. 
We have used natural test pictures and the w-model of 
masking in conjunction with the subthreshold summation 
model (figure 15.8) in computer simulations to obtain the 
asymmetrical masking function shown in figure 15.16 [12). 

Without exceeding the visibility threshold, the amplitude 
of quantization errors can be almost twice as large for 
negative prediction errors as for positive prediction errors. 
A very similar result has been obtained by Schafer in 
subjective measurements of an asymmetrical masking 
function [31). Asymmetrical quantizer characteristics also 
make sense in other coding schemes, such as the Laplacian 
pyramid [1], where positive amplitudes in the bandpass 
images occur at the bright side of an edge, and negative 
values on the dark side of an edge. 

Conclusions 

We have reviewed a number of psychovisual phenomena 
that are of fundamental importance in the design and 
evaluation of image communication systems. 
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We discussed linear effects in the first part of the chap
ter. The spatiotemporal frequency response of the human 
visual system has a band-pass characteristic due to lateral 
inhibition in the human retina. Noise should be hidden at 
high spatial frequencies, but this is less effective at low 
spatial frequencies. Smooth-pursuit eye movements have 
to be taken into account when applying the spatiotemporal 
frequency response of the human visual system. Because 
the eye acts as a motion-compensating filter, high tempo
ral frequency components can be perceived. Thus it is not 
justified to blur moving image contents. We showed how 
spatial noise shaping can be incorporated into a DPCM 
coder advantageously, both for the luminance and for the 
chrominance signals. 

We also looked at subthreshold error integration. Ex
perimental results were presented that suggest a local 
rather than a global mean-squared-error measure. Poten
tial visibility histograms were proposed as a tool to evalu
ate the psychovisual quality of impaired images. Clearly, 
perceptually optimized coding schemes ' distribute the 
error in the image as evenly as possible. Looking at the 
"masking function" of DPCM coders, we found that these 
do not neccessarily reflect the masking effect at edges, as 
has been commonly claimed. Rather, the shape of the 
masking function can be derived from a local mean
squared-error measure in conjunction with an edge image 
model. Similar arguments led to the insight that isotropic 
image coding schemes are to be preferred over anisotropic 
schemes. Isotropic predictors for intraframe DPCM were 
presented as an example. 

Finally, we considered masking at edges as an impor
tant nonlinear psycho visual effect. The nonlinear I'-charac
teristic of the display device has to be taken into account, 
resulting in a ')i-shift of the masking curves. Interestingly, 
noise may become more visible on the bright side of an 
edge, particularly for low-contrast edges. Masking at the 
dark side of an edge is more reliable, and thus this is where 
quantization errors should be hidden. In a DPCM coder 
this effect can be exploited by coarser quantization of 
negative prediction errors. 

For brevity this chapter had to omit numerous psy
chovisual phenomena, such as color perception, that are 
nevertheless significant for image communication systems. 
Multichannel models of human vision have attracted a 
lot of interest recently, and they may have potential for 
capturing masking effects that lead to further compression 
without visible impairments. 
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The search for a universal objective measure of image 
quality will fascinate researchers for a number of years to 
come. Until this search has come to a successful end, we 
will have to include a subjective evaluation of image 
quality in the design of image communication systems. 
Partial models, like the ones presented in this chapter, can 
nevertheless help us to understand and exploit properties 
of the human visual system. 
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