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Abstract
A key issue in the practical applicability of Support Vector Machines (SVM) is the identification of the support vectors in very large datasets. In this
work we propose methods based on sampling and nearest neighbours that allow for an efficient implementation of an approximate solution to SVM.

1. Support Vector Machines
SVM is a classification technique based on the following. Given points
X1, . . . , Xn ∈ Rd labeled as Yi ∈ {−1, 1}, find an affine hyperplane that
separates the data from different classes as best as possible. Then, classify
a new point X depending on which side of the hyperplane it is located.

Assume first that {X1, . . . , Xn} is linearly separable, that is

∃w, b ∈ Rd s.t. Yi(wTXi + b) > 0 ∀i ∈ {1, . . . , n} (1)

and denote as H the set of separating hyperplanes. The problem of find-
ing an optimal hyperplane can be posed as

max
H∈H

min
1≤i≤n

d(H,Xi) (2)

In case there is no separating hyperplane the problem will be non-feasible,
thus, a small violation ξi of the i-th constrain is allowed. Through a proper
normalization of (1), this problem can be reduced to

min
w,b

1
2 ||w||

2 + C
∑n
i=1 ξi (SVM) (3)

s.t. Yi(w
tXi + b) ≥ 1− ξi 0 ≤ i ≤ n
λ, ξ ≥ 0

2. Dual Formulation
The dual to the SVM problem is

max
λ

∑n
i=1 λi −

1
2λ

TQλ (SVM∗) (4)

s.t. yTλ = 0

0 ≤ λ ≤ C

where Q is the matrix of inner products Qij = 〈Xi, Xj〉.

Assume the data is non-separable, but there exists a function into a
Hilbert space φ : Rd → K where an affine linear function separates
the data {φ(X1), . . . , φ(Xn)}. If we write the dual SVM formulation in
the Hilbert space the problem is exactly as before, except the matrix Q
changes to Qij = Ker(Xi, Xj) := 〈φ(Xi), φ(Xj)〉.

3.Finding the Support Vectors
We call the Xi such that λ∗i > 0 the Support Vectors of the problem. Their
importance comes from the fact that if Xi is not a support vector, then it
plays no role in the solution.

We use a statistical property of Support Vectors to find them. Take a small
subsample T of the dataset, solve SVM and find the support vectors VT .
We expect VT to be close to the support vectors of the complete dataset.
This observation is supported by the next theorem.

4. The Algorithm
Theorem 1. Let S = {s1, . . . , sk} ⊂ {X1, . . . , Xn} (Think of S as the set of
Support Vectors). Let T be a subsample of size bαnc. Assume X is bounded and
bounded away from zero. Define K = a ln (αn)

2, for a constant a. With high
probability (increasing on n), then si is a K-nearest neighbor of some x ∈ T for
every i.

The previous result motivates two algorithms (Algorithm 1 does not im-
plement 4.5 and Algorithm 2 does)

1. Select a large enough random subsample T of the data set.

2. For the subsample, solve the SVM problem.

3. Identify the support vectors VT and their K nearest neighbors
NN (V)

4. Redefine the subsample T as T = VT ∪NN (VT )

4.5 Add a small random subsample to T

5. Solve the SVM problem for T . If there is no significant improvement
on the classification error return to 3.

5. Results
We use K = 3 nearest neighbors and initialize with 1% and 10% random
subsamples. The graphs show the prediction error and time spent by the
two Algorithms on three datasets with respect to the error (black line) and
time spent on solving the complete SVM problem.

6. Conclusions
The algorithms achieve error rates close to the SVM solution in a short
time. Algorithm 2, which adds a random subsample at each iteration,
gives a lower error rate than Algorithm 1. The reason is simple, if the
algorithm is stuck with an initial subsample (as Algorithm 1 is), it is re-
strained to looking for support vectors on a limited space. Algorithm 2
prevents this by adding new subsamples at each iteration.


