Seeing Black: Race, Crime, and Visual Processing

Jennifer L. Eberhardt
Stanford University

Phillip Atiba Goff
The Pennsylvania State University

Valerie J. Purdie
Yale University

Paul G. Davies
University of California, Los Angeles

Using police officers and undergraduates as participants, the authors investigated the influence of stereotypic associations on visual processing in 5 studies. Study 1 demonstrates that Black faces influence participants’ ability to spontaneously detect degraded images of crime-relevant objects. Conversely, Studies 2–4 demonstrate that activating abstract concepts (i.e., crime and basketball) induces attentional biases toward Black male faces. Moreover, these processing biases may be related to the degree to which a social group member is physically representative of the social group (Studies 4–5). These studies, taken together, suggest that some associations between social groups and concepts are bidirectional and operate as visual tuning devices—producing shifts in perception and attention of a sort likely to influence decision making and behavior.

The stereotype of Black Americans as violent and criminal has been documented by social psychologists for almost 60 years (Allport & Postman, 1947; Correll, Park, Judd, & Wittenbrink, 2002; Devine, 1989; Duncan, 1976; Greenwald, Oakes, & Hoffman, 2003; Payne, 2001; Sagar & Schofield, 1980). Researchers have highlighted the robustness and frequency of this stereotypic association by demonstrating its effects on numerous outcome variables, including people’s memory for who was holding a deadly razor in a subway scene (Allport & Postman, 1947), people’s evaluation of ambiguously aggressive behavior (Devine, 1989; Duncan, 1976; Sagar & Schofield, 1980), people’s decision to categorize nonweapons as weapons (Payne, 2001), the speed at which people decide to shoot someone holding a weapon (Correll et al., 2002), and the probability that they will shoot at all (Correll et al., 2002; Greenwald et al., 2003). Not only is the association between Blacks and crime strong (i.e., consistent and frequent), it also appears to be automatic (i.e., not subject to intentional control; Payne, 2001; Payne, Lambert, & Jacoby, 2002). The paradigmatic understanding of the automatic stereotyping process—indeed, the one pursued in all of the research highlighted above—is that the mere presence of a person can lead one to think about the concepts with which that person’s social group has become associated. The mere presence of a Black man, for instance, can trigger thoughts that he is violent and criminal. Simply thinking about a Black person renders these concepts more accessible and can lead people to misremember the Black person as the one holding the razor. Merely thinking about Blacks can lead people to evaluate ambiguous behavior as aggressive, to misclassify harmless objects as weapons, or to shoot quickly, and, at times, inappropriately. In the current article we argue that just as Black faces and Black bodies can trigger thoughts of crime, thinking of crime can trigger thoughts of Black people—that is, some associations between social groups and concepts are bidirectional.

Although contemporary social psychological research has exhaustively documented the fact that social groups can activate concepts (e.g., Bargh, Chen, & Burrows, 1996; Brewer, Dull, & Lui, 1981; Chen & Bargh, 1997; Dovidio, Evans, & Tyler, 1986; Dovidio, Kawakami, Johnson, Johnson, & Howard, 1997; Fazio, Jackson, Dunton, & Williams, 1995; Gaertner & McLaughlin, 1983; Gilbert & Hixon, 1991; Kawakami, Dion, & Dovidio, 1998; Lepore & Brown, 1997; Macrae, Bodenhausen, & Milne, 1995; Macrae, Bodenhausen, Milne, Thorn, & Castelli, 1997; Macrae, Stangor, & Milne, 1994; Moskowitz, Gollwitzer, Wasel, & Schaaf, 1999; Perdue & Gurtman, 1990; Wittenbrink, Judd, & Park, 1997), only a small number of studies have probed the converse: the possibility that concepts (by themselves) can activate social groups (Blair & Banaji, 1996; Kawakami & Dovidio, 2001; Kawakami, Dovidio, Moll, Hermens, & Russin, 2000). In one such study, Blair and Banaji (1996) found that participants exposed to feminine or masculine primes were able to more quickly categorize as female or male those targets consistent with the primes. For instance, after
participants were exposed to such words as flowers or diet, they categorized female targets faster than male targets. Using the same technique, Kawakami and colleagues (Kawakami & Dovidio, 2001; Kawakami et al., 2000) later demonstrated that Black stereotypic primes could facilitate the racial categorization of Black faces as well. In their studies, stereotypic traits appeared to automatically prime the Black racial category just as the Black racial category automatically primed stereotypic traits.

These results seem perplexing when considered in the context of standard associative network models of stereotyping (Anderson & Klaztky, 1987; Fazio et al., 1995; Lepore & Brown, 1997). The associative network approach suggests that social category nodes will more readily activate concept nodes than the reverse. According to such models, the likelihood that one node will activate the other depends on the strength of the associative link (Fazio, Sanbonmatsu, Powell, & Kardes, 1986; Fazio, Williams, & Powell, 2000; Neely, 1977). Social categories (e.g., Black Americans) tend to be strongly associated with a limited, richly connected set of concepts (e.g., aggressive, musical, athletic, poor). Concepts, in contrast, tend to have broad, sparse associations (Anderson & Klaztky, 1987). For example, the concept “aggressive” is associated with a diverse assortment of social categories, including Black Americans, politicians, panhandlers, stockbrokers, Israelis, athletes, New Yorkers, Italians, men, and so forth. Theoretically, the multiplicity of categories associated with the concept should weaken or dampen the activation of any specific category.

Notwithstanding the large number of social categories that might be associated with a particular concept, bidirectional effects may be especially likely when a specific social category functions as a prototype for a concept. We propose that the Black racial category functions as the prototypical associate for a number of ostensibly race-neutral concepts, such as crime, jazz, basketball, and ghetto. These concepts may trigger clear, visual images of Black Americans. Moreover, not only might the prototypicality of the social category influence the likelihood that the category will be activated by the concept, the activation of the concept may bring to mind prototypical category members. Crime, for example, may trigger images of those Black Americans who seem most physically representative of the Black racial category (i.e., those who look highly stereotypical). Likewise, highly stereotypical Blacks should be the most likely to trigger thoughts of crime.

Explicit consideration of bidirectionality could lead to theoretical refinements of contemporary stereotyping models. Rather than focusing on the capacity of social categories to strongly activate a limited number of concepts, these models might also focus on the capacity of some concepts to strongly activate a limited number of social categories—that is, two routes to maintaining automatic associations could be considered rather than one.1 Bidirectionality might also help to explain the durability of certain stereotypic associations. Given the existence of two associative routes, automatic associations may be activated and practiced substantially more than previously recognized—even in the absence of initial exposure to a social group member. In a crime-obsessed culture, for example, simply thinking of crime can lead perceivers to conjure up images of Black Americans that “ready” these perceivers to register and selectively attend to Black people who may be present in the actual physical environment.

We argue that visual perception and attention represent core visual practices by which bidirectional associations are reflected and maintained. Bidirectional associations function as visual tuning devices—directing people’s eyes, their focus, and their interpretations of the stimuli with which they are confronted. To a large extent, these associations cause people to see (and not to see) in similar ways, despite individual differences in explicit racial attitudes.

We propose that bidirectional associations operate as visual tuning devices by determining the perceptual relevance of stimuli in the physical environment. That is, given the processing capacity limitations that all perceivers face, these associations determine which information is important and worthy of attention and which is not. For example, the association of Blacks with crime renders crime objects relevant in the context of Black faces and Black faces relevant in the context of crime. The determination of relevance should have substantial consequences for visual perception and attention in particular. According to our predictions, stimuli deemed relevant should be detected at lower thresholds than stimuli deemed irrelevant. Likewise, attention should be directed toward relevant stimuli and away from irrelevant stimuli.

Of course, the possibility that top-down knowledge influences visual processing has been recognized for quite a long time in the vision sciences (e.g., Goldstein, 1999). Moreover, in contemporary studies, perception researchers are finding evidence for experience-dependent changes in visual processing, even at points in the processing stream that were traditionally thought to be unaffected by top-down information (Dolan et al., 1997; Grill-Spector, Kushnir, Hendler, & Malach, 2000; Kastner, Pinsk, De Weerd, Desimone, & Ungerleider, 1999; Ress, Backus, & Heeger, 2000). Simple manipulations such as instructing participants on where to expect a particular stimulus to appear or allowing participants to practice identifying stimuli at extremely short exposure times can have dramatic effects on visual awareness as well as on neural activation in visual regions of the brain (Grill-Spector et al., 2000; Kastner et al., 1999). The finding that short-term experimental manipulations of this type can tune visual processing may have startling implications for broadly held stereotypic associations between social categories and concepts. Is it possible that these stereotypic associations function as visual tuning devices as well?

Despite recognitions that top-down knowledge modulates a variety of visual processing mechanisms (e.g., shape assignment, figure–ground segregation, object recognition, visual awareness, visual search, attentional selection), empirical demonstrations of social influences on vision are rare (e.g., see von Hippel, Sekaquaptewa, & Vargas, 1995). In particular, researchers have not examined how automatic, stereotypic associations can influence object perception when those objects are partially occluded or otherwise degraded. Nor have they examined the influence of such associations on visual attention to faces. Perceiving objects and attending to faces are considered fundamental aspects of vision, and understanding the role of automatic associations could be

1 The bidirectionality approach we advance here is somewhat reminiscent of the associative symmetry models advanced in cognitive psychology in the late 1950s and 1960s that challenged the assumption of unidirectional effects on cued recall (e.g., see Asch & Ebenholtz, 1962; Horowitz, Norman, & Day, 1966; Horowitz & Prytulak, 1969; Hunt, 1959; Jantz & Underwood, 1958).
important, practical considerations led us to include both police engage in racial profiling and why they do so. In fact, these questions could have considerable implications for understanding the extent to which both ordinary civilians and police officers likely to become the objects of focus? The answers to these questions could have considerable implications for understanding the extent to which both ordinary civilians and police officers engage in racial profiling and why they do so. In fact, these important, practical considerations led us to include both police officers and civilians as study participants in the present research.

Overview of Studies

In the studies that follow, we use a diverse assortment of methods and procedures to more closely examine the association of Blacks and crime and to illustrate its influence on specific visual processing mechanisms. In Study 1, we demonstrate that merely exposing people to Black male faces lowers the perceptual threshold at which they detect degraded images of crime-relevant objects (e.g., guns and knives). In Study 2, we show that exposing people to crime-relevant objects prompts them to visually attend to Black male faces, suggesting that the association of Blacks and criminality is bidirectional. In Study 3, we establish that these effects on visual attention are not simply due to a negative bias toward Blacks; exposing people to a positive concept that has been linked to Blacks leads to similar effects. In Study 4, using different crime primes, different face stimuli, and a slightly different procedure, we demonstrate that activating the crime concept with police officer participants leads them to attend to Black male faces. Moreover, we demonstrate that these crime primes affect officers’ memory for the faces to which they were exposed. Priming officers with crime increases the likelihood that they will misremember a Black face as more stereotypically Black than it actually was. Finally, in Study 5, we isolate the association between Blacks and criminality more precisely. When we ask police officers directly, “Who looks criminal?,” they choose more Black faces than White faces. The more stereotypically Black a face appears, the more likely officers are to report that the face looks criminal.

Study 1

To demonstrate that bidirectional associations between social groups and concepts influence visual processing, we first sought to establish that exposure to Black faces can decrease the perceptual threshold for recognizing crime-relevant objects. Several recent studies highlight the possibility that the stereotypical association between Blacks and crime influences visual processing (Correll et al., 2002; Greenwald et al., 2003; Payne, 2001). The results from these studies, however, are open to multiple interpretations. For example, Payne (2001) used a sequential priming paradigm to examine the association between Blacks and criminality. He first primed participants with a Black face or a White face on a computer screen and then displayed a gun or a tool. In a forced-choice format, participants were required to indicate with a button push whether the object displayed was a gun or a tool and to do so as quickly as possible. Payne (2001) found that people exposed to Black faces correctly identified guns more quickly than did people exposed to White faces and were more likely, when under time pressure, to misidentify a tool as a gun than were people exposed to White faces. Payne (2001) interpreted this misidentification effect as an automatic perceptual bias. However, in spite of Payne’s careful parsing of the misidentification findings, the fact that participants were presented with tools, guns, and faces that were all clearly visible makes it difficult to determine whether participants misidentified harmless objects as guns because they actually “saw” them as guns or because they anticipated seeing guns and so, mistakenly, said that they did. In other words, the race of the face might have produced either a genuine perceptual bias or an anticipatory response bias. Indeed, in subsequent research, Payne showed that participants almost always can clearly recognize what the object is, despite the errors they produce (Payne & Shimizu, 2003). Given these results, the extent to which Black faces prompt people to see crime-relevant objects is an issue that warrants further investigation.

In Study 1, we investigated (a) whether the association between Blacks and crime can shift the perceptual threshold for recognizing crime-relevant objects in an impoverished context and (b) whether these perceptual threshold shifts occur despite individual differences in explicit racial attitudes.

To examine this, we subliminally primed participants with Black male faces, with White male faces, or with no faces at all. In a second (ostensibly unrelated) object-detection task, we presented participants with objects on a computer screen that initially were severely degraded and became less degraded in small increments (in 41 picture frames). The participants’ task was to indicate (with a button push) the moment at which they could detect what the object was. Importantly, this task did not require a forced choice. Rather, participants simply were asked to write down whatever they thought the object was. The objects were crime relevant (e.g., a gun or a knife) or crime irrelevant (e.g., a camera or a book). Our prediction was that exposure to Black faces would lead to a visual tuning effect, reducing the perceptual threshold for spontaneously recognizing guns and knives, regardless of participants’ explicit racial attitudes.

Fazio and colleagues (2000) used a similar procedure to demonstrate the associative strength of object-evaluation associations. Specifically, they primed participants with a category label (e.g., toothpaste) and displayed a brand name (e.g., Colgate) that initially
was degraded but became less so in small increments. The participants’ task was to indicate the moment at which they could recognize the brand name. The category label primes facilitated recognition of the brand names. Moreover, association strength predicted the size of the facilitation effect. The greatest facilitation effects emerged for the category label–brand name associations that were most strongly related. Similarly, Macrae and colleagues (1994) demonstrated that social category labels can facilitate the recognition of degraded stereotype-relevant trait words. However, Fazio and colleagues (2000) and Macrae and colleagues (1994) did not use a degraded stimulus procedure to examine how race or crime, in particular, might influence visual processing. In addition, most important, neither examined the extent to which priming might facilitate the detection of real-world objects.

In Study 1, we extend the work of Fazio and colleagues and Macrae and colleagues by examining the extent to which the association between Blacks and crime creates perceptual processing biases that affect object detection. More specifically, Study 1 was intended to directly address the following question: Will activating the Black racial category lower the perceptual threshold for recognizing crime-relevant objects in an impoverished context?

Method

Participants

Participants were 41 White male University of California, Berkeley and Stanford University students who completed the study either for partial course credit or for a $10 payment. To control for potential gender effects, we tested only male students. Participants were contacted via e-mail or through course announcements. Computer error resulted in the loss of data for 2 participants. These participants were excluded from all further analyses, leaving a total of 39 participants.

Design

Participants were randomly assigned to a 3 (race of prime: White prime, Black prime, or no-prime control) × 2 (object type: crime relevant or crime irrelevant) mixed-model design with object type serving as the within-subject factor. The picture frame at which crime-relevant objects could be detected was the primary dependent variable.

Stimulus Materials

Face stimuli. We exposed participants to color photographs of 50 Black or 50 White young adult male faces with neutral facial expressions. The faces were of Stanford students or employees. These photographs were taken from the same face database that we later use for Study 5. The height, weight, age, and attractiveness of the persons photographed did not vary as a function of race. The backgrounds on the photographs were standardized using Adobe Photoshop software.

Object stimuli. We created 14 sets of degraded object stimuli. For each set, a black-and-white line drawing was created of an object. Pixilated “noise” was then added to that image using Adobe Photoshop software, causing the image to look like a television with “snow” or bad reception. Noise was added in equal increments creating 41 picture frames of each object, ranging from an extremely degraded image of the object to a clear image of the object with no degradation added (see Figure 1). These picture frames were then shown in sequence from most degraded (Frame 1) to least (Frame 41). Each frame was presented for 500 ms.

The object stimuli were either crime relevant or crime irrelevant. The crime-relevant objects were line drawings of two guns and two knives. The 10 crime-irrelevant objects were of a pocket watch, a telephone, a bugle horn, a penny, a key, a book, a camera, a cup and saucer, a stapler, and a staple remover. Each crime-irrelevant object was found to be unrelated to crime in pretesting.

Procedure

Participants were scheduled to complete the experiment in pairs. They were greeted by a White experimenter and told that the first task was an “attentional vigilance task.” Participants were instructed to focus on a dot at the center of the screen during each trial and were told that “flashes” would appear to the upper and lower left and right of that dot. Participants were seated and the computer monitor arranged such that the flashes appeared 6° from the focus dot. Their goal was to determine (as quickly as possible) whether the flash appeared to the left or the right of the focus dot. The flash consisted of three parts. For participants in the face prime conditions, there was a premask (created from a composite of blurred faces), displayed for 100 ms. Next these participants were exposed to a Black face prime or a White face prime displayed for 30 ms. Last, the postmask (which was identical to the premask) was presented until participants pressed the response key. Participants in the no-prime control condition were presented with the same pre- and postmask, but instead of seeing a face they saw an uninterpretable line drawing produced by Adobe Photoshop software. Participants’ detection latency of the flash was mea-

![Figure 1. A sample of stimuli used for Study 1. Participants were presented with 41 frames of a continuum displaying an image that initially was severely degraded (e.g., Frame 1), became less degraded (e.g., Frame 20), and finally contained no degradation at all (e.g., Frame 41).](image-url)
sured from the onset of the postmask to the time participants pressed one of two response keys to indicate that the flash had occurred on either the right or the left side of the screen. Extensive pilot testing revealed that no one was aware of the primes. We exposed participants to the primes subliminally both to reduce suspicion and to reduce the possibility that participants would engage in deliberate strategies to eliminate the effect of the primes on object-detection performance during the second portion of the study. Our priming technique followed closely the paradigm outlined by Bargh and Chartrand (2000).

Participants completed 10 practice trials followed by four blocks of 25 trials, after which the experimenter set up the computer to run the object-detection program. Approximately one third of the participants were subliminally primed with the Black faces during 100% of the “vigilance” task trials, another third were primed with the White faces, and the remaining third were primed with the uninterpretable line drawing.

Participants were told that the second portion of the experimental session would involve an unrelated study on the speed at which people can recognize objects. Participants were told that they would see a series of short “movie-like segments” of objects that would start off “fuzzy” and become increasingly easier to identify. Participants were instructed to press the space bar as soon as they knew what the object was. They then had 10 s to write down what the object was. The computer reminded participants when there were 3 s remaining, and participants were thus alerted to the beginning of a new set of presentations. Each participant was exposed to a total of 14 objects (4 crime relevant and 10 crime irrelevant) in this manner. After completing the degraded objects task, participants completed the Modern Racism Scale (MRS; McConahay, 1986) and the Motivation to Control Prejudice Scale (MCP; Dunton & Fazio, 1997), after which they were probed for suspicion, fully debriefed, and thanked for their participation.

Results

Data Reduction

Debriefing responses confirmed that no participants were aware of the primes. Trials in which participants misidentified the object in question were removed. This was a relatively small number of the trials (fewer than 10%). Additionally, there was no effect of race prime on the number or type of errors made ($F < 1$).

Effects of Priming on Object Detection

Of primary interest was the number of picture frames needed to accurately detect the objects as a function of race prime and object type. We expected that participants primed with Black faces would detect crime-relevant images with fewer frames than participants primed with either White faces or no faces. After confirming that the distribution of frames needed to identify an object was not skewed, we submitted the frame data to a 3 (race prime: Black face, White face, or no-prime control) $\times$ 2 (object type: crime relevant or crime irrelevant) mixed-model analysis of variance (ANOVA), with object type serving as the within-subject factor. This analysis revealed a significant main effect for race prime, $F(2, 36) = 5.98, p < .01$, but no main effect for object type ($F < 1$). As shown in Figure 2, objects presented in the Black face condition ($M = 19.26$) were detected at earlier frames than objects presented in either the no-prime condition ($M = 23.58$) or the White face condition ($M = 24.97$). This main effect, however, was qualified by the predicted Race Prime $\times$ Object Type interaction, $F(2, 36) = 7.04, p < .01$.

As expected, simple effects revealed that in comparison with White face primes, Black face primes dramatically reduced the number of frames needed to accurately detect crime-relevant objects, $t(25) = 4.54, p < .01$. Exposure to Black primes also facilitated the detection of crime-relevant objects compared with the no-prime condition, $t(24) = 2.34, p < .05$. In contrast, exposure to White primes inhibited the detection of crime-relevant objects compared with the no-prime condition, $t(24) = 2.06, p = .05$. As predicted, there was no significant effect of race prime on crime-irrelevant objects ($t < 1, ns$).

Participants in the no-prime control condition required the same number of frames to detect crime-relevant and irrelevant objects ($t < 1, ns$). After subliminal exposure to Black face primes, however, fewer frames were required to detect crime-relevant objects in comparison with crime-irrelevant objects, $t(13) = 2.96, p = .01$. In contrast, after subliminal exposure to White face primes, more frames were required to detect crime-relevant objects in comparison with crime-irrelevant objects $t(12) = 2.35, p < .05$.

The Role of Explicit Prejudice

We have argued that stereotypic associations can tune visual perception, regardless of individual differences in explicit prejudice. To measure the potential role of explicit prejudice in producing perceptual threshold shifts, we had participants complete the MRS and MCP after the degraded objects task. Before analyzing participant scores for their potential impact on the frames data, we submitted both MRS scores and MCP scores to a one-way ANOVA to determine whether our priming manipulation had an effect on participants’ explicit racial attitudes. This analysis indicated that there was no effect of prime on either MRS or MCP scores (all Fs $< 1$). We then conducted within-cell correlations between the MRS, the MCP, and our frames. Although some of these correlations were moderate, we found no reliable relationship between participants’ explicit racial attitudes and the frame at which they recognized objects (all $r s < .50, ns$).
Discussion

The results of Study 1 demonstrate that stereotypic associations have the power to alter the threshold at which real-world objects will be detected. In comparison with White faces, Black faces triggered a form of racialized seeing that facilitated the processing of crime-relevant objects, regardless of individual differences in racial attitudes. Moreover, these results emerged even though participants were not forced to choose between predetermined categories in the degraded objects task.

The results of Study 1 suggest that both Black and White primes tune the detection of crime-relevant objects, yet in opposite directions. Compared with a no-prime control condition, mere exposure to Black faces facilitated the detection of crime-relevant objects. Compared with that same no-prime control condition, however, mere exposure to White faces inhibited the detection of crime-relevant objects. These inhibiting and facilitating effects combined to produce a 21% drop in the perceptual threshold between White and Black face primes (8.8 [White–Black frame difference] / 41 [total number of frames]). Study 1 clearly demonstrates that exposure to racial primes leads to differences in the detection of real-world objects. Studies 2–4 reverse this paradigm by investigating the ways in which real-world objects (i.e., conceptual primes) lead to differences in attention to Black and White male faces.

Study 2

In *The Principles of Psychology*, William James wrote extensively about the power of ideas to direct visual attention. “Attention creates no idea,” wrote James, “an idea must already be there before we can attend to it. Attention only fixes and retains what the ordinary laws of association bring ‘before the footlights’ of consciousness” (James, 1890/1950, p. 450). In Study 2, we examine the extent to which Black faces are brought before the footlights of attention when the concept of crime is activated.

Researchers have long shown that schemas influence selective attention (e.g., see Johnson & Dark, 1986). More recently, researchers have shown that the capacity of a stimulus to capture attention depends on the relevance or usefulness of the stimulus to the task that the perceiver is attempting to perform (Yantis & Egeth, 1999). Features of a visual display do not automatically “pop out” in a purely stimulus-driven manner. Rather, attentional capture is, in part, a function of perceiver goals.

Stable personality variables can affect attentional capture as well. For instance, in a classic study by MacLeod, Mathews, and Tata (1986), clinically anxious participants were found to consistently shift their attention toward threat-relevant stimuli whereas nonanxious control participants shifted their attention away from such stimuli. MacLeod and colleagues (1986) introduced a dot-probe paradigm to examine this differential distribution of attention. Pairs of words (threat relevant and neutral) were displayed at different locations on the computer screen. After a brief interval, the words disappeared. A dot appeared immediately afterward, where one of the two words was previously located. The participants’ task was to locate the dot as quickly as possible. If participants were more attentive to one of the words, and the dot appeared in its place, they would understandably be relatively quick to find the dot. Dot detection latencies, therefore, were used as a proxy for visual attention. Clinically anxious participants evidenced reduced detection latencies for dot probes in the location of threat-relevant words relative to neutral words. Nonanxious control participants evidenced reduced detection latencies for dot probes in the location of neutral words relative to threat-relevant words. The authors concluded that “high anxiety leads to a bias in selective attention that favors the pickup of emotionally threatening information” (MacLeod et al., 1986, p. 18).

The dot-probe paradigm became the gold standard in personality research on visual attention because it circumvents common problems associated with indirect measures of attentional selection. For example, in Stroop tasks researchers commonly find that participants with high anxiety or depressed affect are slower to name the color of threat-relevant or depression-relevant words (respectively) in comparison with neutral words (see Gotlib, Mclachlan, & Katz, 1988; Mathews & MacLeod, 1985). Although this result typically gets interpreted as an attentional bias, it is not clear whether the attentional bias reflects a difference in visual processing. It could, in fact, reflect a difference in how much participants think about threat-relevant or depression-relevant stimuli, independent of visual processing. Unlike the Stroop task, the dot-probe task requires an actual shift in visual attention to a neutral stimulus (dot probe), greatly reducing the possibility that conceptual processing biases or response biases alone could account for the results (see MacLeod et al., 1986).

The dot-probe paradigm has been used now for nearly two decades to directly measure attentional bias of individuals suffering from clinical anxiety and social phobia (Bradley, Mogg, Falla, & Hamilton, 1998; Gilboa-Schechtman, Foa, & Amir, 1999; Maidenberg, Chen, Craske, Bohn, & Bystritsky, 1996; Martin, Williams, & Clark, 1991; Mathews & MacLeod, 1985; Mogg & Bradley, 1999; Mansell, Clark, Ehlers, & Chen, 1999), general dysphoria (Bradley et al., 1997), and depression (Gotlib et al., 1988).

In the current study, we examined the extent to which the association between Blacks and crime would produce an attentional bias toward Black male faces. To measure visual attention, we used a modified version of the dot-probe task used extensively in the personality disorders literature. In what was described as a vigilance task, we activated the concept of crime by subliminally priming participants with crime-relevant objects. Immediately following this priming procedure, participants were introduced to the dot-probe task. During this task, two faces (one Black and the other White) were simultaneously displayed on the computer screen. These faces quickly disappeared and were replaced by a dot probe in the visual location of either face. As in the original MacLeod et al. (1986) study, the participants’ task was to locate the dot probe as quickly as possible. We predicted that when the dot probe was placed in the location of the Black face, participants would be faster to detect it when they had been primed with crime than when they had not been primed. The crime prime should render the Black face perceptually relevant, significantly increasing the capacity of this face to capture participants’ visual attention. We also examined whether these effects occur beneath awareness. We predicted that participants not only would be unaware that the crime concept had been activated but would also be unaware of where their eyes were attending.
Method

Participants

Participants were 52 White male Stanford University students who completed the study either for partial course credit or for a $7 payment. Participants were contacted via e-mail or through course announcements. Because of a computer failure, data files for 2 participants were incomplete. These participants were excluded from all further analyses, leaving us with a total of 50 participants.

Stimulus Materials

Crime images. Crime-relevant images (used for the priming portion of the study) were chosen on the basis of pretesting conducted in an introductory psychology class. We selected the five most frequently listed images elicited by the question “What images come to mind first when you think of the idea crime?”, excluding all images that required actual people to be depicted (e.g., mugger or rapist). The images were guns, knives, fingerprints, police badges, and handcuffs. We then created seven line drawings (two of guns, two of knives, and one each of the remaining images) using Adobe Photoshop software. Crime images were displayed one at a time for 30 ms, and each was preceded immediately by a premask and followed immediately by a postmask. We created two dummy images that consisted of jumbled patches from each crime-relevant line drawing. The first dummy image was used as the pre- and postmask. The second dummy image was used as the control prime for participants in the no-prime condition. Extensive pretesting revealed that these dummy images were uninterpretable.

Face stimuli. Ten Black and 10 White faces of clean-shaven men with neutral expressions were pretested for attractiveness. All faces were of individuals with similar height and weight (which we ascertained at the time the photograph was taken via self-report). We then selected 2 Black and 2 White faces that were rated as equally attractive. We digitally standardized the backgrounds in the photographs, leaving just a frontal view of the faces. These faces were then used for the dot-probe portion of the present study.

Vigilance task. We used a priming procedure almost identical to that used in Study 1, with two changes. First, the premask was constructed from jumbled patches of a line drawing, rather than a blurred face. Second, in the prime condition, participants were exposed to crime images, rather than neutral images. The faces were digitally pretested for attractiveness. All faces were of similar ages and uninterpretable.

Dot-probe task. Participants were told that they would participate in a “facial interference” task as the second part of the experiment. They were told that the task intended to measure whether a delay is produced when faces “distract participants” from their task of attentional vigilance. In actuality, this was our dot-probe task, intended to measure attentional bias toward Black or White faces. After two practice trials in which no faces were displayed but, instead, the word FACE appeared to the left and right of the focus dot, participants were presented with a focus dot for a randomly determined interval (between 2 and 6 s). One Black and one White face then appeared 6° to the right or left of the dot, with the location of each face randomly determined by the computer. The faces were presented for 450 ms, after which a faint gray dot appeared where one of the two faces was previously located. The location of the dot was, again, randomly determined. Dot-probe latency was measured from the time the target gray dot was displayed to the point at which participants indicated their responses.

Design and Procedure

The study took the form of a 2 (prime: crime prime or no prime) × 2 (dot position: Black face location or White face location) between-subjects factorial design. Dot detection latency served as the primary dependent measure.

Participants were greeted by a White experimenter, and after completing a demographic questionnaire, they participated in two ostensibly separate tasks. Participants were told that the purpose of the first task was simply to gauge how long individuals could remain vigilant to rapidly presented stimuli. This task actually allowed us to subliminally prime participants with crime-relevant images in the primed condition or with a jumbled, uninterpretable image in the no-prime condition. The second task was introduced as a “facial interference” task. Participants were told that the purpose of this task was to examine whether seeing faces would affect one’s ability to respond quickly and accurately to stimuli. This second task was actually the dot-probe task.

After participants completed the dot-probe task, they were asked to complete an experimental packet. The packet contained questions about how they were feeling about the study and how they were feeling generally, as well as questions about where the participants thought they were looking. Specifically, participants answered the following two questions regarding attentional awareness: “Which face did you look at first?” and “Which face did you look at longest?” For both questions, participants indicated their answers by circling either “the face on the left” or “the face on the right.” Participants were then probed for suspicion, fully debriefed, and thanked for their participation.

Data Transformation

We submitted our detection latency data to a reciprocal transformation, which allowed us to eliminate the positive skew of the data. All subsequent analyses were performed on the transformed data. Because the pattern of means was nearly identical, however, we present the raw detection latencies in Figure 3 for ease of interpretation.

Effects of Priming on Visual Attention

We submitted the transformed detection latencies to a 2 (prime: crime prime or no prime) × 2 (dot position: Black face location or White face location) between-subjects ANOVA. As predicted, this analysis revealed a significant interaction of Prime × Dot Position on detection latency, $F(1, 46) = 11.89, p < .01$.

Analysis of the simple effects revealed that the pattern of this significant interaction matched our hypotheses. We predicted that when the dot probe was in the Black face location, participants primed with crime-relevant images would be faster to find the dot than participants who were not primed. A simple effects test confirmed this specific hypothesis, $F(1, 46) = 8.22, p < .01$. The activation of the crime concept, indeed, facilitated the visual pickup of Black male faces. In contrast, we predicted that when the dot was in the White face location, the crime prime would not facilitate dot detection. A simple effects test confirmed this hypothesis as well. When the dot was in the White face location, participants primed with crime-relevant images would be faster to detect the dot probe than those not primed with crime. In fact, in this situation, participants primed with crime were significantly slower to detect the dot probe than those not primed, $F(1, 46) = 3.91, p = .05$. Finally, although participants were significantly faster to find the

Footnote

2 A natural log transformation and a square root transformation failed to eliminate the positive skew of the data. Bargh and Chartrand (2000) have recommended that when this occurs, a reciprocal transformation should be used to enable a valid analysis of the data.
Participant Awareness of Attentional Biases

Debriefing responses confirmed that no participants were aware of having seen the crime-relevant images. We were most interested, however, in participants’ awareness of where they were looking during the dot-probe task. To determine whether participants were aware of their attentional biases, we examined the extent to which participants’ reports of where they were looking correlated with detection latencies. The logic behind this is as follows. If (for instance) participants accurately reported looking to the left of the screen, then they would be faster to find the dot when it appeared to the left of the screen. However, if participants were not able to accurately report their attentional bias, then when the dot appeared to the left of the screen, participants looking to the left of the screen would be no faster to find the dot than participants who reported looking to the right. A series of t tests revealed no significant relationship between where participants thought they were looking (first or longest) and their attentional bias (as measured by detection latency) (all ts < 2, ns).

Subsequently, we performed a t test to determine whether participants were aware of an attentional bias toward the Black face (a similar logic governed this analysis). These analyses indicated that participants were not aware of any attentional biases as a result of the prime (all ts < 1). Taken together, this provides evidence that attentional biases produced by stereotypic associations can be unintentional and manipulated beneath awareness.

Discussion

This study provides additional support for the visual tuning hypothesis using a completely different paradigm. The concept of crime affected selective attention such that participants were over 350 ms faster to direct their attention to the location of the Black male face when the concept of crime was activated than when it was not. The results of this study are also consistent with our bidirectional claim. These results reveal that ostensibly race-neutral concepts such as crime can become racialized. Not only are Blacks thought of as criminal, but also crime is thought of as Black.

The increased visual attention to Black faces brought about by the crime prime is somewhat reminiscent of the phenomenon of “high visibility” that the novelist Ralph Ellison highlighted in his 1950s American classic, Invisible Man (Ellison, 1952). Ellison described the Black American predicament as one where Blacks are visually registered only with the aid of cultural stereotypes that function to distort their image. Cultural stereotypes lead Blacks to be the subject of gaze, yet at the same time, these same stereotypes prevent Blacks from being fully seen. Ironically, then, high visibility is accompanied by invisibility. In an Ellisonian sense, here we have shown that Black faces were much more likely to capture the attentional systems of those who had been induced to think about crime than those who had not. It is as if the stereotypic association between Blacks and crime rendered these faces more perceptually relevant and therefore worthy of gaze.

Study 3

We have argued that specific stereotypic associations influence visual processing mechanisms. The bidirectional association between Black Americans and criminality, in particular, can produce perceptual threshold shifts and direct how attention is deployed. Nonetheless, the results of Studies 1 and 2 also could be due to a simple out-group negativity effect. That is, out-groups (such as Blacks) may become associated with any negative concept, regardless of the concept’s relevance to the specific stereotypes associated with those groups. Indeed, there are numerous studies demonstrating that Blacks are associated with negatively valenced words and concepts of all types (Dovidio et al., 1997; Fazio et al., 1995; Gaertner & McLaughlin, 1983; Greenwald, McGhee, & Schwartz, 1998). Researchers typically find that Black primes (faces, names, or labels) lead to faster responses to negative words and concepts than White primes.

Study 3 was designed to examine the extent to which the socially induced attentional biases observed in Study 2 are due to concept valence as opposed to concept content. To examine this, we primed participants with a positive concept associated with Black Americans (or not) and measured the effects on attentional deployment. We predicted that the activation of a concept associated with Blacks would lead to an attentional bias for Black American faces, even when the concept activated was positive. We also included measures of explicit prejudice. Once again, we predicted differences in attentional deployment despite individual differences in explicit racial attitudes.

Method

Participants

Participants were 75 White male Stanford University students who completed the study either for partial course credit or for a $7 payment. Participants were contacted via e-mail or through course announcements.
Materials

For the current study, we primed participants with the concept of basketball (or not). The results of a pilot study confirmed that, as with crime, everyone (30 of 30 participants in our pilot sample) has knowledge of an association of Blacks and athletics. Unlike crime, however, the athletic stereotype is positively valenced. In fact, in our pilot study we found the athlete stereotype to be more positive than any other stereotype of Blacks.

In an effort to broaden stimulus sampling, in Study 3 we chose to prime participants with words rather than images. Pilot data clearly demonstrated that of all sports, Blacks are most highly associated with basketball. Specific words relevant to basketball were chosen on the basis of pretesting conducted in an introductory psychology class. For the current study, we selected the 24 most frequently listed words elicited by the question “What words come to mind first when you think of the idea basketball?” The words were assist, backboard, bankshot, basket, dribble, dunk, fastbreak, fingerroll, freethrow, frontcourt, halfcourt, halfcourt, hookshot, hoop, jumper, layup, NBA, rebound, rim, shotlock, slam, swish, tip off, and traveling. Basketball-relevant words were displayed one at a time for 75 ms, and each was preceded immediately by a premask and followed immediately by a postmask. Because we did not use images as our subminimal primes, the pre- and postmasks were a nonsense letter string. Participants in the no-prime condition saw a second letter string rather than basketball-relevant words.

Procedure and Design

The study took the form of a 2 (prime: basketball prime or no prime) × 2 (dot position: Black face location or White face location) between-subjects factorial design. Dot detection latency served as the primary dependent measure. Study 3 followed the exact protocol of Study 2 with the following three exceptions: (a) When participants were primed, they were primed with basketball-relevant words instead of crime-relevant images; (b) participants completed the MRS and MCP after completing the dot-probe task; and (c) at the conclusion of the study, participants were not probed on where they looked during the dot-probe task.

Results

Data Transformation

As in Study 2, we first submitted our detection latency data to a reciprocal transformation, which allowed us to eliminate the positive skew of the data. All subsequent analyses were performed on the transformed data. However, because the pattern of means was nearly identical, we present the raw detection latencies in Figure 4 for ease of interpretation.

Effects of Priming on Visual Attention

Debriefing results confirmed that no participants were aware of the basketball primes. We submitted the transformed detection latencies to a 2 (prime: basketball prime or no prime) × 2 (dot position: Black face location or White face location) between-subjects ANOVA. As anticipated, this analysis revealed a significant interaction of Prime × Dot Position on detection latency, $F(1, 65) = 5.33, p < .05$. Recall that our primary hypothesis was that when the dot probe was in the location of the Black face, participants primed with the basketball-relevant words would be faster to find the dot than participants who were not primed. A simple effects test confirmed this specific hypothesis, $F(1, 65) = 4.96, p < .05$.

Although our primary hypothesis was confirmed, we obtained additional findings that were not entirely consistent with the findings from Study 2. Though the pattern of means was identical to that of Study 2, participants who saw the dot appear in the White face location were not significantly slower to find it when primed with basketball-relevant words than when they were not primed ($F < 1$). Also, the attentional bias toward the White face in the unprimed condition was not significant ($F < 1$). Priming participants with basketball-relevant words, however, did produce a significant attentional bias toward the Black face. Though participants showed no significant attentional bias toward either face when they were not primed, they were significantly faster to find the dot in the Black face location than in the White face location when primed with basketball-relevant words, $F(1, 65) = 6.60, p = .01$.

The Role of Explicit Prejudice

To measure the role of explicit prejudice in producing attentional bias, we had participants complete the MRS and MCP after the dot-probe task. Before analyzing participant scores for their potential impact on detection latency data, we submitted both MRS scores and MCP scores to the same 2 × 2 ANOVA as our detection latency data. This was done to ensure that participants’ prejudice scores were not influenced by our manipulations. The two univariate ANOVAs yielded no reliable main effects or interactions, all $F$s(1, 65) < 3.00, ns. We then conducted within-cell correlations between the MRS, the MCP, and our detection latencies. These correlations revealed no reliable relationship between...
participants’ explicit racial attitudes and their reaction times (all \( rs < .40, n.s. \)).

Discussion

The results of Study 3 demonstrate that stereotypic associations other than crime can lead to visual tuning effects. When the dot probe was in the location of the Black face, basketball-primed participants located it faster than unprimed participants. This result confirmed our primary hypothesis and was identical to the result we obtained in Study 2 with the crime prime. Although the overall pattern of results is quite similar to the results of Study 2, there were discrepancies with some of the additional findings that require discussion. For example, the bias to attend to White faces rather than Black faces in the no-prime condition was not significant in Study 3. Therefore, in comparison with Study 2, the baseline result was shifted. In Study 2, the prime wiped away the significant White face bias present in the no-prime, baseline condition. In Study 3, the prime significantly reversed the nonsignificant White face bias present in the baseline condition. The pattern of results is the same across Studies 2 and 3. However, the results in the initial baseline condition are stronger in Study 2 than in Study 3, and this may have produced the difference in the magnitude of the Black face bias in the prime condition across the studies. Alternatively, it is possible that the larger Black face bias in the prime condition in Study 3 occurred because we primed participants in Study 3 with precise words relevant to the concept rather than images that arguably are more vague and open to multiple interpretations.

Nevertheless, Study 3 extends Study 2 by demonstrating that stereotypes can influence visual attention regardless of their valence. Crime and basketball produced changes in attentional deployment because both concepts are strongly associated with Black Americans. In this study, as in Study 2, stereotypic associations pushed Black faces into the “footlights” of attention. Moreover, this study demonstrates that these strong associations produced changes in attentional deployment, regardless of individual differences in explicit racial attitudes. We offer the results of Study 3 as additional evidence that the more specific link between Blacks and criminality led to the visual tuning effects observed in Studies 1 and 2, rather than a general negative bias directed at Blacks.

Study 4

We now know that both positive and negative stereotypic associations can tune visual attention. However, we know less about how such visual tuning effects are accomplished. For example, do stereotypic associations affect attentional deployment by determining where participants look first or by determining where they look longest? Both dot-probe studies used thus far displayed the Black and White faces for 450 ms, and the onset of the dot-probe immediately followed. Is it the case that the stereotypic association between Blacks and crime led participants to look at the Black face in the first half-second only, or did this association also cause their attention to linger on the Black face? Moreover, how might attentional bias affect people’s memory for the faces displayed? Do stereotypic associations lead to a more accurate visual memory, or might they lead to stereotype-consistent distortions in memory? As attentional bias works to “fix and retain” a visual image (to use William James’s words), what precisely is the image that is fixed and retained? Will activating the crime concept cause participants to retain an image of a Black face that is highly stereotypically Black and thus strongly representative of the Black racial category? Study 4 was designed to begin to answer some of these questions regarding the mechanisms of attentional bias.

Study 4 was also designed to begin examining the extent to which stereotype-induced attentional biases generalize to other participant populations. For example, might such visual tuning effects extend to police officers, who are charged with the task of investigating criminal activity? Whose faces do they seize upon when they think of capturing, shooting, arresting, or apprehending? We strongly suspect that the pattern of attentional deployment we have obtained with undergraduates will generalize to police officers, because police officers have knowledge of the very same stereotypic associations as the undergraduates we have tested. Alternatively, one might imagine that police officers would not exhibit an attentional bias in the dot-probe paradigm, given their high level of training and sophisticated knowledge about crime. Perhaps even still, one might imagine that they would exhibit an exaggerated form of attentional bias, given their experiences with Blacks in the specific context of crime in addition to their exposure to the general stereotypic association of Blacks and crime.

Study 4 extends Studies 2 and 3 along several critical dimensions. To examine the extent to which visual tuning effects generalize to other participant populations, we used police officers as study participants. To examine the extent to which a stereotypic association can both direct attention to a specific location and allow attention to linger in that location, we systematically varied the duration at which the Black and White faces were displayed (from 450 ms to 650 ms to 850 ms); and finally, to examine the potential effects of attentional bias on visual memory, we gave officers a surprise face-recognition task just before the conclusion of the study.

Method

Participants

Sixty-one police officers from a police department voluntarily participated in this study. The police department, which is located in an urban setting in the United States, provides services to well over 100,000 civilians. In this agency, 76% of the officers are White, 86% are male, and the average age is 42. We did not collect data on police officer gender or race for this study. Data from 2 officers were excluded because of a computer malfunction. One officer’s data were excluded because the officer did not complete the study, and one officer’s data were excluded because of the large number of errors the officer committed on the vigilance task (more than 2 standard deviations higher than the mean of the sample). This left us with 57 participants of the original 61, on which all analyses were conducted.

Materials

Crime primes. Crime words were chosen as primes (rather than crime images) in an effort to broaden stimulus sampling and to tailor the primes more precisely to the specific participant population used in the study. To this end, police officer participants were primed with words associated with

\footnote{We thank Russell Fazio and Marilyn Brewer for raising this point.}
enforcing the law against violent criminals. After polling police officers, we chose the following 10 words to serve as primes (because they were the words most commonly listed): violent, crime, stop, investigate, arrest, report, shoot, capture, chase, and apprehend.

**Face stimuli.** In an additional effort to broaden stimulus sampling, target faces were chosen from a database of prisoners who were convicted of first-degree murder in the state of Florida. These prisoners’ faces were pretested on attractiveness and stereotypicality. Pilot participants were not told that these faces were the faces of convicted criminals. Pilot participants who were instructed to rate the stereotypicality of the faces were told that they could use any number of physical features (e.g., the lips, the nose, the hair texture, the skin tone) to make such a judgment. They were asked to look at a series of 60 Black male faces and to use the physical features that most people commonly associate with Blacks to provide us with a stereotypicality rating of each face. A second group of pilot participants were shown a series of 60 White male faces and were asked to use the physical features people commonly associate with Whites to provide us with a stereotypicality rating.

After receiving these ratings, we chose five faces within each race, one from each quintile of the stereotypicality distribution provided by the pilot participants. Each face was also matched for attractiveness across race. A Black face lineup and a White face lineup were then created that included a target face along with four additional faces. Within each face lineup, two faces were less stereotypical than the target (i.e., from the first and second quintiles) and two faces were more stereotypical than the target (i.e., from the fourth and fifth quintiles). The Black and White target faces were selected from the middle quintile of the stereotypicality distribution. These Black and White lineups were later used during the surprise face-recognition task.

**Procedure and Design**

The study took the form of a 2 (prime: crime prime or no prime) × 2 (dot position: Black face location or White face location) between-subjects factorial design. Police officers were tested on site at the police department in small groups ranging from 2 to 5 participants. Study 4 followed the exact protocol of Study 2 with the exception of the changes to the crime primes, the face stimuli, the presentation duration of the face stimuli in the dot-probe task (this varied from 450 ms to 650 ms to 850 ms across participants), and the inclusion of a surprise face-recognition memory task.

Participants were given the surprise face-recognition memory task after they completed the dot-probe task. Participants were exposed to a Black face lineup and a White face lineup. For each lineup, participants were asked to identify the face that had been displayed during the dot-probe task. For each lineup, all five faces of one race—the target and four distracters—were presented on the computer screen simultaneously. The order in which participants saw the Black and White lineups was randomly determined, as was the location of each face on the screen. Participants were asked to indicate their choice in the first lineup, then the second lineup, and were then debriefed.

We were interested in the degree to which the crime prime would influence officers’ memories for the original target faces displayed during the dot-probe task. To the extent that the face-recognition memories of the officers were inaccurate, we were poised to examine whether the crime prime influenced the pattern of errors. We were especially interested in whether officers would be more likely to falsely identify a face from the Black lineup that was more stereotypical than the actual target face when they were primed with crime than when they were not.

**Results**

**Data Transformation**

As in Studies 2 and 3, we first submitted our detection latency data to a reciprocal transformation, which allowed us to eliminate the positive skew of the data. All subsequent analyses were performed on the transformed data. However, because the pattern of means was nearly identical, we present the raw detection latencies in Figure 5 for ease of interpretation.

**Effects of Face Presentation Duration**

A one-way ANOVA indicated that dot detection latencies were not significantly influenced by the amount of time each face was displayed (F < 1). Similarly, including face presentation duration as a covariate in subsequent analyses of dot detection latency and face stereotypicality yielded no significant results (Fs < 1), nor did it impact the analyses in which it was included. Consequently, we collapsed across face presentation duration in the remaining analyses.

**Effects of Priming on Visual Attention**

Debriefing results confirmed that no participants were aware of the primes. We submitted the transformed detection latencies to a 2 (prime: crime prime or no prime) × 2 (dot position: Black face location or White face location) ANOVA. As anticipated, this analysis revealed a significant interaction of Prime × Dot Position on detection latency, F(1, 53) = 15.24, p < .01. Recall that our primary hypothesis was that when the dot probe was in the location of the Black face, officers primed with the crime-relevant words would be faster to find the dot than officers who were not primed.

A simple effects test confirmed this specific hypothesis, F(1, 53) = 3.95, p < .05. In addition, a simple effects test confirmed that officers primed with crime were slower to find the dot behind the White face than officers who had not been primed with crime, F(1, 53) = 12.60, p < .01.

There was also an attentional bias toward the White face in the unprimed condition such that participants found the dot faster when it was in the White face location than the Black face location, F(1, 53) = 9.74, p < .01. Moreover, priming participants with
crime-relevant words reversed this relationship, such that participants found the dot faster when it was in the Black face location than when it was in the White face location, $F(1, 53) = 5.87$, $p < .05$.

**Error Rates During the Memory Task**

There was no overall difference in error rates on the face-recognition memory task as a function of the prime ($F < 1$). The average accuracy rate was $34\%$, which was significantly above chance ($1$ in $5$), $t(56) = 10.49$, $p < .01$.

**Stereotypicality Ratings of Faces Identified in the Memory Task**

Each face in the Black and White lineups was coded in terms of the stereotypicality quintile from which it was taken. The faces taken from the lowest quintile were coded as $-2$, the next least stereotypical faces were coded as $-1$, the targets were coded as $0$, the faces in the next quintile were coded as $1$, and the most stereotypical faces were coded as $2$. The data were then subjected to a $2$ (race of face: Black or White) $ \times $ $2$ (prime: crime prime or no prime) mixed-model ANOVA with race of face as the within-subject variable. We were primarily interested in the extent to which the crime prime would produce false identifications in the Black lineup such that faces more stereotypically Black than the target would be mistaken for the target.

Our analysis revealed a reliable main effect of race of face, such that participants identified more stereotypically Black faces ($M = .46$) than stereotypically White faces ($M = -.30$), $F(1, 55) = 16.82$, $p < .01$. One-sample $t$ tests further revealed that participants reliably identified faces that were more stereotypically Black than the Black target, $t(56) = 3.03$, $p < .01$. There was a marginally significant trend in the opposite direction for White faces, $t(56) = 1.76$, $p = .08$. This main effect, however, was qualified by a two-way interaction, $F(1, 55) = 7.30$, $p < .01$. Simple effects tests revealed that participants indeed chose more stereotypically Black faces as targets when primed with crime ($M = .81$) than when not primed ($M = .13$), $t(55) = 2.35$, $p < .05$. There was not, however, a significant effect of stereotypicality for White faces as a function of the prime ($t = 1, ns$). These means are shown in Figure 6.

**Discussion**

As predicted, police officers exhibited the same pattern of attentional bias as the undergraduate participants in Studies 2 and 3. These results with police officers were obtained despite changes in the crime primes, the face stimuli, and the face presentation duration. For example, not only did the crime primes influence where officers looked at the initial point of measurement (i.e., at $450$ ms), these primes also influenced where officers continued to look. Moreover, when officers were tested on their memory for the target faces, they were more likely to falsely identify a face that was more stereotypically Black than the target when they were primed with crime than when they were not primed. It appears as though stereotypic associations led perceivers to look in a partic-

![Figure 6](image-url)
ular location, yet what perceivers were able to remember was, in part, a function of these stereotypic associations. That is, priming police officers with crime caused them to remember Black faces in a manner that more strongly supports the association between Blacks and criminality. When these officers were asked, “Which face did you see?,” priming them with crime led them to envision a Black face that was even more strongly representative of the Black racial category than the Black face to which they were actually exposed. Thus, thoughts of violent crime led to a systematic distortion of the Black image—a phenomenon that Ralph Ellison so masterfully highlighted over 50 years ago.

Generally, these results are significant because they suggest that the process of visually attending to a stimulus will not always aid perceptual memory. These results also are significant, however, because they demonstrate the influence of strong, stereotypic associations on face processing mechanisms in particular (see also Eberhardt, Dasgupta, & Banaszynski, 2003). Practically, this could have implications for eyewitness testimony. For example, Blacks who appear most stereotypically Black may be most vulnerable to false identifications in real criminal lineups. This type of false identification may be likely even when the actual perpetrator is present in the lineup and even when the eyewitness was visually drawn to the perpetrator’s face at the time of the crime.

These results also may provide a unique demonstration of association strength. We have argued that association strength increases not only the likelihood that social categories will trigger concepts but also the likelihood that a concept will trigger a social category. We now have some initial evidence that exposure to a concept can lead to the triggering of a social category image that is strongly representative of the social category. Indeed, thinking about the concept of crime not only brought Black faces to mind but brought stereotypically Black faces to mind.

Study 5

Study 5 examines directly an assumption on which our discussion of the memory results from Study 4 was premised: Police officers view more stereotypically Black faces as more criminal. To examine this, in Study 5 we presented police officers with Black and White male faces and asked the question, “Who looks criminal?” We predicted that police officers would choose more Black faces than White faces as criminal and that Black faces rated high in stereotypicality would be even more likely to be perceived as criminal than Black faces rated low in stereotypicality. In other words, we predicted that police officers would use the physical features linked to race to inform them about who looks criminal. Recently, researchers have documented that people are attentive to physical trait variation among Black Americans (Blair, Judd, Sadler, & Jenkins, 2002; Livingston, 2001; Maddox & Gray, 2001; Williams & Eberhardt, 2004). Here we argue that police officers imbue this physical variation with criminal meaning—that is, the “more Black” an individual appears, the more criminal that individual is seen to be.

Method

Participants

One hundred eighty-two police officers (159 male, 23 female) voluntarily participated in this study. The officers were drawn from the same police department used in Study 4. The racial composition of our sample was as follows: 115 White Americans, 8 Black Americans, 6 Asian Americans, and 1 Native American (52 officers did not disclose their race). Sixteen officers were excluded from the final analysis because they did not follow instructions, leaving a total sample size of 166 officers.

Stimulus Materials

Participants were exposed to color photographs of 40 Black or 40 White male faces (with neutral facial expressions) ranging in age from 18 to 40 years. In this study, the photographs were of male students and employees of Stanford University. The backgrounds on the photographs were standardized using Adobe Photoshop software. These stimuli were then converted to slides and projected onto a screen using a standard slide projector. The projected images were approximately 51 × 41 cm (such that they could be seen clearly by each study participant).

Procedure

The study was conducted on site at the police department in a large room equipped with tables, chairs, and a large screen for stimulus viewing. Officers were tested in small groups of 5–15 participants. On arrival, officers were greeted by two White experimenters, who led them to sit at designated tables. After a lieutenant introduced the experimenters, the experimenters informed the officers that they were conducting a study on face perception. The experimenters then informed the officers about their confidentiality and rights to refuse to participate in the study. All officers gave verbal consent to participate.

Officers were asked to view a series of faces (all of the same race and age group) and to make judgments about them. Approximately half of the participant groups were shown a series of Black male faces, and the remaining half were shown a series of White male faces. The faces appeared on a screen at the front of the room one at a time. Each face appeared for approximately 5 s. Approximately one third of the officers in each participant group completed a stereotypicality measure. These participants were asked to indicate on a 7-point scale (1 = not at all stereotypical, 7 = extremely stereotypical) how stereotypically Black or White each face stimulus appeared as it was projected onto the screen. These participants were instructed to look at the faces and to use the physical features that most people commonly associate with Blacks (or Whites) to provide us with a rating. Another third of the officers completed a attractiveness measure. These officers were informed that some of the faces they were about to see might be of criminals. For each face presented, their task was to indicate (by circling yes or no) whether they thought the person “looked criminal.” The remaining third of the officers completed an attractiveness measure. These participants were asked to indicate on a 7-point scale (1 = not at all attractive, 7 = extremely attractive) the extent to which others would find each face attractive as each face stimulus was projected onto the screen. The attractiveness measure was of no theoretical interest but rather allowed us to ensure that the Black and White faces were equated on perceived attractiveness. Each officer completed one measure only. The particular measure an officer completed was randomly determined, with the restriction that each of the three measures would be completed by one third of the officers in any one small group of participants. After completion of the measures, the officers in the group were debriefed, thanked for their participation, and dismissed.

Results

After confirming that the Black (M = 3.45) and White (M = 3.43) faces were perceived as equal in attractiveness (F < 1), we dropped attractiveness in all subsequent analyses and turned to our primary interest: How might race and stereotypicality affect judgments of criminality? To examine this, we used faces as our unit
of analysis. Specifically, we averaged officers’ ratings of individual faces such that each face had a stereotypicality and criminality rating. Two faces (representing 2.5% of the data) were designated as outliers on stereotypicality (over 2 standard deviations above the mean) and removed from further analysis. Next, we conducted a median split on the stereotypicality data across Black and White faces, yielding two groups: high and low stereotypicality. We then submitted the criminality data to a 2 (race: Black or White) × 2 (stereotypicality: high or low) between-faces ANOVA. This analysis revealed no main effect for stereotypicality on judgments of criminality (F < 1). However, as shown in Figure 7, a significant main effect for race emerged, F(1, 76) = 6.35, p = .01. As predicted, more Black faces (M = 11.95) were thought to look criminal than White faces (M = 9.65). This race main effect was qualified by a significant Race × Stereotypicality interaction, F(1, 74) = 4.60, p < .05. As predicted, analysis of simple effects revealed that more Black faces rated high in stereotypicality were judged as criminal (M = 12.95) than Black faces rated low in stereotypicality (M = 10.83), F(1, 36) = 4.78, p < .05. This pattern did not emerge for White faces rated high in stereotypicality (M = 8.80) in comparison with White faces rated low in stereotypicality (M = 10.5), F(1, 38) = 1.34, ns. Additionally, significantly more Black faces rated high in stereotypicality were judged as criminal (M = 12.95) than White faces rated high in stereotypicality (M = 8.80), F(1, 38) = 9.74, p < .01. Finally, a planned contrast analysis revealed that highly stereotypical Black faces were more likely to be judged criminal than any other group in the study, F(1, 74) = 8.12, p < .01.

**Discussion**

When officers were given no information other than a face and when they were explicitly directed to make judgments of criminality, race played a significant role in how those judgments were made. Black faces looked more criminal to police officers; the more Black, the more criminal. These results provide additional evidence that police officers associate Blacks with the specific concept of crime. Moreover, these results shed light on the face-recognition memory errors made by police officers in Study 4. In that study, police officers were more likely to falsely identify a Black face that was more stereotypically Black than the target when primed with crime than when not primed with crime. Thinking of crime may have led officers to falsely identify the more stereotypically Black face because more stereotypically Black faces are more strongly associated with the concept of crime than less stereotypically Black faces.

**General Discussion**

Across five studies, we have shown that bidirectional associations between social groups and concepts can guide how people process stimuli in their visual environment. We found remarkably consistent support for both visual tuning and bidirectionality using three different paradigms that incorporated three different types of participant judgments as well as both image and word stimuli, both student and police officer participant populations, both positive and negative concepts, and both explicit and implicit measures. Specifically, we found that activating stereotypic associations caused participants to detect relevant stimuli at a lower perceptual threshold than irrelevant stimuli (Study 1) and to direct visual attention toward relevant stimuli and away from irrelevant stimuli (Studies 2–4). Furthermore, not only did we demonstrate that social group members bring to mind the concepts with which those social groups are associated (Study 1), we demonstrated that concepts bring to mind the social groups with which those concepts are associated (Studies 2–4). Such effects appear to be related to how strongly a stimulus is thought to represent the social group or concept brought to mind (Study 5).

Our results are consistent with the most recent research findings on stereotypic associations between Black Americans and crime. For instance, Payne and colleagues (Payne, 2001; Payne et al., 2002) found that exposure to Black faces facilitated the categorization of crime-relevant objects. Similarly, Correll and colleagues (2002) found, using a videogame simulation, that participants shot armed Black targets more quickly than armed White targets, irrespective of individual differences in racial attitudes (Correll et al., 2002). Such findings further underscore the strong associationist links between Black Americans and crime.

Our research expands previous stereotyping research by more explicitly considering bidirectionality and thus raises new questions about the operation and consequences of stereotypic associations. For example, what determines whether an association will be bidirectional? As discussed earlier, we suspect that concept specificity is one important moderating condition for bidirectionality. Certain concepts may be so tightly coupled with a specific social group that these concepts have become, in a sense, hijacked by that group. Indeed, the social group functions as the prototypical embodiment of these concepts. Concepts for which Black Americans serve as the prototype—such as crime, jazz, basketball, and ghetto—are likely to operate bidirectionally, whereas concepts

---

4 A median split was used for ease of presentation. We obtained the same pattern of results when we conducted a regression analysis.
for which there is no specific group prototype—such as aggressive, musical, athletic, and poor—are less likely to operate bidirectionally.

Although not a focus of the current research, situational specificity might also determine the likelihood that a concept will bring to mind a particular social group. For example, when perceivers are required to perform a task that increases the saliency of a particular social group, even concepts that are not attached to any one, prototypical social group may automatically activate the social group that is momentarily salient. For example, aggressive, musical, athletic, and poor are concept primes that may be more likely to activate the Black racial category when the perceivers’ subsequent goal is to categorize faces as Black or as White than when the perceivers’ goal is race irrelevant (e.g., Kawakami & Dovidio, 2001; Kawakami et al., 2000). Future research studies that systematically manipulate both concept and situational specificity are needed to explore these possibilities more fully.

We also expand previous research on Black Americans and crime by tracing the manner in which such associations can influence critical aspects of visual processing. Specifically, we have shown that activating both positive and negative concepts associated with Blacks (i.e., basketball and crime, respectively) enhances the attentional capture of Black faces (Studies 2–4). We believe that the dot-probe studies introduced here are significant because the results have the potential to increase understanding of attentional selection processes. These results suggest, for example, that stereotypic associations help people to respond to their environment by rendering certain social groups and objects especially relevant and thus worthy of attention. Through these studies we begin to outline the conditions under which members of certain social groups are especially likely to be the objects of gaze, and we examine such visual practices across different participant populations.

In addition, we found that exposure to Black faces allows perceivers to detect crime-relevant objects with less information than exposure to White faces (Study 1). Although detecting objects in an impoverished context is an important skill that numerous vision scientists have sought to understand, researchers have not examined the influence of stereotypic associations on visual practices of this type. We found that Black faces clearly facilitated object detection even in a situation where participants were not required to sort the objects into predetermined categories in a forced-choice format. When participants were given no direction at all on what the object would be, Black faces enhanced their ability to accurately detect degraded crime objects whereas White faces did not. The open-ended format of Study 1 certainly reveals the power of the Black–crime association.

Nevertheless, the design of Study 1 does not permit a precise determination of how such facilitation effects were accomplished. One possibility is that the Black face primes inspired a more detailed, careful visual analysis of crime-relevant objects and that perceivers dedicated more processing resources for this purpose (e.g., see MacLeod et al., 1986). Another possibility is that Black faces inspired less detailed, careful visual inspection of crime-relevant objects rather than more (e.g., see von Hippel, Jonides, Hilton, & Narayan, 1993). Because Black faces are so tightly tied to criminality, exposure to Black faces may have led perceivers to process crime-relevant objects faster but less thoroughly. Participants may have less of a need to inspect crime-relevant objects carefully because they already have some sense of what those objects are. According to this view, exposing perceivers to Black male faces should free up processing resources rather than tax those resources. Distinguishing between these alternatives is an important challenge for future research.

Relatively, because our results cannot be subjected to signal-detection analysis in any straightforward manner, we are unable to claim with certainty that the Black face primes altered participants’ ability to see crime-relevant objects rather than simply rendering participants more confident at identifying indistinct objects as crime relevant. Notably, this latter possibility would require participants to somehow shift their confidence levels beneath awareness (given that the face primes were subliminal) and in opposite directions for Black and White faces. In addition, if the results were simply due to shifts in confidence levels, one might expect the error rates across conditions to fluctuate—which they did not.

A central theme in perception research concerns the mechanisms that give rise to everyday visual experience in a world that exposes perceivers to more sensory information than they have the capacity to process thoroughly. Thus far, perception researchers have approached this issue by examining both the properties of stimulus inputs and the computational properties of the brain. In many models of perception, conceptual knowledge is thought to modulate visual processes in important ways. However, despite the importance of social knowledge in everyday interactions, the role of social knowledge in visual processing is rarely discussed. We have argued that visual analysis is, in part, socially driven. Stereotypic associations, in particular, have the capacity to critically alter visual experience.

Throughout this article, we have suggested that the effects of stereotypic associations on visual perception and attention could be of great practical significance. Indeed, given the perceptual threshold effects reported here, police officers may face elevated levels of danger in the presence of White armed suspects in comparison with Black armed suspects. For example, if police officers have a delayed response to White suspects with guns or knives, these officers may be more likely to get hurt, shot, or killed when confronting White armed suspects in comparison with Black armed suspects. In contrast, unarmed, innocent Blacks may easily become the targets of intense visual surveillance by both police officers and the lay public. With their eyes, perceivers may tie individual Black targets to a group-based suspicion—and sadly, Black people who appear highly stereotypically Black may be the most likely of all to feel the tug. Such processes could indicate that racial profiling may be rooted in more fundamental perceptual processes than previously recognized.

The studies presented here might have implications for the durability of stereotypic associations. Numerous factors may conspire to maintain the strength of such associations. For one thing, to the extent that these associations are bidirectional, they can be activated even in the absence of a social category member. Concepts that are represented by a prototypical racial category have the power to conjure their own racialized subjects. Indeed, we believe that notions of race are so powerful because they can operate through ostensibly race-neutral concepts (such as crime).

Additionally, although not addressed in the work presented here, the motivation of perceivers to actively resist stereotypic associations may differ on the basis of whether these associations are triggered by social group members or concepts. For instance, many
people may be motivated to actively resist thoughts of criminality in the presence of a Black American trigger (e.g., see Dunton & Fazio, 1997; Plant & Devine, 1998). Activations of this type may even be considered a personal failing (to the extent that perceivers are aware of them and wish to be egalitarian). In contrast, people may be less motivated to resist thoughts of Black Americans in the presence of a crime trigger. Far from a personal failing, the activation of such thoughts may be experienced as a natural response, given the high proportion of Blacks convicted of violent crimes in the United States (Banks, 2001; Blumstein, 1993; Cole, 1999; Kennedy, 1997). In fact, we have preliminary evidence with police officer participants suggesting that the motivation to resist stereotypic associations may depend on the triggering stimulus (Eberhardt & Goff, 2004). We found that police officers are less troubled by the possibility of crime triggering thoughts of Black Americans than by the possibility of Blacks Americans triggering thoughts of crime. We suspect that this asymmetry is present in American society more generally. Egalitarian opposition to racial stereotyping strongly condemns linking Black people to crime, but not linking crime to Black people. Thus, opposition to stereotyping tends to condemn one aspect of the association, even as it exempts the other.

Finally, visual practices may not simply reflect race-based associations; visual practices may work to sustain these associations as well. Visual processing patterns may provide ample opportunities for perceivers to access race–crime associations, as well as to rehearse, strengthen, and supplement those associations. In this way, seeing could be understood as an action or a practice that reinscribes racial meaning onto visual stimuli. The face-recognition memory results of Study 4 are consistent with such an interpretation. Activation of the crime concept not only led police officers to attend to a Black face but also led them to misremember the Black face as more stereotypical (i.e., representative) of the Black racial category than it actually was. Thus, the association between blackness and criminality was not only triggered, it was magnified.

It is important to note that although visual processes may reinforce stereotypic associations, the associations themselves are the consequences of widely shared cultural understandings and social patterns. As William James stated, attention “creates no idea.” Because visual processes are grounded in cultural understandings, as these understandings change, the consequences of visual processes will as well. New associations may render different aspects of the visual environment relevant and expose perceivers to a different world from the one they currently have the capacity to see.

References


Received July 10, 2003
Revision received August 14, 2004
Accepted August 14, 2004