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Limit Theory for Performance Modeling of 

Future Event Set Algorithms 

Halim Damerdji * Peter W. Glynn 
Department of Industrial Engineering, North Carolina State University, Raleigh, North Carolina 27695-7906 

Department of Engineering-Economic Systems and Operations Research, 
Stanford University, Stanford, California 94305-4023 

In a discrete-event simulation, the information related to the events scheduled to occur in the 
future is kept in a data structure called the future event set (FES). In this paper, we study the 

interaction hold model, a popular stochastic model for FES performance analysis, corresponding 
to the superposition of a (fixed) number of renewal processes. The general state-space Markov 
chain formed by the discrete-time process that keeps track, at event times, of the residual life- 
times is shown here to be recurrent in the sense of Harris, and its stationary distribution is 
obtained. Linked lists and indexed lists, two popular FESs, are investigated using this model. 
For the interaction hold model, we make rigorous certain published results as well as introduce 
new ones. For example, we derive the distribution of the relative position of the event to be 
inserted in the data structure. In the exponential case, our analytic and empirical results confirm 
that when events with relatively short lifetimes often get regenerated upon their occurrence, it 
is better to scan a list (or sublist) from its head rather than tail. In the same context and for 
indexed lists with sublists with constant sizes, our results suggest that subsequent sublists 
should be of larger sizes, i.e., the first sublist should contain the smallest number of records, the 
second sublist the second smallest number of records, etc. 
(Simulation; Future Event Set; Performance Evaluation; Linked List; Indexed List; Interaction Hold 
Model; Harris Chain) 

1. Introduction 
When running a discrete-event simulation, part of the 
computational overhead is devoted to the task of ma- 
nipulating the data structure that holds the records as- 
sociated with the events scheduled to occur in the fu- 
ture. This data structure is often called the future event 
set (FES), or the simulation calendar. During the course 
of the simulation, one needs to remove records of events 
(e.g., events that are no longer active), insert records of 
events (e.g., events that are newly generated), and look 
up or update records associated with certain events. 
Ideally, the FES should be chosen so the tasks described 
above can be carried out as efficiently as possible. See, 
for example, Bratley et al. (1987), Devroye (1986), and 
Law and Kelton (1991). Our focus here will be on linked 

list and indexed list (i.e., linear list with sublists) data 
structures. Although linear lists (e.g., indexed lists) are 
not as efficient as nonlinear FES algorithms (e.g., heaps, 
splay trees) for large event sets, they are still widely 
used in special-purpose simulators because of their ease 
of implementation. It is of practical interest to study the 
average performance for linear data structures in the 
simulation context. 

In a linked list the records of the FES are stored in 
ascending order, based on the times at which the cor- 
responding events are scheduled to occur. In such a list, 
the record to be deleted (i.e., the record associated with 
the event that has just occurred) is removed from the 
head of the list. Because of the one-way links present in 
a so-called singly linked list, a linear search from the 
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head of the list to the appropriate insertion point in the 
list must be executed for each record to be inserted. We 
will call this type of search a "forward scan." Naturally, 
a different search strategy is possible in a doubly linked 
list. Because of the presence of two-way links, a record 
can be inserted via a linear search from either the head 
or tail of the list. When the search is implemented from 
the tail, we call it a "backward scan." 

In the interaction hold model, the most widely stud- 
ied FES-related stochastic model, a constant number L 
of events are scheduled at all times. Whenever an event 
occurs, a clock corresponding to that event is stochas- 
tically set (independent of the past) according to the 
event's distribution function. The interaction hold 
model corresponds, then, to a superposition of a fixed 
number of independent renewal processes. This model 
might describe, for example, a dependability system, 
having L components, in which any component that 
fails is immediately replaced by a stochastically identi- 
cal component. 

Throughout the work presented in this paper, it is 
assumed that the search effort, as measured in terms of 
the number of comparisons for locating the records' in- 
sertion points into the FES, will be the criterion for eval- 
uating the performance of the data structure. There are 
three primary contributions of this paper. 

1. We establish Harris recurrence of the superposi- 
tion of independent residual life renewal processes sam- 
pled at event times, thereby complementing a result of 
Sigman (1990) on Harris recurrence in continuous time. 
(See Meyn and Tweedie 1993 for a definition of Harris 
recurrence.) The result is used here in the context of FES 
performance evaluation but is of independent interest. 
The stationary distribution of the general state-space 
Markov chain is provided. This latter result is shown 
under the assumption that the events have continuous 
distributions with finite means, while Harris recurrence 
of the Markov chain is shown under the additional as- 
sumption that the distributions admit continuous den- 
sity functions with left-end point zero. (See ?3.) 

2. For the interaction hold model, we obtain in ?5 the 
(asymptotic) distribution of the relative position of the 
to-be-inserted event. An explicit expression in terms of 
the rates is given in the exponential case. The informa- 
tion provided by the distribution can be useful when 
deciding-in the case of indexed lists, say-how to 

choose the median pointers and how to scan the sub- 
lists. In the exponential case and in the context of 
constant-size sublists, our empirical results suggest that 
in the case where events get frequently rescheduled 
upon occurrence, the simulation analyst should con- 
sider sublists with increasing sizes, scanning all these 
sublists from their respective heads. This is especially 
true when the event mean lifetimes are very different. 
(This has been reported in the literature.) Section 6 con- 
tains mathematical support for these assertions. 

3. For the interaction hold model and the linked list 
data structure, we provide strong laws of large numbers 
for the average number of comparisons for forward and 
backward scans. We rigorously derive the (asymptotic) 
mean number of comparisons per transition. This is use- 
ful when deciding whether to scan from the head or tail 
of the list. This result is available (in a more complicated 
form) in the literature, but it was only heuristically de- 
rived. (See ?4.) 

Section 2 contains a brief review of the literature on 
FES performance evaluation. The conclusions of the pa- 
per can be found in ?7. Most proofs are deferred to the 
appendix. 

2. FES Performance Evaluation 
One approach to FES performance evaluation is 
through an empirical investigation for simple stochastic 
models or for more realistic systems. Another approach 
is to assume a simple underlying stochastic model so as 
to be able to evaluate analytically (or find bounds on) 
the FES performance for that model. This is the ap- 
proach taken in this paper. 

Few stochastic models have been proposed in the lit- 
erature. The hold model, with identical distribution 
functions, seems to be the first nontrivial stochastic 
model considered; see Vaucher and Duval (1975) and 
Vaucher (1977). McCormack and Sargent (1981) gen- 
eralized it by allowing the distribution functions to be 
different and coined their model the interaction hold 
model. Chung et al. (1993) considered a hold-like model, 
called the Markovian hold model, where the operation to 
be performed (insertion or deletion) is according to the 
outcome of a two-state Markov chain. Their work was 
only empirical. Another stochastic model introduced in 
the literature is the Reeves' model (Reeves 1984), which 
we call the M / G / oo model. 
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References in which analytic performances are tack- 
led include Vaucher (1977), Englebrecht-Wiggans and 
Maxwell (1978), McCormack and Sargent (1981), Davey 
and Vaucher (1980), and Kingston (1985, 1986). Refer- 
ences involving empirical investigations include 
Vaucher and Duval (1975), Comfort (1978), McCor- 
mack and Sargent (1981), Jones (1986), and Chung et 
al. (1993). It is concluded in the latter three references 
that, for large calendar sizes, simple linear lists are not 
competitive relative to more modern algorithms (al- 
though the programming effort required to implement 
them may be substantially greater than for linear lists). 
Jones (1986) and Chung et al. (1993) found that splay 
trees, introduced by Sleater and Tarjan (1986), per- 
formed very well overall. Other types of nonlinear FES 
algorithms include calendar queues, leftist trees, skew 
heaps, binomial queues, and pairing heaps. See Jones 
(1986) and Chung et al. (1993) for a discussion and brief 
description. 

For nonlinear data structures, analytic results are 
scarce in the literature under even simple stochastic 
models. Moreover, the models considered are not rep- 
resentative of the dynamic environment present in a 
simulation. Also, we are interested in long-run average 
performance and not simply average performance at the 
first transition. For example, Doberkat (1981) investi- 
gates the average performance for the heap (at the first 
transition) assuming that the key to be inserted has the 
same distribution as those already in the heap (keys 
with uniform probabilities). The heap is the nonlinear 
FES data structure that has received most attention in 
the literature, under similar uniformity assumptions as 
those of Doberkat. Relevant references include Carlsson 
(1987), Hayward and McDiarmid (1991), and Schaffer 
and Sedgewick (1993). Average performance for Fibo- 
nacci heaps, one of the modern FES data structures, has 
been investigated in Fredman and Tarjan (1987). How- 
ever, as mentioned earlier, the static analysis is not rep- 
resentative of performance in a simulation setting. 

3. The Interaction Hold Model as a 
Harris Chain 

The hold model is coined as such because it involves 
operations similar to those performed by the hold pro- 
cedure of Simula, which removes the record of the cur- 

rent event, generates the event anew, and inserts its rec- 
ord back into the FES. The interaction hold model is 
now described more precisely. Suppose Gi is the cu- 
mulative distribution function governing the "lifetime" 
of event i, so that the consecutive lifetimes (rij: j 2 1) 
are independent and identically distributed (i.i.d.) with 
common distribution function Gi. We assume through- 
out that the Gis possess densities gis having finite means 
(1 ' i ' L, where L is the total number of events). Let 
xi be the residual lifetime for event i present at time 0. 
Set Ti(-1) = 0, Ti(0) = xi, and Ti(n) = xi + TFij + ... 

+ Ti,n, for n 2 1, so that Ti(n) is the instant at which 
event i occurs for the (n + 1)st time (and so, n full life- 
times of event i are observed). Note that the number of 
occurrences of event i by time t is given by Ni(t) + 1, 
where Ni(t) = max{n 2 -1 : Ti(n) ? t}. Furthermore, 
the total number of events to occur by time t is N(t) + L, 
where N(t) = Ni(t) + . + NL(t). Then, the nth event 
occurs at Tn = inf{t 2 0: N(t) + L 2 n}. Given our 
interest in the behavior of the FES, our focus is on the 
residual lifetimes of the L clocks at the event epochs of 
the stochastic system. (We focus on the residual life- 
times rather than the elapsed lifetimes, since it is essen- 
tially the former information that is carried in the rec- 
ords associated with the FES.) Let pi(t) = Ti(Ni(t) + 1) 
- t be the residual lifetime of clock i at time t. The joint 
state of the L clocks at the nth event epoch is given by 

Xn (Xn,ji . *., Xn,L) = (l1(Tn) .* *I , (Tn))- 

By construction, To = 0, and so XO = (f31(To),. . ,(To)) 
= (X1. .. , XL) x. Let I[ ] denote the indicator function, 
i.e., I[A] is one if the probability event A is true and zero 
otherwise. Since 

L 

Xn I[f3i(Tn-) = min !j(Tn-1) 
i=1 j= .. L 

* (,1(Tn-1)- i(Tn-l), 

Ti,Ni(Tn)+1, * * * !L(Tn-1) - (Tn-l)) 

it follows that X - (Xn = (Xn,l, *., Xn,L) n 2 0) is a 
Markov chain taking values in RL = {(yl * *, YL) yi 

2 0, 1 ? i ? L}. Let B be the Borel a-field associated 
with this state space. The limiting distribution of the 
chain can be derived in a straightforward manner. Some 
notation is needed. Let Px( ) = P ( I XO = x) and let Ex [ ] 
be the corresponding expectation operator. For i = 1, 
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L, consider pi X / (Xl + * + XL), which is the 
long-run probability that i is the occurring event. We 
show in the appendix that 

in 
nYE Px(Xj E *) 7r( ), as n ??oo (1) 

j=1 

where the stationary measure 7r( ) has the form 

7r(dz) = 7r(dz1, ..., dZL) 

L L 

= Y pidGi(zi) fl XkGk(Zk)dZk. (2) 
i=1 k=1 

k*i 

A referee suggested the following intuitive explanation: 
the stationary distribution 7r(dz) is the probability that 
event i occurs (with probability pi, for i = 1, ... , L), that 
its newly generated lifetime has value in (zi, zi + dzi] 
(with probability dGi(zi)), and that the remaining clocks 
have a reading in (Zk, Zk + dzkI for clock k (with proba- 
bility XkGk(Zk)dZk according to the elementary renewal 
theorem). 

The stationary distribution 7r is obtained under the 
condition that events have continuous distributions 
with finite means (so as to invoke the renewal theo- 
rem). Stronger assumptions must be made in order to 
show Harris recurrence of X, from which relation (1) 
can be strengthened to an almost-sure-convergence 
statement. The proof of the theorem below is given in 
the appendix. 

THEOREM 1. Assume that,for i = 1, ..., L, the support 
of the (continuous) density function gi has left-end-point 
zero. Also assume that the means are allfinite. Then 

(a) the chain X is recurrent in the sense of Harris, with 
unique stationary distribution 7r, where 7r is given by (2). 

(b) for each x RL and B E 1B, we have that 

in 
Y, I[Xj B] -*7r(B) as n -oo Px-a.s. n = 

Part (a) complements a theorem of Sigman (1990), 
who proves that X(t) (/31(t), . . ., 3L(t)) is Harris re- 
current in continuous time. It should be noted that 
Harris recurrence of X does not follow as an immediate 
consequence of the recurrence structure of (X(t): 
t 2 0), since discrete-time processes constructed from 
continuous-time Harris processes are not, in general, 
Harris chains. As previously mentioned, Theorem 1 

is of independent interest. For example, if a commu- 
nication system's input process comprises L indepen- 
dent sources, where each source is a renewal process, 
then the theorem addresses the issue of recurrence of 
the chain X, which models the arrivals (in terms of 
residual lifetimes at event times). Strong laws of large 
numbers can also be deduced. A referee has sug- 
gested an alternative proof of Theorem 1 using an 
equivalence between event-stationary ergodic and 
time-stationary ergodic point processes; see Sigman 
(1995) for definitions and related results. With this 
type of machinery, it might be possible to prove the 
theorem under the weaker assumption that the dis- 
tributions are spread out. 

Recurrence of the Markov chain will allow us to de- 
duce strong laws of large numbers for the average num- 
ber of scans into a linked list; see Theorem 2 below. With 
the exact form of the stationary distribution 7r, given in 
(2), we will be able to derive the (asymptotic) distri- 
bution of the relative position of the to-be-inserted 
event; see Proposition 2 below. From the stationary dis- 
tribution, one can also compute the expected number of 
scans per transition for the linked list and indexed lists; 
see ??4 and 5. 

4. Linked Lists and the Interaction 
Hold Model 

As indicated in the introduction, the efficiency of a 
linked list data structure is dependent upon the com- 
putational effort required to execute either a forward or 
backward scan through the list. As mentioned there, we 
take the point of view that the effort is proportional to 
the number of comparisons necessary to insert new rec- 
ords into the list. At an event epoch, we must insert into 
the list a new event of the type that has just occurred. 
Let YF,k (respectively, YB,k) be the number of compari- 
sons (minus one) performed at the kth event epoch 
when scanning from the front (respectively, back) of the 
list. (We have that YB,k = L - 1 -YF,k.) Let also En and 
Bn be the number of comparisons (minus one at every 
scan) required for forward and backward scans, respec- 
tively, cumulated over the first n records inserted into 
the FES, i.e., Fn = k YF,k and Bn = k YB,k = n(L - 1) 
- Fn. We have that 
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L 

YF,k = E I [Xk-l,i = min Xk-1,] 
i=1 1 slsL 

L 

X I[Ti,Ni(Tk)+l > Xk-lEj Xk-1,i], 
j=1 
j*i 

so that YF,k is a functional of Xk_l, the state of the Mar- 
kov chain X at the (k - 1)st transition, and a random 
variable independent of the past (namely, -ri,Ni(Tk)+l, if 
clock i triggered the transition). Let 0 E YF,l, where 
the expectation is with respect to P,, the probability 
measure on the infinite path space of the Markov chain 
X with initial distribution 7r. Naturally, we have that 

E.rYF,l = E1rYF,k, for all k 2 1. Standard strong laws for 
Harris chains yield our next theorem. 

THEOREM 2. Under the same assumptions as in Theorem 
1, we have that for each x E 

1 1 
-FnS-- and -Bn --L- 1-0, asn -4 oPx-a.s. 
n n 

This result is new. An explicit formula for E,YF,1 is 
provided in the next proposition. Let a A b denote the 
minimum of a and b, and let a v b denote the maximum 
of a and b. Note that for two positive independent r.v.'s 
Ti and rj,l, one has that 

00 
E[i-i,l A =j,,] Gi(t)Gj(t)dt. 

The results in the remaining of the section are under the 
assumption that the event lifetime distributions are con- 
tinuous with finite means. 

PROPOSITION 1. (a) We have that 
L L 

E1rYFE= Y, pi Y XjE [f,T A Tj, 1 
i=1 j=1 

j*i 

L L .00 

= Epi , xi Gi(t)Gj(t)dt. (3) 
i=1 j=l ? 

j1i 

(b) If the clocks are all identically distributed, with mean 
1/ X, then it follows that E,YF,l = (L - 1)X f G2(t)dt, 
where G G1. 

(c) If the clocks are all exponentially distributed, then 
L L 

E1,YF,l = Y, pi Y, \ xi Xi'(4) 
i=1 j=1 i j 

j*i 

(d) If the clocks are identically distributed, according to an 
exponential distribution, itfollows that E,YF,1 = (L - 1) / 2. 

Although the proof of the proposition (sketched in 
the appendix) is new, the results are not: (a) is a sim- 
plified version of an equation derived heuristically in 
McCormack and Sargent (1981), while (b) can be found 
in Vaucher (1977) and Engelbrecht-Wiggans and Max- 
well (1978). From (a) an empirical study could easily be 
undertaken. If the integral fo Gi(t)Gj(t)dt is difficult to 
compute analytically or numerically, one could still ap- 
proximate the integral via a Monte Carlo simulation 
(since it is equal to E[-ri,1 A rj,I]). Theorems 1 and 2 were 
shown to hold under the condition that the densities are 
continuous and have support with left-end-point zero. 
Proposition 1 and Theorem 2 can be used to reach cer- 
tain conclusions about the relative efficiency of forward 
versus backward scans for the interaction hold model. 

DEFINITION 1. A distribution function G, with finite 
mean 1/ X, is said to be new better (respectively, worse) 
than used in expectation (NBUE (NWUE)) if 

00 
G(t)dt ? (2) (1/X)G(x) for all x 2 0. 

It follows from Barlow and Proschan (1975, p. 188) 
that if two distribution functions Gi and Gk, with means 
1/Xi and 1/Xk, are NBUE (respectively, NWUE), then 

fo Gi(y)Gk(y)dy 2 (?) 1/(Xi + Mk). This implies that if 
the Gis are all NBUE (respectively, NWUE) for 1 ? i 
? L, then 

1 L L XX xxx . (5) 
i=1 Xi i=1 k=1 Xi + Xk 

k*i 

McCormack and Sargent (1981) contains an upper 
bound on the expected number of comparisons per 
scan. When the distributions are all NBUE, the lower 
bound of (5) complements McCormack and Sargent. 
The following corollary is immediate. 

COROLLARY 1. If the Gis are NBUE with common mean 
1/ X < oo, then 0 2 (L - 1)/2, so that backward scanning 
is preferable to forward scanning. 

This result is new, except when the distributions are 
all identical (see McCormack and Sargent 1981). Given 
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the right-hand side of (5), the following bound is ob- 
viously of importance. 

LEMMA 1. For any positive and finite numbers Xl, . . . 

1 L L Xi Xk L - 1 
XX 2 i A}i=1 k=1 Xi+Xk 2 
k*i 

with equality if and only if Xi = = AL 

The proof of the lemma involves a simple induction 
and so is omitted. We obtain, from (5) and (6), the fol- 
lowing result. 

COROLLARY 2. If the Gis are NWUE (1 c i c L), then 
0 C (L - 1)/2, SO that forward scanning is preferable to 
backward scanning. If at least two distributions have different 
means, it is strictly better to scan from the head of the list. 

This result is similar to Theorem 2 of McCormack and 
Sargent (1981). Corollary 2 implies that if the events are 
all exponentially distributed, with at least two of the 
distributions being different, it is strictly better to scan 
from the head of the list. If the rates of the exponential 
distributions are all identical, it is equivalent to scan 
from the tail. 

EXAMPLE 1. Consider an interaction hold model with 
10 exponential clocks. The 10 clocks are split into 2 
equal-size groups: clocks from the first group have their 
mean fixed to one, while the mean of the clocks from 
the second group is set to 1.0 in the first experiment (the 
two groups are equal), to 1.1 in the second experiment 
(the two groups are "about equal"), to 2.0 in the third 
experiment (the two groups are "rather different"), to 
5.0 in the fourth experiment (the two groups are "quite 
different"), and to 10.0 in the fifth and last experiment 
(the two groups are "very different"). The ratio of the 
mean interevent times of events from the first group 
relative to those of the second group goes from one to 
one-tenth as the two groups get "different." Using (4), 
we compute the expected number (minus one) of com- 
parisons per scan for the five experiments. It can be seen 
from Table 1 that, as the two groups become progres- 
sively more "different," it becomes more and more ad- 
vantageous to scan the list from the head rather than 
the tail. The reason is that transitions are triggered 

Table 1 Linked List: Mean performance of forward and backward 
scans of Example 1 

11A6 1.0 1.1 2.0 5.0 10.0 

E7rYF,1 4.500 4.494 4.222 3.389 2.826 
E7r YBl 4.500 4.506 4.778 5.611 6.174 

mostly by short-lifetime events; when these get rein- 
serted anew, they tend to fall ahead of the long-lifetime 
events, favoring a forward scan. This is in complete 
agreement with McCormack and Sargent (1981). 

It is assumed throughout this paper that the direction 
of the scan into a doubly-linked list or indexed list is 
decided upon before the start of the simulation. How- 
ever, the decision on how to scan a list, i.e., forward 
from its head pointer or backward from its tail pointer, 
could be made dynamically in the course of the simu- 
lation. For example, the scan direction could be based 
upon the type of event to be inserted: scan from the head 
(tail) for events with short (large) mean lifetimes. An- 
other possible strategy is to scan forward or backward 
according to the actual value of the new event to be 
inserted: scan from the head (tail) if the new event has 
reading smaller (larger) than a certain threshold value. 
Approximating optimum threshold values and evalu- 
ating the performance of such procedures is the subject 
of ongoing investigation. 

5. Indexed Lists and the Interaction 
Hold Model 

The results in this section are under the condition that 
the event lifetime distributions are continuous with fi- 
nite means. For simplicity of discussion it is assumed 
throughout that lists are doubly linked, but the results 
still hold for singly-linked lists whenever relevant. An 
indexed list, also called a bucket system, is a set of sublists 
that are accessed through middle pointers (the first and 
last sublists can also be accessed through the head 
pointer and tail pointer, respectively). Indexed lists are 
in general more efficient (in terms of search) than reg- 
ular linked lists. Engelbrecht-Wiggans and Maxwell 
(1978), Davey and Vaucher (1980), McCormack and 
Sargent (1981), and Kingston (1985, 1986) are earlier 
treatments. One type of indexed list is with the middle 
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pointers pointing to records spaced A\ (say) time units 
apart (with possibly an overflow sublist, containing the 
records with remaining event times in [n/A, oo) if there 
are n middle pointers and so (n + 1) sublists in all). An 
immediate drawback is that some sublists may end up 
containing a large number of records, thereby reducing 
the overall efficiency. Another type of indexed list is 
with the sublists holding an (approximately) equal 
number of records (naturally, the overhead in maintain- 
ing that balance might now be high). However, it is not 
optimal to have the same number of records in each 
sublist: for example, suppose that for a list of size 10, 
most scans are of length 2, 3, or 4; if a single middle 
pointer is considered, it may be preferable to have it 
point to record 4 (and perform perhaps a backward scan 
for sublist 1 and forward scan for sublist 2), rather than 
have equal-size sublists (here, 5 records in each sublist). 
Sublists with constant, but possibly unequal, sizes are 
investigated in this section. Let Wk be the relative posi- 
tion (minus one) of the event inserted at the kth event 
occurrence, i.e., Wk = 0 if the newly generated event 
time is the smallest of the L event times, . . . , and Wk 
= L - 1 if it is the largest. For a regular linked list 
scanned from the front, we have that YF,k = Wk. 

Consider an indexed list with two sublists, with the 
(single) middle pointer pointing to the record in posi- 
tion m (3 c m c L - 1). We will call this record the 
middle record. There are then (m - 1) and (L - m + 1) 
records in the first and second sublists, respectively. At 
an event epoch the record of the current event is re- 
moved, after which the first sublist contains only (m 
- 2) records. (And so, m = 2 is of no interest. The case 
m = L is of no interest either since we are considering 
doubly-linked lists.) At the kth event epoch, the newly 
generated event time is first compared to the (updated) 
event time of the middle record (which is now in the (m 
-1 )th relative position). If the generated event time is 
smaller, then it is inserted in the first sublist, scanning 
either forward from the head pointer or backward from 
the middle pointer. If it is larger, then it will be inserted 
in the second sublist, but after having assigned the (now 
previous) middle record to the first sublist (so it still 
contains (m - 1) records). The scan into the second sub- 
list can be either forward from the (updated) middle 
pointer or backward from the tail pointer. Let ZFF,k, ZFB,k, 

ZBF,k, and ZBB,k be the number of comparisons (minus 

one) performed at the kth event epoch for the strategies 
forward-forward, forward-backward, backward- 
forward, and backward-backward, respectively. We 
have that 

ZFF,k = 1 + WkI[Wk c m - 2] 

+ (Wk - m + l)I[Wk 2 m - 1], 

ZFB,k = 1 + WkI[Wk c m - 2] 

+ (L - 1 - Wk)I[Wk 2 m - 1], 

ZBF,k = 1 + (m - 2 - Wk)I[Wk c m - 2] 

+ (Wk - m + 1)I[Wk 2 m - 1], 

and 

ZBB,k = 1 + (m - 2 - Wk)I[Wk c m - 2] 

+ (L - 1 - Wk)I[Wk 2 m - 1]. 

If the distribution of Wk is available, it is then possible 
to compare the expected effort for the different strate- 
gies and for different values of m (3 c m c L - 1). 

It is therefore of interest for us to compute the prob- 
abilities P, [Wk = n] for n = 0, ..., L - 1. Since 7r is the 
stationary distribution, we have that PF, [Wk = n] = PF, 
[W1 = n]. We give the general form of this latter quan- 
tity and an explicit form in the exponential case. Some 
notation is needed. Let C(g, h) be the number of possible 
combinations of size h out of a set of size g. Also, let 

Qj(i, n) denote the jth subset of size n out of the set {1, 
. I L} - {i} and Rj(i, n) its complement in (1, . . ., L} 

- {i}. By convention, Qj(i, 0) is the empty set. The al- 
gebra for the proof of (b) of the next proposition is in- 
volved but straightforward, and is, therefore, omitted. 

PROPOSITION 2. (a) For n = 0, . .., L - 1, we have that 

L C(L-1,n) 

P, [W = n] = I J 
i=1 j=1 ? x Xi maxjGQj(in)X 

p w(dx)(Gi( min xv - xi) 
maxjjGQj(i,n)Xu vE-Rj(i,n) 

- Gi( max xu - xi)). 
u E Qj(i,n) 

(b) In the exponential case, we have that, for n = 1,..., 
L - 1, 
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P, [W1 = n] 

Af 0 { 6 [ ( Ai + x xi,) 
i=1 ii A1 j=L vERj(i,n) 

n-1 - C(n-l,a) 

E Xq I (-1 )a I A 
qEEQj(i,n) a=O b =1 

+ E \v + Xq 
vERj(i,n) 

wGE Tb,a,q(i,jn) ) 

where Tb,a,q(i, j, n) is the bth subset of size a out of Qj(i, n) 
- {q}. For n = 0, we have that 

Px [W1 = 0] = (E4 1 li)2' 

By convention, Tl,o,q(i, j, n) 0, and empty sums are null. 

EXAMPLE 2. (Continued from Example 1.) The dis- 
tribution of W1 can be computed for the different ex- 
periments; the results are given in Table 2, where a(n) 

FP, [W1 = n]. When the two groups are "very differ- 
ent" it is almost ten times more likely that the newly 
inserted record be at the top of the list rather than the 
bottom (0.1669 vs. 0.0184). Note that P, assigns decreas- 
ing probability masses relative to the insertion point 
into the list. For the regular linked list scanned from the 
head, this implies that shorter scans are more likely. As 
previously stated, this is because the shorter events trig- 
ger the transitions more often, and so get inserted more 
often. 

For the indexed list with two sublists with the middle 
pointer pointing to the mth record (3 c m c L - 1), we 
obtain that 

m-2 L-1 

E,ZFF1= 1 + , na(n) + , (n - m + l)a(n), 
n=O n=m-1 

m-2 L-1 

EirZFB,l = 1 + na(n) + I (L -1 - n)a(n), 
n=O n=m-1 

m-2 

E1rZBF,1 = 1 + , (m -2 - n)a(n) 
n=O 

L-1 

+ E (n-m+1)a(n), 
n=m-1 

and 

m-2 

EI,ZBB,l = 1 + , (m - 2 - n)a(n) 
n=O 

L-1 

+ E (L-1-n)a(n). 
n=m-1 

EXAMPLE 3. (Continued from Example 2.) The ex- 
pected number of comparisons (minus one) is com- 
puted for the four strategies; see Table 3 for the results. 
A first observation is that the indexed list has a far better 
performance than the regular linked list when the two 
groups of events are "alike." However, this is not al- 
ways the case when the two groups are "very different." 
In fact, for 1 / X6 = 10.0, the performance of the forward- 
backward and backward-backward strategies is worse 
than that of the regular linked list (E,YF,1 = 2.826). For 
this example, the strategy forward-forward is the best, 
followed by backward-forward. For these two strategies 
with an optimal choice of the middle pointer, the first 
sublist contains far fewer records than the second sub- 
list when the two groups of events are very different. 
Another observation is that given the overhead associ- 
ated with maintaining the indexed list, the regular 

Table 2 Distribution of WI for Example 2; a(n) = P,W, = n] 

1 /X6 a(0) a(1) a(2) a(3) a(4) a(5) a(6) a(7) a(8) a(9) 

1.0 0.1000 0.1000 0.1000 0.1000 0.1000 0.1000 0.1000 0.1000 0.1000 0.1000 
1.1 0.1001 0.1001 0.1001 0.1001 0.1000 0.1000 0.0999 0.0998 0.0997 0.0995 
2.0 0.1111 0.1098 0.1084 0.1067 0.1045 0.1018 0.0982 0.0935 0.0871 0.0784 
5.0 0.1444 0.1413 0.1372 0.1312 0.1217 0.1044 0.0812 0.0591 0.4340 0.0356 

10.0 0.1669 0.1641 0.1601 0.1534 0.1401 0.0950 0.0523 0.0289 0.0204 0.0184 
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Table 3 Mean Performance of the Four Strategies for Searching the Indexed List in Example 3 

11A6 m = 3 m = 4 m = 5 m = 6 m = 7 m = 8 m = 9 

E7ZFFl 1.0 3.900 3.400 3.100 3.000* 3.100 3.400 3.900 
1.1 3.893 3.394 3.096 2.997* 3.098 3.398 3.898 
2.0 3.662 3.209 2.965 2.924* 3.076 3.406 3.895 
5.0 2.959 2.656 2.605* 2.768 3.070 3.419 3.754 

10.0 2.487 2.299* 2.404 2.749 3.104 3.350 3.514 

E, ZFB,1 1.0 3.900 3.400 3.100 3.000* 3.100 3.400 3.900 
1.1 3.900 3.399 3.099 2.999* 3.099 3.399 3.898 
2.0 4.007 3.465 3.145 3.040* 3.142 3.437 3.904 
5.0 4.320 3.634 3.240 3.118* 3.223 3.466 3.762 

10.0 4.520 3.720 3.260 3.120* 3.215 3.371 3.516 

E, ZBF, 1 1.0 3.900 3.400 3.100 3.000* 3.100 3.400 3.900 
1.1 3.893 3.394 3.096 2.998* 3.099 3.401 3.902 
2.0 3.663 3.214 2.980 2.957* 3.140 3.524 4.099 
5.0 2.962 2.671 2.648* 2.879 3.335 3.977 4.760 

10.0 2.490 2.312* 2.448 2.878 3.543 4.354 5.248 

E7rZBBl 1.0 3.900 3.400 3.100 3.000* 3.100 3.400 3.900 
1.1 3.900 3.400 3.099 3.000* 3.100 3.401 3.902 
2.0 4.008 3.470 3.159 3.073* 3.206 3.554 4.107 
5.0 4.323 3.648 3.284 3.229* 3.488 4.024 4.767 

10.0 4.523 3.733 3.304 3.248* 3.653 4.375 5.250 

Note: A star indicates the optimum m. 

linked list is quite a competitive data structure when 
the two groups of clocks are very different (E,ZFFl1 
= 2.299 and E,YF,1 = 2.826). However, the number of 
events was small in this example. 

Our results, along with the (limited) numerical re- 
sults of Tables 1 and 3, confirm McCormack and Sar- 
gent's (1981) observation that in a simulation with 
very different types of interevent time distributions 
and with short-lifetime events getting frequently re- 
generated at most event epochs, it is better to scan 
from the front of the list. In the same context, the first 
sublist of an indexed list should contain very few rec- 
ords, with larger and larger subsequent sublists. A 
mathematical confirmation is offered in the next sec- 
tion. However, it must be said that the exponential 
distributions considered in Examples 2 and 3 may 
bias the results in favor of a forward-forward scan- 
ning strategy in the case of a two-bucket indexed list 
(this observation follows from our empirical findings, 
which suggest that the probability distribution func- 
tion of W1 is decreasing). 

To complete the section, we note that for linear lists, 
there is a unique correspondence between the events' 
clock readings at event epochs and their exact location 
in the FES. This is not the case for nonlinear data struc- 
tures (e.g., heaps), which makes these harder to ana- 
lyze. 

6. Events with Different Mean 
Lifetimes 

For simplicity, the indexed lists considered in this sec- 
tion will contain only two sublists. Under the interac- 
tion hold model, recall that W1 is the relative position 
(minus one) of the record to be inserted at an event 
epoch. If the interevent times are all exponentially dis- 
tributed with identical rates, it follows from Proposition 
2(b) that P, [W1 = n] = ilL (O c n c L - 1), so that it 
is then equally efficient to scan a linked list from its head 
or its tail. In the case of constant-size sublists, the two 
sublists should contain the same number of records (if 
L is even). Also because of the symmetry, the scanning 
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strategies forward-forward, forward-backward, etc., are 
all equivalent with respect to performance. For indexed 
lists with nonconstant-size sublists, new events with in- 
terevent times smaller than A\ are inserted into the first 
sublist, and into the second sublist otherwise. Sublist 
scanning strategies are also equally efficient. 

In the previous section, the numerical experiments in- 
volved exponentially distributed events. It was empiri- 
cally found that when the rates were different, W1 had 
decreasing probabilities. This was more pronounced as 
the groups of events considered were "different." Be- 
cause of the complicated form of P, [W1 = n] (see Prop- 
osition 2(b)), we cannot prove this mathematically. 
However, under the framework proposed in this sec- 
tion, we will show that when events have different rates, 
scanning the list (or sublist) forward is optimal. It will 
also be shown that W1 has decreasing probabilities. 

It is assumed here that the L event distributions are 
each exponential, with corresponding parameters A1, 
A2, .. ., AL. We assume that the rate parameters A1, A2, 

... I AL are themselves random variables that are i.i.d. 
with a common gamma distribution with. shape param- 
eter v and scale parameter p. Each time an event is to 
be generated, its rate must be first generated. In the for- 
mulation, note that we could have considered a single 
random variable A, that gets generated each time an 
event is to be generated. We chose to consider L random 
variables for the rates instead as this will lead to simpler 
notation below. One has that 

v v 
EA=- and Var(A)=- - 

p p 

so that the squared coefficient of variation of A is 1/ v. 
Hence, as v -- 0, the event lifetimes will be widely dif- 
ferent, whereas v -) oo forces the event lifetimes to be 
closer to one another. Since Var(A) > 0, the event life- 
times will have different means. 

Recall that T,ij+l is the (j + 1)st full lifetime of event 
i, with c.d.f. Gi and p.d.f. gi. Recall also that I1(Ti(j)) is 
the residual lifetime of event 1 right after the jth occur- 
rence of event i, with the (j + 1)st full lifetime of event 
i about to be initiated. Let /3 be its limiting r.v., and let 
us find the distributions of /3 and Ti, (which will be 
simply denoted Ti). It follows from arguments devel- 
oped in ?2 that, as j oo, 

P[Pi(Ti(j)) > xiA1, ..., AL] 

E[Tj AJ] E[Gl(y) I Al]dy 

= P[f61 > xlAl]. 

Some notation is introduced. For a random variable U, 
let P[U E du] P[U E (u, u + du]]. After some algebra, 
we find that, for v > 1, 

gi(x)dx = P[Ti E dx] 

(p + X)v+1 dx= + x/p) d ) 

and 

(v 
- 

l)pv-l 

P[,1 E dx 
-(P +x)v dx1 x 

-(v -i) 
1 

dI-I 
( (+ x/p)V (p) 

Therefore, for v > 1, the random variables Tr I p and f6 I 
p follow a Pareto distribution with parameters v and (v 
- 1), respectively. Recall that the p.d.f. h of the Pareto 
distribution with parameter O is given by h(x) = O / (1 
+ x) +1, where 0 < x < oo and 0 < O < oo. The expected 
number of records with reading in (x, x + dx] will be 

(L - 1)P[P3 E dx] + P[Ti E dx] 

L(L - 1)(v - l)pV vp d 1 
(p + X)V (p + X)V?lJ 

which is decreasing in x. Denote dM(x) the expected 
number of remaining events with residual lifetime in 
(x, x + dx]. Throughout the remainder of our analysis 
we assume that v = 2; similar conclusions may be 
reached for other values of the shape parameter v. We 
have that 

dM(x) = (L - 1)P[61 E? dx] = (L - 1)pdx 
(p+ X)2 

and 

2p2dx 
P[Ti E dx] = (p+X)3 

Let EYF and EYB denote the expected number of scans 
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when scanning a linked list from the front and back, 
respectively. We can write 

EYF = E [YFIri = X]P[Ti E dx] 
0 

cm ox L- 1 
=fJ fXdM(y)P[ri E dx] = 

o o ~3, 

and 

EYB = f f dM(y)P[Ti E dx] = 3 

It is found, then, that the expected forward scanning 
effort is half that of backward scanning. In our context, 
forward scanning is also preferable for indexed lists, as 
discussed next. 

Let EZFF(/\) denote the expected number of scans for 
an indexed list with a forward-forward scanning strat- 
egy. Consider also the obvious quantities EZFB(A), 

EZBF(/A) and EZBB(/A). New records are inserted into the 
first sublist if their reading is less than pZ\, and into the 
second sublist otherwise (we use p/A instead of A\ so 
that events do not cluster in the first (second) sublist in 
case p is very small (large)). We have that 

rPA 

EZFF(/\)= E [ZFF(/\)ITi = X]P[Ti E dx] 
0 

+ E [ZFF(\) I Ti = X]P[Ti E dx] 

PA 

= J0J0 dM(y)P[ri E dx] 

00 x 
+ f dM(y)P[ri E dx]. 

At A 

Let 

A(/A) f i dM(y)P[Ti E dx], 

o0 o 

B(/A) dM(y)P[ri e dx], 

C(/A) f f dM(y)P[Ti E dx], 

and 

D(/\) f dM(y)P[Ti E dx]. 

Of course, 

EZFF(/\) = A(Z\) + B(Z\), 

EZFB(/\) = A(/\) + D(A), 

EZBF(/\) = C(Z\) + B(Z\), 

and 

EZBB(/\) = C(Z\) + D(Z\). 

After some algebra, one gets that 

A(/\) = (L - 1)Z\2(3 + /A)/(3(l + Z\)3), 

B(\) = (L - 1)/(3(1 + A\)3), 

C(/) = 2(L - 1)Z\2(3 + 2/A) / (3(1 + Z\)3), 

and 

D(/\) = 2(L - 1)/(3(1 + Z\)3). 

Note that D(/\) = 2B(/\), i.e., scanning the second sub- 
list from its tail rather than head requires, on average, 
twice the effort for that sublist. Also, C(Z\) > 2A(/\), 

and so scanning the first sublist from its tail rather than 
head is more than twice the expected effort. It is de- 
duced that, for a same A\, the scanning strategy forward- 
forward is the best. We get the optimal Z\* = 1 (insert 
in the first sublist if Ti < p / 2), with an overall perfor- 
mance EZFF(/A*) = 5(L - 1)/27. (Compare with EYF 
= (L - 1)/3 in the case of a linked list.) 

Because events are independent, it is straightforward 
to find the distribution of W1. We can write 

00 
P [W1 = k] = f P [W1 = kITi = X]P[Ti E dx] 

Jf LWi kk L= x1PL Z E dxl 

=J (L k p 

/1J1 +l x)d? 

k y o(1 + x)L+2 
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It follows that, for 0 c k C L - 1, 

P [W1 = k] = 2(L - k) 
L(L + 1) 

We have shown, then, that under this framework the 
relative insertion point of the new record has decreasing 
probabilities. This reinforces our observation that when 
events with different mean lifetimes frequently get rein- 
serted upon occurrence, then one ought to scan forward. 
Also, for indexed lists with sublists with constant (and 
possibly unequal) sizes, the first sublist should be very 
small, with larger and larger subsequent sublists. Before 
closing the section, it is noted that Davey and Vaucher 
(1980) provided expressions for E[ZFF()], ...* / 

E[ZBB(/\)] in the case where events all have the same 
distribution function. 

7. Conclusion 
The linked list and indexed list simulation future event 
sets were investigated. The interaction hold model was 
the underlying stochastic model. A variant of the inter- 
action hold model was introduced in ?6. For the inter- 
action hold model, we viewed the vector-clock across 
transitions as a Markov chain, and obtained the (steady- 
state) mean number of comparisons per transition for 
forward and backward scans, and the probability dis- 
tribution of the relative insertion point of a newly gen- 
erated event. These results are helpful when deciding 
whether to scan from the head or tail of the list (sublists) 
in the case of the linked list (indexed list), and in choos- 
ing sublist sizes for indexed lists. The results were ob- 
tained under the assumption that the event lifetimes are 
continuous with finite means. Under the extra condition 
that the densities have support starting at the origin, we 
showed the Markov chain to be recurrent in the sense 
of Harris, from which strong laws of large numbers for 
the linked list forward and backward expected effort 
followed. The recurrence result of this Markov chain is 
of independent interest, since the chain corresponds to 
the discrete-time process formed by the residual life- 
times of independent renewal processes sampled at 
event times. The analytic (and empirical) results of this 
paper confirm some of the findings of McCormack and 
Sargent (1981) that when events in a simulation have 
very different mean lifetimes and when the short- 

lifetime events frequently get regenerated upon occur- 
rence, it is better to scan a list from its head rather than 
tail. A number of simulations do involve short-lifetime 
events that get regenerated upon occurrence.' 
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Appendix 
PROOF OF (1). We have that 

1 n 
- Y. Px(X C z) n =1 

L (l Ni(T,,) 

= E X 1 ,81(Ti(j)) Z1, ... ij+ =ln j=1 

'Zi, * ,&p(Ti(j)) ' ZL] (7) 

But t-Ni (t) -+ Xi 1/ Erij,, as t -+ oo, P,-a.s. (by the strong law for 
renewal counting processes), and hence Ni(t) / N(t) -+ pi as t -? 00, P,- 
a.s. Since Tn -? ?0 as n -+ oo, P,-a.s., it is evident that, for n 2 L + 1, 

Ni(Tn) / N(Tn) = Ni(Tn) / (n - L) -+ pi as n -+ oo, P,-a.s. It follows that 

1 Ni(T,,) 

Ex - Y. &81B(Ti(j)) c Zl, . . , 7-ij+l '- Zi, . . .,&p(Ti(j)) c ZL]J 

n=1 
1 LpinJ 

- Ex. - I &[81(Ti(j)) sZl, . ,rij+l '- Zi, . ,&(Tiffl) - ZL]J 

Ex - INi(Tn) -Lpinj ? , (8) 
n 8 

as n -+ oo by the bounded convergence theorem (note that 0 c Ni(Tn) 
c n). We have that 

LpittJ 

EX. - E [1(Ti(j)) c Zl, ... , 7rij+l c Zi, .. , &B(Ti(j))s LI 

1LpinJ L 

Y. Ex1 nl ff(Ti(j)) c Zk]I[Fij+l c zi]} 
k*i 

Since rij+l is independent of Ti(j) and x, the jth summand in the last 
display is equal to 

L 

Gi(zi)Ex{ 1 I[/3k(Ti(j)) c Zk]} 

k=l;k*i 

For j large enough so that Ti(j) 2 maXk,i Xk, the 3k(Ti(j))'s no longer 
depend on x (and are conditionally independent of one another given 

Ti(j)). Therefore, for j such that Ti(j) 2 maXk*i Xk, it follows that 
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Ex{ V1[fk(Ti(j)) ' ZkITiT()]} 
k=l;k*i 

L 

nf Fk(Zk; Ti(j)), 
k=l;k*i 

where Fk(y; t) = PX(/3k(t) ? y). Let Gi( ) 1 - Gi(), 1 ? i ? L. Since 
the Tkj's are continuous random variables (r.v.s), the renewal theorem 

implies that Fk(z; t) -) Fk(z; +oo) as t -) oo, where Fk(z; +??) Xk foz 

Gk(u)du, for all z > 0. It follows that, as n -oo, 

r1 LpinJ 

Ex - Y. I[L81(Ti(j)) ' Zl, . , i,j+l s Zi, * ,&(Ti(i)) ' ZL] 

nj=1 

L Z 

piGi(zi) H Xk J Gk(u)du. 
k=1 

k*i (9) 

Combining (7) through (9), we conclude that (1) holds. 

PROOF OF THEOREM 1. Consider the set K = {x E RL IIXIk. Cj, 

where J is a positive constant to be defined below, and 11x1jV = maxl5XiL 
xi x. Consider also the set function o defined as 9o(dy) - 

info=z=?j gi(yi + zi)dyi, where y = (Y1,... , yL)' e + We have that wo(K) 
= fKs0(dy) > 0. 

Let PL(-, *) denote the L-step transition kernel of the Markov chain 
X. We will show that PL(X, dy) 2 fo(dy) for all x E K and y e 9R+. 

Without loss of generality, we can assume that xi < ... < XL (other- 
wise, simply relabel the clocks). We need to show, then, that 

P [XL E (dyl, dyL)' I XO = (Xl, XL)'; Xl < < XL] 

L 

2 n inf gi(yi + zi)dyi. 

For all x = (xl, . . ., XL)' e K, we have that 

P [XL E(dyl, * * * . dyL)' I XO = (Xl, * , XL)'; Xl < < XL] 

2 P [XL e (dyl, .I. ., dyL)'; Tij > XL - Xi, 

i # LIXo = (xl, . . ., XL)'; X1 < < XL] 

= P [TL,1 E dyL; Ti,l XL + Xi E dyi, 

i * LIXO = (xl, ..., XL); X< < XL] 

L 

= H gi(yi + XL - Xi)dyi 
i=l 

L 

2 H inf gi(yi + zi)dyi, 
i=1 O5z,5J 

and hence, PL(X, dy) 2 fo(dy) for all x e K and y G 6RL. Therefore, one 
gets that PL(X, B) 2 wo(B) for all B E 'B. It is left to show that the chain 
hits the set K infinitely often. 

Since X is a Markov chain, it suffices to show that EX[IIXLIIX] c 11X11- 

- E for all x such that llxll, > J; see Meyn and Tweedie (1993). A clock, 
clock k, say, has either been reset by the Lth transition, or not. If clock 

k has been reset, then XL,k ? maxj=l,...,L Tkk,j maxi,j=1, .., L Ti,j. If clock 
k has not been reset, then XL,k = Xk - i/, where i/ is the elapsed time 
until the Lth transition; since event k did not get reset, at least one 
other event got reset twice, and so its full lifetime was observed before 
the Lth transition. Therefore, if is larger than the lifetime of that event, 
and so, i. 2 mini,j=1,...L Ti,j. Hence, XL,k C Xk - mini,j Tj,j 1 llxll? - mini j 
Tr,j, and therefore, IIXLIIX - (maxij Ti,j) v (IjxII, - mini j Ti,j). On the event 
that maxi,j T -,- jjxjj. - minij Ti,j, we have that EX[IIXLII|; maxlsij,jL Ti,j 

? lIlxlI - minl?i,ijL T-,j] - llxl - E[minl,ij],.L Tij] C IIxIlV - E, where E 

is chosen such that 0 < E < E[minl?i,jcL Ti,j] . On the event that maxi, 

Tij 2llxll - minij T-,j, we have that EX[IIXLIIX; maxi,j T:,j2 llxllW. - minij 
Tij E[maxi,j T-,]. Now choose J large enough so that E[max,j=l,...,L 

Tij < J - E. We will have, then, for any x such that llxill 2 J, that 

EX[IIXLIIX] llxll, - E. The Markov chain X is then recurrent in the sense 
of Harris via Proposition 9.1.7 of Meyn and Tweedie (1993). In addi- 
tion, (1) implies that ir is a stationary distribution of the Markov chain 
X, necessarily unique. Part (b) follows as a consequence of the strong 
law of large numbers for Harris chains. 

SKETCH OF PROOF OF PROPOSITION 1. The goal here is to show that 

E,rYF,l, the expected number of comparisons (minus one) per transi- 
tion, is given by (3). The number YF,1 of comparisons (minus one) at 
the first transition is given by YF,j = 1i1=1 1j,i I [Xo,i = minl?1yL X0,j; 

Tij, > X0,j - XoA], and, therefore, the result will follow if one shows 
that 

P, [Xo,i = min Xo,j; Ti, > Xo,j - Xo,j] 

X1 ? ?**+ XL fo Gi(t)Gj(t)dt. 

It is tedious algebra, but otherwise straightforward, to show the above 
equality. 
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