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Abstract

In this paper, we introduce a family of some modified versions of
linear discriminant analysis, called “shrunken centroids regularized dis-
criminant analysis” (SCRDA). These methods generalize the idea of
the nearest shrunken centroids of Prediction Analysis of Microarray
(PAM) into the classical discriminant analysis. These SCRDA meth-
ods are specially designed for classification problems in high dimen-
sion low sample size situations, for example microarray data. Through
both simulation study and real life data, it is shown that these SCRDA
methods perform uniformly well in the multivariate classification prob-
lems, especially outperform the currently popular PAM. Some of them
are also suitable for feature elimination purpose and can be used as
gene selection methods. The open source R codes for these methods
are also available and will be added to the R libraries in the near future.

1 Introduction

Discriminant Analysis (DA) is widely used in classification problems. The
traditional way of doing discriminant analysis is introduced by R. Fisher,
known as the Linear Discriminant Analysis (LDA). For the convenience of
later discussion, we first describe the general setup of this method below so
that throughout this paper we can follow the notations used in there.

Suppose there are G different populations, each assumed to have amulti-
variate normal distribution with common covariance matrix Σ (p × p) and
different mean vectors µg (p × 1), g = 1, · · · , G. Now we have a sample
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of size n: x1, x2, · · · , xn, randomly chosen from these populations and for
the time being, we assume the group label of each observation is known.
To be more explicit, let x1,1, · · · , x1,n1

be observations from population 1,
x2,1, · · · , x2,n2

from population 2, and so on. Thus n = n1 + n2 + · · · + nG.
From our assumption, we have

xg,i ∼ MV N(µg, Σ), 1 ≤ g ≤ G, 1 ≤ i ≤ ng

The idea of LDA is to classify observation xg,i to a group which minimizes
(xg,i − µg)

T Σ−1(xg,i − µg), i.e.,

xg,i ∈ group
(
g̃ = argming′(xg,i − µg′)

T Σ−1(xg,i − µg′)
)

This, under above multivariate normal assumptions, is equivalent to find-
ing the group that maximizes the likelihood of that observation. More of-
ten, people have some prior knowledge as to the proportion of each pop-
ulation. For example, let πg be the proportion of population g such that
π1 + · · ·+ πG = 1. Then instead of maximizing the likelihood, we maximize
the posterior probability that one observation belongs to a particular group.
This, written in formula, is

xg,i ∈ group

(
g̃ = argming′

[
1

2
(xg,i − µg′)

T Σ−1(xg,i − µg′) − log πg′

])

The linearity of this discriminant analysis method comes from the assump-
tion of common covariance matrix, which simplifies above criterion as:

xg,i ∈ group
(
g̃ = argmaxg′dg′(xg,i)

)
(1)

where

dg(x) = xT Σ−1µg −
1

2
µT

g Σ−1µg + log πg

is the so called discriminant function.

In reality, both µg and Σ are never known and therefore, need to be esti-
mated from the sample. Almost always, people take the maximum likelihood
estimates for these parameters:

µ̂g = x̄g =
1

ng

ng∑

i=1

xg,i, Σ̂ =
1

n
(X − X̄)(X − X̄)T

where X is a p × n matrix with columns corresponding to the observations
and X̄ is a matrix of same dimension with each column corresponding to
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the mean vector of the group that column belongs to. Therefore, the dis-
criminant function becomes:

d̂g(x) = xT Σ̂−1x̄g −
1

2
x̄T

g Σ̂−1x̄g + log πg (2)

When the assumption of common covariance matrix is not satisfied, peo-
ple use individual covariance matrices for each group and this lead to the
so called Quadratic Discriminant Analysis (QDA) as the the discriminat-
ing boundaries are quadratic curves. There are also intermediate method
in between LDA and QDA, which is a regularized version of discriminant
analysis (RDA) proposed by Friedman [11]. However, the regularization in
that method is different from the one we will present in this paper. A very
good source about LDA, QDA and RDA methods we just mentioned can be
found in [12]. In this paper, we will only focus on the linear discriminant
analysis part.

This paper is arranged as follows. In Section 2, we will first discuss in
details the regularization in discriminant analysis, its statistical properties
and some computational issues (Section 2.1). Then we will introduce our
SCRDA methods (Section 2.2) and the connections between our methods
and the penalized log likelihood method, elastic nets (Section 2.3) and PAM
(Section 2.4). In Section 3, we compare our SCRDA methods against other
classification approaches through several publicly available real life microar-
ray data sets. We also discuss an important issue on how to choose the
optimal parameter pairs (α,∆) (Section 3.4). Section 4 is devoted to sim-
ulation study, where we generate data under different scenarios to compare
the performance of SCRDAs. In section 5, we talk about briefly about the
feature selection property of SCRDA methods. Section 6 is the discussion.
Complete proofs for some results in this paper can be found in the Appendix
part in the end.

2 SCRDA in Microarray Analysis

2.1 Regularization in Discriminant Analysis

Linear discriminant analysis is straightforward in the cases where the num-
ber of observations is greater than that of the dimensionality of each ob-
servation, i.e., n > p. In addition to being easy to apply, it also has nice
properties, like robust to deviations from model assumptions. However, it
becomes a serious challenge in the microarray analysis, where p >> n is
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the case. There are two major concerns here. First, the sample covariance
matrix estimate is singular and can’t be inverted. Although we may use the
generalized inverse instead, the estimate can be very unstable due to lack of
observations. Actually, as it has been pointed out [2, 3], the performance of
LDA in high dimensional situation is far from optimal. Second, high dimen-
sionality makes direct matrix operation formidable. Therefore we will make
some adaptations of the original LDA to overcome these problems. First, to
resolve the singularity problem, instead of using Σ̂ directly, we use

Σ̃ = αΣ̂ + (1 − α)Ip (3)

for some 0 ≤ α ≤ 1. Some other forms of regularization on Σ̂ can be like:

Σ̃ = λΣ̂ + Ip (4)

or
Σ̃ = Σ̂ + λIp (5)

for some λ ∈ [0,∞]. It is easy to see that if we ignore the prior constant, then
above three forms of regularization are equivalent in terms of discriminant
function. In this paper, the form (3) will be our main focus and has been
actually used in all of our computational results. But we may use all these
three forms interchangeably at our own convenience when discussing some
theoretical results without making much distinction between them.

The formulations above are not something entirely new and actually have
been frequently seen in situations, like the ridge regression [7], where the
correlation between predictors is high. By introducing a slightly biased
covariance estimate, not only do we resolve the singularity problem, but also
we stabilize the sample covariance. Figure 1 and 2 illustrate the variance and
bias of the discriminant function (9) under different situations. As we can
see in all cases, the regularization both stabilizes the variance and reduces
the bias. And as a result, the prediction accuracy is improved. In Figure 1,
the independent covariance structure is used to generate the data. From the
plot we can see that the optimal regularization parameter α does tend to 0.
On the other hand, in Figure 2, an auto-regressive covariance structure is
used and the optimal α now lies somewhere between 0 and 1. Also worth
noting is that the bias is usually much smaller compared to the variance
of discriminant function, especially when the dimension is relatively large
compared to the sample size. Therefore, stabilizing the variance becomes
particularly important for high dimensional data.
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Figure 1: Regularized Discriminant Function I
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The two plots on the left show the variability and bias of the discriminant function (9) as a
function of the regularization parameter α in (3) for different sample sizes and dimensions. The
two plots on the right show the prediction error of the discriminant function for the corresponding
conditions on the left. The data points are generated from p-dim multivariate normal distribution
with independent covariance structure.
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Figure 2: Regularized Discriminant Function II
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Similar to the plots in Figure 1 except that the data are generated from p-dim multivariate normal
distribution with an auto-regressive correlation matrix. The auto-correlation is ρ = 0.6.
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Now we give the following proposition to show an interesting property of
the regularized discriminant function.

Proposition 1 Suppose the regularized discriminant score is defined as be-
low in (9), and further suppose that for simplicity, we adopt the equivalent
regularization form (5):

Σ̃ = Σ̂ + λIp

then for x from class g:

E
(
d̃g(x)

)
= E

(
d̂g(x)

)
+ ∆ + OP (n−1/2) (6)

where ∆ = 1
2µT

g

[
(Σ + λI)−1 − Σ−1

]
µg ≤ 0 and for any x:

Var
(
d̃g(x)|x̄g

)
≤ Var

(
d̂g(x)|x̄g

)
+ OP (n−1/2) (7)

This result says that the regularized discriminant function is asymptotically
downward biased against the original discriminant function and it is also
asymptotically less variable given the observed data.

Another probably more sensible version of regularization is to modify the
sample correlation matrix R̂ = D̂−1/2Σ̂D̂−1/2 in a similar way:

R̃ = αR̂ + (1 − α)Ip (8)

where D̂ is the diagonal matrix taking the diagonal elements of Σ̂. Then we
compute the regularized sample covariance matrix by Σ̃ = D̂1/2R̃D̂1/2. In
this paper, we will consider both cases and compare their performance.

We now introduce the regularized version of the original discriminant func-
tion (2):

d̃g(x) = xT Σ̃−1x̄g −
1

2
x̄T

g Σ̃−1x̄g + log πg (9)

where the Σ̃ can be from either regularizing directly the sample covariance
matrix or from regularizing the sample correlation matrix as discussed above.
As can be seen later, although regularizing the sample correlation matrix is
logically more preferable, it generally doesn’t perform as well as regularizing
directly on the sample covariance matrix for the real life data. For the
simulation data, we have not observed very big difference.
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Our next goal is to facilitate the computation of this new discriminant score.
We addressed previously the issue that direct manipulation is impractical
in microarray settings. But if we deploy the common singular value decom-
position (SVD) trick to compute inversion, we can get around this trouble
smartly. Below we give a sketchy explanation about how this algorithm
works. We will use as example the method of directly regularizing sample
covariance matrix. But the same idea also easily applies to the method of
regularizing the sample correlation matrix.

Let X∗ = X − X̄ (see notations in section 1). By SVD, we write X∗ =
U∗D∗(V ∗)T , where U∗ is p × k, D∗ is k × k and V ∗ is n × k. Here k is the
rank of X∗. Directly computing SVD of X∗ is difficult and time-consuming
if p is very large. However, the trick is we can compute V ∗ first. Since
(X∗)T X∗ = V D2V T is only an n × n matrix, where V is an n × n ortho-
normal matrix whose first k columns are V ∗ and D is a n×n diagonal matrix
whose left corner k × k matrix is D∗. Since SVD for (X∗)T X∗ is quite easy,
we can calculate U∗ from X∗ after we got V ∗ and D∗. A little algebra gives
(see Appendix):

Σ̃−1 = U∗

[(
α

(D∗)2

n
+ (1 − α)Ik

)−1

− 1

1 − α
Ik

]
(U∗)T +

1

1 − α
Ip (10)

This enables a very efficient way of computing of the discriminant function
and reduces the computation complexity from the order of O(p3) to O(pn2).

2.2 Shrunken Centroids RDAs (SCRDAs)

The nearest shrunken centroids (NSC) method has been applied successfully
to microarray data analysis [9]. The idea of this method is as follows: for
most genes, we assume that they do not have differential expression among
groups, i.e., the mean gene expression level of each group is the same across
groups. In reality, we observe differences in the sample averages, most of
which are due to the random fluctuation. NSC removes the noisy informa-
tion from such variation by setting a soft threshold. This is very effective to
eliminate most genes and leaves only those truly significant ones for further
analysis. The methods we propose here — Shrunken Centroids RDAs (SCR-
DAs) combine the ideas of both the nearest shrunken centroids method and
the regularized linear discriminant analysis we described earlier. The basic
idea of SCRDAs has been touched by Tibshirani et al. [9]. Here we will give
an in-depth investigation of their classification performance using both real
life and simulation data.
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In the nearest shrunken centroids method proposed in [9], the group cen-
troids of each gene are shrunken individually. This is based on the assump-
tion that genes are independent of each other. Notice that after shrinking
the centroids of a particular gene g, they computed the following score for
an observation x∗:

dg,k(x
∗
g) =

(x∗
g − x̄′

g,k)
2

2s2
g

=
(x∗

g)
2

2s2
g

−
x∗

gx̄
′
g,k

s2
g

+
(x̄′

g,k)
2

2s2
g

(11)

where x∗
g is the g-th component of x∗, x̄′

g,k is the shrunken centroid of group
k for gene g and sg is the pooled standard deviation of gene g. Then x∗

is classified as to belong to group k if k minimizes the sum of above scores
over all genes (if prior information is available, then a term − log πk should
be included), i.e.,

x∗ ∈ group


k = argmink′

p∑

g=1

dg,k′(x∗
g) − log πk′




If we let D̂ = diag(s2
1, · · · , s2

p), then this is also equivalent to:

x∗ ∈ group
(
k = argmink′(x∗ − x̄′

k′)T D̂−1(x∗ − x̄′
k′) − log πk′

)

This summation is similar to above discriminant function (9) except that
we replace Σ̃ with the diagonal matrix D̂ and x̄ with the shrunken centroid
vector x̄′. Therefore, a direct modification in the regularized discriminant
function (9) to incorporate the idea of shrunken centroids method is to shrink
the centroids in (9) before calculating the discriminant score, i.e.,

x̄′ = sgn(x̄)(|x̄| − ∆)+ (12)

However, in addition to shrinking the centroids directly, there are also two
other possibilities, one is to shrink x̄∗ = Σ̃−1x̄, i.e.,

x̄∗′ = sgn(x̄∗) (|x̄∗| − ∆)+ (13)

and the other is to shrink x̄∗ = Σ̃−1/2x̄, i.e.,

x̄′
∗ = sgn(x̄∗) (|x̄∗| − ∆)+ (14)

Both these two modifications in (13) and (14) as well as shrinking the origi-
nal x̄ in (12) are by our definition called shrunken centroids regularized dis-
criminant analysis (SCRDA), labelled using ‘-1’, ‘-2’ and ‘-3’ for distinction.
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Notice that the first two methods (SCRDA-1 and SCRDA-2) do shrinkage
in a changed input space and their statistical meanings are quite straightfor-
ward. Especially for SCRDA-1, the shrunken centroid vector x̄∗′ also gives
the coefficients for the linear separating boundary plane in (9). This can be
potentially used as a feature elimination procedure and we will discuss this
in later sections. As a lot of genes are correlated with each other, in many
situations, the differences between classes don’t actually occur at individ-
ual gene level of the original input space, but rather at the “gene” level of
some other input space. By incorporating the covariance matrix, we work in
the changed input space and the dependence between genes can be suitably
taken care of. However, such transformations may lead to some difficulty for
direct biological interpretation. In the original shrunken centroids method,
if a gene gets shrunken, it will be interpreted as no biological significance
present. However, we don’t have such an easy interpretation if we see a
“gene” gets shrunken in some different space. Despite of this drawback,
the power of SCRDAs in class prediction is rather obvious as will be shown
later. The remaining of this paper will be mainly focused on the comparison
of the SCRDA methods and some other methods proposed in [10] as well as
PAM, currently the most popular classification method, through both some
publicly available real life data and simulation data.

2.3 SCRDAs, penalized log-likelihood and elastic nets

In this section, we elucidate the connections between SCRDAs (particularly
SCRDA-1), penalized log-likelihood and a newly proposed method, called
“elastic nets” (Hastie et al. 2003).

Let’s first recall the setup in ridge regression. Suppose Y ∼ N(Xβ, σ2In),
then the ridge estimator of β is given by

β̂ridge =
(
XT X + λI

)−1
XT Y (15)

On the other hand, the minus log-likelihood can be written as l(β) =
− log L = ‖Y − Xβ‖2

2 /2, plus some constant term. Therefore, the usual

least square estimate β̂OLS is the solution that minimizes this log-likelihood
function. Now, if we put some penalty on the roughness of the estimator, say
the L2 penalty, then the penalized log-likelihood can be written as follow:

l(β, λ) = ‖Y − Xβ‖2
2 + λ ‖β‖2

2 (16)

with λ being the tuning parameter that controls the roughness of β. It
is then straightforward to show that the ridge estimator above in (15) is
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exactly the solution that minimizes the penalized log-likelihood (16). If
X is properly column-centered,then XT X is exactly the sample covariance
matrix and therefore the kernel of the ridge estimator is exactly our regular-
ized version of sample covariance matrix as in (5). This seems to imply some
connection between the regularized discriminant function (9) and penalized
log-likelihood. Indeed, the following two theorems state the equivalence be-
tween regularized discriminant function (9) and penalized log-likelihood as
well as SCRDA-1 (13) and elastic net. We herein inherit all the assump-
tions we made in Section 1, plus for now, temporarily assume that prior
probabilities are all equal and Σ is known but µg unknown.

Theorem 1 Let the regularized discriminant function be:

d̃g(x) = xT Σ̃−1x̄g −
1

2
x̄T

g Σ̃−1x̄g

where Σ̃ = λΣ + I. Then the regularized centroid µ̂g = Σ̃−1x̄g can obtained
by minimizing the following penalized log-likelihood function:

G∑

g=1

ng∑

i=1

‖xg,i − µg‖2
2,Σ−1 + λ

G∑

g=1

ng ‖µg‖2
2 (17)

Theorem 2 Let the regularized discriminant function be the same as in
Theorem 1 with Σ̃ = αΣ+(1−α)I and assume that Σ = I, then all 3 SCRDA
methods (12), (13), (14) reduce to the same form, i.e., x̄′

g = x̄∗′
g = x̄′

∗,g. and
the shrunken regularized centroids can be obtained as

x̄′
g = x̄∗′

g = x̄′
∗,g =

(
1

1 − α

)
µ̂g

where µ̂g minimizes the following penalized log-likelihood:

G∑

g=1

ng∑

i=1

‖xg,i − µg‖2
2 + λ2

G∑

g=1

ng ‖µg‖2
2 + λ1

G∑

g=1

ng ‖µg‖1 (18)

where λ2 = α/(1 − α) and λ1 = 2∆. This is exactly an elastic net.

The detailed proofs for both theorems are not very hard and can be found
in the Appendix. Note that in Theorem 2, if Σ is unknown or non diagonal,
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then we generally won’t be able to establish such a neat connection between
SCRDAs and elastic nets. But the interesting part is that it provides an
alternative method that does both regularization and shrinkage. Further-
more, unlike in the usual setup of elastic nets for prediction problems, we
don’t have to code some arbitrary variable as the outcome and change the
classification problem into a regression counterpart. Here, we directly work
with the X matrix, which makes a lot more sense.

2.4 Connection between SCRDAs and PAM

As pointed out earlier, there are two major differences between SCRDA
methods and PAM. First is the covariance matrix. In PAM, a diagonal
matrix D̂ is used while in SCRDAs, a regularized covariance Σ̃ is used.
This is the major difference between two approaches. Second, the shrinking
occurs at x̄ in PAM but usually at some transformed x̄ in the SCRDAs.
In all, PAM is more similar to the correlation-matrix-regularized SCRDArs,
particularly SCRDAr-2 when α → 0, as in that case Σ̃ will tend to be the
diagonal matrix D̂. We can actually prove that in this case when some minor
conditions hold, SCRDAr-2 is exactly identical to PAM (see Theorem 5 in
Appendix).

3 Comparison based on real microarray data

As mentioned above, there are three possible shrinking methods to apply in
SCRDAs. The first one is to shrink directly the original centroids (SCRDA-
3). The second one does so for Σ̃−1x̄ (SCRDA-1) and the third one for
Σ̃−1/2x̄ (SCRDA-2). We have written the corresponding programs in R
language specifically for handling these different shrinking methods. They
will be implemented into an add-on package with more functionalities.

In this section, we first compare different SCRDA methods against some
other classification approaches (penalized logistic regression and support
vector machine via univariate ranking and recursive feature elimination)
proposed in [10] as well as PAM using the Tamayo and Golub data sets.
Then, we do an exhaustive study about the performance of SCRDA meth-
ods, PAM and SVM based on 7 different data sets.
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3.1 Tamayo Data

The Tamayo data set [8, 10] is divided into a training subset, which contains
144 samples and a test subset of 54 samples. They consist of totally 14
different kinds of cancers and the number of genes in each array is 16063.
Since there are two tuning parameters in the SCRDA methods: α — the
regularization parameter and ∆ — the shrinkage parameter, we choose the
optimal pairs (α,∆) for α ∈ [0, 1) and ∆ ∈ [0,∞) using cross validation on
the training samples, i.e., we pick those pairs that give the minimal cross-
validation error1. And then we calculate the test error based on the tuning
parameter pairs we chose and compare it with the results in [10]. We also
carry out PAM analysis on this data set using the pamr package in R. These
results are summarized below in Table 1.

From the table, we see clearly that SCRDA-1 and -2 are the winners among
8 different SCRDA methods in terms of classification accuracy. They both
dominate PAM by much and even slightly outperform the last 4 methods in
the table proposed by [10]. The rest SCRDA methods slightly lose to these
4 methods but still beat PAM uniformly. Interestingly, SCRDA-1 and -2
also do a reasonably good job on feature elimination at the same time, mak-
ing them potentially a gene selection method. On average, those SCRDA
methods using regularized correlation matrix (SCRDArs) don’t perform as
well as those using regularized covariance matrix in terms of both classifi-
cation and feature elimination. But overall speaking, considering there are
144 training samples, 54 test samples and totally 14 groups in this setting,
the performance of SCRDAs is pretty impressive.

3.2 Golub Data

The Golub data [5, 10] consists of 38 training samples and 34 test samples
from two cancer classes. The number of genes on each array is 7129. As
there are only two groups to predict, this data set is much easier to analyze
than the Tamayo data. The performance on both classification and feature
elimination is rather impressive for most methods with differences between
them almost negligible. As in the Tamayo case, here SCRDAs also slightly
outperform the SCRDArs. The results are summarized below in Table 2.

1We will talk in more details about the actual way of choosing the optimal pairs later

in this section.
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Table 1: Tamayo Data

Methods
8-fold

Ave. TE
# of

Min. TE1 Min. TE2

CV Error genes left
SCRDA-1 24/144 8/54 1450 8/54 7/54
SCRDA-2 21/144 8/54 1449 8/54 7/54
SCRDA-3 25/144 13/54 1667 13/54 9/54
Hard SCRDA-1 21/144 12/54 1317 12/54 9/54
SCRDAr-1 27/144 15/54 16063 15/54 12/54
SCRDAr-2 30/144 13/54 1770 13/54 11/54
SCRDAr-3 22/144 12/54 6979 12/54 11/54
SCRDAr-3 26/144 12/54 1667 12/54 11/54
Hard SCRDAr-1 28/144 13/54 16063 13/54 12/54
Hard SCRDAr-1 30/144 17/54 3285 17/54 12/54
PAM 54/144 19/54 1596 NA 19/54
SVM UR 19/144 12/54 617 NA 8/54
PLR UR 20/144 10/54 617 NA 7/54
SVM RFE 21/144 11/54 1950 NA 11/54
PLR RFE 20/144 11/54 360 NA 7/54

Comparisons of different classification methods on Tamayo data.

1. SCRDA-* and SCRDAr-* correspond to the different versions of SCRDAs that regularizes
on Σ̂ and R̂ respectively. Hard SCRDA means the hard thresholding instead of the soft
one is used (for difference, see [9]). The last 4 methods are mentioned in [10].

2. Since it is possible for SCRDA methods to have different optimal (α, ∆) pairs that give
the same smallest cross-validation error, “Ave TE” is calculated as the average of the test
errors for these pairs. But for other methods, “Ave TE” simply just means the test error
they got.

3. “# of genes left” actually means the average effective number of “genes” that are left for the
optimal tuning parameter pairs used in the “Ave TE” column. Or this can be understood
as the average non-zero coefficients at those optimal pairs.

4. “Min. TE1” is the minimal test error one can get using the optimal (α, ∆) pairs
“Min. TE2” is the minimal test error one can get over the whole parameter space.

5. If a line in the table is in italic, it means for that method, if we would like to sacrifice a
little the cross validation error, then the number of genes selected can be greatly reduced
than the line right above it.

3.3 Other Real Data Sets

In this section we further investigate the classification performance of dif-
ferent SCRDA methods. Particularly, we are interested in how it compares
to PAM and SVM under various real life situations. For SVM, however,
we didn’t do the feature selection as does [10] using recursive feature elim-
ination or univariate ranking. Instead, we just focus on its classification
performance on these data sets. The first six data sets we use here are all
from cancer research and we call them: brain, colon, leukemia, prostate,
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Table 2: Golub Data

Methods
10-fold

Ave. TE
# of

Min. TE1 Min. TE2

CV Error genes left
SCRDA-1 0/38 1/34 46 1/34 1/34
SCRDA-2 0/38 2/34 33 2/34 1/34
SCRDA-3 0/38 2/34 75 1/34 1/34
Hard SCRDA-1 2/38 3/34 123 3/34 1/34
SCRDAr-1 3/38 6/34 1234 6/34 1/34
SCRDAr-2 1/38 2/34 96 2/34 1/34
SCRDAr-3 1/38 2/34 43 2/34 1/34
Hard SCRDAr-1 1/38 4/34 92 4/34 1/34
PAM 2/38 2/34 149 1/34 1/34
SVM UR 2/38 3/34 22 NA NA
PLR UR 2/38 3/34 17 NA NA
SVM RFE 2/38 5/34 99 NA NA
PLR RFE 2/38 1/34 26 NA NA

SRBCT and lymphoma, following the naming in paper [1], in which they appear
altogether. The detailed information about these six data sets is summa-
rized below in Table 3. We divide each of these data sets into training and
test subsets with ratio 2:1, following the rule in that paper. Notice that
the leukemia data is exactly the same as the Golub data we showed right
above. But as the training to test ratio was rather different there (about
1:1), we still include it here. The last data set we use, called brown, is also a
cancer data set. Similar to the Tamayo data above, it contains large number
of samples (n = 348) and classes (G = 15, 14 cancer types and 1 normal)
although the number of genes on the arrays is relatively small (p = 4718).

Table 3: Six Cancer Microarray Data Sets

Name Source # of Samples n # of Genes p # of Classes G
Brain Pomeroy (2002) 42 5597 5
Colon Alon (1999) 62 2000 2
Leukemia Golub (1999) 72 3571 2
Prostate Singh (2002) 102 6033 2
SRBCT Khan (2002) 63 2308 4
Lymphoma Alizadeh (2000) 62 4026 3

As will be seen in the tables that follow (Table 4 - 9), for the first six rel-
atively “easy” data sets, all of our SCRDA methods highly compete with
PAM and SVM at the same time of doing a reasonable job on feature selec-
tion. The net gain or loss in terms of classification among all the methods
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in these tables is rather slim to the negligible extent. The true advantage
of SCRDAs, however comes in the comparison of the last data set brown

(Table 10), where both the number of samples and the number of classes far
exceed the complexity of previous six ones. As we can see, if we don’t impose
any restriction on the number of genes remained, then all SCRDA methods
uniformly dominate PAM as well as SVM by a very comfortable margin. On
the other hand, if we would like to keep the gene set remained small, then at
the expense of a huge increase in cross-validation error (and correspondingly
the test error), most SCRDAs can still be far better or no worse than PAM
in the case it doesn’t shrink the gene set (except for SCRDAr-1) and they
don’t lose very much to SVM either. The average test error percentage and
ranking of different methods are reported in Table 11.

Table 4: Brain Data (n = 42, p = 5597, G = 5)

Methods
3-fold

Ave. TE
# of

Min. TE1 Min. TE2

CV Error genes left
SCRDA-1 5/28 5/14 183 4/14 2/14
SCRDA-2 5/28 4/14 223 4/14 2/14
SCRDA-3 5/28 5/14 541 4/14 2/14
Hard SCRDA-1 6/28 4/14 106 4/14 2/14
SCRDAr-1 7/28 3/14 794 2/14 0/14
SCRDAr-2 4/28 5/14 601 5/14 2/14
SCRDAr-3 4/28 4/14 286 4/14 2/14
Hard SCRDAr-1 8/28 3/14 385 2/14 0/14
PAM 5/28 4/14 60 4/14 2/14
SVM 5/28 3/14 NA 3/14 3/14

Table 5: Colon Data (n = 62, p = 2000, G = 2)

Methods
10-fold

Ave. TE
# of

Min. TE1 Min. TE2

CV Error genes left
SCRDA-1 3/40 3/22 143 3/22 3/22
SCRDA-2 3/40 5/22 57 5/22 2/22
SCRDA-3 4/40 3/22 59 2/22 2/22
Hard SCRDA-1 3/40 5/22 44 4/22 2/22
SCRDAr-1 3/40 4/22 11 4/22 3/22
SCRDAr-2 3/40 3/22 15 3/22 2/22
SCRDAr-3 4/40 4/22 13 4/22 2/22
Hard SCRDAr-1 3/40 5/22 4 4/22 2/22
PAM 3/40 3/22 19 3/22 3/22
SVM 5/40 6/22 NA 6/22 6/22
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Table 6: Leukemia Data (n = 72, p = 3571, G = 2)

Methods
10-fold

Ave. TE
# of

Min. TE1 Min. TE2

CV Error genes left
SCRDA-1 1/49 2/23 7 2/23 0/23
SCRDA-2 1/49 2/23 8 2/23 0/23
SCRDA-3 1/49 2/23 13 2/23 0/23
Hard SCRDA-1 1/49 2/23 9 2/23 0/23
SCRDAr-1 2/49 1/23 39 1/23 0/23
SCRDAr-2 2/49 2/23 17 1/23 0/23
SCRDAr-3 2/49 2/23 24 2/23 0/23
Hard SCRDAr-1 1/49 2/23 30 2/23 0/23
PAM 2/49 2/23 8 2/23 0/23
SVM 1/49 0/23 NA 0/23 0/23

Table 7: Prostate Data (n = 102, p = 6033, G = 2)

Methods
10-fold

Ave. TE
# of

Min. TE1 Min. TE2

CV Error genes left
SCRDA-1 3/68 2/34 40 2/34 1/34
SCRDA-2 3/68 2/34 23 2/34 1/34
SCRDA-3 7/68 4/34 1365 3/34 1/34
Hard SCRDA-1 2/68 2/34 34 2/34 1/34
SCRDAr-1 4/68 3/34 487 3/34 1/34
SCRDAr-2 5/68 2/34 28 2/34 1/34
SCRDAr-3 6/68 3/34 246 3/34 1/34
Hard SCRDAr-1 5/68 2/34 27 1/34 1/34
PAM 6/68 4/34 4 4/34 4/34
SVM 7/68 3/34 NA 3/34 3/34

Table 8: SRBCT Data (n = 63, p = 2308, G = 4)

Methods
5-fold

Ave. TE
# of

Min. TE1 Min. TE2

CV Error genes left
SCRDA-1 2/42 1/21 38 1/21 0/21
SCRDA-2 2/42 2/21 35 0/21 0/21
SCRDA-3 2/42 0/21 50 0/21 0/21
Hard SCRDA-1 2/42 0/21 44 0/21 0/21
SCRDAr-1 2/42 0/21 458 0/21 0/21
SCRDAr-2 2/42 0/21 85 0/21 0/21
SCRDAr-3 1/42 0/21 83 0/21 0/21
Hard SCRDAr-1 2/42 1/21 386 1/21 0/21
PAM 1/42 0/21 8 0/21 0/21
SVM 1/42 0/21 NA 0/21 0/21
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Table 9: Lymphoma Data (n = 62, p = 4026, G = 3)

Methods
6-fold

Ave. TE
# of

Min. TE1 Min. TE2

CV Error genes left
SCRDA-1 3/41 1/21 76 0/21 0/21
SCRDA-2 3/41 1/21 44 1/21 0/21
SCRDA-3 2/41 2/21 36 2/21 0/21
Hard SCRDA-1 1/41 0/21 34 0/21 0/21
SCRDAr-1 3/41 3/21 88 2/21 0/21
SCRDAr-2 3/41 1/21 13 1/21 0/21
SCRDAr-3 3/41 3/21 30 3/21 0/21
Hard SCRDAr-1 1/41 0/21 60 0/21 0/21
PAM 3/41 1/21 1558 1/21 0/21
SVM 0/41 0/21 NA 0/21 0/21

Table 10: Brown Data (n = 349, p = 4718, G = 15)

Methods
4-fold

Ave. TE
# of

Min. TE1 Min. TE2

CV Error genes left
SCRDA-1 24/262 6/87 4718 5/87 5/87
SCRDA-1 48/262 16/87 2714 14/87 5/87
SCRDA-2 24/262 7/87 4718 5/87 5/87
SCRDA-2 48/262 19/87 2245 17/87 5/87
SCRDA-3 25/262 10/87 4605 10/87 5/87
SCRDA-3 37/262 15/87 2900 15/87 5/87
Hard SCRDA-1 23/262 6/87 4718 5/87 5/87
Hard SCRDA-1 45/262 18/87 2187 18/87 5/87
SCRDAr-1 22/262 5/87 4718 5/87 5/87
SCRDAr-1 48/262 26/87 2137 26/87 5/87
SCRDAr-2 27/262 7/87 4718 7/87 7/87
SCRDAr-2 50/262 11/87 4712 7/87 7/87
SCRDAr-3 21/262 7/87 4714 7/87 5/87
SCRDAr-3 48/262 18/87 2045 17/87 5/87
Hard SCRDAr-1 21/262 6/87 4718 6/87 4/87
Hard SCRDAr-1 48/262 23/87 2423 22/87 4/87
PAM 51/262 17/87 4718 17/87 17/87
PAM 77/262 24/87 1970 24/87 17/87
SVM 25/262 19/87 NA 19/87 19/87

As in Table 1 for Tamayo data set, the line in italic means we sacrifice the error rate to reduce
the number of genes remained as compared to the line that is right above it.

3.4 Choosing the optimal tuning parameters (α, ∆) in SCRDA

Although the idea of choosing the optimal tuning parameter pair (α,∆)
based on cross-validation is easy to understand, in practice, as we may
have perceived from the examples above, actually how to choose the cor-
rect ones can be somewhat confusing, and most of the times is subject to
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Table 11: Average test error rate and average ranking of different methods

Brain Colon
Leuk- Pro-

SRBCT
Lym-

Brown
average

emia state phoma ranking
SCRDA-1 35.7% 13.6% 8.7% 5.9% 4.8% 4.8% 6.9% 5.43
SCRDA-2 28.6% 22.7% 8.7% 5.9% 9.5% 4.8% 8.0% 6.36
SCRDA-3 35.7% 13.6% 8.7% 11.8% 0% 9.5% 11.5% 6.79
Hard SCRDA-1 28.6% 22.7% 8.7% 5.9% 0% 0% 6.9% 4.57
SCRDAr-1 21.4% 18.2% 4.3% 8.8% 0% 14.3% 5.7% 4.42
SCRDAr-2 35.7% 13.6% 8.7% 5.9% 0% 4.8% 8.0% 5.21
SCRDAr-3 28.6% 18.2% 8.7% 8.8% 0% 14.3% 8.0% 6.29
Hard SCRDAr-1 21.4% 22.7% 8.7% 5.9% 4.8% 0% 6.9% 4.71
PAM 28.6% 13.6% 8.7% 11.8% 0% 4.8% 19.5% 6.07
SVM 21.4% 27.3% 0% 8.8% 0% 0% 21.8% 5.14

one’s experience and preference. The main problem is that there are just
too many possibilities that these two tuning parameters can give the same
cross-validation error rate. Yet, the test error rate based on these different
parameter combinations may vary significantly. Therefore, how to choose
the best parameter pairs is an essential issue in evaluating the performance
of SCRDAs. Herein, we suggest several rules for choosing parameters based
on our own experience.

First let’s take a look of how the classification errors and the number of genes
remained are distributed across the varying scopes of the tuning parameters
(α,∆). Figure 3 shows the cross validation error and test error given by
SCRDA-1 for Tamayo data. α is chosen to lie between 0 and 1 while ∆
between 0 and 3. Figure 4 shows the corresponding number of genes still
remained from SCRDA-1 within the same ranges.

The most significant pattern we can observe in Figure 4 is the distinct de-
creasing gradient approximately along the 45 degree diagonal line, i.e., the
number of genes remained decreases as ∆ increases or α decreases, which
seems intuitively right. Actually this pattern has been consistently observed
from all real data and simulation data we have worked on. On the other
hand, however, the distribution of classification errors (CV and test) as in
Figure 3 doesn’t have such a clearly consistent pattern, which may change
drastically from one data set to another. Further, as it is not possible to
establish a unified correspondence between the distribution map of both
classification error and number of genes remained, to achieve improved clas-
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Figure 3: Heat map of error distribution
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The cross validation (left) and test (right) errors of SCRDA-1 for the Tamayo data. In each plot,
the x- and y- axes correspond to ∆ and α respectively. The color bar at the bottom shows the
magnitude of the errors.

sification performance at reasonably reduced subset of genes, we need to
consider two distribution maps at the same time. We hence suggest the
following approach to identify the optimal parameter pairs (α,∆):

1. Let {eα,∆} be the cross validation error for each pair (α,∆). Sort these
errors distinctively from the smallest to the largest e1 < e2 · · · . For
each ei, it is possible to have more than one pair (α,∆) corresponding
to that error;

2. At each step i, for ei, set an allowable upper limit threshold ni on the
number of genes remained;

3. For those pairs (α,∆) giving the cross validation error ≤ ei, look at
the corresponding number of genes remained for these pairs. If the
gene number for some pairs is below the threshold ni, then stop and
pick those pairs (α,∆) as our optimal; otherwise, continue with the
same step.
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Figure 4: Heat map of number of genes distribution
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The same situation as in Figure 3 above. Here we show the heat map of the number of genes that
are left by SCRDA-1.

4. Usually it is recommended to set ni to be the same throughout or in a
decreasing manner so that if a certain pair is eliminated in an earlier
step, it won’t reenter as an option in later steps.

5. Calculate the average cross validation error and test error over these
pairs.

4 Simulation Study

In this part, we investigate the performance of SCRDAs under different
situations through simulated data.

4.1 Two-group independence structure

The first setup is as follows: There are two classes. For each class, we
generate n = 100 independent samples, each has p = 10, 000 independent
variables. For the first class, all 10,000 variables are generated from standard
normal. For the second class, the first 100 variables are from N(1/2, 1) while
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the rest 9,900 are from standard normal. We also generate test samples from
both classes, with 500 from each.

Table 12: Setup I — Two groups with independent structure

Methods
10-fold

Ave. TE
Ave. # of

Min. TE1 Min. TE2

CV Error genes left
SCRDA-1 8/200 30/1000 240 29/1000 29/1000
SCRDA-2 8/200 30/1000 243 29/1000 29/1000
SCRDA-3 10/200 36/1000 153 36/1000 36/1000
Hard SCRDA-1 11/200 35/1000 186 33/1000 24/1000
SCRDAr-1 11/200 33/1000 229 32/1000 29/1000
SCRDAr-2 10/200 22/1000 273 22/1000 22/1000
SCRDAr-3 11/200 39/1000 153 37/1000 37/1000
Hard SCRDAr-1 13/200 27/1000 110 27/1000 27/1000
PAM 10/200 24/1000 209 24/1000 22/1000

In this setup, all SCRDA methods produce somewhat varying results, though
not very much. But PAM seems to be slightly better than all SCRDAs
except SCRDAr-2, which should be the case by the Theorem 5 in the Ap-
pendix. This is not a situation where we see much advantage of SCRDAs
over PAM. There are two reasons. First, the number of classes is only two,
the simplest case in classification problems. As people are aware of, it is
much easier for most classification methods to work well in 2-group classifi-
cation problems and sometimes it is hard to really observe the advantages
of one another. Second, the data is generated from the covariance struc-
ture of identity matrix. This suits exactly the assumption in PAM for it to
work well. As we can see in the next two examples, when the number of
classes increases, especially when data are correlated, SCRDAs start to gain
advantages over PAM.

4.2 Multi-group independence structure

The second simulation setup is slightly more complicated. We generate a
multiple groups (G = 14) classification scenario. Again there are p = 10000
genes and n = 200 training samples. The group label of each sample is
generated with equal probability from 14 group labels. If a sample is from
group g, then the p = 10000 genes jointly has MV N(µg, Ip) distribution,
where µg is a p-vector with l = 20 positions equal to 1/2 and all other
positions equal to 0. The l = 20 positions for group g is randomly chosen
from the p = 10000 positions. Using the same method, we also generate
m = 1000 test samples.
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Table 13: Setup II — Multiple groups with independent structure

Methods
10-fold

Ave. TE
Ave. # of

Min. TE1 Min. TE2

CV Error genes left
SCRDA-1 31/200 154/1000 785 154/1000 150/1000
SCRDA-2 30/200 156/1000 977 156/1000 149/1000
SCRDA-3 32/200 157/1000 670 157/1000 148/1000
Hard SCRDA-1 48/200 259/1000 169 259/1000 191/1000
SCRDAr-1 41/200 207/1000 1398 207/1000 197/1000
SCRDAr-2 33/200 179/1000 744 177/1000 165/1000
SCRDAr-3 30/200 161/1000 670 161/1000 152/1000
Hard SCRDAr-1 67/200 323/1000 140 323/1000 269/1000
PAM 36/200 179/1000 769 179/1000 166/1000

We do see significant differences among SCRDAs this time. The performance
of PAM lies somewhere in between the SCRDAs. SCRDA-1, -2 and -3
have the best performance in terms of classification. Two hard thresholding
methods give the worst results. Due to the independent covariance structure
of the data, PAM still don’t lose too much to SCRDA-1, -2 and -3. But we
are already able to see the advantages of our methods. Also, as we have
observed previously for the real microarray data sets, SCRDArs generally
don’t perform as well as SCRDAs.

4.3 Two-group dependence structure

In this case, we produce a scenario that resembles more similarly to the
real microarray data. The simulation structure is as follows. We again
consider a two-group classification problem as in setup I. We generate 200
training samples and 1000 test samples, with half from each class. There
are p = 10000 genes. We divide the 10000 genes into k = 100 blocks,
each containing 100 genes. We assume that the genes in different blocks
are independent of each other yet genes within the same blocks have some
covariance structure, which we take as the autoregressive structure here.

Σ =




1 ρ · · · ρ98 ρ99

ρ 1
. . .

. . . ρ98

...
. . .

. . .
. . .

...

ρ98 . . .
. . .

. . . ρ
ρ99 ρ98 · · · ρ 1




(19)

For simplicity, we assume that |ρ| = 0.9 to be same in all blocks and for
50 blocks ρ is positive and the other 50 ρ is negative. To generate the
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microarray expression data, we first generate the each gene expression from
standard normal and then multiply the expression matrix by the square
root of above covariance matrix. Then for each sample, the transformed
gene profile has MV N(0, Σ) distribution. We then add 1/2 to only the first
200 genes of samples from the second class.

This simulation setup does have sound basis in real microarray data. It
is a common knowledge that genes are networked in groups. Although it
is true that weak connections between groups may exist, independence be-
tween groups is usually a reasonable assumption. Also, within each group,
genes are either positively or negatively correlated and due to their relative
distance in the regulatory pathway, the further two genes, the less correla-
tion between them. These are exactly the reasons why we built the above
simulation model.

Table 14: Setup III — Two groups with dependent structure

Methods
10-fold

Ave. TE
Ave. # of

Min. TE1 Min. TE2

CV Error genes left
SCRDA-1 25/200 108/1000 282 107/1000 94/1000
SCRDA-2 18/200 89/1000 367 87/1000 86/1000
SCRDA-3 35/200 200/1000 191 199/1000 160/1000
Hard SCRDA-1 21/200 96/1000 167 92/1000 86/1000
SCRDAr-1 25/200 123/1000 283 123/1000 113/1000
SCRDAr-2 21/200 97/1000 284 97/1000 96/1000
SCRDAr-3 38/200 209/1000 191 209/1000 164/1000
Hard SCRDAr-1 25/200 125/1000 116 125/1000 111/1000
PAM 36/200 170/1000 749 170/1000 167/1000

From the result in the table, we clearly see that most SCRDA methods
do outperform PAM. The advantage of some SCRDAs over PAM is quite
significant. Notice this is only a two-group classification problem mimicking
the real microarray data. Both setup 2 and 3 already imply that for multiple
groups correlated data, we should expect the difference more significant.
One of the reasons that PAM doesn’t work too well for such data is it
ignores the dependence among genes. But this is exactly the advantage of
the SCRDA methods as they take the dependence structure into account.

5 Feature Selection by SCRDAs

Remember that the discriminant function (9) is linear in X with coefficients
vector Σ̃−1x̄g. Now if the i-th element of the coefficients vector is 0 for all
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1 ≤ g ≤ G, then it means gene i doesn’t contribute to our classification
purpose and hence can be eliminated. Therefore, SCRDA-1 and SCRDAr-1
potentially can be used for the gene selection purpose. We take SCRDA-
1 as an example. As shown in Table 15, then number of genes that are
truly differentially expressed is 100, 280 and 200 respectively in 3 different
setups. Correspondingly, SCRDA-1 picks out 240, 785 and 282 genes in each
setup. Among these genes, 82, 204 and 138 are truly differentially expressed
respectively. The detection rate is at least 70% in all situations. However,
the false positive is also high, especially when the number of classes is large.
For now, there is not a good way to adjust this high false positive rate.
Therefore, SCRDA-1 can be conservatively used as gene selection method
if one only cares about how much proportion of the differentially expressed
genes this method can capture.

Table 15: Feature Selection by SCRDA-1

Setup I Setup II Setup III

True Positive 82/100 204/280 138/200
Total Positive 240 785 282

6 Discussion

Through extensive comparison using both real microarray data sets and
simulated data sets, we have seen SCRDAs as very promising classification
tools. Especially in the case when data are highly correlated, incorporating
covariance structure improves the overall performance in prediction accu-
racy. This makes them useful in the microarray data setting. Particularly,
SCRDA-1 and -2 have been performing uniformly well, better than PAM
and SVM in almost all situations. As mentioned previously, SCRDArs gen-
erally don’t perform as well as SCRDAs both in terms of prediction accuracy
and feature selection.

Theorem 2 relates SCRDAs to the elastic nets in some special case. This
result is very interesting as it provides a potentially good alternative method
for estimating the shrunken regularized centroids other than the way we do in
this paper. And such new centroids in turn can still be used in discriminant
analysis as we do here in SCRDAs. Solving the solution of the mixed L1-L2
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penalty function (18) is made possible as suggested in the proof as it converts
to the usual LASSO solution. And with the emergence of the new algorithm
LARS [4], efficient numerical solution is also available. The performance of
this approach will be discussed in our subsequent paper.

As mentioned before, choosing the optimal parameter pairs for SCRDAs can
be not as easy as in PAM and in some cases, the process can be somewhat
tedious. The guideline we gave in Section 3.4 works generally well at least
for all the data examples provided in this paper. However, it may require
some extra experience with SCRDA methods to get the best out of them.
Also, although some SCRDAs can provide very impressive accuracy in terms
of classification purpose (for example, SCRDA-1 and -2), the computation
of SCRDAs is not as fast as that of PAM, due to two reasons. First, we have
two parameters (α,∆) to optimize over a 2-dim grid rather than the 1-dim
one in PAM. Second, although the SVD algorithm is very efficient, in prac-
tice, the computation still involves large matrix manipulation while in PAM,
only vector computations are involved. On the other hand, as shown in this
paper, PAM doesn’t always do a worse job than SCRDAs. In some situa-
tions, e.g., when the number of classes is small or the covariance structure
is nearly diagonal, PAM is both accurate in prediction and computationally
efficient. We recommend using SCRDAs only when PAM doesn’t perform
well in class prediction and we particularly recommend SCRDA-1 or -2.

Also, SCRDA-1 and SCRDAr-1 have the property of being interpreted as
the coefficients of the linear discriminant boundary plane and therefore can
be used directly for gene selection propose. As we have seen in Section 5,
the selection process of SCRDA-1 is rather conservative, tending to include
much more genes unnecessary. But overall speaking, it is not generally worse
than PAM. And since it includes most of the genes that are truly differential,
it is a safer way of not excluding the ones we really want.
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A Theorems and Proofs

Proof of Proposition 1:

We first write

Σ̃ = Σ + λI +
1√
n

U

where U is a matrix whose elements are OP (1). Let Σ0 = Σ + λI. Then a
little algebra can give:

d̃g(x) = xT Σ−1
0 x̄g −

1

2
x̄T

g Σ−1
0 x̄g + OP

(
1√
n

)

Similarly,

d̂g(x) = xT Σ−1x̄g −
1

2
x̄T

g Σ−1x̄g + OP

(
1√
n

)

Notice that if x comes from class g, then E(x) = µg and x̄g = µg +OP

(
1√
n

)
.

Therefore it is straightforward to see (6) holds. Now for any x, apply the
same idea to get

Var
(
d̃g(x)|x̄g

)
= x̄T

g Σ−1
0 ΣΣ−1

0 x̄g + OP

(
1√
n

)

and

Var
(
d̂g(x)|x̄g

)
= x̄T

g Σ−1x̄g + OP

(
1√
n

)

Since Σ0 ≥ Σ, hence Var
(
d̃g(x)|x̄g

)
≤ Var

(
d̂g(x)|x̄g

)
+ OP

(
1√
n

)
. ¥

Proof of Theorem 1:

Slight algebra yields that

argmin
G∑

g=1

ng∑

i=1

‖xg,i − µg‖2
2,Σ−1 + λ

G∑

g=1

ng ‖µg‖2
2

= argmin

G∑

g=1

ng

[
‖x̄g − µg‖2

2,Σ−1 + λ ‖µg‖2
2

]

Then it is equivalent to minimizing for each g = 1, · · · , G

mg = ‖x̄g − µg‖2
2,Σ−1 + λ ‖µg‖2

2

The solution is easily obtained as:

µ̂g = (I + λΣ)−1 x̄g ¥
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Proof of Theorem 2:

We prove a slightly more general result. We first need the following lemma:

Lemma 1 Let D be a p×p diagonal matrix, with diagonal elements di > 0,
i = 1, · · · , p. Also, let Y be a p-vector of observations. Then the parameter
vector µ = (µ1, · · · , µp)

T that minimizes

L(Y |µ, D) = ‖Y − µ‖2
2,D−1 + λ ‖µ‖1

has the following form:

µ̂i =

(
|yi| −

λdi

2

)
sgn(yi) ¤

The proof of this lemma is a little tedious but algebraically straightforward,
which involves only quadratic minimization. So we omit the details here.

Now, as in the proof of Theorem 1 above, slight algebra yields that

argmin
G∑

g=1

ng∑

i=1

‖xg,i − µg‖2
2,Σ−1 + λ2

G∑

g=1

ng ‖µg‖2
2 + λ1

G∑

g=1

ng ‖µg‖1

= argmin
G∑

g=1

ng

[
‖x̄g − µg‖2

2,Σ−1 + λ2 ‖µg‖2
2 + λ1 ‖µg‖1

]

Then it is equivalent to minimizing for each g = 1, · · · , G

mg = ‖x̄g − µg‖2
2,Σ−1 + λ2 ‖µg‖2

2 + λ1 ‖µg‖1

Now let

Z =
1√

1 + λ2

(
Σ−1/2
√

λ2Ip

)
, Y =

(
Σ−1/2x̄g

0

)

βg =
√

1 + λ2µg, λ′
1 =

λ1√
1 + λ2

Then we can rewrite mg as:

mg = ‖Y − Zβg‖2
2 + λ′

1 ‖βg‖1 (20)
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The least square solution for ‖Y − Zβg‖2
2 is

β̂OLS,g = (ZT Z)−1ZT Y =
1√

1 + λ2

(
1

1 + λ2
Ip +

λ2

1 + λ2
Σ

)−1

x̄g

=
1√

1 + λ2
Σ̃−1x̄g

=
1√

1 + λ2
x̄∗

g

where α = λ2/(1 + λ2). First of all, when Σ = I, it is obvious that x̄g =
x̄∗

g = x̄∗,g. Second, in this case, by the Lemma, the LASSO solution to (20)
can be explicitly determined as:

β̂g =
(
β̂OLS,g − λ′

1/2
)

sgn(β̂OLS,g)

=
1√

1 + λ2

(
x̄∗

g − λ1/2
)
sgn(x̄∗

g)

Therefore, we obtain

µ̂g =
1√

1 + λ2
β̂g =

1

1 + λ2

(
x̄∗

g − λ1/2
)
sgn(x̄∗

g) (21)

Therefore, we can calculate elastic solution µ̂g and plug in (1 + λ2)µ̂g back
into the discriminant function and they yield the same solution. ¥

Theorem 3 Consider direct regularization on the covariance matrix, the
equation (10) holds.

Proof of Theorem 3:

Following the notations in Sections 1 and 2, the MLE estimate of population
covariance matrix can be written as:

Σ̂ =
1

n
X∗ (X∗)T

If let U∗⊥ denote the orthogonal column matrix of U∗, then

Σ̃ = αΣ̂ + (1 − α)Ip = αU∗ (D∗)2

n
(U∗)T + (1 − α)Ip

= U∗

[
α

(D∗)2

n
+ (1 − α)Ik

]
(U∗)T + (1 − α)

(
U∗⊥

) (
U∗⊥

)T
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Now, it follows immediately that

Σ̃−1 = U∗

[
α

(D∗)2

n
+ (1 − α)Ik

]−1

(U∗)T +
1

1 − α

(
U∗⊥

) (
U∗⊥

)T

= U∗




(
α

(D∗)2

n
+ (1 − α)Ik

)−1

− 1

1 − α
Ik


 (U∗)T +

1

1 − α
Ip

¥

Theorem 4 Consider direct regularization on the correlation matrix, then
the following identity holds:

Σ̃−1 = D̂−1/2

(
U∗

[(
α

(D∗)2

n
+ (1 − α)Ik

)−1

− 1

1 − α
Ik

]
(U∗)T

+
1

1 − α
Ip

)
D̂−1/2

where D̂ is the diagonal element matrix of Σ̂ and U∗, D∗ are the correspond-
ing eigen matrix and eigen values of the sample correlation matrix.

Proof of Theorem 4:

Directly apply Theorem 3 on the sample correlation matrix. ¥

Theorem 5 Assuming that the training samples have equal class sizes and
are overall centered, the SCRDAr-2 is equivalent to PAM in the case where
α = 0 as long as the they adopt the same class priors.

Proof of Theorem 5:

Remember in the SCRDAr-2 method, the regularized covariance matrix is:

Σ̃ = αΣ̂ + (1 − α)D̂

where D̂ is the diagonal elements matrix of Σ̂. And our shrinkage ∆ occurs
at the transformed centroid x̄∗

g,r = Σ̃−1/2x̄g. In the case of α = 0, this

becomes D̂−1/2x̄g. Denote the shrunken version of centroid as

x̄∗,S
g,r = (|Σ̃−1/2x̄g| − ∆) · sgn(Σ̃−1/2x̄g) = (|D̂−1/2x̄g| − ∆) · sgn(D̂−1/2x̄g)
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Here, we abuse the notation of scalar multiplication for point-wise ma-
trix/vector multiplication. On the other hand, in PAM, denote by D̂P

g the
vector of length p whose elements are

d̂P,i
g =

x̄g,i − x̄

cgsi
=

x̄g,i

csi

where si is the square root of the i-th diagonal element of D̂ (or Σ̂), cg =√
1/ng − 1/n the normalizing constant and x̄ the overall centroid. By our

assumptions, cg ≡ c is a constant across classes and x̄ = 0. Suppose we

shrink D̂P
g by ∆′, giving

D̂P,∗
g = (|D̂P

g | − ∆′) · sgn(D̂P
g )

Now the discriminant score used in SCRDAr-2 is

δg(x) = xT Σ̃−1x̄g −
1

2
x̄T

g Σ̃−1x̄g + log πg

=
(
D̂−1/2x

)T (
D̂−1/2x̄g

)
− 1

2

(
D̂−1/2x̄g

)T (
D̂−1/2x̄g

)
+ log πg

Therefore, the shrunken centroid discriminant score is:

δ∗g(x) =
(
D̂−1/2x

)T
x̄∗,S

g,r − 1

2

(
x̄∗,S

g,r

)T
x̄∗,S

g,r + log πg

The discriminant score used in PAM is

δP
g (x) = xT D̂−1

(
cD̂1/2D̂P,∗

g

)
− 1

2

(
cD̂1/2D̂P,∗

g

)T
D̂−1

(
cD̂1/2D̂P,∗

g

)
+ log πg

= c
(
D̂−1/2x

)T
D̂P,∗

g − c2

2

(
D̂P,∗

g

)T
D̂P,∗

g + log πg

Now if we let ∆ = c∆′, then

x̄∗,S
g,r = cD̂P,∗

g

Therefore, two rules δ∗ and δP are equivalent with the shrinkage in SCRDAr-
2 is c times the shrinkage in PAM. ¥
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