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Abstract

We propose a new framework to construct the margin-based classifiers, in which

the binary and multicategory classification problems are solved by the same princi-

ple; namely, margin-based classification via regularized empirical risk minimization.

To build the framework, we propose the margin vector which is the multi-class gen-

eralization of the margin, then we further generalize the concept of admissible loss in

binary classification to the multi-class cases. A multi-class margin-based classifier is

produced by minimizing the empirical margin-vector-based admissible loss with proper

regularization. We characterize a class of convex losses that are admissible for both

binary and multi-class classification problems. To demonstrate the usefulness of the

proposed framework, we present some multicategory kernel machines and several new

multi-class boosting algorithms.
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1 Introduction

An important advance in machine learning is the invention of margin-based classifiers, among

which the support vector machine (SVM) (Vapnik 1996, Schölkopf & Smola 2002) and boost-

ing (Freund & Schapire 1997) are the most popular techniques. The SVM and boosting have

demonstrated their excellent performances in the binary classification problem. In this arti-

cle we are interested in multi-class classification problems. However, it is nontrivial to extend

the binary margin-based algorithms to multi-class cases, because the current formulation of

the margin-based classifier is specifically designed for the binary classification problem. In

the machine learning community, a widely used strategy for solving the multi-class classi-

fication problem is to employ the one-versus-all method (Allwein et al. 2000) such that a

m-class problem is reduced to m binary classification problems. A successful example is Ad-

aBoost.MH (Schapire & Singer 1999) which solves a m-class problem by applying the binary

AdaBoost (Freund & Schapire 1997) to m binary classification problems. While working

fine with AdaBoost, the one-versus-all approach could perform poorly with the SVM if there

is no dominating class, as shown by Lee et al. (2004). There are also various algorithmic

implementations of multi-category SVMs, c.f., Vapnik (1998), Weston & Watkins (1999),

Bredensteiner & Bennett (1999), Crammer & Singer (2000) and Crammer & Singer (2001).

The readers are referred to Rifkin & Klautau (2004) for a survey on multi-category kernel

machines.

It is desirable to have a multi-class margin-based algorithm that treats all classes si-

multaneously. Several successful proposals have been reported in the literature. Lee et al.

(2004) propose a multicategory SVM which is shown to directly estimate the Bayes classi-

fier in the multi-class classification problem without estimating the conditional probabilities.

This is exactly how the SVM works in the binary classification problem, as shown by Lin

(2002). Thus they unify the binary and multi-category SVM into a single framework. An-

other margin-based classifier, the binary psi-machine (Shen et al. 2003), estimates the Bayes

rule in a way very similar to the binary SVM. Liu & Shen (2005) propose a multicategory

psi-machine which also treats all classes simultaneously. Thus the same psi-learning principle

is used to solve both binary and multicategory problems.

In this paper we propose a new framework to formulate the large margin classifier, in

which binary and multi-class classification problems are solved by the same principle; namely,
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regularized empirical risk minimization. Our approach is motivated by the discovery that

both the SVM and AdaBoost can be considered as regularized empirical loss minimizers

(Friedman et al. 2000, Hastie et al. 2001, Lin 2002, Zhang 2004). In our framework we first

generalize the margin for binary classification to the margin vector. Then we further gener-

alize the definition of admissible loss (Steinwart 2002) in binary classification to the multi-

class cases. A multi-class margin-based classifier is produced by minimizing the empirical

margin-vector-based loss with proper regularization. We show that the proposed multi-class

margin-based classifiers are natural multi-class generalizations of the binary margin-based

classifiers in the following senses:

• The binary margin-based classification boundary is directly determined by the margin.

Similarly, the multi-class margin classifier uses the margin vector to discriminate each

class.

• Both the binary and multi-class margin-based classifiers minimize the empirical risk

defined by the same admissible loss.

• The binary and multi-class margin-based classifiers are both regularized empirical risk

minimizers in which the same regularization methods are used.

In Section 2 we briefly review the empirical risk minimization principle in binary classi-

fication. Section 3 contains the technical details of our new proposal. In Section 4 we show

that the widely used losses in binary margin-based classification are capable of producing the

multi-class margin-based classifiers. Section 5 discusses some multicategory kernel machines

including the multicategory SVM. In Section 6 we introduce several new multi-class boosting

algorithms. Technical proofs are relegated to the Appendix.

2 Motivation

In standard classification problems we want to predict the label using a set of features.

y ∈ C is the label where C is a discrete set of size m, and x denotes the feature vector. A

classification rule δ is a mapping from x to C such that a label δ(x) is assigned to the data

point x. Under the 0-1 loss, the misclassification error of δ is R(δ) = P (y 6= δ(x)). The
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smallest classification error is achieved by the Bayes rule

arg max
ci∈C

p(y = ci|x).

The conditional class probabilities p(y = ci|x) are unknown, so is the Bayes rule. One

must construct a classifier δ based on n training samples (yi,xi), i = 1, 2, . . . , n, which are

independent identically distributed (i.i.d.) samples from the underlying joint distribution

p(y,x). Obviously it is desirable to have a classifier that best mimics the Bayes rule in

predicting the labels of future data.

In the binary classification problem, C is conveniently coded as {1,−1}, which is im-

portant for the binary margin-based classifiers. The SVM and AdaBoost have been very

successful for binary classification. In this section we first briefly review the SVM and Ad-

aBoost, then view them as regularized empirical risk minimizers. By doing so, we extract

some key ingredients of the binary margin-based classifiers, which can be used to build the

multi-class margin-based classifiers.

2.1 The Support Vector Machine

The linear SVM directly aims at finding the hyperplane creating the biggest margin between

the training points for class 1 and -1 (Vapnik 1996); and we assign the label sign(f(x)) to a

data point with features x. Let the hyperplane be f(x) = xTβ+β0, the linear SVM problem

is

max
β,β0,‖β‖=1

C subject to yi(x
T
i β + β0) ≥ C, i = 1, 2, . . . , n.

It can be shown that the linear SVM has an equivalent Loss + Penalty formulation (Wahba

et al. 2000, Hastie et al. 2001)

(β̂, β̂0) = arg min
β,β0

1

n

n
∑

i=1

(

1− yi(x
T
i β + β0)

)

+
+ λn‖β‖2,

where φ(t) = (1− t)+ is called the hinge loss. The above formulation enables one to extend

the linear SVM to its kernel representation. Suppose HK is a reproducing kernel Hilbert

space with a positive definite kernel K (Wahba 1990), we consider

f̂ (n) = arg min
f

1

n

n
∑

i=1

(1− yif(xi))+ + λn‖f‖2HK
.

4



The above formulation of the SVM can be used to derive a variety of kernel machines, if the

hinge loss is replaced with other suitable loss functions. For example, the binomial deviance

has been used to derive the kernel logistic regression classifier (Wahba et al. 1995).

2.2 Boosting

Boosting was originally proposed as a method of ”weighted majority vote” for binary classifi-

cation (Schapire 1990, Freund 1995, Freund & Schapire 1997). A sequence of weak classifiers

are combined to produce a powerful classifier. Here are the outlines of the celebrated Ad-

aBoost.M1 algorithm (Freund & Schapire 1997).

Algorithm 2.1 AdaBoost.M1

1. Start with uniform weights wi = 1/n, i = 1, 2, . . . , n.

2. For k = 1 to M :

(a) Fit a classifier Tk(x) to the training data using weights wi.

(b) Compute errk =
∑n

i=1wiI(yi 6= Tk(xi))/
∑n

i=1wi.

(c) Compute αk = log ((1− errk)/errk).

(d) Update weights wi ← wi · exp (αk · I(yi 6= Tk(xi))) , i = 1, 2, . . . , n.

(e) Re-normalize wi.

3. Output T (x) = sign
[

∑M
k=1 αkTk(x)

]

.

Much theoretical work on boosting has been based on the so-called margin analysis, for

example, see Schapire et al. (1998) and Koltchinskii & Panchenko (2002). A statistical expla-

nation by Friedman et al. (2000) showed that AdaBoost minimizes the novel exponential loss

by fitting a forward stage-wise additive model; and the exponential loss and the traditional

logistic regression loss share the same population minimizer. This new view is also adopted

by Schapire (2002), Mason et al. (1999), Bühlmann & Yu (2003). Based on this statistical

explanation, the multi-class LogitBoost algorithm (Friedman et al. 2000) and boosting algo-

rithms for regression (Friedman 2001) are derived, and they are nontrivial generalizations of

the original boosting algorithm.
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2.3 Regularized Empirical Risk Minimization

The empirical risk minimization approach unifies AdaBoost and the SVM. Generally speak-

ing, consider a margin-based loss function φ(y, f) = φ(yf) where the quantity yf is called

the margin. We define the empirical φ risk as EMRn(φ, f) = 1
n

∑n
i=1 φ(yif(xi)). Then a

binary margin-based φ classifier is obtained by solving (Zhang 2004)

f̂ (n) = arg min
f∈Fn

EMRn(φ, f) (1)

where Fn denotes a regularized functional space. The margin-based classifier is sign(f̂ (n)(x)).

The formulation (1) puts the binary margin-based classifiers in a unifying statistical

framework. For the SVM, φ is the hinge loss and Fn is the collection of penalized kernel

estimators. AdaBoost amounts to using the exponential loss φ(y, f) = exp(−yf) in (1) and

Fn is the space of decision trees. Friedman et al. (2000) justified AdaBoost by showing that

the population minimizer of the exponential loss is one-half the log-odds. Thus AdaBoost not

only approximates the Bayes rule but also estimates the probabilities. Similarly in the SVM

case, Lin (2002) proved that the population minimizer of the hinge loss is exactly the Bayes

rule. If the reproducing kernel Hilbert space is rich enough, the SVM solution approaches

the Bayes rule directly, as the sample size n goes to∞ with a properly chosen λn. Steinwart

(2002) obtained the similar results. He showed that for any admissible loss function, the

formulation (1) with an appropriate λn produces a Bayes consistent kernel machine. Zhang

(2004) studied the role of convex loss function in the binary margin-based classifiers. Bartlett

et al. (2003) and Lin (2004) further discussed a class of admissible losses, where the admissible

condition was called ”classification-calibrated” and ”Fisher consistency”, respectively. All

the above theoretical work shows that with proper regularization, an admissible loss is all

one need to produce a Bayes consistent margin-based classifier.

2.4 Margin as Proxy of Conditional Class Probability

We consider the margin to be an effective proxy for the conditional class probability, if

the decision boundary implied by the “optimal” margin is identical (or close) to the Bayes

decision boundary.

To better illustrate this interpretation of the margin, we consider the definition of ad-

missible loss (Steinwart 2002, Bartlett et al. 2003, Lin 2004). A loss function φ is said to be
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admissible if

f̂(x) = arg min
f(x)

[φ(f(x))p(y = 1|x) + φ(−f(x))p(y = −1|x)]

has a unique solution f̂(x) and

sign(f̂(x)) = sign(p(y = 1|x)− 1/2).

Note that sign(p(y = 1|x)− 1/2) is the Bayes rule for binary classification. We can also

write

sign(p(y = 1|x)− 1/2) = sign(p(y = 1|x)− p(y = −1|x)),

sign(f̂(x)) = sign(f̂(x)− (−f̂(x))).

The binary margin is defined as yf . Since yf = f or −f , an equivalent formulation is to

assign margin f to class 1 and margin −f to class −1. We regard f as proxy of p(y = 1|x)

and −f as proxy of p(y = −1|x), for the purpose of comparison. Then the admissible loss is

an effective device to produce the margins that are legitimate proxy of the conditional class

probabilities in the sense that the class with the largest conditional probability always has

the largest margin.

In Section 3.1 we show that the proxy interpretation of the margin offers a graceful multi-

class generalization of the margin. The multi-class margin is conceptually identical to the

binary margin.

3 Our Proposal

In this section we discuss the details of our proposal for designing multi-class margin-based

classifiers. We consider a m-class classification problem, and without loss of generality we

let C = {1, 2, . . . , m}.

3.1 The New Framework

Following the proxy interpretation of the margin, we assign a margin to each class as the

proxy of the conditional class probability.
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Definition 1. A m-vector f is said to be a margin vector if

m
∑

j=1

fj = 0. (2)

Definition 2. Suppose φ(·) is a loss function and f(x) is a margin vector for all x. Let pj =

p(y = j|x), j = 1, 2, . . . , m be the conditional class probabilities and denote p = (· · · pj · · · ).
Then we define the expected φ risk at x

φ(p, f(x)) =

m
∑

j=1

φ(fj(x))p(y = j|x). (3)

Given n i.i.d. samples, the empirical margin-vector based φ risk is given by

EMRn (φ) =
1

n

n
∑

i=1

φ(fyi
(xi)). (4)

Remark 1. The margin vector satisfies the sum-to-zero constraint to ensure the existence

and uniqueness of the solution to (4). In the binary case the sum-to-zero constraint is

equivalent to the {1,−1} coding of y.

Remark 2. We do not need any special coding for y in our approach. y only indicates

the class label, nothing more or less. The data point (yi,xi) belongs to class yi, hence its

margin is fyi
(xi) and its margin-based risk is φ(fyi

(xi)). Thus the empirical risk is defined

as that in (4). If we only know x, then y can be any class j with probability p(y = j|x). It

makes sense to consider the expected risk defined in (3).

Definition 3. A loss function φ(·) is said to be admissible for m-class classification if ∀ x

in a set of full measure, the following optimization problem

f̂(x) = arg min
f(x)

φ(p, f(x)) subject to
m
∑

j=1

fj(x) = 0 (5)

has a unique solution f̂ , and

arg max
j
f̂j(x) = arg max

j
p(y = j|x). (6)

Remark 3. The above admissible loss condition is a direct generalization of the admissible

loss condition in binary classification. It serves the same purpose: to produce a margin

vector that is a legitimate proxy of the conditional class probabilities such that comparing

the margins leads to the multi-class Bayes rule.
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Definition 4. A loss function φ is said to be universally admissible if φ is admissible for

m-class classification ∀m ≥ 2.

There are many nice admissible loss functions for binary classification. Since we try to

establish a unifying framework for all margin-based classifiers, it would be interesting to

check if the admissible losses for binary classification are also admissible for any multi-class

problems. If so, then we spend no time in searching or designing an admissible loss for a

given m-class problem. Fortunately, Section 4 shows that most of popular admissible loss

functions for binary classification are universally admissible.

3.2 An Illustrative Example

Consider the exponential function φ(t) = exp(−t), the expected exponential risk is

φ(p, f(x)) =

m
∑

j=1

exp(−fj(x))p(y = j|x). (7)

The minimizer of (7) in the space of margin vectors is

f̂k = log(pk)−
1

m

m
∑

j=1

log(pj). (8)

The derivation of (8) is given in Section 4.3.1. Thus φ(t) = exp(−t) is universally admissible

for all classification problems. Interestingly, the solution coincides with the multinomial

regression model (Hastie et al. 2001, Friedman 2001). In Section 6 we use the exponential

loss to derive new multi-class boosting algorithms.

3.3 The Empirical Risk Minimization Recipe

We are ready to describe a generic recipe for constructing a multi-class margin-based clas-

sifier. Suppose φ is an admissible loss function for m-class classification. Then we derive a

multi-class margin-based classifier by minimizing the empirical φ risk

f̂ (n) = arg min
f∈Fn

1

n

n
∑

i=1

φ(fyi
) subject to

m
∑

j=1

f = 0 j = 1, . . . , m, (9)

where Fn abstractly denotes a regularization functional space. The classification rule is to

assign label arg maxj f̂
(n)
j (x) to a data point with features x.
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When m = 2 the above formulation is identical to the formulation (1) in which the coding

y = ±1 is used to include the sum-to-zero constraint in the empirical risk. The justification

for (9) is clear. We follow the same kind of arguments for the multi-category SVM in Lee et

al. (2004). Note that

1

n

n
∑

i=1

φ(fyi
)→ Ey,x[φ(fy(x))] = E

x
[φ(p, f(x))].

To identify the asymptotic target function of f̂ (n)(x), we find the minimizer of its limit

functional. It is easy to see that f̂(x) given in (5) is the unique minimizer of E
x
[φ(p, f(x))]

under the sum-to-zero constraint. Hence we expect f̂ (n)(x)→ f̂(x), while the admissibility of

φ(·) guarantees that the target function f̂(x) performs the Bayes rule. Thus the classification

rule arg maxj f̂j(x) directly approximates the Bayes rule.

3.4 Negative Multinomial Log-likelihood

Our framework unifies the binary and multicategory margin-based classifiers. There is an-

other unifying approach for solving classification problems: the maximum likelihood princi-

ple. The likelihood approach begins with modeling the conditional probability as follows

p(y = k|x) =
efk(x)

∑m
j=1 e

fj(x)
, (10)

where
∑m

j=1 fj(x) = 0 is often used to ensure a unique one-one mapping from p(y|x) to f .

The empirical multinomial deviance loss is given by

1

n

n
∑

i=1

(

−
m
∑

k=1

I(yi = k) log p(y = k|xi)

)

. (11)

Maximum likelihood principles says that an optimal estimate for p(y|x) should minimize the

multinomial deviance. This argument has been used to derive MART and kernel multinomial

regression (Friedman et al. 2000, Friedman 2001, Hastie et al. 2001).

In binary classification, the likelihood approach is equivalent to using the logit loss

(Friedman et al. 2000). Thus one can view the binary negative log-likelihood as a sep-

cial binary margin-based loss. However, for general multi-class problems we have not yet

found a φ such that the multinomial deviance can be expressed as the empirical φ risk in

(4). In fact we conjecture that no such φ exists.
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Although it seems a little unfortunate that our approach could not mathematically in-

clude the maximum likelihood principle as a special case, it is worth noting that these two

approaches do differ conceptually. Our approach directly focuses on the margin vector not

the conditional probabilities, while the maximum likelihood principle attempts to first dis-

cover the conditional probabilities then do classification.

4 A Theory of Admissible Convex Losses

In this section we show that there are a number of admissible loss functions for multi-class

classification. We are particularly interested in a convex admissible loss function, because

the convexity eases the computational burden and there are also good theoretical reasons

for making use of the convexity (Zhang 2004, Bartlett et al. 2003). All loss functions are

assumed to be bounded below, or equivalently, non-negative valued.

Without loss of generality suppose that with probability one the following conditions

hold

• arg maxci∈C p(y = ci|x) is unique.

• arg minci∈C p(y = ci|x) is unique.

• p(y = ci|x) > 0 for all i = 1, . . . , m.

Only pathological examples can violate this assumption.

4.1 Smooth Losses

We first consider differential loss functions. We have the following sufficient condition for a

differentiable convex function to be universally admissible.

Theorem 1. Let φ(t) be a twice differentiable loss function. If φ′(0) < 0 and φ′′(t) > 0 ∀t,
then φ is universally admissible.

Theorem 1 immediately concludes that three most popular smooth loss functions; namely,

exponential loss, logistic regression loss (also called logit loss hereafter) and least squares

loss, are universally admissible for multi-class classification (See the details in Section 4.3).
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Figure 1 displays these loss functions. Moreover, we show that once the margin vector is

obtained, one can easily construct estimates for the conditional class probabilities.

−2 −1 0 1 2 3

0
2

4
6

8

exponential loss
logit loss
squared error loss

φ
(t

)

t

Figure 1: Three universal admissible losses: (1) exponential loss φ(t) = exp(−t); (2) logit loss

φ(t) = log(1 + e−t); and (3) squared error loss φ(t) = (1 − t)2. Note that they all have negative

derivatives at t = 0, and they are strictly convex.

Corollary 1. Assume the conditions in Theorem 1. Let f̂ be the solution of (5). We have

p(y = j|x) =
1/φ′

(

f̂j(x)
)

∑m

k=1 1/φ′
(

f̂k(x)
) . (12)

The applications of Corollary 1 are shown in Section 4.3. For example, consider the

exponential loss φ(t) = e−t again. φ′(t) = −e−t. Then (12) says

pj =
ef̂j

∑m

k=1 e
f̂k

. (13)

The conditions in Theorem 1 can be further relaxed without weakening the conclusion.

Suppose φ satisfies the conditions in Theorem 1, we can consider the linearized version of φ.

Define the set A as given in the proof of Theorem 1 (see Section 7) and let t1 = inf A. If A
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is empty, we let t1 =∞. Choosing a t2 < 0, then we define a new convex loss as follows

ζ(t) =















φ′(t2)(t− t2) + φ(t2) if t ≤ t2

φ(t) if t2 < t < t1

φ(t1) if t1 ≤ t

As a modified version of φ, ζ is a decreasing convex function and approaches infinity linearly.

We show that ζ is also universally admissible.

Theorem 2. ζ(t) is universally admissible and (12) holds for ζ.

−3 −2 −1 0 1 2 3 4

0
5

10
15

squared hinge loss
squared error loss

φ
(t

)

t
−3 −2 −1 0 1 2 3 4

0
5

10
15

modified Huber loss
squared error loss

φ
(t

)

t

Figure 2: Examples of linearization. The dotted lines show the squared error loss. The squared

hinge loss (the left panel) is a linearized squared error loss when using t1 = 1 and t2 = −∞.

The modified Huber loss (the right panel) is another linearized squared error loss with t1 = 1 and

t2 = −1.

Theorem 2 covers the squared hinge loss and the modified Huber loss, as shown in

Figure 2. Thus Theorems 1 and 2 conclude that the popular smooth loss functions used

in binary classification are universally admissible for multi-class classification. More details

are given in Section 4.3.
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4.2 The Hinge Loss

The hinge loss underlying the SVM is not covered by Theorems 1 and 2, for it is singular at

t = 1. In binary classification, the hinge loss is special in that it implements the Bayes rule

without estimating the conditional class probability (Lin 2002). The next theorem concerns

the minimizer of (5) using the hinge loss.

Theorem 3. Let φ(t) = (1 − t)+ be the hinge loss. Without loss of generality, assuming

p1 > p2 ≥ . . . ≥ pm−1 > pm. Then the the solution to (5) is f̂1(x) = · · · = f̂(m−1)(x) = 1 and

f̂m(x) = −(m− 1).

Theorem 3 shows that if used in the generic way, the hinge loss discriminates the class with

the smallest conditional class probability. In binary classification problems, discriminating

the class with the smallest conditional probability is equivalent to discriminating the class

with the largest conditional class probability. In the multi-class cases, Theorem 3 says

the hinge loss must be treated differently in order to produce a Bayes consistent classifier.

However, we should point out that this is just a technical problem rather than a fundamental

flaw of either the hinge loss or our framework. In fact, Theorem 3 suggests a simple way

to modify the formulation in (5) such that the hinge loss is included in our framework, as

stated in the next Theorem.

Theorem 4. Let w(·) be a decreasing function and we consider minimizing a new object

function defined as follows

f̂ = arg min
f

m
∑

j=1

w(pj)(1− fj)+ s.t.
m
∑

j=1

fj = 0.

Assuming p1 > p2 ≥ . . . ≥ pm−1 > pm, then f̂2(x) = · · · = f̂(m)(x) = 1 and f̂1(x) = −(m−1).

Therefore arg maxj(−f̂j(x)) is exactly the Bayes rule.

In Theorem 4 we consider −fj as pj for comparison. fj is still the proxy of pj. To

construct the empirical risk, a nice choice for w(·) is w(t) = d − t. Then the corresponding

empirical hinge loss (EHLn) is

EHLn(f) ≡ d

n

n
∑

i=1

m
∑

j=1

(1− fj(xi))+ −
1

n

n
∑

i=1

(1− fyi
(xi))+. (14)
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We let d ≥ 1 to ensure the convexity of the empirical risk.

The justification for (14) comes from the observation: when n → ∞, (14) converges to

Ey,x[
∑m

j=1 d(1− fj(xi))+]− Ey,x[(1− fy(x))+], and

Ey|x

[

m
∑

j=1

d(1− fj(xi))+

]

− Ey|x [(1− fy(xi))+] =
m
∑

j=1

(d− pj)(1− fj)+.

Thus EHLn converges to E
x
[
∑m

j=1(d − pj)(1 − fj)+]. Since f̂2(x) = · · · = f̂(m)(x) = 1 and

f̂1(x) = −(m − 1) is the unique minimizer of
∑m

j=1(d − pj)(1− fj)+ under the sum-to-zero

constraint, it follows that it is the unique minimizer of E
x
[
∑m

j=1(d− pj)(1− fj)+] under the

sum-to-zero constraint. Therefore the (regularized) minimizer of the empirical hinge loss is

capable of approximating the Bayes rule.

4.3 Analysis of Some Universally Admissible Losses

There are several popular smooth loss functions used in binary classification. In this section

we closely exam the universal admissibility of these smooth loss functions. We then can derive

the multi-class counterparts of the familiar binary margin-based classifiers by minimizing the

same loss function.

4.3.1 Exponential Loss

We consider the case φ1(t) = e−t. φ′
1(t) = −e−t and φ′′

1(t) = e−t. By Theorem 1, we know

that the exponential loss is universally admissible. In addition, Corollary 1 says

pj =
ef̂j

∑m

k=1 e
f̂k

.

To express f̂ by p, we write

f̂j = log(pj) + log(

m
∑

k=1

ef̂k).

Since
∑m

j=1 f̂j = 0, we conclude that

0 =

m
∑

j=1

log(pj) +m log(

m
∑

k=1

ef̂k).
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Or equivalently,

f̂j = log(pj)−
1

m

m
∑

k=1

log(pk).

Thus the exponential loss derives exactly the same estimates by the multinomial deviance

function but without using the likelihood approach.

4.3.2 Logit Loss

The logit loss function is φ2(t) = log(1 + e−t), which is essentially the negative binomial

deviance. We compute φ′
2(t) = −1

1+et and φ′′
2(t) = et

(1+et)2
. Then Theorem 1 says that the logit

loss is universally admissible. By Corollary 1, we also obtain

pj =
1 + ef̂j

∑m
k=1(1 + ef̂k)

.

To better appreciate Corollary 1, let us try to express the margin vector in terms of the

class probabilities. Let λ∗ =
∑m

k=1(1 + ef̂k). Then we have

f̂j = log(−1 + pjλ
∗).

Note that
∑p

j f̂j = 0, thus λ∗ is the root of equation

m
∑

j=1

log(−1 + pjλ) = 0.

When m = 2, it is not hard to check that λ∗ = p1p2. Hence f̂1 = log
(

p1

p2

)

and f̂2 = log
(

p2

p1

)

,

which are the familiar results for binary classification. When m > 2, f̂ depends on p in a

much more complex way. But p is always easily computed from the margin vector f̂ .

The logit loss is quite unique, for it is essentially the negative (conditional) log-likelihood

in the binary classification problem. In the multi-class problem, from the likelihood point

of view, the multinomial likelihood should be used, not the logit loss. Friedman et al.

(2000) proposed a multi-class boosting algorithm by minimizing the negative multinomial

log-likelihood. We look at the logit loss from empirical risk minimization point of view.

The logit loss is good for the binary classification problem, because it is admissible. And

since it is universally admissible, the logit loss should also be appropriate for the multi-class

classification problem. In Section 6.2.2 we design a new multi-class boosting algorithm by

minimizing the logit loss.
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4.3.3 Least Squares Loss

The least squares loss is φ3(t) = (1 − t)2. We compute φ′
3(t) = 2(t − 1) and φ′′

3(t) = 2.

φ′(0) = −2, hence by Theorem 1, the least squares loss is universally admissible. Moreover,

Corollary 1 shows that

pj =
1/(1− f̂j)

∑m
k=1 1/(1− f̂k)

.

We observe that f̂j = 1 − (pjλ∗)
−1 where λ∗ =

∑m
k=1 1/(1 − f̂k).

∑p
j=1 f̂j = 0 implies

that λ∗ is the root of equation
∑m

j=1(1− (λpj)
−1) = 0. We solve λ∗ = 1

m
(
∑m

j=1 1/pj). Thus

f̂j = 1− 1

pj

·
(

1

m

m
∑

k=1

1/pk

)−1

.

When m = 2, we have the familiar result: f̂1 = 2p1−1, by simply using 1/p1+1/p2 = 1/p1p2.

More generally, the above formula says that with the least squares loss, the margin vector is

directly linked to the inverse of the conditional class probability.

4.3.4 Squared Hinge Loss and Modified Huber Loss

We consider φ4(t) = (1 − t)2
+ where ′′+′′ means the positive part. φ4 is called the squared

hinge loss. It can be seen as a linearized version of least squares loss with t1 = 1 and

t2 = −∞. By Theorem 2, the squared hinge loss is universally admissible. Furthermore, it

is interesting to note that the squared hinge loss shares the same population minimizer with

least squares loss.

Modified Huber loss is another linearized version of least squares loss with t1 = 1 and

t2 = −1, which is expressed as follows

φ5(t) =















−4t if t ≤ −1

(t− 1)2 if − 1 < t < 1

0 if 1 ≤ t

By Theorem 2, we know modified Huber loss is universally admissible. The first derivative

of φ5 is

φ′
5(t) =















−4 if t ≤ −1

2(t− 1) if − 1 < t < 1

0 if 1 ≤ t

which is used to convert the margin vector to the conditional class probability.
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5 The Multicategory SVM Revisited

We construct some generic multicategory kernel machines. Let HK be a reproducing kernel

Hilbert space (Wahba 1990). Without loss of generality we consider a strictly positive kernel

K. Consider Fn = 1⊕HK and fj = βj + gj(x) for j = 1, 2, . . . , m.

Suppose φ is one of the smooth losses functions in the previous section. The empirical

φ risk is EMRn (φ, f) given in definition 2. Then we can construct a multicategory φ kernel

machine by solving the following optimization criterion

arg min

(

EMRn (φ, β + g) + λ
m
∑

j=1

‖gj‖2HK

)

, (15)

subject to

m
∑

j=1

(βj + gj(x)) = 0 ∀x.

The classification rule is arg maxj

(

β̂j + ĝj(x)
)

.

If the hinge loss is used, then we obtain the multicategory SVM by minimizing the

empirical hinge loss

arg min

(

EHLn + λ
m
∑

j=1

‖gj‖2HK

)

, (16)

subject to

m
∑

j=1

(βj + gj(x)) = 0 ∀x.

The classification rule is arg maxj

(

−(β̂j + ĝj(x))
)

. Note the unusual minus sign.

Although (15) and (16) are optimization problems in an infinite dimensional space, their

solutions are finite dimensional and have the usual kernel representation. This is the typical

advantage of the kernel machine.

Lemma 1. The solution to (15) or (16) is of the form

β̂j +

n
∑

i=1

K(x,xi)α̂i,j , j = 1, . . . , m

where α̂ is a n × m matrix and β̂ is a n-vector. β̂ and α̂ must satisfy the sum-to-zero

constraints
m
∑

j=1

βj = 0 and

m
∑

j=1

αi,j = 0 ∀ i = 1, 2, . . . , n.
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It is worth pointing out that the multicategory SVM in (16) can be identical to the

MSVM proposed by Lee et al. (2004). To clearly see this connection, we briefly introduce

Lee et al.’s proposal. Their method begins with a new coding representation for class labels.

To avoid confusions in notation, we let c stand for the y used in Lee et al. (2004). If

observation i belongs to class j, then let ci be a m vector with 1 in the j-th coordinate

and −1/(m − 1) elsewhere, and let L(ci) be a vector with 0 in the j-th coordinate and 1

elsewhere. Consider separating functions f(x) = (f1(x), . . . , fm(x)) with the sum-to-zero

constraint
∑m

j=1 fj(x) = 0 and fj(x) = bj + hj(x) where hj ∈ HK . The proposed MSVM

minimizes
1

n

n
∑

i=1

L(ci) · (f(xi)− ci)+ +
m
∑

j=1

1

2
λ‖hj‖2HK

,

where (f(xi) − ci)+ = ((f1(xi) − ci1)+, . . . , (fm(xi) − cim)+). The classification rule is

arg maxj fj(x).

Lemma 2. Let d = 1 in EHLn, then

1

m− 1
EHLn(−(m− 1)f) =

1

n

n
∑

i=1

L(ci) · (f(xi)− ci)+. (17)

Suppose f̂ is the solution to (16), then Lemma 2 indicates that −(m− 1)f̂ is equivalent

to a solution of the MSVM. Hence our approach can reproduce the MSVM from a different

perspective. Note that in our approach no special coding of class label is involved. Moreover,

our approach produces a variety of multicategory kernel machines.

6 New Multi-class Boosting Algorithms

In this section we consider designing multi-class boosting algorithms. Friedman et al. (2000)

proposed the multi-class LogitBoosting algorithm which minimizes the negative multino-

mial log-likelihood using forward stage-wise modeling. To our knowledge, their multi-class

LogitBoosting algorithm is the only multi-class boosting algorithm that treats all classes

simultaneously. However, in their proposal the likelihood principle excludes the use of ex-

ponential loss and other loss functions in multi-class problems. Our approach does not have

this limitation. We have shown that the exponential loss is universally admissible, and the

binary logit loss is admissible for any multi-class classification problem. In this section we
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Algorithm 6.1 Multi-class GentleBoost

1. Start with wi = 1, i = 1, 2, . . . , n, Gj(x) = 0, j = 1, . . . , m.

2. For k = 1 to M , repeat:

(a) For j = 1 to m, repeat:

i. Let zi = −1/m+ I(yi = j). Compute w∗
i = wiz

2
i and re-normalize.

ii. Fit the regression function gj(x) by weighted least-squares of working re-

sponse z−1
i to xi with weights w∗

i .

iii. Update Gj(x) = Gj(x) + gj(x).

(b) Compute fj(x) = Gj(x)− 1
m

∑m
k=1Gk(x).

(c) Compute wi = exp(−fyi
(xi)).

3. Output the classifier arg maxj fj(x).

present some new multi-class boosting algorithms that minimize the empirical exponential

(or logit) risk. Our results demonstrate that the proposed framework is effective in producing

multi-class boosting algorithms.

6.1 Gentle Boosting With Regression Trees

The exponential loss is used in AdaBoost. Our first algorithm (Algorithm 6.1) also uses the

exponential loss function and chooses regression trees as base learners. We call this algorithm

multi-class GentleBoost. The derivation of GentleBoost is shown in the Appendix.

6.2 Discrete Boosting With Classification Trees

AdaBoost.M1 combines many binary decision trees into a powerful classifier. In minimizing

the empirical exponential or logit loss, we can also use the decision trees as base learners.

Then discrete boosting algorithms are derived.
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Algorithm 6.2 AdaBoost.ME

1. Start with uniform weights wi = 1/n, i = 1, 2, . . . , n.

2. For k = 1 to M :

(a) Fit a classifier Tk(x) to the training data using weights wi.

(b) Compute errk =
∑n

i=1wiI(yi 6= Tk(xi))/
∑n

i=1wi.

(c) Compute αk = log ((1− errk)/errk) + log(m− 1).

(d) Update weights wi ← wi · exp (αk · I(yi 6= Tk(xi))) , i = 1, 2, . . . , n.

(e) Re-normalize wi.

3. Output T (x) = arg maxj

∑M

k=1 αkI (Tk(x) = j).

6.2.1 AdaBoost.ME Algorithm

We minimize the empirical exponential risk by aggregating multi-class decision tress. The

corresponding algorithm is called AdaBoost.ME, whose details are shown in Algorithm 6.2.

Note that AdaBoost.ME is very similar to AdaBoost.M1 except the extra additive factor

log(m − 1) in 2.(c). When m = 2 AdaBoost.ME automatically reduces to AdaBoost.M1.

The derivation of AdaBoost.ME is given in the Appendix.

6.2.2 AdaBoost.ML Algorithm

The logit loss shows an interesting connection and contrast between empirical risk minimiza-

tion and the maximum likelihood principle. Friedman et al. (2000) proposed LogitBoost for

multi-class classification by minimizing the multinomial deviance. Here we propose a new

logit boosting algorithm (Algorithm 6.3) by minimizing the binary logit risk. Like Ad-

aBoost, the new logit boosting algorithm aggregates multi-class decision tree, thus we call

it AdaBoost.ML.

As shown in the Appendix, AdaBoost.ML is derived if we minimize the empirical logit

risk by gradient decent. In 2.(c) γ̂k does not have a closed-form solution. We need to

numerically solve the one-dimensional optimization problem. However, the computation can

be done very efficiently, since the objective function is smooth and convex.
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Algorithm 6.3 AdaBoost.ML

1. Start with fj(x) = 0, j = 1, . . . , m.

2. For k = 1 to M :

(a) Compute weights wi = 1
1+exp(fyi

(xi))
and re-normalize.

(b) Fit a m-class classifier Tk(x) to the training data using weights wi. Define

gj(x) =







√

m−1
m

if Tk(x) = j

−
√

1
m(m−1)

if Tk(x) 6= j

(c) Compute γ̂k = arg minβ
1
n

∑n
i=1 log (1 + exp (−fyi

(xi)− γgyi
(xi))) .

(d) Update f(x)← f(x) + γ̂kg(x).

3. Output the classifier arg maxj fj(x).

In both AdaBoost.ME and AdaBoost.ML, we require each base learner Tk to be a weak

classifier for the m-class problem (the accuracy of Tk is better than 1/m). In the binary

classification case, two-node trees are generally sufficient for that purpose. Similarly, we

suggest using classification trees with (at least) m terminal nodes in m-class problems.

6.3 Some Experiments With Real World Data

Here we show the results of comparing the four multi-class boosting algorithms: AdaBoost.MH,

GentleBoost, AdaBoost.ME and AdaBoost.ML on several benchmark data sets obtained

from the UCI machine learning repository. The number of boosting steps was 200 in all al-

gorithms and examples. For reference, we also fit a single decision tree on each data set. The

purpose of the experiments is to demonstrate the validity of our new multi-class boosting

algorithms.

We fixed the tree size in four algorithms. The decision stumps are commonly used as

base learners in AdaBoost.M1, and hence in AdaBoost.MH. Following the discussion in the

previous section, in AdaBoost.ME and AdaBoost.ML classification trees m terminal nodes

were used for m-class problems. GentleBoost is different from the other three boosting
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Data No. Train No. Test Inputs Classes CART error

Waveform 300 5000 21 3 31.6%

Vowel 528 462 10 11 54.1%

Optdigits 3823 1797 64 10 16.6%

Image Segmentation 210 2100 19 7 9.8%

Pendigits 7494 3498 16 10 8.32%

Table 1: Datasets used in the experiments.

algorithms, for it combines regression trees. The chosen value for the number of terminal

nodes (J) should reflect the level of dominant interactions in f̂(x) (Hastie et al. 2001). J = 2

is often inadequate, and J ≥ 10 is also very unlikely. Following the suggestion in Hastie et

al. (2001), we used 8-node regression trees in GentleBoost.

Table 2 summarizes these data sets and the test error rates using a single decision tree.

Table 2 shows the test error rates of the four boosting algorithms. Although the comparsion

results slightly favor our new boosting algorithms, overall the four algorithms have similar

performances and are quite comparable. waveform and vowel are very difficult datasets for

classification, and the new algorithms appear to have some advantages. Figure 3 displays

the test error curves of the four algorithms on waveform and vowel. Note that these test-

error curves show the characteristic pattern of a boosting procedure: the test error steadily

decreases as the boosting iterations proceed, and then stays (almost) flat.

7 Summary

In this paper we have proposed a new framework for designing new multi-class margin-based

classifiers. Our framework consists of two important concepts: the margin vector and the

admissible loss for multi-class classification. The framework provides a conceptually unified

paradigm for the margin-based classification methods. The unification and generalization

naturally follow if we consider the margins as proxy of the conditional class probabilities.

The admissible loss is employed as an effective device to produce the margin vectors that are

legitimate proxy of the conditional class probabilities, such that the class with the largest

conditional probability always has the largest margin.
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Figure 3: waveform and vowel data: test error rate as a function of boosting steps.
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AdaBoost.MH AdaBoost.ME AdaBoost.ML GentleBoost

waveform 18.22% 17.46% 18.30% 17.74%

(0.55%) (0.54%) (0.55%) (0.54%)

vowel 50.87% 45.89% 47.18% 45.67%

(7.07%) (7.05%) (7.06%) (7.04%)

opdigits 5.18% 5.56% 5.40% 5.01%

(0.52%) (0.54%) (0.53%) (0.51%)

image 5.29% 5.43% 5.42% 5.38%

segmentation (0.48%) (0.49%) (0.49%) (0.49%)

pendigits 5.86% 4.29% 4.09% 3.69%

(0.40%) (0.34%) (0.33%) (0.32%)

Table 2: Comparing GentleBoost, AdaBoost.ME and AdaBoost.ML with AdaBoost.MH. Inside ()

are the standard errors of the test error rates.

We have shown how to employ the proposed framework to invent interesting multi-class

boosting algorithms. Using the proposed framework one can design dozens of new multi-class

margin-based classifiers. It is worthwhile to fully investigate the empirical performance of

each algorithm as well as its theoretical properties. We will report these results in subsequent

papers.
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Appendix

Proof. Theorem 1

By Definition 3, we need to show that (5) has a unique solution and the condition (6) is

satisfied.
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Using the Lagrangian multiplier method, we define

L(f) = φ(f1)p1 + . . .+ φ(fm)pm + λ(f1 + . . .+ fm).

Then we have
∂L(f)

∂fj

= φ′(fj)pj + λ = 0 j = 1, . . . , m. (18)

φ′′(t) < 0 ∀t, hence φ′ has an inverse function, which we denote ψ. Equation (18) gives

fj = ψ
(

− λ
pj

)

. By the constraint on f , we have

m
∑

j=1

ψ

(

− λ
pj

)

= 0. (19)

φ′ is a strict monotonously increasing function, so is ψ. Thus the left hand size (LHS) of

(19) is a decreasing function of λ. It suffices to show that equation (19) has a root λ∗, which

is the unique root. Then it is easy to see that f̂j = ψ
(

−λ∗

pj

)

is the unique minimizer of

(5), for the Hessian matrix of L(f) is a diagonal matrix and the j-th diagonal element is
∂2L(f)

∂f2

j

= φ′′(fj) > 0.

Note that when λ = −φ′(0) > 0, we have λ
pj
> −φ′(0), then ψ

(

− λ
pj

)

< ψ (φ′(0)) = 0.

So the LHS of (19) is negative when λ = −φ′(0) > 0. On the other hand, let us define

A = {a : φ′(a) = 0}. If A is an empty set, then φ′(t) → 0− as t → ∞ (since φ is a convex

loss). If A is not empty, denote a∗ = inf A. By the fact φ′(0) < 0, we conclude a∗ > 0.

Hence φ′(t)→ 0− as t→ a∗−. In both cases, we see that ∃ a small enough λ0 > 0 such that

ψ
(

−λ0

pj

)

> 0 for all j. So the LHS of (19) is positive when λ = λ0 > 0. Therefore there

must be a positive λ∗ ∈ (λ0,−φ′(0)) such that equation (19) holds.

For (6), let p1 > pj ∀j 6= 1, then −λ∗

p1

> −λ∗

pj
∀j 6= 1, so f̂1 > f̂j ∀j 6= 1.

Proof. Corollary 1

Using (18) we get pj = − λ∗

φ′(f̂j)
.
∑m

j=1 pj = 1 requires

m
∑

j=1

(

− λ∗

φ′(f̂j)

)

= 1.

So it follows that λ∗ = −
(

∑m
j=1 1/φ′(f̂j)

)−1

. Then (12) is obtained.
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Proof. Theorem 2

First, by the convexity of ζ and the fact ζ ≥ φ(t1), we know that the minimizer of (5)

always exists. We only need to show the uniqueness of the solution and (6). Without loss

of generality, let p1 > p2 ≥ p3 . . . ≥ pm−1 > pm. Suppose f̂ is a minimizer. Substituting

fm = −(
∑m−1

j=1 fj) into (3), we have

ζ(p, f) =

m
∑

j=1

ζ(fj)pj =

m−1
∑

j=1

ζ(fj)pj + ζ(−(

m−1
∑

j=1

fj))pm. (20)

Differentiating (20) yields

ζ ′(f̂j)pj − ζ ′(f̂m)pm = 0 j = 1, 2, . . . , m− 1;

or equivalently,

ζ ′(f̂j)pj = −λ, j = 1, 2, . . . , m for some λ. (21)

There is one and only one such λ satisfying (21). Otherwise, let λ1 > λ2 and f̂(λ1), f̂(λ2)

such that

ζ ′(f̂j(λ1))pj = −λ1, ζ ′(f̂j(λ2))pj = −λ2. ∀j

Then we see that ζ ′(f̂j(λ1)) < ζ ′(f̂j(λ2)), so f̂j(λ1) < f̂j(λ2) for all j. This is clearly a

contradiction to the fact that both f̂(λ1) and f̂(λ2) satisfy the constraint
∑m

j=1 fj = 0.

Observe that if 0 > ζ ′(t) > φ′(t2), ζ
′ has an inverse denoted as ψ. ∃ a small enough λ0:

−φ′(t2)pm > λ0 > 0 such that ψ
(

−λ0

pj

)

exists and ψ
(

−λ0

pj

)

> 0 for all j. Thus the λ in (21)

must be larger than λ0. Otherwise f̂j > ψ
(

−λ0

pj

)

> 0 for all j, which clearly contradicts
∑m

j=1 fj = 0. Furthermore, ζ ′(t) ≥ φ′(t2) for all t, so λ ≤ −φ′(t2)pm. Then let us consider

the following two situations.

Case 1. λ ∈ (λ0,−φ′(t2)pm). Then ψ
(

− λ
pj

)

exists ∀j, and f̂j = ψ
(

− λ
pj

)

is the unique

minimizer.

Case 2. λ = −φ′(t2)pm. Similarly, for j ≤ (m − 1), ψ
(

− λ
pj

)

exists, and f̂j = ψ
(

− λ
pj

)

.

Then f̂m = −
∑m−1

j=1 ψ
(

− λ
pj

)

.

Therefore we prove the uniqueness of the minimizer f̂ . For (6), note that ζ ′(f̂1) = − λ
p1

>

− λ
pj

= ζ ′(f̂j) for j ≥ 2, hence we must have f̂1 > f̂j ∀j, due to the convexity of ζ . The

formula (12) follows (21) and the proof of Corollary 1.
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Proof. Theorem 3

Obviously the minimizer of φ(p, f) exists, since the hinge loss is convex and bounded

below. Let f̂ be a minimizer. We claim f̂j ≤ 1 for all j. Otherwise, assume f̂j > 1 for some

j. Then consider a f(new) defined as

f(new)i =

{

f̂i +
f̂j−1

m−1
if i 6= j

1 if i = j

Since there is at least one i such that f̂i < 1 (by the constraint
∑m

i=1 f̂i = 0), it is easy to see

that φ(p, f(new)) < φ(p, f̂), which contradicts the assumption that f̂ is a minimizer. Thus

we only need to consider fj ≤ 1 for the minimizer; then φ(fj) = 1− fj for all j. We have

φ(p, f) =

m
∑

j=1

(1− fj)pj = 1−
m
∑

j=1

fjpj . (22)

Substituting fm = −(
∑m−1

j=1 fj) into (22), we have

φ(p, f) =
m
∑

j=1

(1− fj)pj = 1−
m−1
∑

j=1

fj(pj − pm).

By the assumption pj > pm, ∀j < m, we know f̂j = 1. Then f̂m = −(m− 1).

Proof. Theorem 4

By the assumption p1 > p2 ≥ . . . ≥ pm−1 > pm, we know that w(pm) > w(pm−1) ≥ . . . ≥
w(p2) > h(p1), because w(·) is strictly decreasing. Then treat w(pj) as pj in Theorem 3.

The proof of Theorem 3 shows that the minimizer is f̂2(x) = · · · = f̂(m)(x) = 1 and f̂1(x) =

−(m− 1).

Proof. Lemma 1

The proof of Theorem 1 in Lee et al. (2004) proves this lemma, which we omit.

Proof. Lemma 2
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Following the coding scheme in Lee et al. (2004), we see that

1

n

n
∑

i=1

L(ci) · (f(xi)− ci)+ =
1

n

n
∑

i=1

∑

j 6=ci

(fj(xi) +
1

m− 1
)+

=
1

n

(

n
∑

i=1

m
∑

j=1

(fj(xi) +
1

m− 1
)+ −

n
∑

i=1

(fci
(xi) +

1

m− 1
)+

)

.

On the other hand, we have

1

m− 1
EHLn(−(m− 1)f) =

1

n

(

n
∑

i=1

m
∑

j=1

(fj(xi) +
1

m− 1
)+ −

n
∑

i=1

(fyi
(xi) +

1

m− 1
)+

)

.

Then (17) is established, for ci is just another notation for yi.

Derivation of GentleBoost

By the symmetry constraint on f , we consider the following representation

fj(x) = Gj(x)− 1

m

m
∑

k=1

Gk(x) for j = 1, . . . , m. (23)

No restriction is put on G. We write the empirical risk in terms of G

1

n

n
∑

i=1

exp

(

−Gyi
(xi) +

1

m

m
∑

k=1

Gk(xi)

)

:= L(G). (24)

We want to find increments on G such that the empirical risk decreases most. Let g(x)

be the increments. Following the derivation of the Gentle AdaBoost algorithm in Friedman

et al. (2000), we consider the expansion of (24) to the second order and use a diagonal

approximation to the Hessian, then we obtain

L(G+ g) ≈ L(G)− 1

n

n
∑

i=1

(

m
∑

k=1

gk(xi)zik exp (−fyi
(xi))

)

+
1

n

n
∑

i=1

1

2

(

m
∑

k=1

g2
kz

2
ik(xi) exp (−fyi

(xi))

)

,

where zik = −1/m+ I(yi = k). For each j, we seek gj(x) that minimizes

−
n
∑

i=1

gj(xi)zij exp (−fyi
(xi)) +

n
∑

i=1

1

2
g2

j (xi)z
2
ij exp (−fyi

(xi)) .
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A straightforward solution is to fit the regression function gj(x) by weighted least-squares

of z−1
ij to xi with weights z2

ij exp (−fyi
(xi)). Then f is updated accordingly by (23). In the

implementation of the multi-class GentleBoost algorithm we use regression trees to fit gj(x).

Derivation of AdaBoost.ME

We use the gradient decent algorithm to find f̂(x) in the space of margin vectors to minimize

EERn(f) =
1

n

n
∑

i=1

exp (−fyi
(xi)) .

First we compute the gradient of EERn(f). Suppose f(x) is the current margin vector, the

negative gradient of EERn(f) is (wi)i=1,...,n where wi = 1
n

exp(−fyi
(xi)). For convenience, we

can normalize the weights by wi = wi/
∑n

ℓ=1wℓ. Secondly, we find the optimal incremental

direction g(x) which is a functional in the margin-vector space and best approximates the

negative gradient direction. Thus we need to solve the following optimization problem:

arg max

n
∑

i

wigyi
(xi) subject to

m
∑

j=1

gj = 0 and

m
∑

j=1

g2
j = 1. (25)

On the other hand, we want to aggregate multi-class classifiers, thus the increment function

g(x) should be induced by a m-class classifier T (x). Consider a simple mapping from T to g

gj(x) =

{

a if j = T (x)

−b if j 6= T (x)

where a > 0 and b > 0. The motivation of using the above rule comes from the proxy

interpretation of the margin. The classifier T predicts that class T (x) has the highest

conditional class probability at x. Thus we increase the margin of class T (x) by a and

decrease the margin of other classes by b. The margin of the predicted class relatively gains

(a + b) against other less favorable classes. We decrease the margins of the less favorable

classes simply to satisfy the sun-to-zero constraint. By the constraints in (25) we have

0 =
n
∑

j=1

gj = a− (m− 1)b and 1 =
n
∑

j=1

gj = a2 + (m− 1)b2.

Thus a =
√

1− 1/m and b = 1/
√

m(m− 1). Observe that

n
∑

i=1

wigyi
(xi) = (

∑

i∈CC

wi)
√

1− 1/m− (
∑

i∈NC

wi)1/
√

m(m− 1),
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where

CC = {i : yi = T (xi)} and NC = {i : yi 6= T (xi)}.

Thus we need to find a classifier T to maximize
∑n

i∈CC wi, which amounts to fitting a classifier

T (x) to the training data using weights wi. This is what step 2(a) does. The fitted classifier

T (x) induces the incremental function ĝ(x).

Given the incremental function ĝ(x), we should compute the optimal step length along

the direction ĝ, which is given by

γ̂ = arg min
γ

[Z(γ)]

where

Z(γ) =
1

n

n
∑

i=1

exp (−fyi
(xi)− γĝyi

(xi)) .

Note that

Z(γ) =
1

n

(

(
∑

i∈CC

wi) exp(−γ
√

m− 1

m
) + (

∑

i∈NC

wi) exp(γ

√

1

m(m− 1)
)

)

.

It is easy to get the minimizer of Z(γ) as

γ̂ =
α

√

m−1
m

+ 1√
m(m−1)

where α = log
(

P

i∈CC wi
P

i∈NC wi

)

+ log(m− 1). Thus we obtain the updating formula

fj(x)← fj(x) +

{

αm−1
m

if j = T (x)

−α 1
m

if j 6= T (x)

or equivalently

fj(x)← fj(x) + αI(T (x) = j)− α

m
.

Then the updated weights are exp(−fyi
(xi)−αI(T (xi) = yi)+

α
m

). If consider the normalized

weights, we have the updating formula below

wi ←
exp(−fyi

(xi)− αI(T (xi) = yi) + α
m

)
∑n

ℓ=1 exp(−fyℓ
(xℓ)− αI(T (xℓ) = yℓ) + α

m
)

=
wi exp(αI(T (xi) = yi))

∑n

ℓ=1wℓ exp(αI(T (xℓ) = yℓ))
. (26)
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The updating formula (26) explains the steps 2(d) and 2(e).

Suppose we repeat the above procedure M times. Since we begin with zero, the fitted

margin vector can be written as

f̂j =
M
∑

k=1

αkI(Tk(x) = j)−
M
∑

k=1

αk

m
.

The classification rule is arg maxj f̂j(x), which is equivalent to arg maxj

(

∑M
k=1 αkI (Tk(x) = j)

)

.

This explains step (3).

Therefore we have shown step by step that AdaBoost.ME is a gradient decent algorithm

that minimizes the empirical exponential risk.

Derivation of AdaBoost.ML

We show that AdaBoost.ML emerges minimizes the empirical logit risk by gradient de-

cent. Suppose f(x) is the current fit, the negative gradient of the empirical logit risk is
(

1
n
· 1

1+exp(fyi
(xi))

)

i=1,...,n
. After normalization, we can take the negative gradient as (wi)i=1,...,n,

the weights in 2(a). The same arguments in the previous section are used to find the optimal

incremental direction, which explains steps 2(b) and 2(c). Then for a given incremental

direction g(x), in 2(d) we compute the step length by solving

γ̂ = arg min
γ

1

n

n
∑

i=1

log (1 + exp (−fyi
(xi)− γgyi

(xi))) .

The updated fit is f(x) + γ̂ĝ(x). The above procedure is repeated M times.
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