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The paper by Goodman and Lassiter1 presents a line of research that rep-
resents some of the most exciting recent developments in the study of natural
language meaning. To my knowledge, this work offers the first credible attempt to
combine serious compositional semantics with a serious story about pragmatics
and the dynamics of conversation, all integrated into a single, principled formal
framework. This particular paper focuses on the process of interpreting an utter-
ance, which involves a subtle negotiation on the part of a listener between general
world knowledge, specific knowledge about the language, and speaker interpreta-
tion, the latter amounting to a special case of intentional action understanding.
The coverage of topics is ambitious: gradable adjectives, three different kinds of
ambiguity (syntactic, lexical, and compositional), quantity implicatures, seman-
tic indices, vagueness, and more. But in each case, and especially when taken
as a whole, I believe genuinely new insight is gained. In particular, I think the
observation about the “two interlocking directions” of compositionality, as de-
scribed in §2.4, is deep and well worth noting for anyone interested in developing
compositional probabilistic semantics. The work described in the second half of
the paper fulfills the Gricean dream of reducing pragmatic reasoning to well
motivated principles of general rationality.

Since its modern inception, model-theoretic semantics has had something of
a split-personality, existing somewhere in between empirical psychology and cog-
nitive science on the one hand, and anti-psychologistic logic and philosophy of
language on the other.2 Very roughly speaking, the latter tradition sees meaning
as involving relations between abstract symbolic systems and the world, while
the former takes meaning to be a matter of what happens in the minds of speak-
ers and interpreters. Goodman and Lassiter take an unabashedly psychological
perspective, interpreting models as “intuitive theories” in people’s heads, and
subjecting their work to empirical data. This has the advantage of making clear
what the goals of the project are, and how we are to interpret and evaluate a
given proposal. It is an interesting question how this kind of approach to se-
mantics should or could relate to a more externalist, “objective” approach to

1 This comment refers to the July 1, 2013 version of Goodman and Lassiter (2013).
2 See especially Partee (1980) for an early discussion. According to Thomason’s pref-
ace to the collected works (1974), Montague’s conception of syntax and semantics,
presumably following Frege, “renders statistical evidence about, say, the reactions of
a sample of native speakers to ‘Mary is been my mother’ just as irrelevant to syntax
as evidence about their reactions to ‘7 + 7 = 22’ would be to number theory” (2).
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semantics, but I will not speculate on that here (though see the section below
on “Good Arguments”).

Given the occasion, I would like to focus on how logic fits into the program as
described in the paper. In some ways logic is central, with the use of stochastic
lambda calculus and especially the Church programming language. While using
untyped lambda calculus as the basis of a consistent logical system is notoriously
problematic (Kleene and Rosser, 1935), Scheme is (latently) typed, including a
primitive Boolean type, and therefore supports a standard notion of entailment,
inherited by Church. That said, logical inference per se plays a relatively small
role in the project as described. Logic is used more for its representational power
in building complex generative models than for reasoning, which is thoroughly
probabilistic. To a large extent I think this is justified. At the same time, I also
want to suggest that, now with the framework up and running, many central
themes from logic return, and the project only stands to gain from assimilating
some of these ideas. After all, notions from logic such as “valid inference”, “sound
argument”, “deduction”, “knowledge”, “strategic reasoning”, and so on, are impor-
tant parts of ordinary people’s intuitive theories, and have been for at least two
and a half centuries.3 It would be surprising if they did not show up in a theory
of how people think, speak, and reason.

My comments will be split up into those pertaining to the “Semantics” part
of the paper—that is, the part of the project that can be described already at
the level of Goodman and Lassiter’s literal-listener—and those pertaining
to the “Pragmatics” part, where multi-agent reasoning takes center stage.

Semantics and Inference

A subject’s intuitive theory is formalized as a Church program π, which, sim-
plifying matters slightly, we can think of as defining a space of expressions, E ,
with each e ∈ E taking on values in V(e). If we let W stand for the set of full
valuations, i.e., functions assigning to each e ∈ E an element of V(e), then W
can be thought of as a set of (maximally specific) possible worlds, and π can
be seen as defining a distribution Pπ over W .4 Running π forward will generate
a given evaluation history with probability determined by the product of the
probabilities for random choices made along the history. Since in general a given
execution will not assign values to some elements of E , we might take V(e) al-
ways to include the “undefined” value ⊥. The probability of a particular world
w ∈ W is then the sum of probabilities of possible executions of π resulting in
the assignments as given by w.

The language we can use to query and condition this underlying probability
space is extremely rich. It includes all of Church (and thus of pure Scheme), in
addition to any new expressions (variables, procedures, etc.) defined by π. Let Lπ
3 Indeed, surprisingly modern discussions of these topics can be found in China as far
back as the fourth century, B.C. See Liu et al. (2011) for an interesting discussion.

4 I will assume here we are only dealing with programs that halt with probability 1.
I am also ignoring the generalization to densities.
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refer to a well-defined class of Boolean statements expressible in this language.5
Then Pπ also gives us probabilities for elements ϕ ∈ Lπ, which roughly play the
role of “events” or “propositions”:6

Pπ(ϕ) =
∑

w∈W : w|=ϕ

Pπ(w) .

Conditional distributions Pπ(ϕ|ψ) are also well-defined for all ϕ,ψ ∈ Lπ, pro-
vided Pπ(ψ) > 0. We are to think of Pπ as encoding the beliefs of an agent, at
least in some idealized sense.

It is therefore natural to model Bayesian inference in this setting. To make
a prediction about the world, an agent might sample (some part of) π, pos-
sibly conditional on some assumption or observation. The literal-listener
does just that: conditions its model (program) on an utterance, and makes a
probabilistic inference about the world.

More specifically, there is assumed to be a question-under-discussion (QUD),
which in principle could be any expression partitioningW . An utterance is simply
a string of English, and it is interpreted by a meaning procedure (not strictly
speaking a function, since it is noisy), which assigns a Church expression to each
well-formed string of English.7 Upon hearing an utterance, the subject will make
a joint inference about the meaning of the utterance and the answer to the QUD,
which may interact in subtle ways. See the paper for illustrative examples and
discussion (§2.2-§2.4).

It is important to point out that the only inferential relation considered
between (the meaning of) the utterance and possible answers to the QUD is
conditional probability. That is, holding fixed a meaning ψ ∈ V(meaning(u)) for
utterance string u, an answer ϕ to the QUD is good to the extent that Pπ(ϕ|ψ)
is higher than alternative answers. Indeed, a subject is predicted to infer ϕ with
some probability proportional to Pπ(ϕ|ψ), since the basic inference model has
the subject sampling from π, conditioned on ψ being true. The more samples
she takes before guessing, the more likely she is to guess the answer with highest
posterior probability, according to her own model of the world.

This is an elegant set-up insofar as it makes the inference process totally uni-
form. Everything is conditional sampling. In some ways, the picture is a Bayesian
version of model-checking: guiding inference by constructing a few models of the
premises and checking whether the conclusion holds, albeit in a principled, ratio-
nal way. But this uniformity, as it stands, seems to leave no room for distinctively
logical inference, e.g., perceived entailments that hold on the basis of form alone.
To be sure, if as a matter of logic ψ entails ϕ, then it easy to see Pπ(ϕ|ψ) = 1,
and so the subject is predicted always to infer ϕ from ψ anyway. Why, then,
should we bother worrying about logic at all?

I would like to suggest two possible reasons. The first is simply that con-
structing models online is not free, and there may be cases where detecting
5 Strictly speaking, I mean expressions that are always typed Boolean.
6 In the following, w |= ϕ means the Boolean statement ϕ holds in w.
7 Thus, the meaning function and the lexicon are formally part of the subject’s model.
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logical patterns is cheaper and more reliable. It is of course an empirical ques-
tion whether it actually is cheaper, and whether it is a strategy people do use.
But consider an example like the following.

Example 1. Our subject, Rita, is picking up her son, Carl, from daycare. She is
concerned about whether he had fun, and wonders whether he played any games.
She also knows of 10 other children who were there today, and she knows their
individual ages. She overhears one of the employees say, “All the children played
at least two games with three other children of different ages”, and concludes
that indeed Carl played some games.

It is highly doubtful that Rita simulates even one scenario in which that sen-
tence holds, even though in principle she has the knowledge required to do so.
I doubt anyone would propose that. If the inference is to proceed by sampling,
the problem must be simplified. But how will the algorithm know how to sim-
plify the problem ahead of time—that is, before even the first sample—without
detecting some general pattern? Logics based on “surface reasoning” systematize
patterns like those used in Example 1, which can be used to simplify an inference
problem (van Benthem, 1987; Icard, 2012; Icard and Moss, 2013). In some cases,
such as in this example, the surface patterns are actually sufficient to reach the
appropriate conclusion. One is tempted to suggest that in such cases we may be
able to bypass sampling or model-checking altogether.

Relatedly, in some situations a subject may be unable to interpret part of
some utterance, not because of the complexity of building the representation, but
because her meaning function is undefined on some substring, or some part of
the utterance was not perceived. One can imagine a number of coping strategies
in such situations. But depending on the QUD, we may be able simply to ignore
that part of the utterance. Following Example 1, if Rita instead heard, “All the
children and quadragenarians played games together”, she would still be able to
resolve her question, even though she has no idea what a quadragenarian is.8

One of the distinctive features of logical entailment is that it is subject-
neutral. That is, if ϕ is entailed by ψ, this is so no matter what the world is
like. In terms of the formalism sketched above, we have Pπ(ϕ|ψ) = 1 for any
π whatsoever, provided ϕ and ψ are well-defined by π. This makes logic a po-
tentially useful tool, portable across belief states even as an agent changes its
view of the world. Moreover, for the specific class of entailment patterns per-
taining to monotonicity and related notions—concepts that are particularly well
suited to higher-order functional languages like Church—there are independent
(psycho)linguistic reasons for thinking people are implicitly paying attention to
them, viz. the grammar of negative polarity items.

There are obviously a number of questions about how this is to work in
concert with the framework in the paper:

1. Are these patterns supposed to be detected at the level of logical form, or
directly between strings of English and QUD expressions? Or ought even
QUDs be thought of as sometimes quasi-linguistic?

8 A quadragenarian is someone between the ages of 40 and 49, inclusive.
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2. On any given occasion of communication, how does the interpretation al-
gorithm decide whether to sample states of the world or search for logical
patterns? Are there natural interpolations between these two?

3. How are these patterns to be learned? Could they be acquired as a natural
result of experience with reasoning?

On the last question, one can imagine a system caching certain patterns that
are observed to be useful in inference, and applying those without performing
unnecessary computation. It would be intriguing to work out the details of this.
I do not believe logical patterns can completely drive inference by themselves,
but I do believe they play an important role, even for relatively automatic,
unconscious language comprehension.

Good Arguments

The second broad reason for taking logical entailment seriously is the fact that
people do sometimes care explicitly about reasoning well and making good ar-
guments. Logical arguments are not the only kind people care about, but they
make up an important class. Furthermore, arguments are often couched in nat-
ural language, so one might take it to be a goal of semantics to be able to say
something about which arguments are good and why. Characterizing good log-
ical argument has been more closely associated with “objective” approaches to
semantics, but it seems no less important for the psychological approach. Indeed,
Goodman and Lassiter take on these issues by addressing the Sorites paradox.

They present their analysis as a version of the “deny one of the premises”
strategy. However, I think their framework and analysis instead suggest an in-
stance of the “deny validity of the argument” strategy. Explaining why, I hope,
will illustrate how the framework might relate to more traditional logical seman-
tic approaches to entailment.

The meaning of a gradable adjective like ‘tall’ is assumed to be a predicate
tall with a free degree variable, say,

(λ(x) (>= (height x) d),

where height is a memoized procedure assigning numbers to individuals, say,

(mem (λ(x)(gaussian m s)),

for some mean m and standard deviation s. As developed further in other work
(see references in Goodman and Lassiter 2013), Goodman and Lassiter suggest
that under this setup the second Sorites premise,

(∗) Anyone who is 0.000000001mm shorter than someone who is tall is also tall.

is actually false, although an agent will assent to it with high probability, since
most samples of two individuals together with a threshold d will verify it. Thus,
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while people might reasonably accept it after only thinking about it for a mo-
ment, it is strictly speaking not true. Thus the argument does not go through.

But recall what “true” means in this framework. It is not a statement directly
about the world. To say that (∗) is not true is to say that in the agent’s intuitive
model of the world it does not have probability 1. But is it actually false? That
is, does it have probability 0? This depends on the model. Suppose our subject
believes there are only finitely many people, with the number drawn from some
distribution. Then on a given execution of the agent’s program, that is, in a
given possible world in the subject’s model, (∗) may well turn out to be true. In
fact, no matter what (the distribution over) d is, (∗) may be true.

To dramatize the point even more, if our subject thinks it highly unlikely
that two people differ by less than 0.000000001mm in height, which might not
be unreasonable, then she will accord extremely high probability to (∗). If we
even allow that the subject assigns probability 0 to the possibility that they
differ by that little,9 then (∗) will receive probability 1. It is possible to enforce
that (∗) comes out having probability 0 by supposing that there are infinitely
many individuals in the subject’s model. But this seems to me implausible. One
might also take “anyone” to quantify over merely possible individuals, and allow
that we can compare heights across worlds, so to speak. I will also ignore this
possibility, since it is not the analysis given.

So what of the Sorites argument if we do not want to say the second premise
is false? It is standardly assumed that a person makes a mistake in accepting the
argument. But assenting to something that has very high probability is surely
not a mistake. Once a person accepts (∗), are they forced by logic to accept the
Sorites conclusion? Consider what would be necessary in order for the Sorites
to be a good logical argument. It would have to be the case that any model of
the premises is also a model of the conclusion. Suppose the first premise and the
conclusion are:

(#) Patrick, whose height is 2m, is tall.

($) Anyone whose height is 1m is tall.

Suppose moreover we are assuming the framework in the paper, and the se-
mantics of the relevant expressions as sketched. Then it is easy to see that the
inference to ($) from (∗) and (#) is not logically valid. Happily, this comes right
out of the semantic framework, for there are plenty of worlds where (∗) and
(#) are true but ($) is false. In fact, any model that includes a ‘Patrick’ of 2m
together with a 1m tall person, and a threshold value of, say, 1.5m, is very likely
to make (∗) true as well. Thus, the probability of ($) conditional on (#) and (∗)
will typically not be any higher than the prior probability of ($), and depending
on the model and whether (#) was learned by testimony, it could well be lower.
Thus, the argument is neither logically valid, nor probabilistically compelling in
any reasonable sense.

9 For this possibility we may want to make the value even smaller.
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Whether this captures what is wrong with the Sorites I will not venture to
say. Rather, I would like to use it as an illustration of how one could in prin-
ciple evaluate arguments couched in natural language in this framework, using
assumptions about the semantics of certain expressions. Traditionally, testing
argument patterns in this way has been one of the main sources of “data” for
logical semantics. If an intuitive entailment is not predicted, or if an intuitive
non-entailment is predicted to be an entailment, this would be taken to show a
given semantic account is off the mark. As witnessed by the Montague quotation
above (Footnote 2), many have thought we should be concerned with genuinely
good arguments, rather than argument patterns that people merely typically
assent to or produce. Where these come apart, a choice must be made.10 At any
rate, the example of the Sorites illustrates that the framework can profitably be
used to understand genuinely good arguments as couched in natural language,
whether or not that is one of the authors’ aims. This is particularly attractive
since we can evaluate complex arguments simultaneously from a logical and from
a probabilistic point of view. For instance, there will certainly be arguments that
give a conclusion probability 1 while not making it a logical entailment. I think
this aspect of the project should be especially attractive to philosophers inter-
ested in these topics.

Common Knowledge

Many have observed that intelligent communication often seems to require rea-
soning about others’ minds. An effective speaker should be sensitive to how a
listener is likely to respond to what she says, and a smart listener will reason
about what the speaker is intending to convey. The second half of the paper
presents an explanation of pragmatic reasoning from the perspective of a “level-
1” listener, listener, who models an idealized speaker, who in turn has a model
of the literal-listener sketched above. The account is very powerful, explain-
ing a number of well recognized implicatures and other pragmatic effects, and
predicting new ones in addition. I will not go into the details here, though I do
want to raise a question about the role of common knowledge, and belief therein.

In the current version common knowledge does not play an explicit role, how-
ever its effects can be seen in various places. First, in the typical case considered
here, there will be a number of assumptions about the world and about the lan-
guage that the listener must assume are believed by the speaker to be shared
by the listener. Of course, this cannot include the answer to the QUD, since
the listener is assumed not to know that, but to believe that the speaker does
know it, and implicitly the speaker is assumed to know this about the listener.
In terms of the standard common knowledge hierarchy (Lewis, 1969), this takes
us only about three steps up. Informally, for certain ϕ, e.g., meaning statements
and background assumptions, we have BL(ϕ) and BL(BS(BL((ϕ)))), whereas
for each possible answer ψ to the QUD, we have ¬BL(ψ) and BL(BS(¬BL(ψ))).
10 See Holliday and Icard (2013) for a recent discussion of this issue in the case of

English epistemic modals.
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These claims do not have a precise formal meaning in terms of the listener’s
model—I think one of the interesting challenges is to make this connection more
rigorous—but this roughly captures the extent of the assumptions required to
explain, e.g., basic quantity implicatures.

A second effect of common knowledge, mentioned in this paper but explored
more thoroughly elsewhere (Frank and Goodman, 2012), stems from the idea
that in some situations certain objects, people, or topics are more salient than
others, and would therefore more likely be the object of conversation. This again
is reflected only three or so levels up, with the speaker assuming a prior on what
is most likely to be spoken about and assuming that the speaker knows she makes
that assumption. Nonetheless, the relevant knowledge seems to be available at
even higher levels. To take an example from Clark and Marshall (1978), if Ann
and Bob see each other at the movies, then in fact Ann knows that Bob knows
that Ann knows . . . that they saw each other at the movies. If asked about any
level in the hierarchy, she would surely have no hesitation in assenting.

What if we wanted to make full common knowledge of some fact an explicit
assumption of the listener? This is of course perfectly expressible in Church,
using the familiar fixed point definition:11

CK{L,S}(ϕ) := ϕ ∧KL(CK{L,S}(ϕ)) ∧KS(CK{L,S}(ϕ)).

Adding a version of this assumption by itself to the listener’s intuitively theory is
of course completely inefficacious. Why would we care to include it? Once again,
I would like to offer two reasons.

The work described in the paper so far does not tell us how the listener’s prior
view of the world and of her interlocutor generate the appropriate cascade of
decreasingly sophisticated conversational agents on which to base her inference
about the QUD. Presumably the information that is assumed to be shared all
the way down this cascade was already taken by the listener to be commonly
known, or at least commonly believed up to the requisite level. Ideally one would
like some way of going directly from an observed speech act and the listener’s
view of the speaker, to the appropriate inference on the part of the listener as
laid out in the paper. It is conceivable that a general, explicit representation for
what might be assumed common knowledge would be helpful in this regard.

Second, it is a common theme of other work on multiagent interaction, no-
tably dynamic epistemic logic (Baltag et al., 1999; van Benthem et al., 2007),
that common knowledge is also a typical effect of successful communication. The
outcome of a successful speech act will not merely include the listener resolving
the QUD, it will also result in the listener (and the speaker, for that matter)
taking it to be common knowledge that it has been resolved. This is interesting
in itself, but it may also be crucial for what is to follow, if, for example, correctly
interpreting the next utterance depends on their taking the previous utterances

11 See, e.g., Barwise (1988). I am forgoing the opportunity to define this in Church. I
am also switching from BL and BS to KL and KS—from L’s perspective the relevant
facts might look like knowledge.
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as common knowledge. Again, if the interpretation process is to be totally au-
tomated given the subject’s mental state, then these higher-order beliefs should
perhaps be made explicit.

Working this out in the context of the framework of the paper may be chal-
lenging. But I also think it opens up some exciting possibilities. A few examples
of relevant issues, beyond those already mentioned, might be:

1. It is well known that communication does not always result in common
knowledge. For instance, if the listener takes the speaker to be insincere, but
the listener believes the speaker does not know this, then she will not take
her resolution of the QUD to be common knowledge, even if she believes
they both know the answer. Is there some way of characterizing in this setup
when the answer to a QUD will result in common knowledge?

2. More generally, there is a huge space of possible strategic interactions that
could interface in interesting ways with a more complex and realistic model
of what can be expressed in language. We should be able to study the in-
conspicuous details of word choice that uphold the art of persuasion and
deception.

3. The standard way of dealing with higher-order probabilistic beliefs is with
“type spaces” (Harsanyi, 1967), though these are notoriously complex. Analo-
gous to the taming of large, uncountable probability spaces with probabilistic
programs (see above), is there some way of using Church to reason explicitly,
while tractably, about higher-order probabilistic beliefs? This is related to
the question of how these beliefs should be encoded.

Answering these questions may help create new links between important themes
from dynamic epistemic logic and epistemic game theory, and the semantics and
pragmatics of natural language.

Conclusion

I would like to conclude with a general remark about the range of “meanings”
we might like to be able to express on a semantic theory, and relatedly what
should be the space of possible “objects of belief”. I would argue that all three
of the examples discussed above—surface reasoning, the Sorites, and common
knowledge—require going beyond mere representation of the world. Surface rea-
soning requires some recognition that one form follows from another, not just
the ability to infer one thing from another. For the Sorites, to decide whether the
argument is valid, one must be able to ponder what the relevant words mean,
and determine whether the conclusion in fact follows. This is something people
do, and it seems to require representing meanings and entailment relations as
such. The question about common knowledge is whether in addition to modeling
the effects of common knowledge, it may also be useful to model interlocutors’
assumptions about common knowledge explicitly.

Moreover, these are not isolated instances. Language is full of references to
more abstract notions and entities, closer to the realm of logic. For example, as
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is familiar from the literature on situation semantics (Barwise and Perry, 1983),
sentences like

(?) Nathaniel saw Delilah kiss the chef.

seem to entail reference to something like a scene, event, or situation. This
is reinforced by the observation that an utterance of (?) can be followed by
“It made him angry”, and it seems clear that “it” is referring to the situation.
In principle, I think the framework in the paper (perhaps uniquely) has the
resources to account for examples like this. There is already a powerful pragmatic
story about anaphora resolution, as a special case of resolving semantic indices
(§4). Moreover, “partial” worlds, in the spirit of situation semantics, are already
identified as important in limiting the belief change triggered by an utterance
(§2). The natural next step is to make these partial worlds “first-class citizens” in
subjects’ intuitive theories, so that they may serve as the object of reference or
the value of a variable. One of the advantages of a rich representation language
like Church is that this should be possible.

Indeed, one of the most attractive features of the framework presented in this
paper is that we can explore these questions formally and rigorously. Goodman
and Lassiter’s paper already tells a very compelling story about why psycholo-
gists and linguists should find these developments exciting. I hope to have given
some indication for why philosophers and logicians should as well. In the other
other direction, I hope some more of what we have learned in logic and philos-
ophy might also find its way back into the framework, with fruitful interactions
in both directions, as its coverage of phenomena expands.
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