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Abstract. In this paper, we present the Bi-directional FMT∗(BFMT∗)
algorithm for asymptotically-optimal, sampling-based path planning in
cluttered, high-dimensional spaces. Specifically, BFMT∗ performs a two-
source, lazy dynamic programming recursion over a set of randomly-
drawn samples, correspondingly generating two search trees: one in cost-
to-come space from the initial state and another in cost-to-go space from
the goal state. This work extends the Fast Marching Tree (FMT∗) algo-
rithm to bi-directional search while preserving its key properties, includ-
ing probabilistic completeness, hard run-time bounds, and asymptotic
optimality through convergence in probability. Multiple strategies are
discussed and analyzed for alternating tree growth and interconnecting
tree paths. Numerical experiments illustrate the advantages of BFMT∗

over its unidirectional counterpart, FMT∗, as well as a number of other
state-of-the-art unidirectional and bidirectional planners.
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1 Introduction

Motion planning is a problem central to the field of robotics, involving the com-
putation of a feasible path from an initial condition to a terminal condition
that does not collide with nearby obstacles and possibly optimizes an objective
function. The problem has a long and rich history, for which many tools have
been developed; we refer the interested reader to [1] and the references therein.
Arguably, probabilistic sampling-based algorithms are among the most pervasive,
widespread planners available in robotics, including the probabilistic roadmap
algorithm (PRM) [2], the expansive space trees algorithm (EST) [3, 4], and the
rapidly exploring random trees algorithm (RRT) [5]. Importantly, these algo-
rithms provide probabilistic completeness guarantees in the sense that the prob-
ability that the planner fails to return a solution, if one exists, decays to zero as
the number of samples approaches infinity [6]. Efforts to improve the “quality” of
paths led to the widely-used asymptotically optimal versions of RRT and PRM,
named RRT∗and PRM∗respectively, meaning the cost of the returned solution



2 Joseph A. Starek et al.

converges almost surely to the optimum [7]. Recently, a conceptually different
asymptotically-optimal, sampling-based motion planning algorithm, called the
Fast Marching Trees algorithm (FMT∗), has been presented in [8]. Numerical
experiments suggested that FMT∗converges to an optimal solution significantly
faster than PRM∗or RRT∗, especially in high-dimensional configuration spaces
and in scenarios where collision checking is expensive.

All above planning algorithms rely on a unidirectional search of the configu-
ration space, whereby the solution is incrementally constructed starting from
the start condition. However, these methods face an expected exponential num-
ber of nodes as a function of search depth (distance from the source); if addi-
tional sources could be added (such as the goal state for single motion planning
queries), significant computational savings can be obtained. This leads to the
well-known fact that a bidirectional search can dramatically increase the conver-
gence rate of planning algorithms, prompting some authors [9] to advocate its
use for accelerating essentially any motion planning query. This was first rigor-
ously studied in [10] and later investigated, for example, in [11–13]. Collectively,
the algorithms presented in [9–13] belong to the family of non sampling-based
approaches and are more or less closely related to a bidirectional implementation
of the Dijkstra Method. More recently, and not surprisingly, bi-directional search
has been merged with the sampling-based approach, with RRT-Connect as the
most notable example [14]. RRT-Connect works by incrementally building two
Rapidly-exploring Random Trees rooted at the start and goal states. A bidirec-
tional version of PRM also exists, dubbed SBL [15]. These bidirectional versions
of RRT and PRM are probabilistically complete, but do not enjoy optimality
guarantees. Despite this, RRT-Connect is one of the best tools for planning
problems in high dimensional configuration spaces.

The next logical step in the quest for fast planning algorithms is the design of
bidirectional, sampling-based, asymptotically-optimal algorithms. To the best of
our knowledge, the only available results in this context are [16] and the unpub-
lished work [17], both discussing bidirectional implementations of RRT∗. Both
works, however, do not provide a rigorous analysis of optimality. Accordingly, the
objective of this paper is to propose and rigorously analyze such an algorithm.

Statement of Contributions: This paper proposes the Bidirectional Fast Marching
Trees (BFMT∗) algorithm as a bidirectional asymptotically-optimal sampling-
based planner, relying on a two-tree implementation of the aforementioned FMT∗

algorithm [8] to perform a “lazy,” bidirectional dynamic programming recursion
on a set of probabilistically-drawn samples in the free configuration space. Specif-
ically, the contributions of this paper are threefold. First, we present BFMT∗

with two different exploration and tree interconnection strategies. Second, we
rigorously prove the asymptotic optimality of BFMT∗ under the notion of con-
vergence in probability. Finally, we perform numerical experiments across a num-
ber of dimensions and obstacle spaces. These simulations suggest that BFMT∗

converges to an optimal solution significantly faster than FMT∗, PRM∗, RRT∗,
RRT-Connect and SBL, particularly in higher dimensions and in scenarios where
collision checking is expensive (exactly the regime in which sampling-based al-
gorithms are most useful).

Organization: This paper is structured as follows. Section 2 defines the optimal
path planning problem. Section 3 then presents BFMT∗ and discusses different
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possibilities for prioritizing the expansion of the two trees and for connecting
them. We then follow in Section 4 with the proof of asymptotic optimality of
BFMT∗. Section 5 presents results from numerical experiments, and, finally,
Section 6 discusses major conclusions and directions for future work.

2 Problem Definition

The problem formulation follows identically the problem formulation in [8]: we
restate it here to make the paper self-contained. Let X = [0, 1]d be the config-
uration space, where d ∈ N, d ≥ 2. Let Xobs be the obstacle region, such that
X \ Xobs is an open set (we consider ∂X ⊂ Xobs), and denote the obstacle-free
space as Xfree = cl(X \Xobs), where cl(·) denotes the closure of a set. The initial
condition xinit is an element of Xfree, and the goal region xgoal is an open subset
of Xfree. A path planning problem is denoted by a triplet (Xfree, xinit, xgoal). A
function of bounded variation σ : [0, 1] → Rd is called a path if it is continu-
ous. A path is said to be collision-free if σ(τ) ∈ Xfree for all τ ∈ [0, 1]. A path
is said to be a feasible path for the planning problem (Xfree, xinit, xgoal) if it is
collision-free, σ(0) = xinit, and σ(1) ∈ cl(xgoal).
A goal region Xgoal is said to be regular if there exists ξ > 0 such that ∀y ∈
∂Xgoal, there exists z ∈ Xgoal with B(z; ξ) ⊆ Xgoal and y ∈ ∂B(z; ξ). In other
words, a regular goal region is a “well-behaved” set where the boundary has
bounded curvature. We will say Xgoal is ξ-regular if Xgoal is regular for the
parameter ξ. Let Σ be the set of all paths. A cost function for the planning
problem (Xfree, xinit, xgoal) is a function c : Σ → R≥0 from the set of paths to
the nonnegative real numbers; in this paper we will consider as cost functions
c(σ) the arc length of σ with respect to the Euclidean metric in X (recall that
σ is, by definition, rectifiable).

Optimal path planning problem: Given a path planning problem
(Xfree, xinit, xgoal) with a regular goal region and an arc length function
c : Σ → R≥0, find a feasible path σ∗ such that c(σ∗) = min{c(σ) :
σ is feasible}. If no such path exists, report failure.

Finally, we introduce some definitions concerning the clearance of a path, i.e.,
its “distance” from Xobs [8]. For a given δ > 0, the δ-interior of Xfree is defined
as the set of all states that are at least a distance δ away from any point in
Xobs. A collision-free path σ is said to have strong δ-clearance if it lies entirely
inside the δ-interior of Xfree. A path planning problem with optimal path cost
c∗ is called δ-robustly feasible if there exists a strictly positive sequence δn → 0,
and a sequence {σn}ni=1 of feasible paths such that limn→∞ c(σn) = c∗ and for
all n ∈ N, σn has strong δn-clearance, σn(1) ∈ ∂Xgoal, σn(τ) /∈ Xgoal for all
τ ∈ (0, 1), and σn(0) = xinit.

3 Algorithm Description

Here we present the Bi-Directional Fast Marching Tree algorithm, BFMT∗, rep-
resented in pseudocode as Algorithm 1.
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(a) 0% Obstacle Coverage (b) 25% Obstacle Coverage (c) 50% Obstacle Coverage

Fig. 1: Returned Solution for BFMT∗

3.1 High-level description

At its core, BFMT∗ implements a bidirectional version of the FMT∗algorithm by
simultaneously propagating two wavefronts through the free configuration space.
Specifically, BFMT∗ performs a two-source dynamic programming recursion over
a set of free space samples, and correspondingly generates a pair of search trees:
one in cost-to-come space from the initial state and another in cost-to-go space
from the goal state (see Figure 1). Throughout the remainder of the paper, we
refer to the former as the forward tree, and to the latter as the backward tree.

Analogous to FMT∗, the dynamic programming recursion performed by BFMT∗

is characterized by two main adaptations (that classify the algorithm as “lazy”).
Consider the forward tree (i.e., the search tree in cost-to-come space — the
discussion for the backward tree is identical). First, two nodes are considered
lazy neighbors (hence connectable) if their Euclidean distance is smaller than a
specified bound, referred to as the connectivity radius, regardless of whether the
straight line between them intersects an obstacle or not. Note that the choice
of the connectivity radius is a central aspect for the analysis of BFMT∗ and is
discussed in Section 4. Second, and most critical, the evaluation of the imme-
diate cost in the dynamic programming recursion lazily neglects the presence
of obstacles; whenever a locally-optimal (assuming no obstacles) connection to
a new vertex is found to intersect an obstacle, that vertex is simply skipped
and left for later (as opposed to looking for other locally-optimal connections
in the neighborhood). The reason this is valid, as we will show in Section 4,
is that the cases where an optimal connection under this strategy is not made
become vanishingly rare as n → ∞. This manifests itself into a key compu-
tational advantage — by restricting collision detection to only locally-optimal
connections, BFMT∗ (analogously as for FMT∗) avoids a large number of costly
collision-check computations while adding only a small chance of suboptimality.

As for any bidirectional planner, the correctness and computational efficiency of
BFMT∗ hinge upon two key aspects: (i) how computation is interleaved among
the two trees (in other words, which wavefront at each step should be chosen
for expansion), and (ii) when the algorithm should terminate. In this paper we
consider four possible variations: two options for tree expansions (i.e., item (i))
and two options for termination (i.e., item (ii)).
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3.1.1 Tree expansion As explained, BFMT∗ works by (lazily) propagating
two wavefronts. Loosely speaking, each tree is associated with a set of fron-
tier nodes, denoted H and H ′, which are the nodes on the boundaries of the
expanding wavefronts. In this paper, we explore two expansion schemes:

1. “Alternating Trees” criterion: (left column, lines 15–16 in Algorithm 1) At
each iteration, the forward and backward trees are “swapped;” that is, the
two trees are expanded in turns.

2. “Balanced Trees” criterion: (right column, lines 15–18 in Algorithm 1) The
tree with the frontier node of smallest cost from its root is selected for
expansion. If only one tree has a non-empty frontier, that tree is selected.

The first criterion is the simplest, and emulates the strategy adopted by RRT-
Connect. The second, on the other hand, enforces more of a “balanced” search,
maintaining equal costs from the root in each frontier such that the two wave-
fronts propagate equidistantly from their origins. In this case, wavefronts are
designed to meet roughly half-way between the initial and goal states. Note that
in Algorithm 1, the two columns of lines 15–18 are mutually exclusive (in other
words, once a criterion is selected, it alone is executed).

3.1.2 Termination In this paper, we consider two criteria for termination:

1. “First Path” criterion: (left column of line 9 in Algorithm 1) The algorithm
terminates once the two trees have connected; namely, once a node added to
tree T is also in the other tree T ′.

2. “Best Path” criterion: (right column of line 9 in Algorithm 1) The algorithm
terminates once the node z ∈ H chosen for expansion is a node in the “inte-
rior” of the other tree T ′ (and hence, already expanded from the standpoint
of T ′). In abbreviated terms, the algorithm terminates if z ∈ V ′\H ′.

Termination with the “first path” criterion returns the first available path dis-
covered, at the moment that the two wavefronts touch (which is not, in general,
the cheapest path). The “best path” condition, on the other hand, terminates
at the point where the two wavefronts have propagated sufficiently far through
each other that no better solution can be discovered. Intuitively, this is the first
moment where the two trees have both selected, at the current iteration or pre-
viously, the node z as the minimum cost node from their respective roots. Note
that in Algorithm 1, the two columns of line 9 and are mutually exclusive (in
other words, once a criterion is selected, it alone is executed).

3.2 Detailed description

Let S be a set of points sampled independently and identically from the uniform
distribution on Xfree, to which xinit and xgoal are added. We use the uniform
distribution in this paper for simplicity, but any distribution supported on Xfree

would yield identical theoretical properties, in particular asymptotic optimality.
Let tree T be the quadruple (V,E,H,W ), where V is the set of tree vertices, E
is the set of tree edges, and H and W are dual sets containing the frontier nodes
in V and the unexplored nodes in S. Specifically, set W stores all nodes in the
sample set S that have yet to be connected to the tree. Set H, on the other hand,
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tracks in sorted order (by cost from the root) nodes which have already been
added to the tree, although it drops nodes not near enough to the wavefront
of the expanding tree to actually form better connections. As such, nodes H
and W play the same role as their counterparts in FMT∗, see [8]. However, in
this case BFMT∗ “grows” two such trees, referred to as T = (V,E,H,W ) and
T ′ = (V ′, E′, H ′,W ′). Initially, T is the tree rooted at xinit, while T ′ is the tree
rooted at xgoal. Note, however, that the trees are exchanged during the execution
of BFMT∗, so T is not always the tree that contains xinit.

Before describing BFMT∗ in detail, we list briefly the basic planning functions
employed by the algorithm. Let SampleFree(n) be a function that returns a
set of n ∈ N points sampled independently and identically from the uniform
distribution on Xfree. Let Path(z, T ) return the unique path in the tree T from
its root to z. Also, let Cost(x, T ) return the cost of the unique path in the
tree T from its root to x, and let CollisionFree(x, y) be a boolean function
returning true if the straight-line path from x to y is collision free. Given a set
of vertices A, let Near(A, z, r) return the set of vertices in A within a ball of
radius r centered at vertex z (such that {x ∈ A : ‖x − z‖ < r}). Pertaining to
the tree expansion strategies, let Swap(T , T ′) be a function that swaps the two
trees T and T ′; that is T, T ′ := T ′, T (in parallel assignment notation). Finally,
let Companion(T ) return the companion tree T ′ to T (or vice versa).

The BFMT∗ algorithm is represented in Algorithm 1. First, a set of n states in
Xfree is determined by drawing samples uniformly. Two trees are then initialized
using Initialize as shown in Algorithm 2, with a forward tree rooted at xinit

and a reverse tree rooted at xgoal. Once complete, tree expansion begins starting
with tree T rooted at xinit using the Expand procedure in Algorithm 3. (The
node selected for expansion is consistently denoted by z, while c denotes the
best-available connection point found thus far and is initially null.) Expand
implements the “lazy” dynamic programming recursion described in Section 3.1,
making locally-optimal collision-free connections from nodes x near z unexplored
by tree T (those in set W within search radius rn of z) to frontier nodes x′ near
each x (those in set H within search radius rn of x). Any safe edges and newly-
introduced nodes are then added to T , the minimum cost connection point in
the tree c is updated, and z is transferred from the frontier to the interior of the
tree. The key advantage is the use of the frontier and unexplored sets to limit the
number of nearest neighbor connections attempted and pull the tree outwards
into the unexplored space. Note the Expand function is identical to that of
unidirectional FMT∗, with the exception here of additional lines for tracking of
the best connection point c. See [8] for further details.

After expansion, the termination condition is evaluated, according to one of the
two criteria outlined in Section 3.1.2. If the algorithm has not terminated, the
frontiers of both trees are checked; if both are empty, there are no further expan-
sions that can be made, so failure is reported. Otherwise the algorithm proceeds
with the selection of the next node (and corresponding tree) for expansion ac-
cording to the expansion criteria outlined in Section 3.1.1. For both criteria, if
either frontier H or H ′ is empty (but not both), then the next node z is taken as
the minimum-cost node from the root of the non-empty frontier with the trees
T and T ′ defined accordingly. After selection, the entire process is iterated.
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Algorithm 1 Bi-directional Fast Marching Tree Algorithm (BFMT∗)

1: S ← {xinit} ∪ {xgoal} ∪ SampleFree(n)
2: T ← Initialize(S, xinit)
3: T ′ ← Initialize(S, xgoal)
4:
5: z← xinit, c← ∅
6: success = false
7: while success = false
8: Expand(T , z, c)

Termination

First Path Criterion
9: if c 6= ∅

Best Path Criterion
if z ∈ (V ′\H ′)

10: σ∗ = Path(c, T ) ∪ Path(c, T ′)
11: success = true
12: else
13: if H ′ = ∅ and H = ∅
14: return Failure

Tree Selection

Alternating Trees Criterion
15: z← arg minx′∈H′{Cost(x′, T ′)}

16: Swap(T , T ′)
17:
18:

Balanced Trees Criterion
z1 ← arg minx∈H{Cost(x, T )}
z2 ← arg minx′∈H′{Cost(x′, T ′)}
(z, T )← arg min(z1,T ),(z2,T ′) {Cost(zi, Ti)}
T ′ = Companion(T )

19: return σ∗

Algorithm 2 Initializes a Fast Marching Tree

1: function Initialize(V , x0)
2: V ← {x0}
3: E ← ∅
4: W ← V \{x0}
5: H ← {x0}
6: return T = (V,E,W,H)

4 Asymptotic Optimality of BFMT∗

In this section, we show the optimality of BFMT∗ for each of the four versions
of Algorithm 1 (one for each choice of expansion and termination criteria). We
begin with a result essentially stating that any path in Xfree may be “traced”
arbitrarily well by connecting randomly distributed points from a sufficiently
large sample set covering the configuration space (we refer to this property as
probabilistic exhaustivity). We then provide the (asymptotic)-optimality proof
for BFMT∗, by showing that the algorithm will recover a solution with cost no
greater than that of the tracing path.
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Algorithm 3 Fast Marching Tree Expansion Step

1: function Expand(T = (V,E,H,W ), z, c)
2: Hnew ← ∅
3: Znear ← Near(V \{z}, z, rn) ∩ W
4: for x ∈ Znear

5: Xnear ← Near(V \{x}, x, rn) ∩ H
6: xmin ← arg minx′∈Xnear

{Cost(x′, T )+Cost(x′x)}
7: if CollisionFree(xmin, x)
8: V ← V ∪ {x} . Add x to tree
9: E ← E ∪ {(xmin, x)} . Add edge to tree

10: Hnew ← Hnew ∪ {x} . Save x to add to frontier
11: W ←W\{x} . Mark x as explored
12:
13: if x ∈ V ′ and Cost(x, T ) + Cost(x, T ′) < Cost(c, T ) + Cost(c, T ′)
14: c← x . Set c as the best connection point found so far

15:
16: H ← (H ∪ Hnew) \{z} . Merge new frontier nodes; send z to interior
17: return T = (V,E,H,W )

4.1 Probabilistic exhaustivity

Let x : [0, 1] → X be a path. Given a set of waypoints {ym}Mm=1 ⊂ X , we
associate a path y : [0, 1] → X that sequentially connects the nodes y1, . . . , yM
with line segments. We consider the waypoints {ym} to (ε, r)-trace the path
x if: a) ‖ym − ym+1‖ ≤ r for all m, b) the cost of y is bounded as c(y) ≤
(1 + ε)c(x), and c) the distance from any point of y to x is no more than r, i.e.
mint∈[0,1] ‖y(s) − x(t)‖ ≤ r for all s ∈ [0, 1]. In the context of sampling-based
motion planning, we may expect to find closely tracing {ym} as a subset of the
sampled points, provided the sample size is large. This notion is formalized in
the following theorem, proved as Theorem IV.5 in [18] for the general case of
driftless control-affine control systems, a special case of which is path planning
without differential constraints (as addressed in this paper).

Theorem 1 (Probabilistic exhaustivity). Let (Xfree, xinit, xgoal) be a path
planning problem and let x : [0, 1]→ Xfree be a feasible path. Let S = {xinit, xgoal}∪
SampleFree(n), ε > 0, and for fixed n consider the event An that there exist
{ym}Mm=1 ⊂ S, y1 = xinit, yM = xgoal which (ε, rn)-trace x, where

rn = 4
√
d · (1 + η)1/d

(
µ(Xfree)

d

)1/d(
log n

n

)1/d

for a parameter η ≥ 0. Then, as n→∞, the probability that An does not occur

is asymptotically bounded as P (Acn) = O(n−η/d log−1/d n).

Remark 1. As discussed in [18], for the sake of proof clarity the spatial constant

4
√
d in the expression for rn is greater than is necessary for Theorem 1 to hold. A

more careful argument along the lines of the original FMT∗asymptotic optimality
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proof [8] would suffice to show that rn = (1 + η) · 2
(

1
d

) 1
d
(
µ(Xfree)
ζd

) 1
d
(

log(n)
n

) 1
d

satisfies the theorem as well.

4.2 Asymptotic optimality

We are now in a position to prove the asymptotic optimality of BFMT∗.

Theorem 2 (Bidirectional FMT cost comparison). Let x : [0, 1] → Xfree

be a feasible path with strong δ-clearance, δ > 0. Consider running BFMT∗ to
completion using any choice of expansion and termination criteria with a sample
size of n vertices and a radius:

rn = (1 + η) · 2
(

1

d

) 1
d
(
µ(Xfree)

ζd

) 1
d
(

log(n)

n

) 1
d

,

for a parameter η ≥ 0. Let cn denote the cost of the path returned by BFMT∗;
then for fixed ε > 0:

P (cn > (1 + ε)c(x)) = O(n−η/d log−1/d n).

Proof. We address the case of the “first path” termination criterion, in conjunc-
tion with any expansion criterion (that is, the two employed in this paper and
otherwise). It is clear that the “best path” termination criterion returns a path
at least as good as the first path termination criterion. This is because it returns
the best path among a number of choices, one of which is the path of the first
path criterion. See Remark 2 following this proof for further discussion.

If xinit = xgoal then BFMT∗ will immediately terminate with cn = 0, trivially
satisfying the claim. Thus we assume that xinit 6= xgoal. Consider n sufficiently
large so that rn ≤ min{δ/2, ε‖xinit − xgoal‖/2}, and apply Theorem 1 to pro-

duce, with probability at least 1 − O(n−η log−1/D n), a sequence of waypoints
{ym}Mm=1 ⊂ S, y1 = xinit, yM = xgoal which (ε/2, rn)-trace x. We claim that in
the event that such {ym} exist, the BFMT∗ algorithm will return a path with
cost upper bounded as cn ≤ c(y) + rn ≤ (1 + ε/2)c(x) + (ε/2)c(x) = (1 + ε)c(x).
It is clear that the desired result follows from this claim.

Assume the existence of (ε/2, rn)-tracing {ym}. Note that our upper bound on
rn implies that B(ym, rn) intersects no obstacles. This follows from our choice
of rn and the distance bound

inf
a∈Xobs

‖ym − a‖ ≥ inf
a∈Xobs

‖xm − a‖ − ‖ym − xm‖ ≥ 2rn − rn ≥ rn.

This fact, along with ‖ym−ym+1‖ ≤ rn for all m, implies that when a connection
is attempted for ym, both ym−1 and ym+1 will be in the search radius without ob-
stacles within that search radius. Running BFMT∗ to completion generates one
cost-to-come tree Ti(Vi, Ei, Hi,Wi) and one cost-to-go tree Tg(Vg, Eg, Hg,Wg)
rooted at xinit and xgoal, respectively. The above discussion ensures that the
trees will meet and the algorithm will return a feasible path when it terminates:
the path outlined by the waypoints {ym} disallows the possibility of failure.



10 Joseph A. Starek et al.

For each sample point z ∈ S, let ci(z) := Cost(z, Ti) denote the cost-to-come
of z from xinit in Ti, and let cg(z) := Cost(z, Tg) denote the cost-to-go from
z to xgoal in Tg. If z is not contained in a tree Tx, we set cx(z) = ∞. When
the algorithm terminates, we know there exists a sample point zmeet ∈ Vi ∩ Vg
where the two trees meet; indeed we select the particular meeting point zmeet =
arg minz∈Vi∩Vg

ci(z) + cg(z). Then cn = ci(zmeet) + cg(zmeet). We now note a

lemma bounding the costs-to-come of the {ym}, the proof of which may be
found as an inductive hypothesis (Eq. 5) in Theorem VI.1 [18].

Lemma 1. Let m ∈ {1, . . . ,M}. If ci(ym) < ∞, then ci(ym) ≤
∑m−1
k=1 ‖yk −

yk+1‖. Otherwise if ym /∈ Vi, then ci(zmeet) ≤
∑m−1
k=1 ‖yk − yk+1‖. Similarly

if cg(ym) < ∞, then cg(ym) ≤
∑M−1
k=m ‖yk − yk+1‖; otherwise cg(zmeet) ≤∑M−1

k=m ‖yk − yk+1‖.

To bound the performance cn of BFMT∗, there are two cases to consider. Note
in either case we find that cn ≤ c(y) + rn, thus completing the proof.

Case 1: There exists some ym ∈ Vi ∩ Vg.
In this case, cn = ci(zmeet) + cg(zmeet) ≤ ci(ym) + cg(ym) <∞ by our choice of

zmeet. Then applying Lemma 1 we see that cn ≤ ci(ym)+cg(ym) ≤
∑M−1
k=1 ‖yk−

yk+1‖ = c(y).

Case 2: Vi ∩ Vg ∩ {ym} = ∅.
Consider m̃ = max{m | ci(ym) <∞}. Then ym̃ ∈ Vi and ym̃ can not have been
the minimum cost element of Hi at any point during algorithm execution or else
we would have connected ym̃+1 ∈ Vi. Let z denote the minimum cost element of
Hi when zmeet was added to Vi. We have the bound:

ci(zmeet) ≤ ci(z) + rn ≤ ci(ym̃) + rn ≤
m−1∑
k=1

‖yk − yk+1‖+ rn. (1)

By our assumption for this case, ym̃ /∈ Vg. Then by Lemma 1 we know that

cg(zmeet) ≤
∑M−1
k=m ‖yk − yk+1‖. Combining with the previous inequality yields

cn = ci(zmeet) + cg(zmeet) ≤
∑M−1
k=1 ‖yk − yk+1‖+ rn = c(y) + rn.

Remark 2. If we analyze the best path criterion instead of the first path criterion
(i.e., if BFMT∗ continues until an element of Vi ∩Vg is selected as the minimum
cost element of Hi or Hg), then the rn term may be omitted from Inequality (1).
In that case we need only consider n sufficiently large so that rn ≤ δ/2.

Remark 3. Note that theoretical guarantees on the number of samples required
to return a probabilistically high-quality solution (namely, the convergence rate
bound) is the same as for FMT∗. However, the time it takes to run BFMT∗ on
a given number of samples can be substantially smaller than for FMT∗. Indeed,
for not-too-cluttered configuration spaces, the search trees grow hyperspherically,
and BFMT∗ only has to expand about half as far (in both trees) as FMT∗ in
order to return a solution. Thus for d-dimensional configuration spaces, we may
expect an approximate speed-up of a factor 2d−1 over FMT∗.
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5 Simulations

In this section we provide numerical experiments that show the advantages
over previous sampling-based, asymptotically-optimal, unidirectional planning
algorithms (namely, FMT∗, RRT∗, and PRM∗), and over the main sampling-
based, bidirectional planning algorithms available in the literature (namely RRT-
Connect and SBL). Note that RRT-Connect and SBL are probabilistically-
complete (i.e., they are guaranteed to find a feasible solution if one exists as
the number of samples goes to infinity), but are not guaranteed to (and in fact
are not designed to) converge to an optimal solution.

In the first experiments we investigate the relative benefits of the four versions
of BFMT∗. Then, in the second set, we compare the version of BFMT∗ that ap-
pears to perform best (namely, BFMT∗ with the “alternating trees” criterion for
expansion and “best path” criterion for termination) with FMT∗, RRT∗, PRM∗,
RRT-Connect, and SBL 4. Each planning algorithm was implemented using the
Open Motion Planning Library (OMPL) [19] v0.13.0. The implementations of
RRT∗, RRT-Connect, and SBL were taken from OMPL5. For BFMT∗, FMT∗,
RRT∗, and PRM∗, in order to satisfy the theoretical search radius bounds pro-
vided in the proofs in Section 4 and in [7], the search radius was set using η = 0.1
from Theorem 2. For RRT-Connect and RRT∗, we used a steering parameter of
60% of the maximum extent of the configuration space, which appeared to guar-
antee best performance. Additionally, for RRT∗we implemented an “ellipsoidal
node-rejection criterion [16, Section III.D], which is guaranteed to improve the
convergence rate. To ensure a fair comparison, all algorithms used the exact
same primitive routines (e.g., nearest neighbor search, collision checking, data
handling, etc.). Specifically, for collision checking we used a hashing scheme,
where the partition resolution was optimized via numerical experiments.

The configuration space was the unit hypercube in 2, 5, 7, and 10 dimensions,
cluttered by randomly-sized, axis-oriented hyperrectangles with varying degrees
of obstacle coverage, namely, 0%, 25%, and 50%. The initial state xinit was set
to be the center of the unit hypercube, and Xgoal was set to be the ball of radius

0.0011/d centered at the 1-vector. Results are averaged over 100 trials for the 2D
and 5D cases, and 50 trials for the 7D and 10D cases. Error bars correspond to
one standard deviation of the sample mean.

5.1 Comparison among BFMT∗ versions

The four versions of BFMT∗ permute the termination criterion (at the first or
best path possible) as well as the expansion criterion (swapping trees every time
or balanced tree search) as outlined in Section 3. Benchmarking results (average
execution time versus average solution path cost) are reported in Figure 2 for 2D

4 All simulations were run in C++, using a Linux operating system with a 2.4 GHz
processor and 7.5 GB of RAM.

5 This required SBL to use its own sample set, given its need to sample uniformly near
grid points (although the same set could have been unfairly imposed at the cost of
significant overhead added to every SBL sampling call via nearest-neighbor search.
Note any cost differences are assumed to vanish as the number of samples increases.)
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and 10D only (the trends in 5D and 7D are similar and are omitted in the interest
of brevity). All plots are sized such that the bottom of the frame corresponds to
the obstacle-free optimal path cost (with 0% clutter cases normalized to yield
optimal cost 1).

(a) 2D, 0% Obstacle Coverage (b) 10D, 0% Obstacle Coverage

(c) 2D, 25% Obstacle Coverage (d) 10D, 25% Obstacle Coverage

(e) 2D, 50% Obstacle Coverage (f) 10D, 50% Obstacle Coverage

Fig. 2: Cost versus time plots for the four versions of BFMT∗. Overall, BFMT∗

with the “best path” termination criterion and “alternating trees” expansion
criterion seems to represent the best trade-off in exploration versus exploitation.

Collectively, Figure 2 shows three facts: (i) all variants of BFMT∗ tend to per-
form fairly similarly, (ii) the main discriminant in performance is the termi-
nation criterion (as curves corresponding to the same expansion criterion are
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almost overlapping), (iii) the “best path” termination criterion appears to be
the best choice fairly uniformly, and (iv) for a given termination criterion, the
swapping expansion criterion appears to yield slightly better performance. Fact
(iv) exemplifies a classic trade-off in exploration versus exploitation. To clar-
ify, note that the balanced wavefront propagation is analogous to two-source
breadth-first search in that the frontier node of minimum-cost within either tree
is chosen for expansion at the next iteration, effectively requiring that both fron-
tiers fully explore the current cost-curve level set before progress is made to the
next larger level set. These cost curve wavefronts spread out equally (which, in
the Euclidean distance case, means radially from their sources) at equal rates,
with one tree waiting for the other to finish its level set before continuing on.
This can be a hindrance in cases where one tree has less surrounding free-space
to cover than the other – exactly the case we see here given that the goal is
located in a corner rather than the configuration space center. Conversely, when
swapping between trees on each iteration, wavefronts again explore the level sets
of the cost-to-come and cost-to-go curves, respectively, but this time indepen-
dently and at “asynchronous” rates; if one tree finishes a level set sooner, then
it continues on to the next set without waiting. This can be useful in cluttered
spaces (note the execution time improvement becomes more pronounced as the
coverage increases).

In light of this and the results in Figure 2, we selected BFMT∗ with “best path”
termination and “alternating trees” expansion for the subsequent experiments.

5.2 Comparison to State-of-the-Art

Here we present benchmarking results (average solution cost versus average exe-
cution times) comparing the best of the four BFMT∗ variants, herein denoted as
BFMT∗, to other state-of-the-art sampling-based motion planning algorithms.

Figures 3 and 4 show the benchmarking results for 2D, 5D, 7D, and 10D at
0% and 50% obstacle coverage, respectively, for each of BFMT∗, FMT∗, RRT∗,
PRM∗, and RRT-Connect (average costs for SBL were roughly 2-4 times greater,
which occluded the details of the other curves; SBL curves were thus omitted
for clarity). The figures reveal that BFMT∗ converges to the optimal path cost
faster than the other planners, particularly as the dimension and coverage in-
crease. Differences are slight, however, and clearly coverage has a greater effect;
in the obstacle-free case, BFMT∗, FMT∗, and PRM∗ are roughly equivalent,
but they diverge somewhat at 50% coverage (BFMT∗ takes approximately a
third to one half the time to return a given solution cost as either alterna-
tive). This follows from the fact that the fast-marching algorithms minimize
collision-check calls, reducing the solution cost relatively faster as clutter in-
creases. BFMT∗ significantly outperforms RRT∗due to the costly overhead of
rewiring that RRT∗requires, and RRT-Connect, which returns solutions as fast
or faster than BFMT∗, clearly does poorly in terms of solution quality due to the
fact that it is concerned only with finding feasible paths as quickly as possible.

In terms of absolute running times, with the current implementation, the plots
indicate that BFMT∗ can return high-quality solutions (where the solution cost-
curve levels out horizontally) in roughly 0.2 seconds (2D), 1.25 seconds (5D), 2.5
seconds (7D), and 8 seconds (10D) on average for the 50% coverage environment
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studied here. Times are & 5 times smaller for the obstacle-free case. Most such
solutions were obtained using fewer than 2000 free-space samples.

Note, the test environment is to some extent the worst-case performance compar-
ison for BFMT∗. Collision-checking was implemented by a very efficient tiling-
based hashing scheme and the robot was modeled as a point-mass, thus other
algorithms which refer to the same collision-checker for path validity are hindered
less. We expect that the contrast in execution times should become more promi-
nent as the cost of each collision-check increases, such as, for instance, in the
case of polyhedral models, non-convex obstacles, or time-varying environments.

(a) 2D (b) 5D

(c) 7D (d) 10D

Fig. 3: Average Cost as a Function of Execution Time for 0% Obstacle Coverage
in the Unit Hypercube

6 Conclusion

The theoretical foundation on which FMT∗ is constructed (i.e., its runtime and
convergence bounds as the number of samples increases), together with its tree-
like structure and wavefront-like expansion through cost-to-come space, provide
a solid basis for the strong performance characteristics of the BFMT∗ algorithm.
Its ability to comparably or otherwise outperform other sampling-based planners
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(a) 2D (b) 5D

(c) 7D (d) 10D

Fig. 4: Average Cost as a Function of Execution Time for 50% Obstacle Coverage
in the Unit Hypercube

in high dimensions with large degrees of clutter while simultaneously guarantee-
ing asymptotically optimal convergence and probabilitic completeness make it
an efficient tool for practical geometric path planning problems. Furthermore,
it’s relative performance improvement as the configuration space dimension and
obstacle coverage increase suggests that dynamic versions of BFMT∗ (involving
repeated motion queries in a changing environment) will be especially useful for
nearly-optimal trajectory re-planning in time-varying obstacle-ridden environ-
ments. Future efforts will study extension of BFMT∗ to dynamically-changing
environments through lazy re-evaluation (leveraging the tree-like structure of
the paths stored in each search direction) in a way that reuses as much as
possible the results from previous computation cycles. Maintaining bounds on
run-time performance and solution quality for time-varying environments will re-
main the greatest challenges. Ultimately, we hope that BFMT∗ will enable fast,
easy-to-implement re-planning with proven performance guarantees, analogous
to planning in static environments as we have shown here.
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