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I. INTRODUCTION

The number of natural disasters who’s damage estimates
exceed one billion dollars is increasing at 5% per year [17].
Tropical Cyclones (TCs) represent 20% of the billion dollar
events by count, but 50% of the total loss value [17]. Global
climate change is expected to increase the intensity of storms
only exacerbating the potentially devastating effect Tropical
Cyclones (hurricanes) can have on the Eastern United States
[1]. In this paper, we aim to model the number of Tropical
Cyclones forming in the North Atlantic by using Symbolic
Regression.

Building on the ideas of natural selection, Symbolic Re-
gression (SR) is a method for mapping input variables to
outputs [14]. The maps created by SR are compositions of
arbitrary, pre-defined, functions. SR can be considered an
extension of GP in which functional expressions of data are
generated through a natural-selection process [14]. SR -by
construction- produces models which have direct mathematical
interpretability (ie, a human-readable functional mapping of
covariates to the response variable). Ultimately GP and SR
look to synthesize a series of functions which describe the
underlying relationships between the predicting and response
variables.

A. Tropical Cyclone Count Data

For the remainder of this paper, the SR techniques de-
scribed will all be used on a dataset referred to as TCcount
(Tropical Cyclone Count). TCcount contains 515 climate-
state variables for every year from 1900-2013 as covariates
and the count of North Atlantic Tropical Cyclones (TCs) as
the response variable. A plot of the TC count per year from
1900-2012 can be seen in Figure 1.

The covariates set predominantly contains climate indices.
Indices are computed by climatologists to be a singular
measure of a semi-global phenomenon. Selected indices are
labeled in the Table I along with their description. Approx-
imately 2/3 of the total variables in TCcount are climate
indices for various locations all over the world. The remaining
1/3 are physical planetary observations such as sea surface
temperatures, median air temperatures, solar activity, and wind
speeds. These are also compiled for various locations globally.

Fig. 1. Tropical Cyclones per Year 1900-2012

These climate variables are all complied by various atmo-
spheric research groups across the globe and published. Our
research group has compiled them to provide a foundation
for the development of tropical cyclone prediction models.
Currently, TC prediction is largely the domain of Climatol-
ogist and Meteorologists. The methods used to make these
predictions fall in two (relatively) discrete camps. The first are
so-called physical models, dynamical models, or atmospheric-
flow models. These are generally physics-based simulations in
which a TC’s formation and internal circulation is governed
by the Navier-Stokes equations while its movement through
the atmosphere is a function of atmospheric wind speeds with
compensation for the influence of the Coriolis effect [2], [7],
[9]. These models are of reasonable accuracy however they are
computationally very expensive. An additional concern is their
reliance on a set of initial conditions which does not -easily-
allow for analysis of future climate-change scenarios. The
physical models, however, do provide the ability to predict the
future path of a present-time storm allowing policy makers and
emergency workers to plan for a potential imminent landfall.

The second category of models are statistically-based TC
count models. These models generally borrow from fields
such as Statistics, Data Science, Operations Research, etc.



TABLE I
SELECTED CLIMATE INDICES

Index Description

NAO

The North Atlantic Oscillator (NAO) is a measure of
atmospheric pressure change in the North Atlantic.
NAO is usually defined as the normalized difference
in pressure between the Azores (generally low pres-
sure) and Iceland(generally high pressure). A high
NAO indicates above average pressure differences
between the two locations.

ENSO

The El Nino Southern Oscillator (ENSO) is a mea-
sure of the ”activity” of El Nino in a given year. The
ENSO is calculated, again, as a difference in pressure
between pairs of islands in the South Pacific. Tahiti
and Darwin Island are typically used and a higher
value of ENSO represents an above average pressure
difference.

AMO
The Atlantic Multidecadal Oscillation (AMO) is an
index measuring the pattern of sea surface tempera-
ture variability in the North Atlantic after de-trending
for general atmospheric temperature rise.

Their complexity is also widely varied. Some of the simplest
models use simple assume yearly TC count is a Poisson
process condition on three climate variables [15]. Others
consider the path of a TC to be a Marokvian process with
each time step relying only on the previous to determine its
track [2].1 More complex models create ensembles of existing
models [18] or use Spatial and Spatiotemporal Data (SSTD)
methods to predict storms [5]. These statistical models are
more generally used for risk analysis modeling where a
decision maker is interested in the distribution of storms as
opposed to the path of one specifically [2], [6], [11], [19].

The models developed in this paper fall properly in the sta-
tistical model category of TC count prediction. As previously
mentioned, the data collected contains 113 observations of 516
variables with approximately 8.5% NAs. One of the foremost
SR references A Field Guide To Genetic Programming gives
general recommendations for successful symbolic regression
application. One of them is ”Significant amounts of test data
are available in computer readable form” [12]. Our data does
not have large number of data points, however we instead have
a large quantity of variables for each observation. Improperly
borrowing a term from ANOVA analysis, we have a ”wide”
data set in which there are fewer observations than there are
variables. This is precisely where the challenge in using SR
for this prediction lies.

The remainder of the paper begins by first attempting to
reduce the dimensionality of this data via ’typical’ data anal-
ysis means. We then move on to explore a recently developed
technique to improve SR results for high-dimensional data

1TC track is of importance to storm forecasters because it ultimately leads
to a determination of whether or not a storm makes landfall

called Latent Variable Symbolic Regression. Results of the
two methods are compared and conclusions follow.

II. BASE CASE: PCA

A. Preprocessing

Prior to using either SR technique, the predictors were
cleaned to allow for easier processing. First, any column of
data which had over 33% NAs was removed entirely. This
left approximately 5% NAs which were removed with the R
function rfImpute [10], [13]. rfImpute uses all complete
data to build a random forest model. The missing values are
then imputed as the ”weighted average of the non-missing
observations” [10].

B. PCA

At a high level, the first analysis (subsequently referred
to as the base case) uses Principal Component Analysis to
reduce the dimensionality of the dataset to only those which
contain 95% of the variation in the data. To give an example
of the scale of that quantity, Figure 2 shows the cumulative
importance of each variable from a toy randomForest
model using the available data to predict TC count [10].
This gives a quick snapshot as to the relative importance
of each variable. The red line shows 95% of the cumulative
importance. From this plot, we can infer two things. First the
PCA will not likely reduce our dataset to the hand full of
variables we would hope for. Second, all of the data is not
required to represent a reasonable model.

Fig. 2. Cumulative Importance by variables. Note almost 200 variables are
required to achieve 95% of the importance. Also note only 3/5 of the total
data is required to account for all of the variation

PCA was performed using the R package caret [4]. The
result is 54 covariates (down from the original 514) which
capture 95% of the variance. The data is also scaled and
centered in this step.



TABLE II
PARAMETERS, THEIR DEFINITIONS,

Parameter Description Values

Pr (Mutation)
The probability any indi-
vidual population member
is mutated

0.05, 0.1,0.2

Pr (Crossover)
The probability any two
”elite” population mem-
bers are crossed over**
FIX

0.5, 0.9

Breeding Tries

During crossover, the
maximum number of
unsuccessful tries to
breed two population
members together before
moving on

50, 1000

Population The size of the population
of potential functions

500, 5000

Penalize Constants
Whether or not to apply
selective pressure against
functions which only con-
tain constants

TRUE, FALSE

Constant Scalar The maximum value of a
constant in the function

0.5, 5

C. Symbolic Regression

Once the data has been preprocessed, we can begin the
Symbolic Regression phases. As described in the introduction,
SR looks to create functional mappings from the covariate
space to the response variables. This is accomplished by
evolving a function which receives one ore more of the
covariates and returns a value for the dependent variable. This
process is performed iteratively. At each evolutionary step,
the fitness of each member of the population is evaluated
and selection occurs proportional to that fitness. Additionally
members of the population are bred together with some
probability to create new population members with beneficial
traits. Mutation on the individual function occurs, again at a
specified probability.2

Clearly, Symbolic Regression is heavily dependent on the
system parameters so we must first perform a parameter
optimization. In this case we perform a parameter sweep -
testing every combination of specified input parameters. In the
interest of time, each SR parameter set was run for 5 minutes
and the Mean Squared Error (MSE) values were computed.
The parameters of interest, their descriptions, and the values
tested are seen in Table II. The results of the best combinations
of parameters are seen in Figure IV located in Appendix A .

After performing the parameter sweep, the best 12
parameter combinations were each run until the rate of
decrease in the MSE of each subsequent iteration dropped

2 This is a small fraction of the parameters which govern Symbolic
Regression

below 0.001%. This is the longest feasible runtime with our
current computational resources. Maxing out the runtime
ensures the large covariate set can be adequately searched.
The best results of this second iteration are listed in Table V
along with their MSE in Appendix A. Equations 1 and 2 are
the functions corresponding with the lowest two MSE values.
Written in R, approximate runtime for each was 3.5 hours on
a single core of an Intel Xenon E5-2660 @ 2.60GHz with
256GB of RAM [13].3

f̂( ¯PCA) = ee
sin(ee

PC32−5.8484
)

(1)

f̂( ¯PCA) = ee
sin(

√
cos(sin(PCA4)))

− cos(e
√

cos(sin(PCA36))) (2)

Fig. 3. Plot of Eq 1 and Eq 2 with the actual TC counts as black scatterpoints

We can see the results of these two equations overlaid with
the actual points in Figure 3. From the plot it is clear SR
performed poorly when applied to the output of PCA. The
models failed to account for the apparent linear trend in the
data. The mean of the actual TC count over the 112 year
period is 9.57 Tropical Cyclones per year. These functions
do very little beyond what is presented by approximating the
yearly series by the mean. Additional issues with using PCA to
reduce the dimensionality of a Symbolic Regression problem
is the lack of interpretability in results. Especially in the
case of physical variables, any relationship between covariates
which provides a good model is worthy of investigation. By
performing PCA, we no longer have interpratable predictors.

III. LATENT VARIABLE SYMBOLIC REGRESSION

A. Methodology

The literature regarding dimension reduction for Symbolic
Regression is sparse. Much of the recent work is based on that

3Runtimes are approximate as all 12 replications were run on their own
core of the processor. The maximum time was 3:31:01



of Projection Pursuit (PP). Friedman and Tukey proposed a
regression framework called Latent Variable Regression (LVR)
which is a form of Projection Pursuit [3]. In LVR and PP
the goal is to learn projection vectors which create interesting
and meaningful projections of the high-dimensional data into
lower-dimensional spaces. In example, suppose we have 250
observations of a 1000-dimensional vector of data X̄ . Instead
of performing an analysis on the entire 1000 elements, a
transformation is applied to map X̄ to a more manageable
size. If we let w̄ = (w1, w2, w3, . . . , w1000), then we can
project X̄ to some value t : t ∈ IR by letting t = w̄T X̄ .
4 This method was used originally by Friedman and Tukey to
shrink data to be used in Linear Regression [3]. This paper
will follow an application of LVR to Symbolic Regression
aptly named Latent Variable Symbolic Regression (LVSR)
proposed by McConaghy in 2010 [14]. A few works have
made minor improvements or variations on it with relative
success, however none have sought to use the model in practice
[8], [20].

The LVSR method as proposed by McConaghy follows
an iterative procedure. Figure 4 is McConaghy’s description
of the LVSR process and a good outline for the procedure
used in this analysis (Figure from [14]). Suppose we have a
data set X̄ which contains m observations of n variables. A
randomForest model is created using all the available data.
The importance of each variable is used to create the projection
vector wi for the ith iteration. We let t = w̄T X̄ , where t
becomes an m dimensional vector. Symbolic Regression is
performed assuming only one input variable. The resulting
SR output is used to predict values of the response variable
y. For the next iteration yi+1 = yi − gi(w̄

T X̄). Similar to
boosting, we subtract each iteration’s residuals creating models
of higher rank which attempt to compensate for weakness in
previous predictions [16]. For example, a 1-rank model would
discover one w̄ vector, transform each observation of x ∈ X̄
such that t = w̄Tx, and finally, use Symbolic Regression to
predict y from t. A 2-rank model takes the 1-rank SR equation,
g1(w̄Tx), and updates y such that y = y−g1(w̄T

i t). This new
value of y is then fed back into the model where the random
forest, w learning, and SR are then applied. The resulting 2-
rank model is of the form y = g1(wT

1 x) + g2(wT
2 x). We can

continue to increase the rank of the model until the quality of
solution drops off.

B. Procedure

To begin our LVSR test, we started by removing columns
and imputing NAs as in the previous PCA analysis. Note we
do not center nor scale the data for this procedure. Our data
is then partitioned into training and test sets and the LVSR
model as described above performed. The SR parameters were
chosen via parameter-sweep after the first iteration of the
LVSR procedure and left the same for the remainder of the
runs. The parameters can be seen in Appendix A in Figure

4This simple projection to IR is what will be used in the remainder of this
section, however it is worthy of note that there are countless other ways to
project large-dimensional values to smaller-dimensional spaces.

Fig. 4. LVSR Procedure from [14]

VI. Each SR procedure ran for a fixed time of 5 minutes on
an Intel Xenon E5-2660 @ 2.60GHz with 256GB of RAM.
Ranks from 1 to 10 were tested in 5 fold cross validation.

C. Results

The MSE for LVSR results after cross validation can be seen
in Table III. Likewise Figure 5 is a plot of each validation run
as a function of model rank. From both the aforementioned
plot and chart, we can see 4-rank and 5-rank models consis-
tently have the best performance. The best formula 4 and 5
rank models are still rather unfriendly but Eq 3 is listed in
the appendix for completeness. However, looking at Figure 6
the model appears to capture the variation in yearly TC count
better than the base case. Ultimately, upon visual inspection,
the LVSR models appear to model the distribution of TC count
well.

IV. CONCLUSIONS

In this paper, we used Latent Variable Symbolic Regression
to predict the yearly number of Tropical Cyclones forming
in the North Atlantic Ocean. The main challenge of this
method is reducing the dimensionality of the 516 covariates
to a more manageable set. We did this through Principal
Component Analysis (PCA)and Latent Variable Symbolic Re-
gression (LVSR). PCA performed moderately well, delivering
models which had reasonable error measures but ultimately
failed to get at the structure of the underlying data. LVSR,



TABLE III
MEAN, MIN, MAX, AND STANDARD DEVIATION ACROSS

CROSS-VALIDATIONS

MSE Min Max σ

1 29.4657 12.70546 49.29694 13.684595

2 22.32401 12.05555 29.76948 6.567583

3 22.71346 13.76542 28.99059 6.362698

4 21.99799 10.59869 31.06887 7.957521

5 21.9942 10.74111 31.71875 7.805971

6 22.75713 11.18497 29.95405 7.310941

7 24.31175 15.11279 29.95405 5.723631

8 23.97253 16.06873 28.31944 4.72673

9 24.3736 18.18784 28.51267 4.11221

10 24.97314 20.87773 30.66593 4.235343

Fig. 5. MSE vs Rank for All Cross Validations

which iteratively reduces the covariates to a scalar, did not
provide MSE values which were any lower than the PCA
method. However looking at the resulting models, the LVSR
results more closely represent the variation in TC count. This
will provide useful in making long-term decisions in which
the distribution of storms per year is more important than
knowledge about any one storm in particular.

A. Future Work

As the covariate set has sections of similar data (ie the same
measurement taken at various locations, or multiple methods
for calculating the same climate index), we believe there is a
possibility for enhancement of the model by using multiple w
projections. Each w would correspond to an individual ’class’
of data. This reduces the dimension of the data while providing
more granularity with regards to which variables contribute

Fig. 6. TC Count as a function of Year for 4-Rank and 5-Rank models

to the predictions. This could prove useful for continuing to
investigate the relationships between the covariates associated
with Tropical Cyclone formations.
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APPENDIX A: PCA SR PARAMETERS

TABLE IV
THE 20 BEST PARAMETERS AND THEIR CORRESPONDING MSE VALUES

FOR THE INITIAL SYMBOLIC REGRESSION RUNS.

MSE Mutation Probability Crossover Probability Breeding Probability Population Penalize Constant Formulae? Max Tree Size Scalar maximum

4.1393171083 0.05 0.5 1000 5000 FALSE 17 0.5

4.1731495863 0.2 0.5 50 500 FALSE 10 0.5

4.2170005655 0.2 0.5 1000 500 TRUE 17 5

4.231796042 0.2 0.5 1000 5000 FALSE 10 5

4.2332139208 0.2 0.5 1000 5000 TRUE 10 0.5

4.2347636362 0.05 0.5 50 500 TRUE 10 5

4.2413153648 0.2 0.9 1000 5000 FALSE 17 0.5

4.2539458328 0.2 0.9 1000 5000 TRUE 10 0.5

4.2579532287 0.1 0.9 50 500 TRUE 10 0.5

4.2611853254 0.1 0.9 50 500 FALSE 17 0.5

4.2779587879 0.2 0.9 1000 5000 FALSE 10 5

4.2782146888 0.2 0.5 50 500 TRUE 17 5

4.281107604 0.05 0.5 1000 500 TRUE 17 5

4.2822827166 0.2 0.9 1000 5000 TRUE 17 5

4.2826325424 0.1 0.5 50 500 TRUE 10 5

4.2838721008 0.1 0.5 50 500 TRUE 17 0.5

4.2843338128 0.2 0.5 50 500 TRUE 10 5

4.2852052058 0.05 0.9 1000 500 TRUE 10 5

4.2863715678 0.05 0.5 1000 500 TRUE 10 5

4.2895086628 0.2 0.9 1000 5000 TRUE 10 5



[ ]

TABLE V
THE BEST TO PARAMETER COMBINATIONS AND THEIR RESULTING MSE VALUES. ROWS 1 AND 2 CORRESPOND TO EQUATIONS 1 AND 2 RESPECTIVELY

MSE Mutation Probability Crossover Probability Breeding Tries Population Penalize Constants Max Tree Size Constant Scalar

4.6266950978 0.1 0.5 1000 5000 TRUE 17 5

4.3974876212 0.01 0.5 1000 5000 TRUE 17 5

TABLE VI
LVSR SR PARAMETERS

Mutation Probability Crossover Probability Breeding Tries Population Penalize Constants Max Tree Size Constant Scalar

0.1 0.8 50 100 TRUE 30 3

APPENDIX B: BEST LVSR EQUATION

4-Rank best Equation

f̂(x) = 2cos(e
√
t1)+ee

cos(sin(sin(
√

t1))

+cos(ee
cos(t1)

)+sin(t2)+sin(sin(cos(
√
t3))−t3)−t3)+sin(e

√
t4)+sin(cos(ecos(e

t4 ))
(3)
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