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A high-performance brain–computer interface
Gopal Santhanam1*, Stephen I. Ryu1,2*, Byron M. Yu1, Afsheen Afshar1,3 & Krishna V. Shenoy1,4

Recent studies have demonstrated that monkeys1–4 and humans5–9

can use signals from the brain to guide computer cursors. Brain–
computer interfaces (BCIs) may one day assist patients suffering
from neurological injury or disease, but relatively low system
performance remains a major obstacle. In fact, the speed and
accuracy with which keys can be selected using BCIs is still far
lower than for systems relying on eye movements. This is true
whether BCIs use recordings from populations of individual
neurons using invasive electrode techniques1–5,7,8 or electro-
encephalogram recordings using less-6 or non-invasive9 tech-
niques. Here we present the design and demonstration, using
electrode arrays implanted inmonkey dorsal premotor cortex, of a
manyfold higher performance BCI than previously reported9,10.
These results indicate that a fast and accurate key selection system,
capable of operating with a range of keyboard sizes, is possible (up
to 6.5 bits per second, or ,15words perminute, with 96 electro-
des). The highest information throughput is achieved with unpre-
cedentedly brief neural recordings, even as recording quality
degrades over time. These performance results and their impli-
cations for system design should substantially increase the clinical
viability of BCIs in humans.

Most BCIs translate neural activity into a continuous movement
command, which guides a computer cursor to a desired visual
target1–3,5–9. If the cursor is used to select targets representing discrete
actions, the BCI serves as a communication prosthesis. Examples
include typing keys on a keyboard, turning on room lights, and
moving a wheelchair in specific directions. Human-operated BCIs
are currently capable of communicating only a few letters per minute
(,1 bits per second (bps) sustained rate9) and monkey-operated
systems can only accurately select one target every 1–3 s (,1.6 bps
sustained rate10), despite using invasive electrodes.

An alternative, potentially higher-performance approach is to
translate neural activity into a prediction of the intended target
and immediately place the cursor directly on that location. This type
of control is appropriate for communication prostheses and benefits
from not having to estimate unnecessary parameters such as con-
tinuous trajectory4,11. We conducted a series of experiments to
investigate how quickly and accurately a BCI could operate under
direct end-point control.

We used a standard instructed-delay behavioural task12 to assess
neural activity in the arm representation of monkey premotor cortex
(PMd), as shown in Fig. 1a and described in Methods. As previously
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Figure 1 | Instructed-delay (real reach) and BCI (prosthetic
cursor) tasks, with accompanying neural data. Large
numbered ellipses draw attention to the increase in neural
activity related to the peripheral reach target.
a, Standard instructed-delay reach trial. Data from selected
neural units are shown (grey shaded region); each row
corresponds to one unit and black tickmarks indicate spike
times. Units are ordered by angular tuning direction
(preferred direction) during the delay period. For hand (H)
and eye (E) traces, blue and red lines show the horizontal
and vertical coordinates, respectively. The full range of
scale for these data is ^15 cm from the centre touch cue.
b, Chain of three prosthetic cursor trials followed by a
standard instructed-delay reach trial. Tskip is denoted by
the orange parts of the time line. Neural activity was
integrated (T int) during the purple shaded interval and
used to predict the reach target location. After a short
processing time (Tdecþrend < 40ms), a prosthetic cursor
was briefly rendered and a new target was displayed. The
dotted circles represent the reach target and prosthetic
cursor from the previous trial, both of which were rapidly
extinguished before the start of the trial indicated. Trials
shown here are from experiment H20041106.1 with
monkey H.
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reported, neural activity during the delay period (time from target
appearance until ‘go’ cue) reflects the end-point of the upcoming
reach13. This was also the case if the visual target was presented only
briefly, thereby confirming that sustained neural activity is motor-
related rather than purely sensory (see Supplementary Information).
The reach end-point can be decoded from delay-period activity using
maximum-likelihood techniques14.

Before conducting BCI experiments, we analysed the neural
activity from instructed-delay control experiments to set parameters
essential for high-performance BCI operation. We subdivided the
delay period into two epochs: a time to skip (disregard) after target
onset while waiting for reach end-point information to become
reliable and therefore readily decodable (Tskip), and a time to
integrate the neural data that will be used to predict the desired
target selection (T int).

The first epoch, Tskip, includes the time for visual information
about the target to arrive in PMd (50–70 ms), the time for the subject
to select among targets if more than one are present, and the time for
neural activity reflecting the desired target to be generated. Despite
being of considerable scientific interest15,16, neural activity during
these early periods is discarded in the present BCI design. Some
activity during this period may already be predictive of the desired
target, but it is not yet clear how best to decode this information.Tskip

was chosen to be 150 ms based on control experiments including
a multi-target task where the monkey was trained to reach for
one of many simultaneously presented targets (see Supplementary
Information).

The second epoch, T int, directly follows the first and provides the

neural data used to predict the desired BCI cursor position. Given the
Poisson-like noise in the spike timing of cortical neurons17 (con-
firmed with our data), a longer T int will average away more noise and
result in more accurate predictions of reach end-point. However, a
longer T int will also reduce the total number of cursor positionings
that can be made per second. Herein lies the fundamental speed–
accuracy trade-off that we must optimize in order to increase BCI
performance.

To determine the best T int to be used in BCI experiments, we
analysed the effect of this parameter on two performance metrics.
The first is single-trial accuracy, which is the percentage of targets
correctly predicted. We found that accuracy rises and largely satu-
rates around 85–90% as T int increases to 200–250 ms. Figure 2a
illustrates this effect as a function of total trial length, which is
defined to be the sum of Tskip (150 ms), T int (variable) and a small
system overhead time associated with decoding and rendering the
prosthetic cursor on the screen (Tdecþrend < 40 ms). Should a
minimum level of single-trial accuracy be required for a particular
application, a corresponding minimum T int can be chosen.

The second performance metric is information transfer rate
capacity (ITRC, in bps). This quantity measures the rate at which
information is conveyed from the subject, through the BCI, to the
environment10,18. It is the information per trial, which is closely
related to single-trial accuracy, divided by the total trial length. As
shown in Fig. 2a, the optimal ITRC occurs at short trial lengths,
despite relatively low single-trial accuracy at these trial lengths. The
highest ITRC is 7.7 bps at a total trial time of 260 ms, which
corresponds to a T int of 70 ms (Tskip ¼ 150 ms, Tdecþrend ¼ 40 ms).
As further confirmation that neural responses are reflecting motor
intention even at a rapid pace, we repeated the above analysis with the
multi-target task. Despite this more-challenging task, requiring
selection among many visual targets, the ITRC was diminished by
a modest 30% (see Supplementary Fig. S4).

The performance curves in Fig. 2a are extrapolations using
experimental data from individual trials that had long delay periods
and long times between trials (Fig. 1a). To measure directly the ITRC
performance when actually presenting trials at high speeds, we
conducted a series of BCI experiments using a real-time system
capable of rapidly decoding neural information. BCI experiments
began with the collection of delay-period activity preceding reaches
to different target locations (Fig. 1a) and fitting statistical models to
the activity (model training). Then, during BCI prosthetic cursor
trials (Fig. 1b), the intended target was decoded and a circular cursor
was rendered on the screen at the predicted location. If the prediction
was correct, the next target was displayed immediately. In this
manner, a sequence of high-speed prosthetic cursor trials could be
generated. Figure 1b illustrates three successful prosthetic cursor
trials followed by a standard real reach trial.

Using this paradigm, we varied the number of locations at which a
target could appear on any given trial. This allowed task difficulty to
be varied, which contributes to the ITRC metric. Performance values
were calculated by averaging data from several hundred trials per

Figure 2 | Single-trial accuracy and ITRC with monkey H. a, Performance
curves investigating the dependence on T int were calculated from control
experiment H20041118 (8-target configuration). The trial length was
Tskip þ T int þ Tdecþrend with Tskip ¼ 150ms and Tdecþrend < 40ms. T int

was varied and performance was computed. Performance metrics were very
consistent day after day and between monkeys (data not shown). The
theoretical maximum ITRC in bps, assuming 100% accuracy regardless of
T int, is plotted as the dotted red curve. b, Performance measured during BCI
experiments. Performance is plotted for each target configuration and across
varying total trial lengths. Each data symbol represents performance
calculated from one experiment (many hundreds of trials). Across target
configurations, single-trial accuracy decreases and ITRC increases as more
targets locations are used.

Table 1 | BCI experiments with highest ITRC for monkeys H and G

Monkey Number of targets Accuracy (%) Trials per second bps

H 2 94.3 3.5 2.4
H 4 94.5 2.8 4.7
H 8 68.9 3.5 6.5
H 16 51.1 2.9 6.4
G 2 84.2 3.6 1.3
G 4 93.0 2.5 3.8
G 8 76.8 2.5 5.3
G 16 26.4 2.2 3.1

Each row lists the experiment with highest performance (ITRC) for a given target layout.
Other experiments yielded higher single-trial accuracy or involved faster cursor rates, but did
not achieve the highest ITRC for the corresponding target layout (not shown).
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condition. Table 1 lists the highest ITRC results during BCI experi-
ments with 2, 4, 8 or 16 targets. The best overall performance was
achieved with the 8-target task (6.5 and 5.3 bps, monkeys H and G).
This performance corresponds to typing ,15 words per minute with
a basic alphanumeric keyboard.

Although a sustained performance rate of 6.5 bps is manyfold
greater than reported previously, it is lower than the extrapolated
result (7.7 bps). Furthermore, the ITRC peak was expected at a total
trial length of 260 ms, but our BCI experiments yielded 5 bps with this
timing (monkey H). These discrepancies are due to the limitations
inherent when using control experiments to extrapolate performance
for speeds at which the subject must quickly recognize new targets and
rapidly change neural activity (that is, change reach plans). The
differences between extrapolated and directly measured performance
were present despite specific model training methods that allowed for a
fair comparison (see Supplementary Information).

Having confirmed that large BCI performance gains are possible
with a direct end-point control strategy, we investigated two
additional performance aspects. First, we varied T int in BCI experi-
ments with monkey H to verify experimentally the trends seen in
Fig. 2a. Figure 2b also demonstrates an increase in single-trial
accuracy with increasing trial length (black curves) as well as a
peak in each ITRC curve (red curves). These results reveal how two
or four target tasks restrict ITRC by virtue of the lower number of
maximum bits per trial (1 and 2, respectively). Furthermore, given
the numbers of neural units available in these experiments, it appears
that ITRC is approaching a saturation point beyond which adding
more target locations may not produce an appreciable increase in
performance (doubling targets from 8 to 16 does not increase ITRC;
although the latter layout requires distance tuning, which is known to
be weaker than direction tuning13). Additional target locations
should improve ITRC when more neurons are available.

Second, a common concern for BCIs such as ours is that as the
electrode implant ages the number of recordable neurons declines,
leading to a drop in overall performance19. To investigate the impact
of neuronal loss, we performed analyses of single-trial accuracy and
ITRC using data from control experiments. As expected, single-trial
accuracy falls as neuron ensemble size decreases. However, it is
possible to compensate partially for this performance loss by increas-
ing T int; BCI speed may be compromised as a result, but single-trial
accuracy can be preserved (Supplementary Fig. S5). Figure 3 plots
ITRC as a function of the number of neural units and T int. For small

ensembles (for example, 20 neurons), the ITRC peaks at T int < 120
ms but does not decline sharply as T int is further increased; accuracy
(and bits per trial) is increasing so as to offset the longer trial times.
For larger ensembles, the information content at small T int is
relatively high such that further lengthening T int has a dramatic
effect on ITRC. Finally, plotting the T int value that maximizes ITRC
(Fig. 3 inset) for each ensemble size illustrates that the maximum
ITRC is achieved with small T int (60–130 ms), over a broad range of
ensemble sizes. Thus, high-performance BCIs may require far shorter
trials than previously explored.

Using a direct end-point control strategy, we report here a greater
than fourfold (6.5 versus 1.6 bps) increase in BCI performance
compared to recent studies. Performance is calculated in a conserva-
tive fashion, as the entire trial time (Tskip þ T int þ Tdecþrend) was
used; had just T int been used, as is often done, the maximum ITRC
would have been 28.4 bps, but this does not reflect an achievable
selection rate. As described previously, our system differs from
continuous BCI approaches in several ways, which might account
for the performance gain. Additionally, continuous BCIs attempt
to move the cursor well enough—although at the expense of speed
(1–3 s per selection)—to avoid making errors for a given target
selection. Conversely, the direct end-point control reported here
need not correct errors within a given selection because these errors
can be rectified with rapid follow-on selections.

Our performance results far exceed electroencephalogram (EEG)-
based non-invasive system performance, and helps motivate the use
of invasive, electrode-based systems in clinical BCIs. Although at its
fastest, this direct end-point control BCI demonstrates selection
speeds (,3.5 trials per second) on a par with saccadic eye move-
ments, the ITRC for saccades is much higher due to their exceptional
precision and accuracy. Whereas eye or even speech control may be
effective in specific settings, BCIs attempting to restore lost motor
function must rely on the natural neural signals if they are to avoid
commandeering and interfering with another motor modality.

METHODS
See Supplementary Information for additional details on the methods of this
study.

We trained two rhesus monkeys (Macaca mulatta) (G and H) to perform
instructed-delay centre-out reaches. Animal protocols were approved by the
Stanford University Institutional Animal Care and Use Committee. Hand and
eye position were tracked optically (Polaris, Northern Digital; Iscan). Stimuli
were back-projected onto a frontoparallel screen 30 cm from the monkey. Real
reach trials (Fig. 1a) began when the monkey touched a central yellow square and
fixated on a magenta cross. After a touch hold time (200–400 ms), a visual reach
target appeared on the screen. After a randomized (200–1,000 ms) delay period,
a ‘go’ cue (fixation and central touch cues were extinguished and reach target was
slightly enlarged) indicated that a reach should be made to the target. Fixation
was enforced throughout the delay period to control for eye-position-modulated
activity in PMd20,21. This fixation requirement is applicable in a clinical setting if
targets are near-foveal, or imagined as in a virtual keyboard set-up. The hand was
also not allowed to move until the go cue was presented, providing a proxy for
the cortical function of a paralysed subject1–3. Subsequent to a brief reaction
time, the reach was executed, the target was held (,200 ms), and a juice reward
was delivered along with an auditory tone. An inter-trial interval (,250 ms) was
inserted before starting the next trial. We presented various target configurations
(2, 4, 8 or 16 targets) on the screen, including layouts with 2, 4, or 8 directions,
and 1 or 2 distances (6–12 cm radially outward).
Neural recordings. Neural activity was simultaneously recorded from a
96-channel electrode array (Cyberkinetics Neurotechnology Systems) implanted
in arm representation of PMd, contralateral to the reaching arm (left, monkey G;
right, monkey H). We previously reported our set-up for automatic spike
sorting22 for monkey G. A similar, but more sophisticated, system was used
for monkey H. The use of an automatic spike sorting system ensured a very fast
and repeatable method for classifying neural units each day. We recorded 20–30
single neurons and 60–100 multi-neuron units in a typical session.
Models and decoding. For the instructed-delay and BCI tasks, we first collected
data across several hundred trials and fit (trained) models based on neural
activity collected starting Tskip after the target presentation time and extending
for a duration T int. For each target location, the distribution of spike counts

Figure 3 | ITRC as a function of number of neural units and T int. All data are
from experiment H20041118, which used an 8-target configuration and
contained over 1,300 trials. Tskip was fixed at 150ms. The main panel shows
contours of ITRC (bps) as a function of the number of neural units
available and T int. The inset shows the value of T int that achieves the
maximum ITRC for each neural ensemble size that we tested. Similar results
were obtained for data set G20040508 from monkey G.
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across trials was modelled as either a Poisson or multivariate Gaussian. We then
used these models to predict the reach target on separate trials, given only the
neural data from each trial.

For the instructed-delay control experiments (Figs 2a and 3; see also
Supplementary Figs S2–S5), we either used two separate blocks of trials, one
for training and one for prediction, or used leave-one-out cross-validation with
all the trials in a data set. For BCI experiments, training trials were initially
collected to fit the models and during subsequent trials, the target was predicted
with the model (Gaussian model for monkey G and Poisson model for monkey
H). This prediction was rendered on the screen as a circle around the predicted
target location and was visible to the monkey. If the prediction was correct, an
auditory tone was delivered and a subsequent target was presented with very little
delay. If the prediction was incorrect, the trial was either considered a failure and
aborted, or the monkey was allowed to make a real reach to the target. Real reach
trials were interspersed to ensure that the monkey remained engaged in the task.

Experiments with monkey G showed consistently lower BCI performance
than those with monkey H. This can be attributed to several factors, including
statistical models (Gaussian versus Poisson), model training methods, and
neural signal quality. When these parameters were equalized in control exper-
iments, performance was comparable for both monkeys.
ITRC calculation. The ITRC of the system was computed using the Blahut–
Arimoto algorithm23. This iterative algorithm produces the theoretical upper-
bound on information transmission per use of a communication channel, given
only the noise characteristics of the channel. In our experiments, the channel is
the entire prosthetic system, with the presented target corresponding to the
input and the decoded target corresponding to the output. We divide the
information per trial by the average time per trial to obtain the ITRC.
Neuron dropping analysis. For a single day’s experiment, we selected all neural
units from the array that were responsive to target location within a desired T int

using an analysis of variance (ANOVA; P , 0.05). For each neural ensemble size
of interest, our total set of neural units was subdivided by drawing 100
randomized subsets (without replacement). Performance was computed for
each subset and these data were averaged within a given ensemble size. This
provided a single ITRC for each T int and ensemble size. We generated the
contour plot (Fig. 3) by using linear interpolation across this two-dimensional
surface. Furthermore, for each ensemble size tested, a cubic spline interpolation
was used to estimate the particular T int that maximized the ITRC (Fig. 3 inset).
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Is this the bionic man?
Systems that allow a brain to control a computer are inching ever closer to reality — but their most
important applications may be different from those envisaged by science fiction.

“Gentlemen, we can rebuild him. We have the technology,”
announced the narrator at the start of the 1970s televi-
sion series The Six Million Dollar Man. The programme

showed scientists reconstructing the shattered body of crash victim
Steve Austin with bionic implants he could control with his mind. At
the time, this was pure fantasy, but two papers in this week’s Nature
suggest that the direct interfacing of the human brain with comput-
ers or robots is no longer confined to fiction.

Both papers report the development of electronic brain implants,
called neuroprostheses, that can translate the intention to move into
the actual movement of a robotic device, or of a cursor on a com-
puter screen. The hope is to give paralysed patients greater ability to
interact with their environments and perhaps, ultimately, to bypass
damaged spinal cords and restore movement to lifeless limbs.

The papers represent a culmination of decades of investigation by
many research groups into computing, engineering and the neuro-
biology of animals and humans. Yet they represent a technology that
is still in its infancy: much remains to be done to make such neuro-
prostheses a clinical reality.

On page 164, researchers led by John Donoghue of Brown Univer-
sity in Rhode Island describe how they helped a 25-year-old patient
whose spinal cord had been severed. They implanted an array of
electrodes into the area of his brain that controls movement, the
motor cortex, and connected them to a computer interface. Even
though his motor cortex had been deprived of its normal interaction
with the rest of his nervous system for three years, the patient was
able to use the system to control a computer cursor, letting him open
e-mail, control a television, and move objects using a robotic arm. 

Rapid progress
Donoghue’s team is not the first to experiment with such implants.
However, previous attempts have succeeded only in getting patients
to move a cursor horizontally. Other less-invasive techniques,
including ones that use scalp electrodes to pick up brain activity,
have taken months of training to adapt for use. And techniques that
rely on eye movements have the disadvantage that operating them
requires a patient’s complete attention. In Donoghue’s experiment,
the patient adapted to the system within minutes, and was able to
converse while making use of it.

But this type of neuroprosthetic system can be rather slow to use.
So a group led by Krishna Shenoy of Stanford University, working
with monkeys that are not paralysed, has established a technique to
speed up the interface of brain and machine (see page 195). 

The progress that has been made is remarkable, but many obsta-
cles must still be overcome. The current prosthesis requires the
patient to be tethered to a bulky cart of equipment, and it needs con-
stant fine-tuning by a team of technicians. The prototype implant
has wires that penetrate the skull and skin, but this carries a risk of

infection. Wireless signal transmission will at some stage address
that particular issue. 

A more truculent problem may be the observed tendency for the
ability of microelectrodes recording from neurons to fall off over
time, for reasons unknown. Individual responses to the implants
also vary sharply: a second patient in Donoghue’s experiment was
unable to achieve the same degree of control as the first. And there
are further issues to be faced: if scientists were to succeed in restor-
ing limb function, they would have to work out how the body tells
the brain where its limbs are positioned in space, through a little-
understood sense called proprioception (see page 125). 

A sign of how far the science
of neuroprosthetics has come is
that most of these difficulties
are now engineering challenges,
rather than problems of princi-
ple. In applauding this valuable
work, it is worth noting that it was made possible by two of the bêtes
noires of modern biology: commercial interests and animal research.

Donoghue’s team was supported by a private company in Massa-
chusetts — Cyberkinetics Neurotechnology Systems — of which
Donoghue is founder, director and chief scientific officer. Such hearty
involvement by commercial interests is unusual, at least in this 
area of neuroscience. Experience from other scientific disciplines
suggests that this route will lead to new challenges, particularly in
the free and open dissemination of data (see Nature 442, 1; 2006).
However, these issues can be addressed, and they should not stop 
companies such as Cyberkinetics taking this knowledge from the
laboratory to the clinic.

Both papers also owe a great deal to primate research, including
the sort of curiosity-driven research most fiercely denounced by the
animal-rights movement. Although some work can be done in rats,
the best model of the human motor cortex is that of a monkey, the
rhesus macaque. Scientists have spent years learning how the
macaque’s brain works, without necessarily planning to develop
neuroprostheses. Experiments on primates will always be conten-
tious, but this work shows why the immediate utility of a particular
strand of research should not be the sole factor in determining
whether it is ethical for it to proceed.

Although the videos of these latest experiments may garner a great
deal of well-deserved attention, it is worth recalling that work in
neuroprosthetics is by no means confined to spheres imprinted on
the public’s collective imagination by science fiction. Steve Austin
was rebuilt to have enhanced strength, speed and vision; to be “better
than he was before”. The idea of giving people superhuman powers
greatly appeals to the popular imagination. But in the real world,
using neuroprosthetics to give patients control over all the less
glamorous things we take for granted will be more important. ■

“The hope is to give
paralysed patients greater
ability to interact with 
their environments.”
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Converting thoughts into action
Stephen H. Scott 

There is a clear need to help people who have brain or spinal-cord damage to communicate and interact
with the outside world. Progress to that end is being made with brain-implantation technology.

Using our thoughts to control a computer or
robot used to be the realm of science-fiction
writers. But scientists have been making 
concerted efforts to develop the technology
required to convert brain signals into com-
mands, to support communication, mobility
and independence for paralysed people. In this
issue, two papers shift the notion of such
‘implantable neuromotor prosthetics’ from
science fiction towards reality. Hochberg et al.
(page 164)1 describe the first implantation of
electrode arrays into the brain of a paralysed
man; these allowed him to use his thoughts
(motor intentions) to directly control devices
such as a computer mouse. In addition, San-
thanam and colleagues (page 195)2 describe a
new software approach for extracting intended
actions from the neural activity in the brain 
of monkeys that dramatically improves the
potential speed and performance of implant-
able neuromotor prosthetics. 

Although it may someday be possible to
reconnect damaged neural pathways by direct-
ing the regrowth of neurons, neuroprosthetics
provide another potential approach to permit
individuals with severe neurological injuries to
interact with the environment. Damage to the
nervous system means these individuals lose

their motor control — that is, they can no
longer directly control their muscles. Neuro-
prosthetics aim to bypass this damage by
recording brain activity that reflects the indi-
vidual’s motor intentions. These signals are
then used either to reanimate paralysed mus-
cles using electrical stimulation, or to control
physical devices directly, such as artificial
limbs, computer cursors or wheelchairs. Sev-
eral different approaches have been developed
ranging from non-implantable technologies
that record electroencephalographic (EEG)
activity using removable electrodes placed on
the scalp surface3, to implantable devices that
use microelectrodes to detect the activities of
individual neurons4–7.

Implantable neuromotor prosthetics build
on basic research looking at the neural basis 
of the planning and control of movement, 
predominantly in monkeys. A brain region 
of particular interest for neuroprosthetic
research is the primary motor cortex, a major
region involved in controlling voluntary
movements. Others include the premotor and
posterior parietal cortex, which are principally
involved in planning movements, providing
instructions for the motor cortex to then act
on. In monkeys, the activities of large numbers

of neurons can be recorded simultaneously
and be used to predict motor intention4 and
limb motion5, or to move cursors on a 
computer screen6,7. Animal experimentation
remains essential for testing and developing
implantable neuroprosthetics, but obviously at
some point the great leap into human patients
needs to be made.

To this end, Hochberg et al.1 recruited a man
who can no longer move his limbs because 
his spinal cord is completely severed. They
implanted an array of tiny electrodes into 
his primary motor cortex, and tested whether
the activity of neurons recorded there could
control prosthetic devices. Remarkably, the
implanted electrodes allowed the patient to
control a computer cursor and rudimentary
movement of robotic devices (the associated
videos are online in Supplementary Informa-
tion8). This is not the first neuromotor pros-
thetic that has been implanted into a person —
a previous experiment used a couple of
implanted electrodes to generate limited hori-
zontal control of a cursor9. But this study
reports several significant advances.

First, even though the patient had been
paralysed three years earlier, the neural activity
in his primary motor cortex seemed relatively
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normal. The neurons were spontaneously
active and the subject could modulate this
activity based on instructions such as, “Move
your arm”. This shows that activity in this
region can still be modulated by a subject’s
motor intentions, even though axons projecting
from this region to the spinal cord have been
severed and the brain region has not been used
to control limb movements for several years.

Second, the calibration of the device was
achieved by simply asking the subject to imag-
ine moving his hand to track a moving cursor
on the computer screen. This process took
only minutes, much less than the weeks or
months of training required for current 
non-invasive EEG systems.

Third, after this calibration, the subject was
immediately able to perform, to some degree,
other computer-based tasks including reading
e-mail and playing simple computer games.
He could also control a television and even
simple robotic devices. This flexibility in the
use of neural signals is notable because the
user of a similar neuroprosthetic will poten-
tially be able to control a range of devices from
computers to wheelchairs.

This research suggests that implanted 
prosthetics are a viable approach for assisting
severely impaired individuals to communicate
and interact with the environment. But 
there have also been substantial advances in
non-invasive approaches to recording brain
activity that allow comparable control of 
cursor motion3. So why use an invasive tech-
nology, with all the risks related to surgery 
and the long-term care inherent in implant-
able devices, when non-invasive technologies
are available? 

Several differences between the neural sig-
nals recorded from invasive and non-invasive
electrodes suggest that implantable prosthet-
ics will have greater long-term potential. EEG
recordings reflect the averaged activity of mil-
lions of neurons, creating a signal with limited
spatial and temporal resolution. By contrast,
direct recordings using hundreds of micro-
electrodes, each monitoring the activity of a
single or a small number of neurons, can 
create highly complex control signals.

The potential speed of implantable neuro-
motor prosthetics is demonstrated by San-
thanam et al.2. A common strategy for the
software algorithms used to convert neural
recordings into a usable output (including the
one used by Hochberg et al.1) is to translate
neural activity into an estimate of hand trajec-
tory or cursor motion. Santhanam et al. sim-
plified the problem by using neural activity
from the premotor cortex of monkeys to pre-
dict the location of spatial targets. By optimiz-
ing for the number of potential targets and the
time period used to sample neural activities,
they were able to extract the correct spatial
location in about 250 ms from about 100 
single and multi-unit recordings. This perfor-
mance corresponds to retrieving about 6.5 bits
of information per second — which would

allow a person to type at approximately 15
words per minute. This is substantially faster
than can be done using existing implantable or
non-implantable technologies.

The algorithm developed by Santhanam and
colleagues is not directly applicable to neuro-
prosthetics because it relies on the animal’s
learned response to a visual stimulus. How-
ever, this approach should be easily modified
for humans and be driven not by sensory stim-
uli, but by the patient’s own intentions, much
as one converts a word into a series of key
presses on a computer keyboard.

Many considerable problems must be
addressed before this technology can be put to
regular clinical use. It is not clear for how long 
the very fine microelectrodes can be used to
record neural activity. Patients with spinal-cord
injuries are often young and would need to use
these technologies for many decades. More-
over, the device used by Hochberg et al.
involved passing a large bundle of wires directly
through the skin to a connector attached to the
skull, and all signal processing was done by an
external computer. Wires passing through the
skin promote infection, so for a clinical device,
the power into and neural signals out of the
implant must be transmitted using telemetry
across the skin. Unlike Hochberg and col-
leagues’ prototype device, a clinical implant
would therefore have to minimize data transfer
by carrying out a considerable amount of signal
processing within the implanted component of
the neuroprosthetic. However, these types of
problem are not insurmountable; indeed, they
were overcome during the development of
cochlear implants — the most successful 
neuroprosthetic so far (Box 1).  

Animal-based studies tend to have three
degrees of control or fewer because implantable
neuromotor prosthetics are developed to 

predict an animal’s movement when it reaches
towards a spatial target. Human neuropros-
thetics can use many more degrees of control
because the level of involvement of the subject
in calibrating the device will be so much
greater — for instance, if the subject is asked to
move each of their individual joints separately.
As shown by Santhanam and colleagues, other
control signals can be created based only on
the patient’s intentions but not actual actions.
Importantly, neural processing in motor cor-
tical regions is highly adaptable10, probably
reflecting our ability to acquire novel motor
skills throughout life. So, using neuropros-
thetic technologies should actually shape and
modify brain processing to improve control of
each prosthetic technology and facilitate the
ability of paralysed individuals to convert their
motor intentions into purposeful communica-
tion and interaction with the world. ■

Stephen H. Scott is at the Centre for
Neuroscience Studies, Department of Anatomy
and Cell Biology, Queen’s University, Kingston,
Ontario K7L 3N6, Canada.  
e-mail: steve@biomed.queensu.ca

1. Hochberg, L. R. et al. Nature 442, 164–171 (2006).
2. Santhanam, G., Ryu, S. I., Yu, B. M., Afshar, A. 

& Shenoy, K. V. Nature 442, 195–198 (2006).
3. Wolpaw, J. R. & McFarland, D. J. Proc. Natl Acad. Sci. USA

101, 17849–17854 (2004).
4. Masallam, S., Corneil, B. D., Gregor, B., Scherberger, H. 

& Andersen, R. A. Science 305, 162–163 (2004).
5. Wessberg, J. et al. Nature 408, 361–365 (2000).
6. Serruya, M. D., Hatsopoulos, N. G., Paninski, L., Fellows, 

M. R. & Donoghue, J. P. Nature 416, 141–142 (2002).
7. Taylor, D. M., Tillery, S. I. & Schwartz, A. B. Science 296,

1817–1818 (2002).
8. www.nature.com/nature/journal/v442/n7099/

suppinfo/nature04970.html
9. Kennedy, P. R., Bakay, R. A., Moore, M. M., Adams, K. &

Goldwaithe, J. IEEE Trans. Rehabil. Eng. 8, 198–202 (2000).
10. Fetz, E. E. & Finocchio, D. V. Exp. Brain Res. 23, 217–240

(1975).
11. Clark, G. M. Cochlear Implants Int. 1, 1–17 (2000).

Human speech creates a complex 
spatio-temporal pattern of acoustic frequencies
that is converted into neural activity by
thousands of hair cells in the cochlea. Genetic
factors, various diseases and pharmaceutical
drugs can damage these cells, resulting in
deafness (sensorineural hearing loss). 

In the 1960s, implants began to be tested with
the aim of using electrodes positioned within the
cochlea to stimulate the neurons that are
connected up to dysfunctional hair cells.
Originally the devices included only a single
stimulating electrode, but further advances led to
four and then 22 electrodes being used by the
1980s. These devices have an external headpiece
and processor that pick up sound from the
environment and convert it into patterns of digital
signals. These are transmitted through the skin to
the implant attached to the skull and converted
into a pattern of stimulation for each electrode. 

It had been assumed that speech perception
required much of the detailed pattern of acoustic
frequencies to be sensed by the hair cells11,
suggesting that such a small number of

independent sites of stimulation on the cochlea
would provide only modest improvements in
hearing — the initial devices were developed
merely with the hope that they would aid lip
reading. In practice, however, implant users were
often surprisingly successful at understanding
speech, forcing a re-evaluation of theories on
speech perception.

More than 100,000 people now have cochlear
implants, and many of these are young children
who are given implants before they learn to 
speak to ensure the best development of auditory
and speech skills. I can testify to the success of
this neuroprosthetic technology and the
improvement it makes in the quality of life of deaf
individuals, as my son has a cochlear implant. He
nonetheless attends classes in a regular school
and has average to above-average auditory and
speech skills compared with ‘hearing’ children 
his age. 

It may be that other neuroprosthetic devices will
surprise us by the extent of their usefulness, and
provide unexpected insights into how the brain
processes thoughts. S.H.S.

Box 1 | Cochlear implants — the first successful neuroprosthetics 
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S
hut your eyes. Now, touch your nose.
Chances are you can do this without
even thinking about it. For this you can
thank your sense of proprioception,

which is so much a part of us that most of us
are unaware that it exists. This ‘sixth sense’ lets
our brain know the relative positions in space
of different parts of our bodies. Without it, our
brains are lost.

Ian Waterman knows how that loss feels.
More than 30 years ago he lost this sense
almost overnight, when a flu-like virus dam-
aged the required sensory nerves. His muscles
worked perfectly, but he could not control
them. “I lost ownership of my body,” he says.
He could no longer stand, or even sit up by
himself, and doctors said he would never be
able to do so again. Waterman’s condition arose
from a disease called acute sensory neuropathy
and is so rare that only a dozen or so similar
cases are known to the medical literature.

Some neuroscientists are taking a cue from
Waterman’s experiences and starting to inves-
tigate whether robotic devices controlled by
thought alone could be integrated with an arti-
ficial sense of proprioception. If so, they rea-
son, these ‘neuroprosthetics’ could be made 

to work in a much more life-like way. What’s
more, they hope to gain a deeper understand-
ing of how proprioception works, and how
they might be able to manipulate it.

Some months after his virus attacked,
Waterman, only 19 years old, was lying in bed
applying all his mental energy to the fight for
control of his body. He tensed his stomach
muscles, lifted his head and stared down at the
limbs that seemed no longer to belong to him.
He willed himself to sit up.

Concentrated effort
Later, he realized that it was the visual feed-
back that allowed his body to unexpectedly
obey the mental instruction. “But the eupho-
ria of the moment made me lose concentration
and I nearly fell out of bed,” he remembers. 

From then on he learnt to compensate for
his deficit in proprioception with other forms
of sensory feedback to help him understand
where his limbs are, and thus control them. It
requires constant, intense concentration, but
now, despite his profound impairments, he can
manage fairly normal movements. Most of the
input that he relies on is visual — standing up
with his eyes closed is still nearly impossible —

but he can also tune in to the tug of a jacket
sleeve to work out the direction his arm is
moving. Or to the cool air on his armpit when
he raises his arm in a loose shirt. Neuropros-
thetic engineers are realizing that many 
sensory feedback signals could be similarly
harnessed.

A neuroprosthetic is more accurately called
a brain–machine interface. Hundreds of elec-
trodes, fixed into tiny arrays, are placed in or
on the surface of the cortex, the thin, folded
outer surface of the brain that controls com-
plex functions including the organization of
movement. The electrodes record the electri-
cal signals from the cortex’s neurons and these
are translated by a computer algorithm and
used to drive specific actions — the movement
of a cursor on a computer screen, for example,
or of an artificial limb.

In this issue of Nature, two papers1–3 demon-
strate dramatic progress in the area. A team
consisting of John Donoghue’s group, based at
Brown University in Rhode Island and Cyber-
netics Neurotechnology Systems in Foxbor-
ough, Massachusetts, implanted 96 electrodes
into Matt Nagle’s motor cortex, the brain
region that processes information about move-

IN SEARCH OF THE SIXTH SENSE 
Implants in the brain could one day help paralysed people move robotic arms and legs. But first,
scientists need to work out how our brains know where our limbs are, says Alison Abbott.
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ment. Nagle is a quadriplegic patient and the
first human volunteer to reach this advanced
stage of testing (see picture, above). Hooked up
to computers and attended by a team of techni-
cians, Nagle could move a cursor to issue dif-
ferent instructions — for example, to open
e-mails or turn down the television. 

Krishna Shenoy’s group at Stanford Univer-
sity, California, has done similar work in a
non-paralysed monkey’s premotor cortex, the
area of brain where the animal’s movement-
related ‘intentions’ are generated. Using a new
algorithm, the team’s brain–computer inter-
face produced results four times faster and
more accurate than previously seen.

Closing the loop
The two papers show how closely neuropros-
thetics are approaching medical reality. But
although moving a computer cursor by
thought alone may be dazzling, scientists have
long-term ambitions to make neuroprosthet-
ics reproduce more complex functions. Could
patients direct a robotic arm to pick up a cof-
fee cup, for example? “For this, the devices
need to deliver feedback to the brain — we
need to close the loop,” says Daofen Chen,
director of the neural prosthesis programme at
the US National Institute of Neurological Dis-
orders and Stroke in Bethesda, Maryland.

The brain’s sensory cortex receives signals —
proprioception, touch, pain and so on — from
the body (see graphic), and in response con-
stantly modifies its movement-related com-
mands. The current generation of output-only
neuroprosthetics are open-loop systems —
with more limitations than Ian Waterman, who
can at least use visual, temperature and tactile
feedback. “Brain–machine interfaces will have
to become interactive,” says Chen. “But now
that we would like to exploit it, we realize we
know next to nothing about sensory input.” 

A handful of researchers is starting to try to
work out where and how to stimulate the sen-
sory nervous system to reproduce the sorts of
information that a limb might send to the sen-
sory cortex. It is early days: none of their work
is published. And as so little is known about
the system, there is no obvious place to start.

Theoretically, the ‘where’ could be the
nerves running from the limb into the spinal
cord, or the spinal cord itself (see graphic). Or
it could be higher — in the brain’s thalamus,
where incoming sensory signals are integrated

and redirected to the appropriate part of the
cortex, or the sensory cortex itself.

The ‘how’ refers to the design of the electri-
cal signals to be fed into the cortex. These
could mimic the sensory system’s natural
nerve impulses, based on parameters such as
frequency and amplitude. Or they could
involve creating artificial signals that the sen-
sory cortex is able to distinguish, in the hope
that the brain can be trained to associate par-
ticular signals with particular parameters. 

Once scientists have worked out how best to
encode the signals, the idea would be to place
sensors on artificial limbs to generate signals
representing proprioceptive information such
as angle of joint, vibration, force of grip — and
other sensory information that Waterman has
found helpful, such as temperature. 

Trained brain
Most in the field have a hunch that the signal
will not have to mimic neural activity per-
fectly. The brain can, after all, cope with the
very unphysiological signals generated by the
most successful brain–machine interface to
date: the cochlear transplant. Already, some
110,000 profoundly deaf people have been
implanted with the device, according to the US
National Institutes of Health. The implant sits
in the inner ear and interfaces with the audi-
tory nerve. Its signals are totally artificial, and,
at first, recipients can make nothing of the
noise. But the auditory cortex, it turns out, is
highly adaptable. With appropriate training, it
can quickly learn to associate particular codes
with particular sounds, so that transplant
recipients can learn to follow conversations
with ease.

“When the concept of stimulating the audi-
tory nerve emerged in the 1970s, people said it
would be impossible to generate the right elec-
trical signal to the brain,” says Shenoy. “But it
turned out that you don’t have to get it perfect,
just close enough for the brain to do its own
fine-tuning.” On the other hand, one does not
want to burden patients with having to learn
too much, says John Chapin a physiologist at
the State University of New York Health 
Science Center in Brooklyn, and a pioneer in
using neural activity to control robots. “Ideally
we should aim to mimic the natural signal as
closely as possible,” he says (see ‘Voyagers in
the cortex’).

For now, whatever works will be good. “We
don’t know if it will turn out to be possible to
incorporate sensory information but we are
going to try,” says neuroscientist Andrew
Schwartz of the University of Pittsburgh, an
expert in brain–computer interface technol-
ogy for the control of robotic arm movement. 

Schwartz is working with Douglas Weber, 
a bioengineer at Pittsburgh who is developing
a model for studying sensory input. This
involves using electrodes to stimulate the 
sensory nerves from the limbs of an anaes-
thetized cat at the point just before they enter
the spinal cord, and simultaneously recording
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Mind control: Matt Nagle’s neuroprosthetic lets him move a cursor using thought alone.
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from neurons in the sensory cortex. Weber
will then repeat the recording, only this time
manually moving the cat’s limbs, instead 
of stimulating their nerves with electrodes. 
He will then compare the pattern of neural
activity in the cortex in the two situations and
see whether he can mimic the patterns he sees
in response to passive movements with artifi-
cial stimulation. 

“Not everyone agrees, but my gut feeling is
that we will be more successful if we stimulate
outside of the central nervous system,” says
Weber. “At more central points there will be
greater convergence of different inputs and I
guess it would be hard to get clean signals”. 

Lee Miller, a neurophysiologist from North-
western University in Chicago, agrees that
Weber could be right, but is nevertheless
approaching the problem from the top.
Although useful for study, stimulating nerves
from peripheral areas of the body such as
limbs will not work for a patient whose spinal
cord is severed.

Working in monkeys, Miller’s group is elec-
trically stimulating the part of the cortex that
processes proprioception, and recording neu-
ronal activity in the motor cortex at the same
time. Miller hopes this will eventually let him
design stimulation patterns that can imitate the
brain’s own processing of proprioceptive sig-

nals, much in the way that
Weber is designing signals
to imitate processing of
movement. Monkeys will 
be trained to move a ‘virtual’
arm, created on a computer
screen by computer algo-
rithms fed by both record-
ings from the motor cortex
and the simulated proprio-
ceptive feedback.

It’s a complex experi-
ment, he admits, which will
probably take up to five
years to get working opti-
mally. But he draws hope
from his group’s finding,
presented at the 2005 Soci-
ety of Neuroscience meet-
ing in Washington DC, that
the monkeys can recognize
and distinguish between
high- and low-frequency
stimulation.

Chapin’s set-up is equally
ambitious. He also works
on monkeys but his chosen

target is the thalamus, the brain’s junction box
for sensory input. “The higher you go in the
brain, the more complex and abstract things
become,” he says. “It is hard to know if you are
stimulating something precise.” In his experi-
mental system, Chapin electrically stimulates
the area of the thalamus that relays touch-
related signals. Simultaneously he records in
the areas of the sensory cortex that process tac-
tile information. The monkeys meanwhile,
have one arm strapped down and one free.
They have been taught to point with their free
hand to an area on their immobilized arm that
they ‘feel’ is being touched. “We have found
that we can produce a sort of ‘natural response’
in the cortex when we stimulate in the thala-
mus,” he says. The response matches that pro-
duced normally when a specific part of the
monkey’s arm is touched. Chapin plans to
extend his investigations to study propriocep-
tion in the same way.

The papers on brain-machine interfaces by
Donoghue and Shenoy1,2 seem like science fic-
tion becoming reality. The next step — trying
to introduce sensory input into brain–
machine interfaces — may appear at first
glance to be as fanciful as the Six Million Dol-
lar Man. But few neuroscientists could seri-
ously doubt their theoretical potential. As
experience with the first generation of neuro-
prosthetics shows — it’s a question of under-
standing how the system works. ■

Alison Abbott is Nature’s senior European
correspondent.
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If paralysed people can now use
electronic implants to move a
computer cursor by thought, 
could similar implants make the
deaf hear, or the blind see? Not any
time soon, say researchers. The
brain’s visual and auditory cortices,
which process vision and hearing,
respectively, are extremely
complex — and early experience
has been discouraging.

A few decades ago neurologists
tried stimulating combinations of
neurons, in the hope that patients
would perceive complex shapes 
or sounds. The patients perceived
strong signals, but they were
unstructured — flashing light
spots, or hissing sounds4,5. 

Frank Ohl of the Leibniz Institute
for Neurobiology in Magdeburg,
Germany, believes that earlier

studies may have failed because
the cortex is too complicated to 
be stimulated using the same
simple signalling that works on 
the peripheral nerves that feed 
into it. “It is constantly active, and
96% of that activity is internal 
— different parts of the cortex
exchanging information with 
each other,” he explains.

Ohl’s team has been monitoring
this internal chatter while
experimenting with different
patterns of electrical stimulation.
He hopes to find a way of
delivering just the right kinds of
signals at just the right point amid
the chatter when the cortex is able
to ‘listen’ to them. Fiendishly
complicated, but Ohl has already
shown that his chosen subjects,
gerbils, can discriminate between

rising and falling tones whether
they are presented as sound, 
or as direct stimulations to the 
cortex that create the same
pattern of cortical activity as 
the sound produces6. He also 
has unpublished evidence that 
the gerbils become more accurate
in distinguishing the signals when
he takes the chatter into account.

A few weeks ago, Ohl’s university
signed an agreement with
neurosurgeon Volker Sturm 
from the University of Cologne to
move the project on to humans.
Epileptics sometimes have
electrodes implanted in the areas
of their brain believed to generate
their seizures. If these areas
happen to be in or close to the
auditory cortex, Ohl will attend the
operations and repeat some of the

animal experiments on patients
willing to take part.

Ed Tehovnik, a neuroscientist 
at the Massachusetts Institute 
of Technology, is taking a similar
approach in the visual cortex in
monkeys. He thinks earlier
attempts may have failed because
they did not consider how
important the cortex’s detailed
architecture is to function. 
Where and how you interface 
with this part of the brain is 
critical, he says.

This may all be a long way from
restoring sight or hearing, but 
it will at least establish the
physiological principles on which
sensory neuroprostheses may be
based. “In the meantime we will
find out a lot about how the brain
works,” says Ohl. A.A.

Voyagers in the cortex 

Daily operation: the light traces of a person getting dressed show that
even simple tasks require complicated movements. 
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Supplementary Information

G. Santhanam, S.I. Ryu, B.M. Yu, A. Afshar, K.V. Shenoy

Contact: shenoy@stanford.edu

1 Video Legends

These videos show the behavioral conditions from our different experiments. The experiment

room itself was visibly dark, but the video camera could image the scene with infrared light. Bright

text and numbers were added as annotations and were not seen by the monkey. Each successful

trial was followed by a juice reward, indicated by a short tone followed by a click corresponding

to the action of a juice dispenser. These auditory signals were heard by the monkey during the

experiment. For the duration of the experiment, a piece of reflective tape was lightly wrapped

around one phalanx of the monkey’s left hand to track the monkey’s arm movements. This tape is

especially bright in the infrared videos but was not visible to the monkey during the experiments.

Video 1 SuppVideo1RealReach.mpg Movie showing the instructed-delay task. The monkey

began each trial by touching the center square and fixating the cross. The reach target appeared

in the periphery and the monkey was required to wait until the ‘go’ cue (an extinguishing of the

center cues as well as a slight enlargement of the reach target) before making the reach.

Video 2 SuppVideo2BCIModerate.mpg Movie showing moderate-paced prosthetic cursor tri-

als during BCI experiments. Video annotations are used to denote real reaches and prosthetic

cursor trials. Numbers indicate a particular trial’s position in a contiguous sequence of cursor tri-

als. For each cursor trial, we decoded the target location, and a prosthetic cursor (white circle) was

rendered on screen. Real reach trials were interspersed to ensure the monkey remained engaged in

the task.

Video 3 SuppVideo3BCIFast.mpg Movie showing fast-paced prosthetic cursor trials during

BCI experiments. We showed three separate sequences, each of five cursor trials followed by a real

reach. These three sequences were not performed in succession. Rather, the three sequences of five

cursor trials were spliced from different times during the same experiment to better demonstrate

the speed of our system. The prosthetic cursor is not visible in this video because it was flashed

briefly so as to not slow the overall presentation of trials.

1



“A High-Performance Brain Computer Interface” — Supplementary Info Santhanam et al.

0

20

sp
ik

es
/s

ec

200 ms

Supplementary Figure S1: Neural response of unit H20050329.25.1 in the conventional instructed-
delay task (solid gray; height denotes mean response) and the blink-memory task (red; solid line denotes
mean and shading represents ±1 SEM). In the blink-memory task, the target was shown for 200 ms at
the start of the delay period and remained extinguished until the ‘go’ cue. Both tasks were interleaved
in a pseudorandomized fashion during each experiment. Spiking data for each trial was filtered using a
Gaussian function and data were averaged across trials. The first arrow designates the target presentation
time and the second arrow marks the start of the movement. The delay and movement periods are
separated by a slight gap to allow for differing delay periods across trials.

2 Motor-related activity in the absence of the visual stimulus

We performed a control experiment to confirm that sustained neural activity during the delay

period was related to motor intention rather than to a primary sensory response. This experiment

used a “blink-memory” task design where the reach target was blinked briefly and neural activity

was measured during a memory period when there was no visual stimulus. At the time of the

‘go’ cue, the target was shown again and the monkey was requested to reach to this location.

Supplementary Fig. S1 shows the neural activity from one neuron for each of 7 target locations.

The neural response is compared between the conventional instructed-delay (solid gray) and blink-

memory (red) tasks. The activity does not rely on the continued presence of a visual target. The

neuron in Supp. Fig. S1 was typical. There were also neurons for which activity for the blink-

memory task was elevated over that of the conventional instructed-delay task. In the cases where

there was a difference in the activity, the difference was often only present for one or two target

locations out of the seven possible locations. This result is consistent with prior publications

(Crammond & Kalaska, 2000; Cisek & Kalaska, 2002).
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Supplementary Figure S2: PMd latency analysis with the single-target instructed-delay task (one
reach target was shown out of a possible of 8 locations and the remaining 7 locations are invisible)
as a function of Tskip. Performance was calculated by training a Poisson model on all trials in a
dataset and computing the leave-one-out cross-validated performance on the same data. The shaded
area denotes the 95% confidence interval (Bernoulli process) around the mean performance (embedded
line). Dark curves correspond to monkey G (dataset G20040603) and light curves to monkey H (dataset
H20041117). Performance was calculated for a constant Tint of 50 ms with varying Tskip.

3 Selection of Tskip

The choice of Tskip affects the performance of our BCI. Because our target decoding models are

constructed under the assumption that there is statistical stationarity across trials, it is important

for Tskip to include the following time intervals: (1) the time for visual information about the target

to arrive in PMd (50–70 ms), (2) the time for the subject to select among targets if more than one

are present, and (3) the time for neural activity reflecting the desired target to be generated.

Before visual information is relayed to PMd, the measured neural activity in PMd is not target-

related — random neural variability can inject noise into our decoding model. We computed single-

trial accuracy as a function of Tskip, fixing Tint to 50 ms. Supplementary Fig. S2 demonstrates

that the neural activity in PMd cannot be meaningfully decoded to predict the reach target until

∼75 ms after the target is displayed. This estimate includes a ∼16–33 ms delay between when

the software sends a request to show the stimulus and when it is actually displayed by the CRT

projector. Supplementary Fig. S2 also reveals that there is target related information in PMd as

early as 50–70 ms after the target is first cued. It would not be possible to decode the target with
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above chance probability otherwise. This rough estimate of latency agrees with neural response

plots from other previous studies in PMd (Crammond & Kalaska, 2000; Kalaska & Crammond,

1995, etc.), where some neurons show a change in activity very soon after stimulus onset. This

exact latency has further implications for BCI experiments where reach targets are presented in

rapid succession. Figure 1b of the main text shows that neurons were spiking according to the target

location of a previous trial for many 10s of milliseconds after the start of a new trial (see just after

ellipse #2).

To estimate the time for the brain to select among multiple reach targets, we performed a

separate control experiment with both monkeys. We presented the monkey with a multi-target task

where all of the eight possible reach locations were shown on every trial, but only one was colored

yellow while the rest were colored green. The monkey was trained to reach for the yellow target

following the delay period. Supplementary Fig. S3 compares the performance for the conventional

single-target instructed-delay and multi-target tasks, as a function of Tskip. For the multi-target

task, we require a longer Tskip before there is a decodable reach plan. For monkey H, we used both

a yellow-green and yellow-blue color scheme.1 Comparing the two color schemes, there is a much

larger (+150 ms) latency for the yellow-green scheme. This large difference between the two color

schemes demonstrates that the difficulty of the task can greatly influence the speed at which plans

are formed.

A question that frequently arises in visually cued studies such as ours is whether the neural

activity measured during the delay period is related to a reach plan, the visually cued stimulus, or

a combination of both. One such discussion of this issue can be found in Crammond & Kalaska

(1995). For example, recording from primary visual cortex could provide excellent prospects for

decoding the reach target in our single-target task, but a BCI operating on this neural activity

would not represent the motor intentions of the subject. Supplementary Fig. S1 partly addresses

this concern, and our multi-target task can also serve as a control experiment in this regard. Placing

Tskip at the time where the performance curves in Supp. Figs. S3a and S3c converge would provide

assurance that such a BCI is decoding motor intention.2

1All colors were measured to be roughly isoluminant via a photometer.
2Analyses similar to those of Supp. Fig. S3 demonstrated no drop in performance for the blink-memory task after

the target was extinguished during the delay period.
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Supplementary Figure S3: Direct performance comparison between the single-target and multi-
target tasks as a function of Tskip. Both tasks were interleaved in a pseudorandomized fashion dur-
ing each experiment. Analysis is similar to that presented in Supp. Fig. S2. Performance is plotted
with Tint fixed at 50 ms and Tint varied. a. Performance with yellow-green color scheme converges
at Tskip≈250 ms (dataset G20040603). b. Performance with yellow-green color scheme converges

at Tskip≈400 ms (dataset H20041117). c. Performance with yellow-blue color scheme converges at

Tskip≈250 ms (dataset H20041201).
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The multi-target task is also an inherently more difficult task than the single-target task. The

different time courses of these two tasks cannot be entirely due to the difference in visual stimuli,

especially since merely changing the color of the non-reach targets caused a considerable shift in the

time course for monkey H (cf. Supp. Figs. S3b and S3c). We therefore chose to be neither overly

conservative by waiting until the time at which the performance curves fully converged (250 ms),

nor overly liberal by selecting Tskip to be coincident with the early plateau in decoder accuracy

for the single-target task (75–100 ms). We chose a Tskip of 150 ms.

We used the single-target task, as opposed to the more complicated multi-target task, for

our BCI experiments because we felt that it provided the simplest analogy to a human prosthetic

system. While real patients may have to choose from several objects in their workspace, these

objects will not ordinarily be presented immediately prior to a decision to execute a prosthetic

reach. Furthermore, BCIs will typically rely on internally-generated target plans as opposed to

externally presented stimuli. BCIs tested under with internally-generated plans may well achieve

even greater performance than what we have demonstrated in this report. Internally generated

plans can be formed without the added latencies of the visual system. Experiments are underway

to test this hypothesis.

4 ITRC for multi-target task

Since the multi-target task is a more difficult task, overall performance of a BCI using such

a paradigm may not be as high as that of the single-target-based system. Supplementary Fig. S4

compares the ITRC between the single-target task and the multi-target task in control experiments.

In summary, there was a ∼30% penalty for a system using the more difficult multi-target task.3

Similar to the discussion for Tskip, the difference in ITRC performance could be attributed to

differences in visual stimulus presentation, cognitive difficulty, or a combination of both.

Presumably the performance degradation would be similar when running BCI experiments

using a multi-target task. Adjusting our BCI performance of 6.5 bits/s by 30% yields 4.6 bits/s.

This adjusted ITRC is still well in excess of previously reported results. Importantly almost all past

studies are based on single, visual stimulus, including BCIs employing continuous trajectory control.

This was one reason for why we chose to employ a single-target paradigm for BCI experiments and

3The maximum ITRC in this analysis differs from that found in Supp. Fig. 2 of the main text since different

datasets were used for each analysis along with different model training methods.
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Supplementary Figure S4: ITRC comparisons between single-target (black) and multi-target (gray)
tasks. An 8-target layout was used in the experiment. Both tasks were interleaved in a pseudoran-
domized fashion during each experiment. Trial length was taken to be Tskip+Tint+Tdec+rendwith
Tdec+rend set to 40 ms. Tskip was fixed at 150 ms for the single-target task and 250 ms for the

multi-target task. Tint was varied and performance extrapolated. a. Data from monkey H (H20041201)
with a Poisson decoding model; maximum ITRC was 8.0 bits/s for the single-target instructed-delay
task and 5.5 bits/s for the multi-target task b. Data from monkey G (G20040603) with a Gaussian
decoding model; maximum ITRC was 6.8 bit/s and 4.6 bit/s, respectively.
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report those results in the main text.

5 ITRC comparisons between control and BCI experiments

As with monkey H, all BCI experiments with monkey G yielded ITRC values consistently less

than those predicted by extrapolations in our control experiments. For example, the best ITRC

obtained for this monkey was 5.3 bits/s at Tint=200 ms in our BCI experiments. For this same

value of Tint, the extrapolations predict an ITRC of 6.4 bits/s, again supporting the idea that

extrapolations from slower-paced trials will overestimate performance when targets are presented

rapidly.

Performance in BCI experiments can fall short of extrapolated performance for a variety of

reasons. One possible source of such declines includes situations where data used to train the

decoding models is dissimilar to data used for prediction. To optimize the similarity between

these two conditions, for monkey H we presented rapid sequences of reach targets during the

training portion of our experiment, only commanding the monkey to reach for the last target in the

sequence. Since the subject presumably planned reaches to every target, statistical models were

trained from these high-speed trials that mimic the speed of trials during the prediction portion

of the experiment. Overall performance was improved in comparison to decoding using models

trained on slower-paced trials.

6 Effects of losing neural units on single-trial accuracy
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Supplementary Figure S5: Single-trial accuracy as a function of numbers of units and T int. All
data is from experiment H20041118 which involved an 8-target configuration. Tskip was fixed at 150 ms.
Similar results were obtained for dataset G20040508 from monkey G.
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At a population subset of ∼80 neural units, increasing the subset size improves decode perfor-

mance. Increasing the integration time also improves decode performance. For very few numbers

of neural units, the performance eventually saturates regardless of the size of Tint. This effect

reflects the inherent noise present from sampling a small subset of neurons as well as the potential

mismatch of our (or any) spiking model to the actual statistics of the neural system.

7 Supplementary Methods

Given the interleaved presentation of real reach and BCI trials, the subject was not aware at

the start of a trial whether or not he will make a reach to the presented target. Neural activity in

premotor cortex represents the potential reach target, but a conceptual ‘gate’ that connects this

neural activity to muscle activity remains closed since movements were explicitly not permitted

during the delay-period. For real reach trials, the subject was given and later recognized the ‘go’

cue, thereby opening the ‘gate,’ allowing the primed activity in premotor cortex (and other areas in

the CNS such as the primary motor cortex, thalamus, and spinal cord) directed the arm movement.

Other prosthetic studies have previously shown similar gating in a different situation. Experiments

have demonstrated that prosthetic devices trained on with M1 and PMd neural activity during

a subject’s real arm movements can function even when the subject’s arm is loosely restrained

(Serruya et al., 2002; Taylor et al., 2002; Carmena et al., 2003), revealing that recorded neurons

largely create similar activity regardless of whether or not the ‘gate’ to muscle activity is opened

or closed. Furthermore, an fMRI study has shown that there is little change in the motor cortical

activity of tetraplegics, even when the ‘gate’ has been left closed for several years due to paralysis

(Shoham et al., 2001).

Neural Recordings

Supplementary Fig. S6 shows the anatomical placement of the electrode array in both monkeys.

In BCI experiments, a selection process determined which units were to be used during tar-

get prediction. For monkey G, we used a first-generation automated spike sorting infrastructure

(Santhanam et al., 2004). Neural data was collected from all electrodes (immediately prior to con-

ducting the actual experiment). This data was processed by several computers to determine the

number of units on each electrode as well as the mean waveform for each unit, clustering the data in

a modified principal components space (Sahani, 1999). The waveforms were then used to calculate
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Supplementary Figure S6: Placement of electrode arrays in PMd of monkeys G and H. For both
monkeys, the arrays were placed in a location that spans dorsal premotor and primary motor cortices.
The neural signals tended to be responsive during both the delay period and the movement phase
of trials. Intraoperative photographs of the array implanted in cerebral cortex are shown with sulci
indicated. Overlapping diagram shows the relative array placement between monkeys. Monkey H’s
sulcal pattern is reflected vertically and rotated to bring the sulci into alignment with those of monkey
G. Ce.S.: central sulcus; S.Pc.D.: superior precentral dimple; Sp.A.S.: spur of the arcuate sulcus; A.S.:
arcuate sulcus.
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time-amplitude discriminators for online spike sorting. We used 0–4 single units for each electrode,

the exact number varying from day to day, along with an optional multi-unit classification. Single

units were preferentially included by signal-to-noise ranking. We collected data from 18 separate

BCI experiments from monkey G, each experiment containing many hundreds of trials.

For monkey H, we used our second generation automated spike sorting infrastructure. This

setup used the same methods as those for monkey G to determine the number of units and their

overall characteristics. However, time-amplitude discriminators were not used for classification.

Rather, we directly classified units within the same principal components space discussed above.

We included multi-unit activity along with 0–5 single units per electrode. An additional ANOVA

criteria was applied to include only units that were significantly modulated by reach target direction

during the delay period (p < 0.01). We collected data from 40 separate BCI experiments from

monkey H, each experiment containing many hundreds of trials. In BCI experiments with monkey

H, different Tskip times (150–250 ms) were chosen on an experiment-by-experiment basis based

on the cross-validated performance of the training trials, but the majority of experiments were

conducted with Tskip=150 ms.

With the aforementioned selection criteria, ∼70–90 neural units were used in our highest

performance BCI experiments with monkey H. To better understand what proportion of single

units and multi-units were recorded, we examined neural data from our control experiments, fixing

Tskip to 150 ms and Tint to 100 ms. For monkey H (using dataset H20041217; 8 targets), there

were 25 tuned single units and 89 tuned multi-units (tuning assessed with ANOVA, p < 0.05).

For monkey G (using dataset G20040508; 8 targets), there were 26 tuned single units and 65

tuned multi-units. We evaluated the sort quality of a unit (single versus multi) using all spiking

data in each experiment and based on the discriminability between units in the modified principal

components space (Sahani, 1999).

Though each data point in Fig. 2b of the main text represents performance consolidated over

hundreds of trials in a given session, we would ideally replicate experimental conditions and repeat

experiments over multiple sessions. Practically, the electrode array can only provide a quasi-stable

number of neurons over a relatively short time (2–3 months). We chose instead to sample the

fundamental design parameters (target configuration and Tint).
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Models and decoding

The possible reach target locations were arranged in the patterns shown in Fig. 3 of the

main text for monkey H. In all cases, we were careful to avoid placing targets directly below the

center touch cue since this location would be obscured by the monkey’s hand. Splaying targets out

angularly, as opposed to linearly, recognizes the observation that most PMd neurons modulate their

firing rate more for the upcoming reach direction than for the upcoming reach distance. We also

explored two annular rings (8 and 16 target tasks) to demonstrate 2-dimensional target selection.

Finally, we noticed that perturbing targets away from high-symmetry locations resulted in minor

ITRC improvements. The performance improvement was partially due to the tuning properties of

the particular neural units recorded from our electrode array. This suggests that true optimization

of target placement based on neural response functions could increase the ITRC and requires future

experiments.

Performance Calculations

We took a conservative approach in computing BCI performance. Specifically, we considered

only sustained BCI trials. All BCI trials are not equivalent in their timing characteristics. In Fig. 1b

of the main text, the first BCI trial contains a large center touch hold time. This period allows the

monkey to reset its behavioral state after an immediately preceding reach trial. Consequently, the

monkey is not being requested to rapidly switch his plan from a previous BCI trial. Including this

particular trial’s success or failure in our performance numbers is not a valid indication of sustained

performance and could unduly inflate performance results. For the particular chain of trials shown

in Fig. 1b, we only include trials #2 and #3 in our average performance results. As mentioned

before, we take the whole trial time, consisting of Tskip, Tint, and Tdec+rend, when calculating

all results that depend on the rate of target presentations.

Information transfer rate capacity calculation

Information theory has been used previously in neuroscience to estimate the information con-

tent in neural spike trains or other neural activity. This is not what we did; we did not attempt to

estimate the intrinsic information content of the neural signals, at least not in any direct fashion.

Instead, we calculate how much information, quantified in bits much like transmission of data over

over a modem, can be extracted from the subject’s thoughts, by way of our prosthetic system

(which includes the entire signal path, from electrode recordings to target decoder).

12
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We start by testing whether the target predicted from neural activity coincides with the target

presented. If there is a match, the trial is deemed correct. Otherwise, the trial is an error trial.

For error trials, we note the normalized frequency at which particular targets are decoded given

a particular target presented. This allows us to characterize the “channel” of the communication

system.

With these measurements, there are three ways in which to assess the information transfer

(IT) per trial. For all calculations, the key quantity of interest is the mutual information metric:

I(X;Y ) = H(X) − H(X|Y ) = −
∑

x

p(x)log2p(x) −

(

−
∑

x,y

p(x, y)log2p(x|y)

)

(1)

This equation simply states that the mutual information (I) between the set of presented targets

(X) and estimated targets (Y ) is the difference in entropy (or uncertainty) of the presented target

set (H(X)) and the entropy after making an estimation (H(X|Y )). The experimental data is

used to compute p(y|x) which are the fractional occurrence of each estimated target y given a

specific presented target x. The other quantities of interest are found from basic probability theory;

p(x, y) = p(x)p(y|x) and p(x|y) = p(x,y)
p(y) .

If Y provides a perfect estimate of X, H(X|Y ) = 0; hence, the information transfer is maximal

and equal H(X), or the information contained in the presented stimuli. Taking an example of 8

targets, all presented with equal frequency, H(X) = 3, p(x, y) = 1
8 if y = x and 0 otherwise.

1. Level-1 IT approximation— convert the average prediction accuracy across an experiment

to bits per trial. Again, if we have 8 targets, all presented with equal frequency, p(x, y) = pc

8 if

y = x and p(x, y) = 1−pc

7×8 otherwise, where pc is the fraction of occurrences that the estimated

target matches the presented target averaged over all target presentations. (The number 7

appears in the denominator to equally distribute error across the remaining y 6= x targets.)

2. Level-2 IT approximation — take into account error structure by computing the true

mutual information between presented targets and decoded targets. This provides a more

accurate representation of p(x, y). In other words, every element of p(x, y) is the fractional

occurrence of the presented-estimated target pair (x, y), measured from our experiments.

This can be a more accurate representation of information transfer. If, for example, errors

are always distributed adjacent to the correct target, such a pattern is useful and taking it

into account will lead to increased information transfer.

13



“A High-Performance Brain Computer Interface” — Supplementary Info Santhanam et al.

3. Information Transfer Capacity (ITC) — compute the full capacity of the communication

system using the Blahut-Arimoto algorithm. The algorithm attempts to find the “capacity”

(C) of the channel, namely the bits per use of the channel (averaged over many uses of the

channel) such that there is zero probability of error.

C = max
p(x)

I(X;Y ). (2)

The algorithm starts with a guess for p(x) and iteratively improves the estimate by solving

successive constrained maximization problems with Lagrange multipliers until C converges to

its global optimum (Cover & Thomas, 1990). Unlike the level-2 approximation, the system

is not constrained to the relative frequencies of presented targets, p(x), used during data

collection. Importantly, this approach yields a system that utilizes certain targets (e.g., those

that can be decoded more accurately) more often than other targets.

Supplementary Table S1: Comparing Methods for Calculating Information Transfer

Targets Performance
no. of targets max bits/trial accuracy level1-IT level2-IT ITC

(max bpt) (%) (bpt) (bpt) (bpt)

H 8 3 68.9% 1.2 1.6 1.9
8 3 71.4% 1.3 1.6 1.7
16 4 51.1% 1.1 1.9 2.2

G 4 3 93.0% 1.5 1.6 1.6
8 4 73.5% 1.4 1.8 1.9
8 4 76.8% 1.6 2.1 2.1

Table S1 shows the values obtained when using these different methods of calculating IT for a

few representative BCI experiments. In general there was a large gain between the level-1 IT and

level-2 IT calculations but only a modest gain (∼15%) between the level-2 IT and ITC calculations.

One could use any of these three methods of computing IT to then produce an information transfer

rate (by dividing by the entire trial length, Tskip+Tint+Tdec+rend). The ITC is the standard

performance metric in information theory (Shannon, 1948), and we use it to obtain the ITRC

( ITC
total trial length ) and to optimize our BCI.
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8 EMG

We measured EMG from monkey G to verify that the neural activity was not a byproduct of

minor limb movements during the delay period of our experiment. The aim was to ensure that the

BCI system is operating with motor planning activity as opposed to movement execution activity.

This is an important requirement if such a prosthetic system is intended for paralyzed patients.

Supplementary Fig. S7 shows the data from three different muscles in monkey G. There is no

noticeable difference in EMG activity between the periods before and after target presentation

for real reach trials. Furthermore, there is no significant tuning in the EMG activity for target

direction during the time period 50 to 300 ms after target presentation (ANOVA, p >> 0.05). We

also measured EMG activity while presenting targets at a rapid pace (“rapid condition”), akin

to the behavioral conditions present in BCI experiments.4 Results were very similar to those of

the real reach trials — there was no elevated activity after target presentation and there was no

target-specific tuning in the EMG signal during the delay period.

The lack of tuned EMG signal in the delay period was typical across other monkeys in our

laboratory. While we did not measure EMG from monkey H, the endpoint position of the monkey’s

fingertip did not move with respect to the target direction during the delay period. Our hand

tracking apparatus has a sub-millimeter resolution.

4There was no movement epoch for the rapid condition, much like there was no such period for prosthetic cursor

trials during BCI experiments.

15



“A High-Performance Brain Computer Interface” — Supplementary Info Santhanam et al.

200 ms

a
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b
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c

Supplementary Figure S7: EMG measurements for monkey G plotted in arbitrary units. Data was
collected for real reach trials (green) as well as trials with rapid presentation of targets (red). The first
arrow designates the target presentation time and the second arrow marks 150 ms before the start of the
movement. The delay period and movement periods are separated by a slight gap to allow for differing
delay periods across trials. a. Measurements from the deltoid muscle. b. Measurements from the biceps
muscle. c. Measurements from the triceps muscle. We only collected data from real reach trials for this
muscle.
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