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Abstract— An intracortical brain-machine interface (BMI)
decodes spiking activity recorded from motor cortical neurons
to drive a prosthetic device (e.g., a computer cursor or robotic
arm). As the number of recorded neurons decreases over
time due to decay in recording quality, the performance of a
BMI decreases. We asked: can degrading BMI performance be
rescued by using prior information from when more neurons
were observed? This would entail augmenting a decoder by
using previously learned knowledge about motor cortex (at an
earlier point in the array lifetime). We implemented this idea by
modeling low-dimensional dynamics of the neural population,
which describe how the population evolves through time. We
posit that if the neural dynamics accurately reflect properties of
motor cortex, then having a better estimate of these dynamics
should result in a better decoder. Using previously collected
(offline) experimental data, we found that a decoder using
dynamics inferred in the past (when more neural channels
were available) outperformed the same decoder using dynamics
inferred from the (fewer) remaining neural channels. These
results suggest that neural dynamics capture important features
of the neural population responses in motor cortex, and that
knowledge of these dynamics may rescue BMI performance
even as array signal quality degrades.

I. INTRODUCTION

Brain-machine interfaces aim to restore lost motor func-
tion to people suffering motor neurological disease and
injury. A major challenge facing intracortical BMIs is that
neural signals recorded from intracortical electrode arrays
may be lost over time [1]. As a result of such signal
loss, the BMI will eventually become unusable. Moreover,
replacing an electrode array requires neurosurgery, which
exposes the patient to additional risk [2]. To address this
important challenge, we sought to develop algorithms that
could extend the usable lifetime of a BMI by leveraging past
datasets (when more neurons were observed). We reasoned
that knowledge about motor cortex (inferred when more
neurons were observed) constitutes prior information that
could be used to potentially increase decoder performance
following neuron loss. However, being able to take advantage
of past information depends, in part, on the neuroscientific
assumptions underlying the BMI decoder.

A traditional way to design decoders is to take the
perspective that spiking neurons in motor cortex encode
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movement features, such as the velocity of a reach [3].
BMIs built from this perspective model a neuron as encoding
movement velocity along a (static) preferred direction, where
the movement speed (i.e., velocity magnitude) is proportional
to the neuron’s firing rate. By pooling across many neurons
sampling a range of preferred directions, one can decode a
desired movement by summing the velocities predicted by
each neuron [4], [5]. This viewpoint has been central for the
design of brain-machine interfaces and has led to population
vector decoders [6]–[8], optimal linear estimators [4], [9]–
[12], and kinematic-state Kalman filters [13]–[16]. However,
these decoders are limited in that there is no model of
how the population of recorded neurons interact, whereby
the behavior of one neuron (or a subset of neurons) is
informative of the behavior of other neurons [17]–[19].
Rather, the neurons are treated as independent observations.
Consequently, as channels are lost over time due to ongoing
array and biological failure [1], these algorithms remove the
lost neuron from the decoder, treating the neuron as if it is
not (and never had been) observed.

A different perspective, which takes into account how
the neurons interact and evolve through time, hypothesizes
that motor cortex is a dynamical machine that generates a
pattern of activity to drive a desired movement [20], [21].
The neural population, in addition to being externally driven
by inputs, has its own internal drive so that it modulates itself
through time. This internal drive is modeled by a neural
dynamical model [20]–[24] that describes how the neural
population at time k is informative of the neural population
at time k+1. Neural dynamical models have been effective
in better explaining the complex heterogeneity observed in
motor cortical neural activity [21], [25], [26], modeling the
correlated behavior of a neural population [17], [27], [28]
and predicting behavioral correlates such as reaction time
[29]. Moreover, decoders modeling these neural dynamics
perform better than optimal linear estimators and kinematic-
state Kalman filters [30].

Importantly, the dynamical viewpoint puts forth the idea
that neural dynamics not only characterize the observed neu-
ral population, but generally describe the temporal evolution
of (even unobserved) neural populations in motor cortex.
Evidence suggests these motor cortical dynamics may even
be consistent across subjects [21]. In this sense, neural dy-
namics may reflect computations underlying motor control.
A consequence of this viewpoint is that better characterizing
the dynamics of motor cortex should result in better BMI
performance. If we observed many more neurons in the past,
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we should have inferred a better model of the motor cortical
neural dynamics. These dynamics could be used in place
of (poorer) neural dynamics inferred after the loss of many
neurons, and should lead to better BMI performance. On the
other hand, if neural dynamics are merely descriptive of a
specific neural population and do not generalize, then infer-
ring dynamics separately for each observed neural population
should result in better BMI performance.

The goal of this study was to evaluate if knowledge of
neural dynamics, estimated from when more neurons were
observed, could increase BMI performance after neurons
were lost. If so, this approach may have implications for BMI
design in the face of array degradation and further strengthen
the case for a neural dynamical perspective of motor cortex.

II. EXPERIMENTAL METHODS

All procedures and experiments were approved by the
Stanford University Institutional Animal Care and Use Com-
mittee. One adult male rhesus macaque (monkey J) was
implanted with two 96 electrode Utah arrays (Blackrock Mi-
crosystems Inc., Salt Lake City, UT) in primary motor cortex
(M1) and dorsal premotor cortex (PMd) as estimated visually
from local anatomical landmarks. Monkey J was implanted
54-55 months prior to the data used for offline analyses in
this study. Neural spiking events on each electrode (channel)
were detected by setting a threshold value to −4.5× the root-
mean-square voltage of the channel. The number of spiking
events was counted in non-overlapping 15 ms bins.

Monkey J performed point-to-point reaches on a radial
center-out-and-back task. His hand position controlled a
cursor that was used to acquire targets. Eight targets were
positioned equidistantly on the circumference of a 12 cm
radius circle with the first target at 0 radians, the next target
at π/4 radians, and so on. Only one target was prompted
on each trial. To successfully complete a trial, the monkey
had to hold the prompted target for 500 ms, after which
he received a liquid reward. The targets were prompted in
an alternating order between a target at the center of the
circle and one of eight (randomly chosen) peripheral targets.
More details regarding the task and experimental setup can
be found in [15], [31]–[34].

All results in this study come from decoding previously
collected (offline) data rather than closed-loop experiments.

III. DECODER HYSTERESIS

Here we introduce a notion we call “decoder hysteresis,”
which describes a scenario in which memory of historical
neural data can be used to rescue decoder performance at
low neural channel counts. The motivation for this term is
overviewed by Fig 1, where we consider the performance
of a BMI driven by some number of neural channels. As
the number of recorded channels increases, the performance
of the BMI should increase until performance saturation, as
illustrated by the blue curve in Fig 1. (In the same way, as
channels are lost, the performance of a decoder built only
from the remaining channels should decrease along the blue
curve.) Inevitably, the number of observed neural channels

Number of channels

P
er
fo
rm

an
ce

Perf(D)

Perf(D̃)

Ns N

Observe Tfull

Decode N channels

ObserveTcurr &Tfull
DecodeNs channels

Observe Tcurr

DecodeNs channels

∆ due to neural hysteresis

Fig. 1. Illustration of decoder hysteresis. Consider the blue curve. This
curve depicts the performance of a decoder as a function of the number of
channels, which increases until the maximum number of channels available
(N ). In particular, we point out that when Ns channels are observed in the
training set Tcurr, the decoder achieves a performance denoted Perf(D). Now
consider that we also have a training set, Tfull, during which N channels
were observed, and under which peak performance was previously achieved.
When Ns channels remain, a decoder taking advantage of decoder hysteresis
would use training sets Tcurr and Tfull to build a new decoder, D̃. Importantly,
if knowledge of Tfull can be leveraged beneficially, then Perf(D̃) > Perf(D),
as depicted by the red curve. The term hysteresis refers to this classic dual-
sigmoid plot found in numerous science and engineering contexts (e.g.,
magnetics) when a prior state (memory) influences the current state of a
system.

will decrease over time [1]. We refer to decoder hysteresis
as the ability to increase the performance of the decoder by
using information from a prior state (i.e., information when
more neural channels were observed) to prolong performance
decay, as illustrated by the red curve in Fig 1. In using
the term “hysteresis,” we are referring generally to the
phenomena of how a system’s output (i.e., the decoder’s
performance) can be influenced by past inputs (i.e., neurons
observed in the past that are no longer observed). We note
that we do not specifically predict any shape (e.g., sigmoidal)
to the performance roll-off. Additionally, we note that this
concept is related to missing data problems in machine
learning (e.g., [35], [36]).

A. Formulation of decoder hysteresis

To formalize the notion of decoder hysteresis, we first con-
sider a scenario where we simultaneously measure Ns chan-
nels of neural activity and a corresponding L-dimensional
kinematic variable (in our case, 2-dimensional cursor ve-
locity). In a standard BMI, our goal is to build a decoder
that maps neural activity at time k, yk ∈ RNs , to best
reproduce the observed kinematics at time k, xk ∈ RL.
The decoder, D : RNs → RL, is comprised of param-
eters that are learned from a sequence of training data,
Tcurr = {xk,yk}k=1,...,K1

, where K1 is the horizon of the
training data. In cross-validation, we predict kinematics from
neural activity, x̂` = D(y`). We evaluate the decoder’s
offline performance, Perf(D), by comparing the predicted
kinematics, x̂`, to the observed kinematics, x`, across time.
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If we swept the number of observed channels and measured
the decoder’s performance, performance should increase as
more channels are observed, as depicted by the hypothetical
blue curve shown in Fig 1.

Now consider that at an earlier point in the array lifetime,
we observed N channels, where N > Ns. Moreover, we col-
lected a sequence of training data, Tfull = {x̃k, ỹk}k=1,...,K2

,
where ỹk ∈ RN . Our goal is to build a new decoder that
functions in the same way as the old decoder, D̃ : RNs →
RL, but whose parameters are learned from Tcurr and Tfull.
This decoder outputs x̂hyst

` = D̃(y`). The notion of decoder
hysteresis is that by observing not only Tcurr but also Tfull,
we can improve the decoder so that x̂hyst

` more faithfully
reproduces x` than does x̂`. That is,

Perf(D̃) > Perf(D). (1)

This is illustrated by the red curve in Fig 1.
Colloquially speaking, decoder hysteresis is the ability to

use additional information (from historical observations of
the neural activity) to improve decoder performance after
channels are lost. We note that although the decoder in the
decoder hysteresis case has access to more information, i.e.,
Tcurr and Tfull as opposed to just Tcurr, it is not straightforward
to improve the decoder when only Ns neurons remain,
since the additional N − Ns neurons observed in Tfull are
no longer observed. For example, it is not straightforward
to beneficially use information from Tfull if the decoder
treats each neuron independently (e.g., population vectors,
optimal linear estimators, kinematic-state Kalman filters).
Rather, a successful decoder hysteresis approach should
leverage knowledge of how the neural population behaves as
opposed to how individual neurons behave. If it is possible
to demonstrate decoder hysteresis, then the performance of
a decoder could be improved by incorporating training sets
recorded earlier in the array’s lifetime.

B. Decoder: neural dynamical filter

We used a neural dynamical filter (NDF) to perform
decoding [34]. The neural dynamical filter has been shown
to achieve superior performance to optimal linear estimators,
kinematic-state Kalman filters, and Wiener filters, and its
performance (in monkey J) is comparable to the state-of-
the-art ReFIT-KF algorithm [15]. A graphical representation
of the NDF is shown in Fig 2a. Briefly, we train the NDF
in the following manner. Given a training set, Tcurr =
{xk,yk}k=1,... K1 , we learn the dynamical system

sk = Msk−1 + nk (2)
yk = Psk + rk (3)

where nk and rk are zero-mean Gaussian noise terms with
covariance matrices N,R respectively. The term sk is a
low-dimensional continuous latent variable called the neural
state, and summarizes the neural population activity. The
low-dimensional neural state captures the correlated activity
in the population [17], [21], [37] and explains the neural
spiking activity through the matrix P. Importantly, the neural

state evolves with linear dynamics, so that the previous state,
sk−1, is informative of the current state, sk, through the
matrix M. In this manner, M captures the temporal evolution
of the neural population activity. We chose the neural state
to be 20-dimensional as to be sufficiently high enough to
capture a substantial proportion of the neural variance [17].
The parameters (M,P,N,R) were learned in a maximum-
likelihood manner by using expectation-maximization (EM,
Fig 2e, blue path) as described in the report by Ghahramani
and Hinton [38].

In the decoding framework, we inferred the neural state
at each time point using the Kalman filter algorithm (Fig
2f, blue path), so that the current state estimate, ŝk was a
linear combination of the previous state estimate, ŝk−1 and
the current neural observation, yk, i.e.,

ŝk = Mŝk−1 +Kk(yk −PMŝk−1) (4)

where Kk is the Kalman gain. We subsequently mapped the
estimated neural state to decoded kinematics by solving the
least-squares problem (Fig 2g, blue path):

min
L,b

K∑
k=1

‖xk − Lŝk + b‖2 (5)

and decoded kinematics at time k by setting,

x̂k = Lŝk + b. (6)

We note that the kinematics are not used to infer the neural
dynamics matrix, M, so that M exclusively captures tem-
poral structure in the neural population responses. Finally,
we note that while we infer linear dynamics, it is likely that
more complicated (e.g., nonlinear) dynamics underlie motor
cortical computations.

C. Decoder hysteresis implementation

To implement decoder hysteresis, we considered the fol-
lowing idea: if neural dynamics describe how the population
activity (i.e., the neural state) evolves over time, then we
should use the best estimate of the neural dynamics available
to better estimate the neural state. When channels are lost,
our ability to accurately estimate the dynamics process
parameters, {M,N}, is worsened. Therefore, we propose
that the neural dynamics should be learned when the most
channels are available, i.e., using training set Tfull (Fig 2b),
and held fixed for all future NDF training. We note that if
motor cortical responses are not well-characterized by neural
dynamics, then we would expect a dynamical model learned
from the (fewer) remaining neurons to perform better since
the inferred parameters would fit the data optimally (in a
maximum-likelihood sense).

We implemented this idea by performing expectation
maximization to learn parameters of the dynamical system
in equations (2)-(3) from Tfull (Fig 2d). For convenience, we
denote the dynamics process matrices found in this fashion
as Mhyst and Nhyst. However, because only Ns channels
remain, we then used training set, Tcurr, to learn a new
neural dynamical system (equations (2)-(3)) subject to the
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Fig. 2. Implementation of decoder hysteresis. (a) Graphical representation of the neural dynamical filter. At each point in time, the neural state, sk ,
evolves with linear dynamics and is modeled to give rise to both the observed neural activity, yk , and kinematics, xk . (b) Example neural activity (firing
rates over time) for 12 example channels in Monkey J, presenting a hypothetical depiction of the neural data in Tfull. (c) Example neural data from Tcurr.
Channels that are lost are depicted in red, while channels whose signals are attenuated are in gray. (d) Neural dynamics are learned from Tfull using
expectation maximization (EM). These dynamics will be used during our implementation of decoder hysteresis. (e) A neural dynamical model is built using
Tcurr. For the HNDF (red path), the matrices Mhyst,Nhyst are remembered from when they were fit using Tfull. For the NDF (blue path), all parameters
of the neural dynamical model are learned from the remaining neurons observed in Tcurr. (f) In training the decoder, the neural state, ŝk is decoded via
Kalman filtering (KF) from the sequence of neural observations across time. (g) Least-squares (LS) is used to find a mapping from the decoded neural
state to kinematics.

constraint that M = Mhyst and N = Nhyst (Fig 2e, red
path). We implemented this constraint in the M-step of the
EM algorithm. This effectively finds a mapping, {P̃, R̃}, to
the remaining neurons, yk ∈ RNs , that best accords with the
pre-set dynamics process {Mhyst,Nhyst}.

Concretely, in this implementation of hysteresis, we fol-
lowed the same training protocol as in building an NDF,
except with the additional constraint that the dynamics pro-
cess be inferred from when more neurons were available. We
note that this implementation of decoder hysteresis formally
does not require observing Tfull as long as a historical
dynamics process is known. That is, if the dynamics process
{Mhyst,Nhyst} was inferred in the past, then training this
decoder only uses knowledge of Tcurr, Mhyst and Nhyst.
We call this decoder the hysteresis neural dynamical filter
(HNDF).

D. Decoder hysteresis offline experiments

We inferred {Mhyst,Nhyst} at an earlier point in the array
lifetime by performing EM on neural data collected while
monkey J performed reaches on the center-out-and-back
task in May, 2011. To evaluate if learning {Mhyst,Nhyst}
could rescue decoder performance, we performed an offline
decode experiment on 18 datasets collected while monkey
J performed the center-out-and-back task (spanning March
and April 2014). For each day, we had approximately 500
reaching trials. Of these trials, 400 were used for decoder
training and 100 were used for cross-validation.

For each experimental day, we simulated array degradation
by systematically dropping channels (in increments of 10)
in a pre-specified order. The order was determined by the
mutual information between each channel and reach direc-
tion [33]. Most informative channels were dropped first. For a

given number of remaining channels, we trained an NDF and
an HNDF with the same dataset. The only difference was that
HNDF training had access to the parameters {Mhyst,Nhyst}
learned from the earlier dataset. We then compared the
performance of the NDF and HNDF on the cross-validation
test set.

IV. RESULTS

Across 18 experimental datasets, we found that the offline
performance of the HNDF exceeded the performance of the
NDF when many channels were lost, as shown in Fig 3a (*
denotes p < 0.01, paired t-test). While in Fig 3a, we show
the mean velocity correlation between the decoded velocity
and true velocity (averaged across x- and y-directions and
across datasets), we found that the same trend occurred when
we evaluated the mean-square error in the decoder position
(p < 0.01 when 82 or fewer channels remained by paired
t-test, data not shown). In Fig 3b,c, we show 10 s of offline
decoded velocity using the NDF and HNDF to reproduce
x-velocity (Fig 3b) and y-velocity (Fig 3c) when only 52
channels remained. We note that for this specific case, the
NDF and HNDF were able to adequately decode velocity
in the y-direction. However, while the NDF was unable
to decode sensible velocities in the x-direction, the HNDF
was able to decode x-velocity relatively well. These results
demonstrate that at lower channel counts when there is less
observed neural information, the HNDF outperformed the
NDF.

We also note that the performance of the HNDF and
NDF apeared to saturate after approximately 130 channels
were observed. This suggests that for the purposes of a 2-
dimensional cursor control task, subsampling O(100) chan-
nels (well-distributed in a volume of motor cortex) is suf-
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Fig. 3. Offline performance of HNDF vs NDF. (a) An NDF (blue) and HNDF (red) is built for a given number of channels. Its performance is measured
as the mean velocity correlation (averaged across x- and y-directions, as well as averaged over 18 experimental sessions, shading is standard error of the
mean). When more than 82 channels are available, the HNDF and NDF perform comparably. However, when less than 82 channels are available, the
HNDF performs superiorly to the NDF. (* denotes a difference in the mean velocity correlation, p < 0.01, paired t-test). (b) Decodes of the x-velocity
are shown for both decoders across 10 seconds of experiments. The measured hand velocity is shown in grey, the NDF decoded x-velocity is in blue, and
the HNDF decoded x-velocity is in red. The HNDF achieves a higher correlation with the measured hand velocity than the NDF. (c) Same as b, but for
y-velocity.

ficient for adequately learning a linear Gaussian dynamical
model of motor cortical neural population responses.

V. DISCUSSION

If neural dynamics characterize how neural population
responses evolve in motor cortex, then better estimating
these dynamics should improve decoder performance. We
implemented this idea by using dynamics learned earlier
in the array lifetime to augment a decoder built when
fewer channels were available. We demonstrated that using
dynamics learned from a larger population of channels could
improve offline decoder performance, and in some cases,
could even rescue the decoder’s ability to move in a certain
direction (Fig 3b). These results suggest that, even in the
face of degrading electrode arrays, BMIs could be improved
by using information from earlier in the array lifetime
(decoder hysteresis). Further, these results suggest that neural
dynamics may characterize motor cortical neural population
responses in a generalizable way; if this were not the case
and the dynamics merely modeled a specific population
of observed channels, then we would have expected the
maximum-likelihood dynamical system (NDF) to perform
better than the decoder hysteresis dynamical system (HNDF).
In performing decoder hysteresis, we rejected the maximum-
likelihood solution in favor of a solution using knowledge
from when more responses were available.

We note that a linear Gaussian model of motor cortex
is very limited. For example, it is likely that the neural
dynamics underlying motor cortical responses are nonlinear
and that the noise involved in each process are not Gaussian.
Therefore, part of the effect we report may be affected by
potential model mismatch in modeling the neural popula-
tion responses in a linear Gaussian manner. Future work
may investigate how this decoder hysteresis effect might be
strengthened or weakened based on modeling assumptions.
For example, inferring nonlinear dynamics [39] that better
characterize the neural population responses may result in an
even stronger decoder hysteresis effect and ameliorate model
mismatch.

We note that the utility of this approach for online, closed-
loop BMI systems has yet to be demonstrated. While we have
shown a benefit from offline decoding, online experiments
still need to be performed to assess if our implementation
of decoder hysteresis leads to a positive measurable per-
formance effect in closed-loop BMI control. Nevertheless,
these results demonstrate that there is a lasting benefit of
getting a good look at motor cortical dynamics in offline
applications. Moreover, this benefit would not have been
possible in current state-of-the-art BMIs where each neural
channel acts independently. Rather, for BMIs with degrading
performance as a result of array and biological failure,
modeling neural dynamics may help to increase decoder
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performance beyond what was possible by simply using the
remaining observations.
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