
Example: Model Fitting
As an example, we can consider fitting a model to categorical data. We wish
to solve

minimize
∑m
i=1−fi(xi;λ) + g(λ)

Here, we interpret fi(xi;λ) as the log probability of the datum xi given the
parameter vector λ.

The graph structure of this optimization problem comes from the sparsity de-
pendence of the fi on the components of the vector λ. For example, suppose
we wish to solve the Lasso problem

minimize
∑m
i=1 ‖Ax− b‖ + ‖x‖1

where A is sparse. Each entry aij in the matrix A produces an edge between
variable node i and term node j. If A is sparse, then this bipartite graph is also
sparse.

Number of Iterations Increases Modestly with
Number of Subproblems
I experiment with the number of subproblems used to solve a LASSO problem
with consensus ADMM. I choose rows in A and place them into each of the
groups uniformly at random. Results are shown for A ∈ R200×100, with an
average of 3 and 15 nonzero entries per row, respectively.

Conclusions
ADMM subproblems should be chosen to

• minimize the number of subproblems, subject to processor constraints

• minimize the connectivity between subproblems

Example: Generalized Graph Laplacian
Consider the generalized graph laplacian problem

minimize
∑

(i,j)∈E ‖xi − xj‖
subject to x ∈ Ω

Here, we interpret each x as a real number or vector located at the nodes of
a graph, and wish to minimize the sum of the distances between the x vectors
across edges in the graph.

If we wish to solve the problem using consensus ADMM with two processors,
how should we split the edges between the two processors to achieve fastest
convergence?

Minimum Cuts Converge Faster
Here, I consider this problem on a dumbell graph (two complete graphs con-
nected by a single edge) using a Euclidean norm, and try two methods for
splitting the graphs: splitting according to a minimum cut in the graph, and
splitting the edges randomly by choosing each edge to be in either group with
equal probability.

Minimum Cut Random Cut

I experiment on a dumbell graph with 200 vertices. The results are robust to
the density of edges inside each dumbell.

Introduction
The Alternating Directions Method of Multipliers (ADMM) paradigm for dis-
tributed optimization assumes that the objective of an optimization problem
splits into additive components which are separately easy to optimize. It is
straightforward to reduce any such problem to a consensus problem of the form

minimize
∑N
i=1 fi(xi)

subject to xi − z = 0 i = 1, . . . , n

with an arbitrary number of additive components in the objective, subject to
an equality constraint, by including other constraints as terms in the objective
function.

Optimizing the Partition
How can we partition the terms fi in the objective function into subproblems
to promote speedy convergence? In partitioning the terms, we should consider

• Processor power ⇒ constraint on subproblem size

• Big subproblems ⇒ large cost per iteration

• Many subproblems ⇒ many iterations

Optimization as Bipartite Graph Partitioning
The duplication of variables in ADMM lends itself to an interpretation as a
bipartite graph.

Disciplined Variable Scoping
If a subproblem depends only on some subset of the coordinates subproblem.Ω =
{l1, . . . , lj} with j < n, we need only record the values of subproblem.x and
subproblem.y on the coordinates in subproblem.Ω.

while not problem.stop do
for subproblem in problem do

subproblem.y← subproblem.y + subproblem.x - subproblem.z(problem.z)
subproblem.x ← subproblem.prox( subproblem.z(problem.z) - subprob-
lem.y )

end for
problem.z.prev ← problem.z
problem.z ← mean( problem.x(subproblem.x))

end while

where for consistency with the iterates in the original ADMM iteration we set

problem.x(subproblem.x) =

{
subproblem.xi i ∈ subproblem.Ω

2 problem.zi − problem.z.previ i 6∈ subproblem.Ω

Madeleine Udell
EE364b: Convex Optimization II Class Project

Partitioning Problems in Distributed Optimization


