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Abstract—The increasing adoption of electric vehicles (EVs)
in residential applications will require coordinated charging
strategies to avoid operational challenges in power distribution
systems. Coordinated charging can also be used to effectively
provide grid operators with ancillary services such as ramping
and load following. This project developed a framework utilizing
fitted Q-iteration, a batch reinforcement learning method, for
charging control of an aggregation of electric vehicles to provide
grid services and to minimize the cost of power consumption
under time-of-use (TOU) rates. The problem was formulated as
a Markov Decision Process such that computational costs do not
scale with the number of vehicles. A simulator was developed
using high resolution residential EV charging data that accounts
for stochastic variation in EV charging demand and daily availability patterns. Results indicate that 20-40 days of simulation are
required to achieve good performance. Performance is also highly
dependent on the appropriate selection of a feasible reference
trajectory for ancillary service provision. Small modifications to
the reward function allowed for significant improvements in cost
savings by shifting charging patterns.

A. Objective

Index Terms—Fitted Q-Iteration, MDPs, Electric Vehicles,
Batch Reinforcement Learning, Demand Response

Various studies have utilized MDPs for reinforcement learning or planning in demand response or load control applications [4]–[12]. These papers focus on different load types,
number of loads, state and action space formulations, load control objectives (e.g. cost minimization, load shifting), reward
functions, and solution methods. Brief highlights of relevant
studies are included below, and a comprehensive review is
provided in [4].
For EVs, Vandael et al. utilize fitted Q-iteration to control
a fleet of EVs to follow a day-ahead schedule using a single
MDP [5]. Walraven and Spaan developed a group-based multiagent MDP for optimal charging of an aggregation of EVs to
match stochastic wind power generation [6]. However, their
formulation does not account for uncertainty in EV charging
demand.
Wen et al. utilize Q-learning with Boltzman exploration to
solve an MDP for optimal demand response control for both
deferrable and thermostatically controlled residential loads in
a single home [7]. They characterize the state space as a
function of the on/off status of each load and define the reward
function as weighted sum of the cost of power consumption
and disutility of delaying device operation. A similar analysis
for deferrable loads is provided in [8] with a slightly different
state-space characterization and disutility function. Kara et al.
utilize Q-learning to control an aggregation of thermostatically
controlled loads (TCLs) for ancillary service provision. They
characterize the state space as a probability mass function over
the individual temperatures of the loads [9]. In [10], Ruelens
et al. utilize fitted Q-iteration with Boltzman exploration to

I. I NTRODUCTION
Reliable power grid operation requires that power generation and demand are always in balance. Under current
operational procedures, power grid operators account for realtime discrepancies between supply and demand through the
provision of ancillary services. Ancillary services, or operating
reserves, are power generation capacity that can be dispatched
for load shifting, ramping, frequency regulation or other grid
services [1]. Large centralized generators typically provide
these services, by increasing or decreasing their power output
in response to signals from the grid. However, future integration of distributed energy resources (e.g. solar, wind) will
introduce significantly more uncertainty into power system
operations. Decentralized control strategies that coordinate
distributed energy resources to provide ancillary services may
help address these challenges [2].
Electric vehicles (EVs) are projected to make up 55% of
all new automobile sales worldwide by 2040 [3]. This could
significantly increase residential demand and pose significant
operational challenges for distribution system operation if not
effectively managed. However, EVs often have significant load
flexibility, such that charging can be shifted in time to optimize
for some control objective.

This project focuses on using batch reinforcement learning
to control of an aggregation of EVs in residential applications for cost minimization and ancillary service provision,
specifically ramping and load following. Provision of these
services requires that an aggregation of loads track a timevarying power trajectory with a response timescale on the
order of minutes or hours. EV charging control is formulated
as a Markov Decision Process (MDP) that accounts for the
stochastic nature of EV charging demand. An objective of
this project is to develop a formulation that is tractable for a
large aggregation of EVs with heterogeneous charging demand
patterns, such that the computation does not scale with the
number of loads.
B. Relevant Literature
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control a water heater, while using an autoencoder to reduce
the dimensionality of the state space and estimating the Qfunction using an ensemble of extremely randomized trees.
They apply a similar approach in [11] for control of a water
heater and heat pump using -greedy exploration. In [12], they
apply fitted Q-iteration to an aggregation of heterogeneous
water heaters, defining the action as a clearing priority over
the bid functions of individual water heaters that are defined
in terms of the water heater state of charge.
II. M ETHODS
A. Simulation
A simulator was developed in Python using 1 year of
historical residential EV charging data from 2016 with 1minute resolution for 59 homes in Austin TX from the Pecan
Street database [13]. Most of the charging stations in the
dataset were level 2 chargers with approximate power ratings
of 3.3 kW. For simplicity, it was assumed that all EVs have
a constant charging rate of 3 kW in the simulation. The
charging start and end times were extracted from the data using
thresholding heuristics. From the duration of each charging
episode, the initial state of charge was inferred by assuming
each EV is fully charged at the end of each session. These
observed charging patterns were then set as the charging
requirements during each period of time each EV is connected
to the grid in the simulation.
The primary sources of uncertainty in this problem are the
arrival and departure time of the EVs and the initial state
of charge of the EV batteries. In general, these variables
are highly stochastic, given variation in consumer occupancy
and travel patterns. In the simulator, it was assumed that
each consumer arrives home in the evening and departs in
the morning. Each departure and arrival time was drawn
from a normal distribution (N (µd , 1 hour) and N (µa , 1 hour)
respectively), where the mean arrival and departure times
for each consumer are also drawn from normal distributions
(µd ∼ N (8:00, 1.5 hours) and µa ∼ N (18:00, 1.5 hours)
respectively). Daytime charging availability was defined by
setting the EV arrival times equal to the EV charging start
times observed in the data and assuming the duration of availability is drawn from a normal distribution (N (3, 1)). Charging
data for individual homes from the Pecan Street database was
duplicated and shifted in time to generate synthetic data for
larger aggregations of vehicles. Data was shifted by 1 week
to preserve daily, weekly and seasonal EV charging patterns.

(1) ancillary service provision, where the objective is to continuously track a trajectory, (2) cost minimization, and (3) rampfollowing during 4 hours of the day with cost minimization
during the remaining time.
C. Markov Decision Process Formulation
A
MDP
is
defined
by
the
tuple
(S, A, P (st+1 |st , at ), R(st , at ), where S is a finite set
of states, A is a finite set of actions, P (st+1 |st , at ) is a state
transition function, and R(st , at ) is the immediate reward.
Defining the state-space in terms of the state of charge
and availability of each individual vehicle and the action
space in terms of the charging rate of each vehicle would
lead to extremely high dimensional state and action spaces
respectively for large numbers of EVs. To keep the state
space small, the state is defined in terms of metrics evaluated
over the entire aggregation of EVs. Current EV charging
stations can measure the state of charge of the EV battery, so
it is assumed that such information could be sent to an EV
aggregator. Therefore the state is observable, given effective
and reliable communication infrastructure. It is assumed that
each consumer specifies a desired charging completion time
at the beginning of each charging session and the charging
strategy must explicitly obey those constraints. Given the
state of charge of the EV battery, the battery capacity, and
the power rating of the charging station, the time required for
(i,r)
a full charge can be estimated with high accuracy. Let Tt
(i,a)
be the charging time required for a full charge and Tt
be
the time remaining until the desired completion time at time
(i)
t for EV i. We define the flexibility ft of EV i at time t as
 (i,t) (i,a)
 Tt −Tt
if EV i is available
(i,a)
(i)
Tt
(1)
ft =
1
otherwise
This metric gives a measure of the amount of charging that is
still required for each charging session relative to the amount
(x)
of time available for charging. Ft , x ∈ [0, 100] is defined as
the x percentile flexibility and F̄t as the mean flexibility of the
aggregation of EVs. ht ∈ [0, . . . , 23] is the hour of the day,
Pl
(s)
(i,r)
Tt = i=1 Tt
is the total amount of time required to
(min)
fully charge all of the EVs currently plugged in, nt
is the
minimum number of EVs that must charge to meet charging
(max)
constraints, and nt
is the total number of EVs available to
charge at time t. Based on preliminary results from different
state space representations, we define the state at time t as
(max)

st = [ht , nt
B. Simulation Scenarios
Under current grid operational procedures, resources are
only occasionally called upon to provide ancillary services.
However, in future power systems with high penetrations of
variable renewable generation, reserve requirements may significantly increase to compensate the increased power supply
uncertainty. When ancillary services are not required, the
objective of an aggregator would be to minimize electricity
costs for consumers. In this study, we consider three scenarios:

(min)

, nt

(s)

(10)

, Tt , F̄t , Ft

(5)

(2)

, Ft , Ft ]T

(2)

The action is equal to the number of EVs that are charged
during each control timestep. The action space At is dependent
(min)
on the state and is lower bounded by nt
and upper
(max)
bounded by nt
. As a heuristic, EVs are charged in a
(i)
priority order defined by their flexibility ft .
Reward functions were defined for each of the three scenarios. Let the power consumption trajectory of EV i over a time
(i)
(i)
horizon H be given by P (i) = [P1 , . . . , PH ]T ∈ RH and
(ref )
(ref )
the desired power trajectory P (ref ) = [P1
, . . . , PH ]T ∈
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discretization schemes, learning rates, exploration strategies
and discount factors. In all cases the performance of the
method was relatively poor even after hundreds of thousands of
iterations, especially in less-explored regions of the state space
and for large changes in the state variables (many EVs arriving
at once). Relevant literature also discusses issues with these
methods for large state spaces with respect to convergence and
volatile changes in exogenous variables [5], [12]. These studies
also indicate that batch reinforcement learning methods tend
to achieve much better performance.
Fig. 1. (a) Reference trajectory for scenario 1 and ramp for scenario 3. (b)
Time-varying TOU electricity price [14]

RH . Then the immediate reward at time t for scenario 1 is
given by the squared tracking error:
!
!2
l
X
(i)
(ref )
rt = −
Pt
− Pt
(3)
i=1

rt = −ρt

l
X

(i)

Pt

(4)

i=1

Adding another term to the reward function that penalizes
waiting until the end of the charging window to charge each
EV was found to improve performance, as discussed in Section
III:
l
X
i=1

Based on preliminary results and literature review, the MDP
was solved using a version of fitted Q-iteration adapted from
[15]. In the original version of fitted Q-iteration, the state-value
function
Q(s, a) = R(s, a) + γ

X
s0

For simplicity, the same reference trajectory was used for
each day of the simulation as shown in 1. This trajectory was
designed such that the total required daily energy consumption
is equal to the mean daily EV charging demand over the
simulation horizon.
For scenario 2, we assume the aggregation of EVs are
subject to a time-varying pricing schedule. For this study, the
summer weekday rate B residential EV time-of-use (TOU)
pricing schedule from PG&E [14] was used. The time varying
electricity price over a time horizon H is ρ = [ρ1 , . . . , ρH ]T ∈
RH such that the reward function for scenario 2 is given by

rt = −ρt

D. Fitted Q-Iteration

(i)

Pt

+µ

l
X

(i)

(i)

ft P t

(5)

i=1

The reward function for scenario 3 is given by




−λ Pl P (i) − P (ref ) 2
t
i=1 t
rt =
−ρ Pl P (i) + µ Pl f (i) P (i)
t
t
i=1 t
i=1 t

if ts ≤ t ≤ te

(6)

otherwise

which includes a negative squared tracking error term during
a ramping event from ts to te and the reward function for cost
minimization at all other times. For the results in the following
section, the start and end times of the ramping event were set
equal to ts = 19 : 00 and te = 23 : 00 respectively.
Given the stochastic nature of EV charging demand and the
initial state of charge of the EV battery upon arrival, the transition function P(s,a) is not generally known. Therefore, the
MDP must be solved using reinforcement learning methods.
Several model-free temporal difference learning methods
including Q-learning, Sarsa, and Sarsa Lambda were investigated in preliminary tests using different control timesteps,

P (s0 |s, a) max Q(s0 , a0 )
a0

(7)

is approximated from batches of tuples (st , st+1 , rt , at )
collected during simulation or real-time operation using supervised learning methods. In this study, the action-space
is state-dependent and we use a control timestep δc that
is different from the simulation timestep δs . Therefore, we
estimate Q(s, a) from tuples of the form (st , st+δc , rt , at , At ).
This adaptation of fitted Q-iteration is outlined in Algorithm
1.
The inputs to the algorithm include a default policy πo , the
control timestep δc , the simulation timestep δs , the discount
factor γ ∈ [0, 1], the initial state so , the number of days of
simulation D, and parameters that define the exploration policy
c1 and c2 .
Lines 4-23 of Algorithm 1 require simulation of the system
for a single day d using the current approximation of the statevalue function Q̂d . The default policy is only used to initialize
the algorithm during the first day of simulation (line 7). During
all future days, the upper and lower bounds on the action
space are computed at each control timestep (line 10) and the
current action is chosen using the approximation of the statevalue function and an exploration method (lines 11-12). The
system is forward-propagated in simulation at each simulation
timestep (lines 8, 13 and 20) and a tuple is added to the training
set at each control timestep (lines 15 and 24). In lines 2533, the state-value function is re-estimated with the updated
training set using a regression algorithm. By using regression,
the state-value function can be generalized across the state and
action space. Based on literature review and preliminary tests,
random forests were used for regression.
An -greedy exploration policy was utilized, where  is an
exponentially decreasing function of the batch number d:
 = c1 e−c2 ∗d c1 , c2 ∈ R

(8)

Instead of randomly selecting an action from the entire action
space, actions were selected from a restricted action space
[a∗t − ∆a , . . . , a∗t + ∆a ], ∆a ∈ Z, where a∗t is the action
obtained from maximizing the state-value function.
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Algorithm 1 Fitted Q-iteration adapted from [15]
Require: πo , δc , δs , γ, Kmax , s0 , D, c1 , c2
1: initialize F ← ∅, T ← ∅, t ← 0
2: for d = 0, . . . , D do
3:
m←0
4:
for m = 0, . . . , 1440/δs do
5:
if mod(t, δc ) = 0 then
6:
if d = 0 then
7:
at ← πo (st )
8:
st+1 , rt ← Simulate(st , at )
9:
else
10:
At ← GetV alidActions(st )
11:
a∗t ← arg maxa∈At Q̂d (st , a)
12:
at ← Exploration(a∗t , At , c1 , c2 )
13:
st+1 , rt ← Simulate(st , at )
14:
if m 6= 0 then
15:
T ← T ∪ (st−δc , st , rt−δc , at−δc , At−δc )
16:
end if
17:
end if
18:
else
19:
at ← at−1
20:
st+1 , rt ← Simulate(st , at )
21:
end if
22:
t←t+1
23:
end for
24:
F ←F ∪T
(0)
25:
set Q̂d+1 equal to 0 for all s,a
26:
for k = 1, . . . , Kmax do
27:
for l = 1, . . . , |F| do
28:
il = (slt , alt )
(k)
29:
ol = rtl + γ maxa∈At Qd+1 (slt+1 , a)
30:
end for
(k+1)
31:
Qd+1 ← Regress(i, o; ∀l = 1, . . . , |F|)
32:
end for
(k+1)
33:
Q̂d+1 ← Qd+1
34: end for
35: return Q̂D+1

III. R ESULTS AND D ISCUSSION

The EV simulator and implementation of the MDP solution
algorithm were implemented in Python 3.6. The Sci-kit Learn
machine learning package was used for implementation of the
random forest regression [16]. Simulations were performed
for 118 EVs with γ = 0.95, δc = 20 min, δs = 1 min, µ =
0.1, c1 = −7.5, c2 = 192.5 ,and D = 150 days. For the
random forest regression, 100 trees were used with a maximum
depth of 10. In Equation 6, λ was set equal to 0.01 which
places significantly larger weight on ramp-following than cost
minimization. ∆a was set equal to 3 for scenarios 1 and 3 and
equal to 13 for scenario 2, which required more exploration.
The expected discounted return at iteration k of the∗ stateπ
value function approximation in state s is defined as Jk k (s) =
(k)
maxa∈A Qd+1 (s, a). The convergence error for the iterative

Fig. 2. Convergence error for iterative approximation of the state-value
function for (a) scenario 1 (ancillary service provision) and (b) scenario 2
(cost minimization) for each batch.

state-value function approximation is

P|F |
l
l 2
l=1 Jk+1 (s ) − Jk (s )
P|F |
l 2
l=1 (Jk (s ))

(9)

The convergence errors for the first 20 days (batches) of
simulation for scenarios 1 and 2 are shown in Figure 2 as
a function of the number of iterations. For scenario 1, the
state-value function converges in approximately 30 iterations.
The asymptotic value of the error increases slightly as the
number of batches increases. For scenario 2, the state-value
function converges in approximately 40 iterations. Therefore,
Kmax was set to 40 iterations for all of the following results.
The 10 day running average of the immediate reward for
scenario 1 is shown in Figure 3a for the first 140 days of
simulation. As shown, the performance improves for approximately the first 20 batches of the algorithm. Results show
that performance of the algorithm after the first 20 batches is
highly dependent on the feasibility of the reference trajectory,
resulting in the observed fluctuations. Daylight savings time
starts on day 72, which likely explains one of the negative
fluctuations in performance since the hour is one component
of the state. An example aggregate load profile for a single day
is shown in Figure 3b. On this specific day, overnight charging
demand and midday charging demand (12:00 - 17:00) were
respectively slightly lower and higher than what was required
by the reference trajectory. Daily charging requirements and
the arrival and departure patterns can vary considerably from
one day to another, such that it may be impossible to find a
reference trajectory that can be always be accurately followed.
One possible solution is to use timeseries forecasting to predict
the day-ahead charging profile and to have the grid operator
construct the reference trajectory based on this prediction. This
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Fig. 3. Scenario 1 (ancillary service provision/trajectory tracking) results: (a)
10 day running average of rt (b) An example aggregate daily charging profile
obtained from fitted Q-iteration.

would require incorporating the reference trajectory into the
state-space definition such that different trajectories could be
followed on different days. Kara et al. address this issue differently, by learning different state-value functions for different
reference trajectories [9]. However, in practice there are likely
to be a very large number of possible reference trajectories
provided by a grid operator, which might make this approach
infeasible.
For scenario 2 (cost minimization), using Equation 4 for
the reward function was not effective in achieving good
performance. This is because the piecewise constant structure
of TOU price schedules makes it difficult to propagate reward
through time and shift charging over large numbers of control
timesteps. As shown in Figure 4b, fitted Q-iteration tends to
arrive at a policy where most EV charging occurs early in
the morning during low prices, just before the middle tier
price begins. However, if EVs are not completely charged by
this time due to higher than average demand, some charging
must occur at higher prices. The optimal strategy would be
to begin charging at the beginning of the low-price period,
but the algorithm is slow to learn such a strategy since the
instantaneous reward is constant for many control timesteps.
The reward function given in Equation 5 imposes a penalty
on charging EVs at the end of the charging window, which
allows the algorithm to converge on the optimal policy much
more quickly, as shown in Figure 4. Similar to scenario 1, the
performance of the algorithm fluctuates over the simulation
horizon due to variation in charging demand, especially during

Fig. 4. Scenario 2 (cost minimization) results for reward functions given in
equations 4 and 5: (a) 10 day running average energy cost ($/kW h) (b) An
example aggregate daily charging profile obtained from fitted Q-iteration.

high-priced hours.
For scenario 3, performance improves for approximately
the first 40 days as the algorithm gains experience, before
approaching a steady-state value, as shown in Figure 5. There
is generally not enough flexibility in charging demand to shift
load from the middle of the day (12:00-16:00) to time periods
with the lowest prices. By placing high relative weight on
ramp-following in the reward function in Equation 6, the ramp
signal can be followed with as high accuracy as the control
timestep discretization allows. Charging generally increases
significantly after the ramp ends to charge the EVs connected
to the grid during the low price period to achieve optimal cost
minimization.
IV. C ONCLUSIONS
This project utilized fitted Q-iteration for charging control
of an aggregation of EVs to provide ancillary services to the
power grid and minimize the cost of power consumption with
TOU prices. For the three scenarios considered, approximately
20-40 days of experience were required to obtain maximum
performance, depending on the control objective. For continuous trajectory tracking, it was shown that performance is
highly dependent on the feasibility of the chosen reference
trajectory, which may vary considerably depending on daily
charging demand. Since learning a different optimal policy
for each possible reference trajectory is not efficient nor
practical, future work could analyze methods for incorporating
the reference trajectory into the state space definition, such that
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Fig. 5. Scenario 3 (cost minimization) results : (a) daily average reward (b)
An example aggregate daily charging profile obtained from fitted Q-iteration.

an algorithm could learn a single optimal policy, parameterized
in terms of the signal. When following a ramp signal for only
a few hours of the day, the selection of a feasible trajectory to
follow is less critical because charging can be shifted before
and after the ramping event. For cost minimization, adding
an additional term to the reward function to incentivize earlier
charging causes the algorithm to more quickly find the optimal
policy.
Depending on future regulations and control architectures
for distributed energy resources in distribution systems, control
decisions may need to be made by each EV, rather than by a
centralized aggregator. Therefore, future work may consider
multi-agent approaches for addressing this problem. Future
work may also investigate methods to better learn optimal
policies for non-stationary and stochastic environments.
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