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Abstract— In this paper we evaluated several Unmanned
Aerial Vehicle (UAV) path planning algorithms on a grid
world environment with uncertainty in the obstacles. Each
cell in the grid world has an inherent risk of collision, and
is referred to as a risk map in this paper. Several online and
offline path planning algorithms were tested and evaluated
by the length of the path and the amount of risk from a
starting state to a goal state. The potential of collision in
each cell was evaluated on a scale where it ranged from
“extremely dangerous” to “advised to take caution”.
Hueristics that apply different weighted cost to the amount
of acceptable risk proportional to obstacle clearance and
probability of collision, and path length were derived and
evaluated. Online Monte Carlo tree search (MCTS) and
dynamic windows approach were evaluated against two
offline global searches, Dijkstra and A*.
Keywords—MCTS, Path Planning, Markov Decision
Processes, Collision avoidance, grid world
I. INTRODUCTION
There has been an increase in the interest of UAVs resulting in
the growth of path planning research. Path planning involve
computerized control of the UAVs that usually has some amount
of artificial inteligence. This is partly due to the advancement in
technology where faster and lighter computers are now easily
accessible to academia and private companies. In addition,
UAVs have gained significant technological capabilities due to
the popularity for military and civilian applications. The
exploration of Mars has been an intense topic among NASA and
private companies such as SpaceX. Though we are “close” to
having the current technology of launching humans to Mars, a
safer and more viable option is using UAVs to explore the
terrain. The goal of path planning is to find a feasible and
optimal path from a point to a target that is collision-free and
typically with a mission.
In this paper, the problem is formulated as an Markov
Decision Process (MDP) in both discrete and continuous statespaces. The kinematics of the UAV is controlled by hueristics
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developed for tuning the weights of the shortest path and the
inherent risk of the path. We will outline the problem and discuss
results of reactive local search path planning algorithms to
global offline methods and evaluating different cost function
weights. It should be noted that all of the methods in this paper
were implemented from scratch without using any open source
solvers for MDP or path planning.
II. PRIOR WORK
There has been numerous work done on path planning problems
in the robotics field. Path planning involves an environment
with static obstacles. Path planning in a dynamic environment
where obstacles are no longer stationary is known as motion or
trajectory planning. They both focus on trying to avoid the
obstacles to ensure safe passages for the robots while trying to
complete the mission. Some of the approaches found within our
literature research involves initially simplifying the problem as
a grid world and applying graph search algorithms. Once that is
completed, the discrete state space is then formulated as a
continuous state space and including the dynamics of the UAV.
This includes varying the max and min velocity, acceleration,
and yaw rate. [6-7]. The second aspect of refining a path to
remove course grid worlds is to develop a more realist
trajectory. One of the main issues associated with these
approaches is that the uncertainties in the radar site locations
are not considered. These radar sites are used in the second
stage of refining the path by emanating a virtual force field to
incorporate the dynamics of virtual masses [6]. By
incorporating probability models, a probabilistic map of the
uncertain sites can be constructed and the optimal path is a
minimization problem. In real-time path planning method for
UAVs in an uncertain environment, the problem of solving the
kinematics of the UAVs is reduced to solving for the best
feasible trim trajectories. A local operating Iterative Step
Method (ISM) was introduced to sequentially solve for the best
trim trajectory in each step [8]. A tradeoff between the path
length and the associated path risk can be achieved by varying
the weighting factors. This method is combined with the best
global graph-search algorithm.

Furthermore, online planning algorithm such as Monte Carlo
tree search (MCTS) combines the method of best-first tree
search and Monte Carlo evaluation and can handle large search
spaces. The method is based on sampling and hence it only
needs a generative model of the problem instead of an explicit
form of the transition function. There has also been research
done on collision avoidance approaches that include both local
and global methods. Global techniques such as potential field
and road map methods assume a complete knowledge of the
environment in general. Hence, an optimal path can be
computed offline in global methods. Local methods, on the
other hand, take into account the uncertainty of the environment
and also whether the environment changes in real time. Hence,
local methods are capable of faster obstacle avoidance [4].
In this UAV path planning project, these methods are combined
to have all the advantages. The robot path planning methods are
applied along with a probability risk map of the obstacles.
These methods are later compared against a performance metric
to analyze the results. In addition, the dynamics of the UAVs
are later incorporated to remove sharp turns using the online
dynamic window approach.
III. METHODS
There are various methods that can be implemented when trying
to solve the problem of finding the optimal path between two
points. In this project, we implemented offline Dijkstra’s and its
variant A* algorithms; and online method, dynamic window
approach and Monte Carlo tree search.
A. Offline - Dijkstra
Dijkstra is a well-known and commonly used algorithm for
computing the shortest path between two points due to its
optimization capability. This algorithm was derived by a
computer scientist Edsger W. Dijkstra in 1956 [3]. The
algorithm can be used to find the path with minimum cost
between two points. It uses priority queue and processes the
nodes in increasing order of cost from the source vertex or the
starting point and at the same time constructing the minimum
path tree edge by edge. Dijkstra’s algorithm is a greedy
algorithm in that it selects action with the greatest reward. The
resultant path will be minimum-cost for a given risk map due to
its two properties: for every visited vertex, the current recorded
cost is the lowest from the start vertex to that vertex; for every
unvisited vertex, the recorded cost is the minimum from the
source vertex, considering only the visited vertices and that
unvisited vertex. Hence, the result from using this method is
guaranteed to be the optimal one for a given risk map that have
stationary obstacles.
B. Offline - A*
A* algorithm is a modified version of Dijkstra’s algorithm
in that it uses a heuristic function to guide the order of path
exploration when searching for the solution to a problem. Since
Dijkstra processes the nodes in increasing order of their known
cost, the algorithm isn’t fully aware of the entire environment
and has no conception of the way to get to the target (no big
picture). The algorithm simply explores outward in all

directions. This can be improved by using heuristics in A*
search. In the context of path searching, the heuristic function
can be a function that approximates a distance from a current
point to a destination point.
C. Online – Monte Carlo Tree Search (MCTS)
The MCTS is an online approach that is based on sampling. In
this project, the Upper Confidence Bound for Trees (UCT)
version of MCTS is implemented. The main idea is to build and
expand a search tree based on running simulations from the
current state and updating the value function estimate. Each
simulation consists of four stages: search, expansion, rollout and
backpropagation. The algorithm uses simulation to estimate the
potential for a long-term reward by hallucinating down the
search tree, thereby planning over larger horizons. In action
selection, a balance can be maintained and adjusted between
exploration of moves with fewer simulations and exploitation of
moves with high average reward. This is done by choosing an
action that maximizes the value function and the exploration
term during the search stage. MCTS converges to the optimal
policy given appropriate control of exploration.
D. Online – Dynamic Window Approach
Approximate dynamic programming is used for approximating
optimal policies with problems in large or continuous state
space. [1] Dynamic window approach in this project is used as a
reactive (also known as local) path planning algorithm. A
dynamic window approach can be especially useful if the global
map of the obstacles are unknown or if there uncertainties in the
map. A second advantage of a local search algorithm over global
is the reduce computational complexity resulting the savings on
computation time. But unlike a global approach, the local
approach is highly unlikely to produce an optimal solution.
IV. RISK MAP
The risk map was randomly generated for this project. In
practice, the map is obtained by a survey or is already known.
The risk map represents the uncertainty of a obtacle in a state or
node. If 𝑃" 𝑠 = 1, there’s a 100% chance of collision if the
UAV enters that state. Vice versa, if the state has as risk 𝑃" 𝑠 =
0, there’s 0 risk of a collision. The risk map can be seen in Figure
1-6.
V. PROBLEM FORUMATION
This section outlines how we formulated our problem as a
Markov Decision Process (MDP). An MDP is fully defined with
all parameters as followed:
A. Discrete State Space
a.) State space: The state space in the real world where the
UAVs travel is continuous. This results in the state
space being very large and thus demands high
computational power. Hence, we discretized the state
space to make the problem more tractable and then
compare the results with the continuous spaces later.
The state space is discretized and is represented as a grid
world problem of 𝑁 𝑥 𝑀 size where each cell in the grid
represents each state in an MDP. In our project, the state
space was discretized as a 15x15 grid world (|S| = 225)

where each state represents a node on the map. The
location of the UAV is a state as well.
b.) Action space: We formulated the problem as a 15 x 15
grid world where each cell represents the current
location of the UAV. Since there are eight cells that are
adjacent to any one particular cell except at the borders,
we allow the UAV to be able to move to any of the
adjacent cells. Hence, the action space |A| is eight since
the UAV can move in each of the four cardinal
directions (north, east, south, and west) and four intercardinal directions (northeast, southeast, northwest, and
southwest).
c.) Transition and Rewards: The transition to the next state
is deterministic given that it is a valid action. The UAV
moves one step in the specified direction with a
probability of one into the next state. The problem is a
sparse-reward type and a positive reward is gained only
when the UAV reaches the destination state; otherwise,
there are costs (negative rewards) associated with the
states in the grid world where there is a probability of
the obstacle being present in that state. A higher risk
probability results in a higher cost associated with that
state and the UAV receives a cost if it enters that state.
B. Continuous State Space
UAV controls are derived in continuous state space when
applying dynamic window approach. The UAV is controlled by
the forward speed, turning radius, acceleration, yaw rate. The
values of these controls are within a set minimum and max
limits. Let’s first establish the equations of motions. Let 𝑥(𝑡)
and 𝑦(𝑡) be the UAVs coordinate at time 𝑡 . The heading
direction and position are a function of 𝑥(𝑡), 𝑦(𝑡), and 𝜃(𝑡).
𝑥 𝑡0 = 𝑦 𝑡1 +
𝑦 𝑡0 = 𝑦 𝑡1 +
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Eq. 2

In order to obtain solve Equation [1-2], we need to know the
initial translational velocity 𝑣(𝑡1 ) at 𝑡1 , translational
acceleration 𝑣(𝑡) where 𝑡 ∈ [𝑡1 , 𝑡] , initial orientation 𝜃(𝑡1 ) ,
initial rotational velocity 𝜔(𝑡1 ) , and rotational acceleration
𝜔(𝑡). Substituting 𝑣(𝑡) and 𝜃(𝑡) with it’s corresponding initial
kinematic and dynamic configuration results in the Equation 3.
[5] Equation 3 describes the trajectory of the robot in the x
direction. The derivation in y-coordinates is analogous, so only
the x-coordinate is shown.
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Eq. 5

For n time intervals. The same equations can be applied to the
y-coordinate.
Dynamics window approach considers only the first-time
interval and assumes at [𝑡G : 𝑡0 ] are at constant velocity. It does
this at every time interval n. The search space can grow
exponentially depending on the number of n intervals. The
variables used for this problem is listed in Table 1 in the
appendix. Which worked well during simulation on our grid
world and risk map.
TABLE I.

DYNAMIC WINDOW VARIABLES

Min Speed

1.0 𝑚/𝑠

Max Speed

-0.5 𝑚/𝑠

Max Yaw Rate

~0.7 𝑟𝑎𝑑/𝑠

Max Accel

0.5 𝑚/𝑠 Y

dt

0.1 𝑠𝑒𝑐

There are mainly two steps in dynamics window approach;
pruning of the search space and selecting the velocity
maximizes the objective function.
𝐺 𝑣, 𝜔 = 𝛼 ∗ 𝑐𝑜𝑠𝑡_𝑡𝑜_𝑔𝑜𝑎𝑙 𝑣, 𝑤 + 𝛽 ∗
𝑐𝑙𝑒𝑎𝑟𝑎𝑛𝑐𝑒 𝑣, 𝜔 + 𝛾 ∗ 𝑣𝑒𝑙(𝑣, 𝜔)
Eq. 6
where,
•

𝑐𝑜𝑠𝑡_𝑡𝑜_𝑔𝑜𝑎𝑙(𝑣, 𝜔) is the measure of progress
towards the goal from current position and is
maximized by heading directly towards the goal

•

𝑐𝑙𝑒𝑎𝑟𝑎𝑛𝑐𝑒(𝑣, 𝜔) is the distance away from the
obstacle and the probability of collision at the obstacle

𝑡 𝑑𝑡 ∗

•

𝑣𝑒𝑙(𝑣, 𝜔) is the forward velocity of the UAV

Eq. 3

•

𝛼, 𝛽, 𝛾 are the gains associated with each cost function
and can be tuned to achieve a desired result. For
example, if it is of importance to reach the goal in as
short of distance as possible while avoiding the
obstacle is less of a priority. Then the gain for distance
to goal should be greater than the gain to avoid
obstacles. 𝛼 > 𝛽. The greater the difference, the more
drastic the behavior of the UAV changes.

If we assume that the robot can only be controlled by a finite
amount of commands within a time interval. In addition to
assuming the robot’s velocity is constant between two
sufficiently short time intervals. The trajectory of the robot can
be simplified to piecewise circular arcs. [4]
𝑥 𝑡0 = 𝑥 𝑡1 +

where,

Eq. 4

VI. HEURISTIC FUNCTIONS
Cost to Goal
Equation 7 and 8 shows how the cost to goal is computed.
𝑑𝑥 = 𝑔𝑜𝑎𝑙D − 𝑝D , 𝑑𝑦 = 𝑔𝑜𝑎𝑙h − 𝑝h
Eq. 7
𝑐𝑜𝑠𝑡i = 𝛼 ∗ √(𝑑𝑥 Y + 𝑑𝑦 Y )
Cost of Clearance
𝑐𝑜𝑠𝑡k =

𝑃𝑐 𝑠 ∗
G
l

G11
l

, 𝑖𝑓 𝑟 < 𝑟𝑠

, 𝑖𝑓 𝑟 ≥ 𝑟𝑠

Eq. 8

Eq. 9

where 𝑟𝑠 is the UAVs boundary. If the obstacle is within the
UAVs established “safe” boundary, a higher cost is added that
is proportional to the probability of a collision if the state is
entered 𝑃𝑐(𝑠) and the distance the UAV is from the obstacle 𝑟.

Fig. 1.

Dijkstra without Heuristics – Risk Map 1

Fig. 2.

A* without Heuristics – Risk Map 1

Cost of Speed
This is only relevant for the dynamics window method. The
cost of velocity is the difference between the new computed
velocity within the search space multiplied by the velocity gain.
The gain 𝛾 is set to 1 for the purpose of method comparisons.
𝑐𝑜𝑠𝑡J = 𝛾 ∗ (𝑣qrs − 𝑣0tu )

Eq. 10

VII. DISCUSSIONS
In using the online MCTS method, tuning the exploration
constant and designing appropriate reward function and
heuristics that will incentivize the UAV to get from the start
position to the target position plays a critical role in solving for
the optimal path. The MCTS method that was developed was
able to solve for an optimal path for a grid world up to 10 x 10
size for the previously formulated reward model and heuristics.
However, it failed to obtain an optimal path for the 15 x 15 grid
world used in this problem. This suggests tuning the different
parameters in the different heuristic function to incentivize the
algorithm to get to the target destination.
Figure 1 and Figure 2 show the results of Dijkstra and A*
algorithms without using the aforementioned heuristic
functions. The obstacles are stationary and the negative rewards
are associated with the probability of the presence of the
obstacles from the risk map. The start position is at the lower
left corner of the grid world and the target position is at the
upper right corner.
While the path is very safe since the methods try to avoid
traveling near the cells where there is a probability of obstacle
being present, the path is not the shortest. Therefore by adding
the heuristic functions of cost to goal and cost of clearance, we
are able to tune the amount of risk and clearance in the path of
the UAV to obtain an optimal path that is shorter and still with
a reasonably low cost.

When
the
heuristic
functions
cost_to_goal
and
cost_of_clearance are included in both Dijkstra and A* path
planning algorithms, a balance between the path length and the
amount of risk associated could be tuned. Figure 3 and Figure
4 shows the results from running Dijkstra and A* algorithms
with heuristics. Here, the gain values used in the heuristic
function of cost_to_goal is also varied from the values of 0 to
5 to show the significance of placing more emphasis on the path
being shorter than on the inherent risks involved (less
conservative). When the gain value of the cost_to_goal is 0 (no
cost_to_goal heuristic), this means that the path will be very
conservative and avoid the risks at all costs. There is still the
cost_of_clearance heuristic used which takes into account the
safety zone or clearance the UAV is allowed to get close to the
obstacle.
From Figure 3, we can see that as the gain values used in the
cost_to_goal heuristic function increases, the path leading to
the target position becomes more direct and thus shorter in
length. Gain values of of 2-4 used produce the same resultant
path. As expected, the path obtained from using the gain value
of 5 yields the shortest path among all other gain values used.
The minimum path lengths are 21.55 m and 22.73 m for
Dijkstra and A* respectively (if each cell represents a 1 m x 1
m in real world).

Fig. 3.

Fig. 4.

Dijstra with Heuristics – Risk Map 1

A* with Heuristics – Risk Map 1

Figure 4 represents the paths resulted from running A*
algorithm. There are two interesting charactersitics to note.
Firstly, the path doesn’t change when running with different
gain values of 1-5 in the cost_to_goal heuristic function.
Placing an emphasis on the path being shorter surprisingly
didn’t affect the results. Secondly, the path of running a gain
value of 0 in the goal_to_cost heuristic function (very
conservative) produces a path that is slightly shorter than
running with the goal_to_cost heuristic function. However, if
we look closely at the two paths, it is clear that with the
goal_to_cost heuristic function, it did try to travel directly
straight to the target position until it reaches the cell that is
north-east of it that has a cost associated of 74.07, the path then
veers back down and then tries to travel in the north-east
direction again until it reaches the cell with a cost of 47.93. The
path then tries to avoid it by veering back down again.

Fig. 5.

Dijkstra with Heuristics – Risk Map 2

Fig. 6.

A* with Heuristics – Risk Map 2

Figure 5 and Figure 6 show results from running Dijkstra and
A* algorithms with cost_to_goal and cost_of_clearance
heuristic functions on another risk map generated with varying
gain values used in the cost_to_goal heuristic function like
prevoiusly. The new risk map (risk map 2) is shown in the
appendix. It is generated to simulate a more adversarial
environment in the middle of the grid world for the UAV to
travel through. The results generated when the gain values are
from 1-5 are the same in each method.
A more accurate trajectory is typically acquired through a
continuous state space but if the states are discretized at suitably
fine steps, the difference between the true optimal path and
discretized path should be negligible. Unfortunately, having a
very large state space results in computational complexity and
is usually intractable.
A* and Dijkstra both used a grid size of 1 m x 1 m, which is a
very coarse comparison to dynamic window approach’s

trajectory, but it can still provide an estimate of the magnitude
of the optimal trajectory length. Dynamic window approach
maximizes the cost function to determine the UAV control
within the reachable velocity search space set by its current
UAV dynamics at time 𝑡 = 0. The dynamic window method
was applied to the same map tested on the Dijkstra and A*
method shown in Fig [3-4]. Figure 7 shows the result of the
cost_ to_goal gain variation on the same risk map.
Using the highest cost_to_goal gain of value 5 resulted in the
shortest path length and with higher amount of inherent risk
associated with the path as expected. The length of the path is
20.15 m, which is less than both the outputs for Dijkstra and
A*.

around outweigh the cost of going straight through all the
obstacles.
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Appendix

Fig. 7.

Dynamic Window Approach Path with Heuristics – Risk

Map 1

Fig. 9.

[1]
[2]

Fig. 8.

Dynamic Window Approach Path – Risk Map 2

Figure 8 shows the result of running the dynamic window
approach with heuristics on Risk Map 2 for gain values of
cost_to_goal from 0 and higher. When no cost_to_goal
heuristic function is used, the path tries to avoid the obstacles
at all costs by going around. Risk Map 2 was created with very
dense clusters of obstacles. The probability of collision in each
obstacle in Risk Map 2 is shown in Figure 9 located in the
Appendix. When the gain values are increased, thereby placing
more emphasis on the path being shorter, the cost of going

[3]

[4]

[5]

[6]

Risk Map 2
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