Abstract

Liar’s Dice is an imperfect information dice game. Developing an Al to pla
Liar’s Dice is challenging because (i) the state space is intractably large, and (ii
the agent has to learn to reason about uncertainty and bluff convincingly
Using ideas and tools from CS 221, namely reinforcement learning and Q
learning, we tried to build an agent that can play Liar’s Dice well. The trained
agent does not seem to fare well against the baseline, and we posit a few
reasons for this.

Rules of the Game

Liar’s Dice has several rule variations. We worked with the following version: 2
players start with n dice (n is usually 5). To begin a round, both players rol
their dice and view the outcome of their rolls, but not that of the opponent
They then take turns making bids, consisting of a face value (“2” through “6”
and a quantity. Faced with a bid, a player has two options:

* Make a higher bid, i.e. one which is either higher in quantity or face value.
* Challenge the bid. At this point, both players reveal their die rolls. If the
number of dice with the face value of the bid is less than the quantity o
the bid, the challenger wins the round and the original bidder must discard
one die. Otherwise, the challenger loses the round and must discard ong
die. For this step, “1”s are “wild”.

The loser of the last round starts the bidding for the next round. The game
ends when one of the players runs out of dice, with the winner being the
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Model & General Approach

We model each round of the game separately. Once we fix the opponent”
policy, we can model the game as a Markov decision process (MDP). From 3
state (which consists of the opponent’s number of dice, the outcome of it
own dice, and the past history of bids), the agent gets to choose an action
(either challenge the bid or bid something higher). The opponent then makes
a move according to its fixed policy, which brings our agent to another state o
a terminal state.

With this set-up, we can train our agent using reinforcement learning
techniques. Since we are interested in the optimal policy for each state, wg
use Q-learning.

player who still has dice.

Goal & Baseline

In our project, we seek to build an agent that can (i) beat our baseline bot
(simple conditional probability and bluffing rules) on a regular basis, and (ii
beat a human player with significant frequency.

In training and testing, we make extensive use of the following baseline bo
Naive(threshold, p):

* If the conditional probability of the previous bid is below threshold,
challenge the bid.

* If not, bluff with probability p, otherwise return the bid within the next 3
bids with the highest conditional probability.

Training Algorithm Specifics

[1] estimates that there are approximately 294 quintillion game states fol
Liar’s Dice. To make Q-learning more tractable, we reduce the state space in
the following ways:

* We only trained the agent for the round where each player has 5 dice.
* Instead of considering the full history of bids, we only consider the lates
bid.

We also constrained the possible actions the agent can take from a given state
to “challenge” or make one of the next 10 larger bids. This is a reasonablg
simplification as it corresponds to typical bidding behavior we have observed
in human players.

We first fixed the opponent’s policy to one of the baseline bots (Naive(.1, .1))
We trained our agent in an online fashion for 300,000 iterations, using an
epsilon-greedy policy with € = 0.2. We used a time discounting factor of 1
For each state-action-new state triplet, the reward associated with it was 0 i
the new state was not a terminal state, 10 if the agent won, and -10 if the
agent lost. We used a learning rate which was inversely proportional to thg
square root of the number of iterations.

We also tried this training strategy against Naive(.2, .2) and Naive(.5, .5), a

Table 1. Win percentages of starting player. Rows denote the starting player, columns denote

the second player.
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Qlearning(1,.1) - 49% 52% 36% 37% 32% 10%
Qleamning(.2, 2) 51% -  52% 36% 38% 35% 30%
Qlearning(5, .5) 48% 46% -  25% 26% 42% 50%
Naive(.1, .1) 63% 64% T7A% - 49% 51%  40%
Naive(.2, .2) 64% 62% TA% 52% -  49% 40%
Naive(.5, .5) 68% 67% 58% 49% 50% -  60%
Human 80% 60% 70% 20% 40% 80% -

Results & Discussion

Overall, Q-learning does not seem to give good results (see Table 1). (This wa
also the case for the full game.) It did not fare well against the naive baseling
bot, even the one it trained against. This suggests that our state space is tog
small, the number of training iterations was too few, or that the MDP set-ug
might not be appropriate.

One behavior we noticed is that the bot seldom challenges the opponent”
bid. This made it easy for a human player to beat it: make the bot bid
something unreasonably high, then challenge it. This behavior could bég
because the baselines it trained against were relatively conservative, so high
bids only appeared when they were actually achieved.

well as adapting this approach to the full game.
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Next Steps

1. Training the agent on a much larger number of games.

2. Restrict the action space further. Preliminary testing suggests bette
performance.

Instead of using just the previous bid in the MDP states, we could use the
previous 2 bids, or even the full history of bids. While this allows greate
complexity of strategies, it will take a much longer time to train.

4. Extract more relevant features for Q-learning.
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