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● examine 3 high performing 
combinations of embedding vectors generated from from the 
pre-trained Transformer's hidden layers. Extract 1) just the 1st 
layer, 2) just the last layer, and 3) sum of last 4 layers. Feed 
embeddings as input into our modified BiDAF model. 
○ 4 experiments run: Vanilla Baseline Submission, BERT 

Fine Tune, BiDAF with BERT, Industry
○ 2 epochs, lr=3e-5, doc_stride=128, seq_len = 384, b_s=6
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● unforeseen challenges in making the 
pre-trained embeddings compatible with a 
representative model such as BiDAF

● tokenizer (mismatched y1s, y2s), 
embedding size limitation b/c of memory

● Achieved comparable EM/F1 to 
vanilla baseline within 2 epochs, 
versus 30 (baseline), but  requires 
more training. 

● Embedding experiment with best 
EM score = last layer. Embedding 
experiment with best F1 score = 
sum of last 4. 

● Fine Tuned BERT on industry + 
SQuAD 2.0 mixed datasets 
achieved ~70/75 EM/F1). 

● However, BERT + BiDAF on the 
mixed industry/SQuAD train/dev 
sets, yielded EM/F1 less than 10


